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Abstract

In multiprocessor systems, cache memories serve two purposes, namely the reduction 
of the average access time to the shared memory and the minimization of intercon
nection network requirements for each processor. However, in a cache, interference 
between operations from the processor and operations for data coherence from other 
caches degrades the cache performance. We propose a cache with only one single 
dual-port directory which cah be operated for both processor accesses and coherence 
operations simultaneously. The cache can reach high performance at low cost. This 
cache also has a data-coherence-protocol-inde-pendent structure.

To evaluate the cache performance in a multiprocessor environment, two simu
lation models are created. The system performance is extensively simulated. The 
results show that the single dual-port directory cache system has higher performance 
than that obtained by a system with single one-port directory caches. Other design 
parameters such as cache size, line size, and associativity on system performance 
are also discussed. Furthermore, simulations indicate that use of multiple buses 
significantly increases system performance.

In order to improve the reliability of the proposed cache, we design a tag self- 
purgemechanism and a Comparator checker at low cost in the cache management 
uni in We also propose a new design that provides combinational totally self-checking 
checkers for 1/n codes in CMOS technology, which can be used to build such a 
checker for the 1/3 code. Moreover, the total hardware overhead is less than 42%, 
as compared to the traditional single directory cache management unit.

The dissertation includes a new optimal test algorithm with a linear test time 

complexity, which can be used to test the cache management unit by either the 

associated processor or external test equipment. An efficient built-in self-testing 

variant of the proposed algorithm is also discussed. The hardware overhead of svteh 

a scheme is much less than the traditional approach.
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Introduction

Until the last two decades, almost all electronic digital computer systems were 

strictly based on the so-called Von Neumann architecture. Although both processors 

and main memory systems were steadily improved by the development of advanced 

technologies and novel architectures, there was a persistent mismatch between the 

speed of processors and that of main memory. That is, the main memory was slow 

relative to the speed of the processors. The memory system limits how quickly 

input data can be delivered to a processor and the corresponding results received 

from the processor. This has come to be called the von Neumann bottleneck of 

computers. In an attempt to alleviate this problem, many computers have added 

cache memories between their processors and main memories. This cache memory 

is a small, comparatively fast memory introduced in the hope that almost all the 

required instructions and data are in the cache, with. the consequent reduction in 

the number of accesses to main memory by the processor.
' L j

In spite of many technological advances iri electronics,! uniprocessor systems are 

still inadequate lor the most highly computationally intensive problems. Further, we 

have now reached the point where communication delays between switching elements 

or integrated circuits play a dominant role in the overall speed of the computation.
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New ways have to be found to meet these requirements, An obvious general approach 

is based on parallelism, implying that computer architectures should depart from 

the strict Von Neumann concept.

Parallelism in various forms has appeared in computers ever since the early days 

of their design, and has proved to be an effective approach. Time interleaving in

troduces a time factor into the concept of parallelism. That is, several process 

steps are interleaved in time, each using a part of the same hardware at different 

times. Resource replication is the replication or addition of hardware units which 

can operate simultaneously on a problem. Resource sharing, lor example, can be 

multiple processes using the same hardware in some thne-sli.ee order, The specific 

interest of the work reported in this dissertation is in multiprocessor systems, con

sisting of a number of processors, I/O  devices and maid,memory connected by an 

interconnection network.

System reliability has been a major concern since the beginning of electronic 

computers, The earliest computers used discrete components, such as relays, vac

uum tubes, etc., that would fail to operate correctly as often as once every hundred, 

thousand, or million cycles. This error rate was far too high to guarantee correct 

completion of even modest calculations. Computer designers tried to use fault toler

ant techniques such as error detecting/correcting codes (EDO), rn at c h- and - co r n p a rc 

methods, and parity cheeking to improve system reliability. With the evolution of 

technology, components can be integrated onto single chips so that their reliability 

increases considerably, However, as the reliability of the components of the system 

has increased, the complexity of the systems has also increased by several orders of 

magnitude. Consequently, faults still occur in systems, especially in large and com

plex systems such as multiprocessors. Since computer systems have been playing 

a larger role in everyday life, our dependence on such systems has also increased. 

Furthermore, computer systems are now being used in many more safety-control ap-
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plications) where system failure could lead to catastrophic results. Automated flight 

corl'trol systems, control systems for nuclear reactors, and the space shuttle are ex- 

amples of these applications. These applications require computer systems that have 

both high perforrnance and high reliability. To meet these requirements, one of the 

approaches is t<q develop multiprocessor systems with fault-tolerant abilities.

A multiprocessor system increases the computational ability of the system; how

ever, when the number of processors increases, interconnection network traffic may 

become a serious bol 1 lci|eck. In order to reduce the traffic, one of the approaches is 

the incorporation of private cache memories, each of which is associated with a single 

processor to reduce the direct references to main memory through the interconnec

tion network. However, use of private caches may cause a data coherence problem; 

multiple copies of data in the shared main memory may reside in several different 

caches at the same time. Many solutions to keep data in multiple caches consistent 

have been proposed by implementing data coherence protocols in caches. There 

exist two kinds of operations in a cache regardless of the coherence protocols that 

are implemented in the cache: read/write operations from the associated processors 

(processor operations), and operations to maintain data coherence with other caches 

or memory in the system (coherence operations). Interference between these two,, 

operations is unavoidable in a multiprocessor cache because both operations may be 

required in the cache at the) same time., As a result, cache performance is affected, 

and in turn performance of the cache-based multiprocessor system is degraded. It is 

desirable to design an efficient multiprocessor cache which allows the two operations 

to be carried out simultaneously, but with reduced hardware overhead.

Since cache memory is being increasingly used in modern systems, the reliabil

ity of cache is of increasing importance. With rapid developments in technologies, 

the capacity of cache memory has increased dramatically allowing a significantly 

enhanced performance. The cache memory management unit has become more
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complicated. The reliability of cache memories with large capacity cannot be ig

nored. Our goal is to find a design for a reliable higU-performance multiprocessor 

cache at a reasonable hardware cost. It is our strategy to make use of some hardware 

in the cache memory management unit for high cache performance as well as for 

both off-line testing and on-line concurrent checking. It is also expected that the use 

of such caches in a multiprocessor system enables the system to detect faults in the 

caches, including faults in both the cache management units and data memories, as 

soon as possible. Further, undetected faults in tile caches are confined within these 

caches, protecting information in main memory from pollution.

This dissertation is divided into three main parts. The first part, Chapter^ !, 

and 2, introduces the problems for multiprocessor cache performance and cac^e 

reliability as well as giving the foundation for the rest of the dissertation, Tho 

second part, Chapters 3 and 4, describes the VLSI design for the multiprocessor 

cache and evaluates the proposed cache performance and hardware costs. The final 

part, Chapters 5, 6 and 7> discusses the design for fault tolerance and the design for 

testability of the cache.

Chapter 3 gives the CMOS design for the proposed cache which can carry out 

both processor accesses and coherence operations simultaneously, This cache is 

protocol-independent so that any of the standard data coherence protocols can fit in. 

We also present an analysis of the hardware overhead for performance enhancement.

Chapter 4 discusses cache-based multiprocessor simulation models with a shared 

memory and multi-bus. The structure of the simulator and simulation workload ai;vi 

described. The system performance is simulated. Based on extensive simulation 

results, we show the performance improvements made by the use of our dual-port 

directory caches, We also investigate the effects of cache parameters such as cache 

size, line size, and way size, the effects of write reference rates, the effects of data 

sharing, and the effects of multiple buses on the multiprocessor system performance,
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Chapters 5 and 6 describe the design for fault-tolerance in the cache management 

unit. The design consists of a tag self-purge mechanism, a comparator checker, 

an error flag, and a totally self-checking checker, In Chapter 5, a comprehensive 

fault model at the functional level is created for both fault tolerance and off-line 

testing. The tag self-purge mechanism, the comparator checker, and the error flag 

are described, The hardware overhead for fault-tolerance and on-line concurrent 

checking in the cache management unit is discussed. Since the design for fault 

tolerance is too long to be included in one chapter, we give the detailed design of the 

totally self-checking (TSC) checkers in the following chapter. This chapter includes 

a fault model designed to include most physical defects which are likely to occur 

in MOS implementations. A new design is presented which provides combinational 

TSC checkers for 1 out-of-n codes in CMOS technology. The checkers retain the 

TSC properties for any the faults or fault sequences.

Chapter 7 shows a new optimal off-line test algorithm with a linear test time 

complexify, which can be used to test the cache management unit by either the 

associated processor in a multiprocessor system or external test equipment. An 

efficient variant of the proposed algorithm which is suitable for the built-in self 

testing (BIST) cache management unit is also discussed,

Finally, Chapter 8 gives conclusions. In this chapter, the cache designs and 

performance evaluation are concluded. The total hardware Overhead for both per

formance enhancement and fault-tolerance/concurrent-checking is discussed. The 

cache applications and the reliability improvements of a multiprocessor system with; 

the proposed caches are also discussed, and some topics for future work are consid

ered.
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Background

This chapter provides the fundamental foundation on which the following chapters 

are based. The first section gives a glossary of the relevant terminology requited 

for the dissertation. Sections 2—4 give a brief diseussioii of multiprocessor sys

tems. This is followed by a review of protocols for bus-based multiprocessor sys

tems. Third, the general cache memory architecture is introduced and the most 

important cache design considerations for high performance are briefly discussed. 

In the final sections, we give some general concepts of fault tolerance and testing, 

and, in particular, review the fault tolerance in multiprocessor systems,

i

2.1 Glossary of Terms
iiI . .. , . ,

2.1.1 Term inology for Cache and M ultiprocessors

A ssociativity: Associativity is related to mapping policies which are used fp trans

late the main memory address space to the cache address space. There a,re 

thred mapping policies according to degree of associativity: lull-associative, 

direct-mapped, and set-associative. The full associative mapping is that any 

of the lines in main memory can be mapped into any line in cache memory, The
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direct-mapped method is that any given line in main memory can reside logi

cally only in a specified line in cache memory. This is a many-to-one mapping. 

The third mapping method is n-way set-associative mapping which is a hybrid
J . ■

of the direct-mapped and full-associative methods, Ah n-v/ay set-associative 

cacfie has multiple sets which can be selected by the direct-mapping, and n 

lines in each set which can be simultaneously searched by the full-associadve 

mapping. r
' -1 •' ..

Bus W idth: Bus data width is the number of information bits a bus can, trans

fer in parallel in one time unit. Usually, bus width is 'cyjual to cache data 

width, Bus data path width must be considered during the design process 

since it directly determines the time taken when a line is transferred from 

main memory to cache memory. From the performance point of vie’-', a bus 

is constructed as wide as possible. However, the wider a bus is, the more 

expensive. Hence, a trade-ofF of the path width has to be made during design 

to achieve a reasonable cost/performance ratio.

Cache Memory: A cache is a small, fast, memory that at any time can hold the 

most active portions of contents in the overall memory of the machine1. Its 

organization is specified by its size (cache size), line size, way size, set size, 

fetch strategy, write strategy, and replacement strategy. The cache size is 

given as the product of the three primary parameters: way size, set size, and 

line size. Any cache can be a unified Cache for both instructions and data or 

two separate caches for instructions and data respectively. Usually the cache 

speed is compatible with that of the associated processor.

Cache Size: The cache capacity is usually dictated by many factors! connected
r h .

with the system cost and performance. In general, a large cache capacity 

can introduce a higher hit ratio, and in turn a better performance. However,
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there are limitations on cache size beyond which cache memory has either a 

high cost, or performance decreases, Therefore, during cache design, a cache 

should not be made so large that the cache access time is increased beyond 

the specified limits. A cache also should not be so large that its costs are out 

of proportion tp the added performance, nor should it occupy an unreasonable 

space.

C oherence Protocols: Coherence protocols are designed lor keeping information 

among main memory and caches in multi-processors consistent. - Typically, 

there are two basic kinds of protocols: write-through and copy-back (or non

write-through). The write-through policy is that whenever there is a write 

request to a cache memory, the request is also immediately broadcast to kite 

main memory and all other caches to either update or invalidate copies of the 

requested data, if any. Thus, information in the system is always consistent. 

The copy-back scheme is that whenever there is a write request to a cache, only 

the copy of the requested data in that cache is updated with an invalidation 

signal sent to the main memory arid other caches. When there is a line miss in 

the cache and the cache is full, if the line containing the latest updated data 

is selected to be purged from the cache for making room for the requested 

line, the line to be purged is flushed (written-back) to the main memory. Or 

when there iis a demand of a line from other caches, the cache which holds 

the latest updated copy of the line sends the line to main memory and/or the 

requested caches, This can reduce interconnection network traffic, However, 

it is more complicated in logic; and there is a temporary data inconsistency 

among caches and the main memory.

D ata  Coherence: A memory system is coherent if the value returned from a read 

in the system reflects exactly the last value written in the referenced address 

by any processor.
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D ata Shared Rate: Data shared rate is the fraction of the amount of information 

shared by all processors to the total amount of information in main memory,

Directory: The directory is a mechanism used in cache memory to translate main 

memory addresses into corresponding cache memory addresses, It is also called 

the tag file because it consists of tags each of which is used to record an address 

of a main memory line that is currently residing in a corresponding cache line.

Fetch Strategy: Fetch algorithms are used to determine when the system fetchs 

information into a level of memory from the next level in memory hierarchy. 

Imgeneral, types of major fetch algorithms include demand-fetch and prefetch. 

The demand letch algorithm is that the requested information is fetched only 

if needed. The prefetch algorithm, on other hand, gets information before it is 

needed. Therefore, the prefetch algorithm is based on some kind of prediction 

as to which line will be used next and obtains it in advance. It must be designed 

carefully if the machine performance is to be improved rather than degraded,

[1]. In addition, implementation of the prefetch is usually more complicated. 

The fetch size of cache memory is the amount of information that is fetched 

from main memory as a transfer unit. It can be larger or smaller than the line 

r  size, but is frequently equal to it.

Line (Block): A cache line is the unit of data for which there is an address tag. 

The tag indicates which portion of main memory, called a main memory block, 

- is currently occupying this line in the cache. Usually, it is also the data unit 

that a system transfers from its main memory into a cache during a line miss. 

Line size of cache memory is one of the most important parameters affecting 

cache performance. There are a number of trade-offs for a reasonable line size 

in terms of architecture and technology.
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Tjine Miss; A. line miss occurs when the line containing the data requested by a 

processor does not reside in the associated cache. Whenever there is a line 

miss, the cache asks main memory for the transfer of the requested line. There 

are two types of line misses: read misses and write misses, a read miss is caused 

by a read request from the processor while a write miss is by a write reference,

M ain Memory: The main memory or primary memory is the memory which'is 

directly addressable by the processors, usually in a multiprocessor system, it 

is divided into several separate memory modules shared by processors (shared 

memory module, or SMM).

M em ory Hierarchy: Usually a memory hierarchy of a computer system consists 

of cache memory, main memory, and back-up memory such as disks and tapes. 

In the memory hierarchy, the top level of memory, e.g. cache memory, lias the 

smallest capacity with highest speed, and the bottom level has the largest 

capacity with the slowest speed. In this, way, the memory hierarchy seems to 

have nearly the speed of the top-level merdory and the capacity of the bottom- 

level memory. Moreover, the level of cache memory can further be divided into 

sub-levels.

M IM D: Multiple Instruction Multiple Data. In MIMD architectures, a system 

has several processing elements which operate in parallel in an asynchronous 

manner either individually or cooperatively. There are two typical types of 

MIMD: tightly-coupled multiprocessors and loosely-coupled multiprocessors. 

However, a MIMD architecture may lie between these two types.

M iss Ratio: The miss ratio is the number of misses, including both read misses 

and write misses, in1 a dache divided by to tal number of references to the cache, 

If we define the probability Of all the references to memory as I, the hit ratio 

of a cache memory is (1 - miss ratio) and is the probability that requested
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clata is found in cache memory. The miss ratio is cne of the most important 

factors for cache performance evaluation,

Reference: A reference is a memory request from a processor which is presented 

to its cache memory, There are two kinds of requests: read and write.

Reference Locality: The locality of memory references has two aspects: spatial 

locality and temporal locality [1,2]. Spatial locality refers to the property that 

memory accesses over a short period of time tend to be clustered in space. Both 

types of behavior can be expected based on the common knowledge of typical 

program behavior. Temporal locality refers to the property that references to 

a given locality are typically clustered in time. This type of behavior can be 

expected from program loops in which both data and instructions are reused.

Replacem ent Strategy: The replacement strategy is employed for prediction of 

a line which probably is least likely to be used in cache memory (or a given 

set) in the future and can be discarded from cache memory when it is full and 

a cache miss occurs. The aim is to keep data in the cache optimized for the 

highest hit ratio Or the maximum system throughput.

Set: A set is the collection of lines, the tags for which are checked in parallel. It 

is also the collection of lines any of which can hold a particular line of main 

memory, If the number of sets is one, the cache is called full associative, 

because all the tags must be checked to determine whether a reference causes 

a line miss,

SIM D: Single Instruction Multiple Data. This system has a single control unit 

fetches and decodes instructions. The instruction is executed either in the 

control Unit or it is broadcast to some processing elements. These process

ing elements operate synchronously but, their local memories have different
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contents.

Snoopy Cache: Caches are used in a bus-based multiprocessor system in which 

all the caches are watching the bus constantly.

W rite Rate: Write rate is the ratio of the number of write references to the total 

number of references. Since the data coherence problem in multiprocessors is 

caused by write operations on different copies of data in the system, the write 

rate is one of many factors to affect system performance.

2.1.2 Terminology for Testing and Fault-Tolerance

Availability: Availability is the probability that a system is operating correctly 

and is available to perform its functions at a given instant of time.

D ependability: Dependability is the quality of service that a system provides. 

It encompasses the concepts of reliability, availability, safety, maintainability, 

and testability.

Error: An error is the manifestation of a fault. Specifically, an erroi is a deviation 

from accuracy and correctness. A fault may cause errors in a system, but not 

necessarily. An error is the result of a fault.

Error D etecting Code: An error detecting code is a code by which errors in code

words are easily detected during normal operations.

Failure: A failure is the nonperformance of some expected actions. A failure is also 

the performance of some function in a subnormal quantity or quality. In other 

words, a failure occurs when the behavior of a system first deviates from that 

specified. It is often used interchangeably with the term malfunction.
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Fault: A fault is a physical defect, imperfection, or flaw that occurs within some 

hardware and software component. There are four possible fault causes. The 

first cause is specification mistakes, including incorrect algorithms, architec

tures, or design specifications. The second one is implementation mistakes, 

implementation is the process of transforming hardware or software specifica

tion into the physical hardware or actual software. The third one is compo

nent defects, including manufacturing problems, random device defects, and 

wear-out. The final one is external disturbance, caused by radiation, electro

magnetic interference, environment extremes, and similar phenomena.

Fault Confinement: Fault confinement is the process to isolate faults and to pre

vent their effects from propagating throughout a system. In other words, it 

tries to limit faults to one area so that they cannot pollute information in 

other areas. It is also called fault containment.

Fault Tolerance: Fault tolerance U the ability of a system to continue to operate 

correctly after the occurrence of faults. The ultimate goal of fault tolerance is 

to prevent system failures from ever occurring.
b I " ■ '

Reliability: Reliability is the probability that the system will operate correctly 

throughout a complete time interval. The reliability is a conditional prob

ability in that it depends on the system being operational at the beginning 

of the chose time interval. Fault tolerance can improve a system’s reliability 

by’keeping the system operational when hardware failures and software errors 

occur.

Testability: Testability is the ability to test for certain attributes within a system. 

Testability contains two concepts: observability and controllability. Observ

ability is the ability to observe either directly or indirectly the state of any
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node in the system whereas controllability is the ability to set and reset every 

i node internal to the system.

Testing: Testing is the process of exposing defects in the system. In general, there
i

are two types of testing: m-line testing and off-line testing. On-line testing 

is the process of detecting faults when the system is carrying out normal 

operations. It is also referred to as the concurrent testing (or checking). Off

line testing is conducted by putting the system into a specific test mode, 

normal operations being suspended during off-line testing.

2.2 M ultiprocessor System s

It is becoming more attractive to use multiprocessors to increase computational 

power. In general, a multiprocessor system is defined as a computer system com

posed of N  processors each of which can operate independently [d, 4]. These pro

cessors are connected together through an interconnection network to provide a 

means of cooperating during computation. Therefore, a multiprocessor system lias 

a IvIlMD architecture (multiple instruction streams and multiple data streams). 

Multiprocessor systems are suitable for much larger and more varied computation 

than  the SIMD systems (single instruction stream and multiple data streams), be

cause multiprocessors are inherently more flexible. There are two typical kinds of 

the multiprocessor systems which have become popular: tightly-coupled and loosely- 

coupled. However, a multiprocessor system may lie anywhere in between these two 

extreme cases.

In the tightly-coupled multiprocessors, data,can be communicated from one pro

cessor to any other processors at rates on the order of the bandwidth of memory. 

In other words, the tightly-coupled multiprocessors provide a convenient means' 

for information interchange and synchronization through the shared memory since
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any pair of processors can communicate with each other directly through a shared 

location in main memory, Therefore, a tightly-coupled multiprocessor system is 

generally characterized by the following: (1) multiple processors are used; (2) all 

the processors share the main memory equally; and (3) each of processors can carry 

out computation either individually or cooperatively with others via shared main 

memory, usually partitioned into modules. Therefore, such a multiprocessor system 

can execute simultaneously a number of tasks required for large computation (or 

processing) on different processors. Since the regularity of such computer systems, 

in general, allows duplication of modules of the same type, both time and cost of 

design are reduced significantly.

In the loosely-coupled systems, communication delays between two processors 

depend on whether the processors are locally connected to each other or are con

nected through one or more layers of a routing network. In the loosely coupled 

systems, each processor has its local private memory and local I/O  devices. It 

supports communication through point-to-point exchange of information. Thus, a 

loosely-coupled system has the following properties: (1) multiple processors are used;

(2) all the processors have their own local main memory and I/O  devices; (3) each of 

processors can do computation (or processing) either individually or cooperatively 

with others through an interconnection network in a point-to-point style.

There are many tightly-coupled multiprocessors proposed, [5, 6, 7, 8, 9, 10, 11]. 

However, the bus-based systems are more popular and commercially available be

cause of their effectiveness, simplicity, and relatively low cost. Pig. 2.1 shows a i 

typical architecture of the bus-based shared-memory multiprocessor system where 

there are four basic components: the processing element (general), main memory, 

I/O  device, and system bus as the interconnection network. In this structure, the 

processors are replicated, and main memory and I/O  devices are equally shared by 

all the processors. In this way, programs can cooperate using minimum overhead.
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Figure 2.1: A Bus-Based Multiprocessor System
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That is, processors can communicate with each other through shared memory with

out involving the operating system. However, competition between interconnected 

processors for access to the shared memory may become a serious problem since sev

eral of the high speed processing elements may try to reference shared main memory 

at the same time through the system bus. The performance of such multiprocessor 

systems is limited by the speed and bandwidth of the bus and the main memory. A 

key to efficient operation is t,o reduce both network traffic and direct references, to 

main memory. That is, in order to maximize overall system performance, the bus 

requirements of each individual processor must be minimized, The long memory 

reference latency caused by the system bus can greatly be reduced by associating a 

cache memory with each processing element, since the majority of references from a 

processing element to main memory can be captured by a caclle memory associated 

with the processing element [2, 12]. Although use of multiple private caches in a 

multiprocessor system can greatly reduce bus traffic and speed up the system, such a 

system may have a coherence problem because multiple copies of data in the shared
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main memory reside in several different caches at the same time. There have been 

many data coherence protocols to solve this problem.

j

2.3 Coherence Protocols

Basically, there are two strategies to solve the problem caused by multiple copies of 

data in different caches: write-through and non-write-through (write-back) though 

there are many variants lor high performance. These coherence protocols are called 

snoopy protocols because all the caches in the system always watch the transitions 

on the system bus.

The write-through policy is that whenever there is a write request to a cache 

memory, the request is also immediately sent to either update or invalidate copies 

of the requested data in other caches and to update the copy in the main memory. 

Thus, information in the caches and main memory is always consistent.

On the other hand, the basic idea of the non-write-through scheme is that when

ever there is a write request from a processor, the copy of the requested data in 

the associated cache is updated. However, the copy in the main memory is not 

immediately updated to reduce bus traffic. Instead, the updated data in the cache 

are either flushed (written-back) to the memory when the cache overflows or in

validated when the data are updated by other caches. A cache overflow occurs 

when newly referenced data must be brought into the cache from main memory, 

but, because all the cache blocks that can hold data are already occupied by other 

data, there is no available space. Therefore, the updated data in the cache must be 

written back to main memory to make room for the new data. Thus, the non-write- 

through protocols are more efficient in reducing bus traffic, but more complex than 

the write-through protocols. There are many variants of the write-back protocols, 

[2; 13, 14, 15, 16, 17, 18, 19, 20, 21]. However, we describe briefly one of the more
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efficient protocols: bei'keley protocols.

Thq protocols are implemented in a RISC multiprocessor system designed at the 

University of California at Berkeley, [18]. The scheme requires lour states for each 

line (block) to indicate status of the data in the line: Invalid, Valid, Shaved—Dirty , 

and D irty  (no other copies in caches and modified). It uses the idea of ownership 

— the cache that has the line in state D irty or Shared — Dirty is the owner of that 

line. If a line is not owned by any cache, the main memory is the owner. And in 

any case, a line is sent, upon request of the other cache, by the line owner to the 

requesting cache. Therefore, a line in state D irty  can reside in only one cache at 

any time. Also a line in state Shared — D irty  can be in only one cache. However, 

it might also be present in another cache in state Valid. Moreover, a line in either 

D irty  or Shared — D irty  has to be Written back to main memory if it is selected 

for replacement by a new line. The consistency solution is the following:

1. Read miss in one cache. If the line is D irty  or Shared — Dirty in the other 

cache, the cache with that copy must supply the line directly to the cache of 

the read miss and set its state to Shared — Dirty. Otherwise, main memory 

has to send the requirted line to the read miss cache. In any case, the line in 

the requesting cache is set to Valid.

2. Write hit in one cache. If the line is already D irty in that cache, the write 

proceeds with no delay (no bus request is required). If the line is Valid or 

Shared — D irty, an invalidation signal is broadcast to all caches before the 

Write is allowed to proceed. All other caches invalidate their copies of the 

requested data. The state of the write-hit line in the originating cache is 

changed to Dirty.

3. Write miss in one cache. Like a read miss, the line comes directly from the 

owner. All other non-owner Caches with copies of the requested line change
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the local state to Invalid  and the line in the requesting cache is loaded in 

state D irty,

It is obvious that the Berkeley protocols are more efficient than the write-through 

protocols since a requested line comes from a cache, if the cache is the owner, and 

transfer of a line from a cache is faster that that from maid memory. Furthermore, 

the bus requests are only required when the requested lines are shared or when the 

lines are the modified ones and need to be written back to make room for new lines. 

However, this scheme requires more hardware for the line state bits and the protocol 

controller than that needed by the write-through scheme.

2.4 Cache Concepts and Design Considerations

It is well-known that caches are ope of the simplest and most effective ways to im

prove performance of systems ranging from personal computers to supercomputers. 

Cache memories are an active area of current research. Cache design for differ

ent computers has been extensively studied since the concept was introduced by the 

IBM. The second bibliography ,[22], includes 487 papers, notes, and books have been 

published since 1968; and the literature in this area has more than doubled in the last 

eight years. Many papers focus on the performance effects of the major cache design 

decisions, such as cache size, line size, way size (associativity), fetch strategy, etc, for 

uniprocessor systems, [23, 24, 25, 26, 27, 28, 29, 30, 31, 32, 33, 34]. A survey paper 

by A. J. Smith, [1], gives the most complete summary of these issues and guideline of 

choices of these cache parameters and strategies for high performance cache design. 

There are also a number of books in which cache memories are presented in varying 

degrees of detail, [4, 35, 36, 37, 38]. More recently, the development of commer

cial multiprocessors has sparked a great deal of research into cache data coherence 

protocols and cache design for shared memory multiprocessors. A bibliography for
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multiprocessor cache memories lists 251 articles for design of cache coherehcCj cache* 

based multiprocessors, performance evaluation techniques, concurrency models, [39]. 

A number of papers focus on the issues on cache coherency; protocols and cache tie* 

sign, [2j 8,12, 14,15,17,18,19, 20, 21, 40, 41, 42, 43, 44, 45, 46, 47, 48]. There are 

also many articles on performance evaluation and modeling of multiprocessors using 

either analytical modeling techniques or simulations, [5, 49, 50, 51, 52, 53, 54, 55].

The capacity of cache memory is far smaller than that of main memory for 

high speed; that is, the address space of the cache memory is far smaller than 

the address space of the main memory. Thus, a cache memory needs an address 

mapping mechanism to translate the main memory addresses, at a high speed, into 

the cache memory addresses where corresponding data in the main memory has a 

copy. Also because the most active portions in the main memory are copied in the 

cache memory, if the cache memory is full and data requested by the associated 

processor do not reside in the cache, some line of data ill the cache is to be replaced 

with the new requested line from the main memory. This requires an algorithm 

which can, hopefully, predict the line, which is unlikely to be used in near future* 

to be replaced. This decision is determined by a line replacement unit. Clearly, the 

cache-replacement decision directly affects the performance of the cache. ’Hence, the 

basic structure of a cache memory must include at least the three basic hardware 

components: an address mapping mechanism, a line replacement unit and storage 

cells.

Each reference from the processor to a memory location is presented to the cache 

memory. The cache first searches its directory (the address mapping mechanism) to 

see if the requested data reside in the cache memory. If the requested data are in 

the cache, the data are accessed by the processor immediately without disturbing 

the main memory. Otherwise, a miss signal arises which causes the transfer of the 

whole line where the requested data reside from the main memory to the requesting
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cache. Then the requested data in the new line are referenced by the processor. 

Before transferring the new line to the cache, some line has to be removed from the 

cache memory to make room for the new one if the cache is full.

Since a cache memory has to be compatible with the associated processor, the 

speed of cache memory is a key factor in cache memory design. Thus, all the al

gorithms of a cache memory have to be implemented in hardware. Therefore, the 

design of cache memory has to consider how to implement cache functions into 

practical high-speed hardware. Furthermore, choices of proper parameters of cache 

memory and tradeoffs between these parameters affect the cache memory perfor

mance, Typically, a cache memory system can capture over 90 percent of all refer

ences to main memory, provided that the cache is properly designed. Optimization 

of cache design is very significant for high-performance cache memories. It has four 

aspects, [II:

1. minimizing the miss ratio,

2. minimizing the access time to cache data,

3. minimizing delay due to a cache miss,

4. minimizing the overhead of updating main memory and maintaining cache 

coherence.

In addition, for multiprocessor systems, during cache design, considerations have 

to be given to maximize bus and shared-memory bandwidth and to! minimize the 

bus bandwidth required by each processor in order to maximize the system perfor

mance. It is well-known that all of cache size, lin«b size, way size, as well as fetch 

strategy affect the cache performance, so have to be considered at the design stage. 

Inevitably, trade-offs have to be made among the cache parameters and algorithms.
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2.5 Fault-Tolerance and Testing

Though many ef the basic ideas behind fault-tolerant design are conceptually sim

ple, in practice, the design of a computer system to meet desired dependability 

specifications proves to be very complex. First, it is difficult to statistically charac

terize beforehand the type and frequency of hardware and software failures likely to 

afflict a system. Second, after a decision on the types of failures to be covered (pro

tected against), it is difficult to select the fault-tolerant techniques which are best 

suited to the application with high performance/cost rate under real-life constraints 

such as weight, volume, power consumption, flexibility, maintainability, fend similar 

considerations.

Today’s computer systems are, by their nature, very complex structures* They 

contain large numbers of sub-systems and components with complex interrelation

ships, implemented in both hardware and software, For such complex systems, 

there are many elements that can fail in a wide variety of ways, because of numer

ous different causes, during the system lifetime. In fact, the increasing complexity 

of computer systems makes it more difficulty to ensure high dependability. This 

leaves open the possibility that a fault already present in a circuit might interact 

with a new failure in the field to defeat a fault-tolerance mechanism designed to 

only cover one fault at a time. Finally, a more fundamental problem is that it may

fail to protect against unforeseen types of failures. Therefore, design decisions for
)

the fault-tolerance have to be included from earliest stages of the systems design.

In order to provide reliable systems, there are, in general, two approaches: fault 

prevention and fault tolerance. Fault prevention aims to prevent faults from beiri^ 

present in operational systems, using both fault avoidance as well as fault exposure 

and elimination. Fault avoidance is concerned with design methodologies and the se

lection of techniques and technologies, to avoid the introduction of faults during the 

design and construction of systems. However, faults are usually present in systems
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because the enormous' complexity inherent in such systems results in oversights and 

faults in both the design and manufacture of semiconductor devices. Further, sys

tems are subject to a wide variety of physical failures in normal operations. Fault 

removal checks computer systems and removes any exposed faults before normal
i

operations. One of the most effective techniques for this purpose is off-line testing.

Directly addressing all the possible physical failures is generally intractable, ex

cept for very small circuits, so the testing discipline has been built upon fault models 

which assume the potential physical failures result in a definable logical behavior. 

Usually the fault models are classified into four levels: switch level, gate level, func

tion level, and system level; and testing strategies are based on these defined fault 

models. In order to increase the testability of a system, proper incorporation of 

testa,bility as a system (or circuit) design constraint is necessary, which enhances 

the system reliability.

The application of fault prevention techniques to computer systems has not, 

in general,, proved sufficient for the attainment of high level dependability because 

physical components or devices age and deteriorate and can consequently become 

faulty. Failures eventually occur and result in system failure because of faults. 

Thus, fault tolerance is required, at least to protect the operational system against 

the effect, of such faults. Design of fault-tolerant systems involves the selection of a 

coordinated response that, depending on the application and system architecture, 

may combine some or all of the following stages [56, 57]:

1. Fault, confinement is achieved bj-limiting the spread of fault effects to one area 

of the system) thereby preventing contamination of other areas.

2. Fault detection is the process of recognizing that a fault has occurred.

3. Fault masking is the hiding of the effects of failures.

4. Retry is the second attempt to achieve a successful operation.
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5. Diagnosis is the process of identifying the faulty modules responsible for de

tected faults.

6. Reconfiguration is the process of eliminating a faulty component by reconfig

uring the components to replace the failed component or to isolate it from 

the vest of the system. Logical removal or isolation of a faulty component caii 

be accomplished by switching off the component’s power, forcing its output 

into an inactive state (hardware removal), or instructing ail units to ignore or 

bypass it by updating the available resources tables (software removal).

7. Recovery is the process of backing up system operation to a recovery point 

(rollback checkpoint) for a task prior to fault detection. Establishing a check

point for a task involves saving a copy of all necessary information about the 

current correct state of the task such as values of data objects, registers, status 

words, etc..

8. Restart is the process of resuming system operation.

Our emphasis in this dissertation is the importance of fault tolerance for improv

ing system reliability and availability.

2.6 Fault-Tolerance in M ultiprocessors

Many computer applications require more powful computation capability and higher 

system reliability, availability, and modular expandability. One approach to meet 

these requirements is to develop multiprocessors with fault-tolerant ability. In gen

eral, any multiprocessor system, including both tightly-coupled and loosely-coupled 

multiprocessors, offers a certain degree of fault-tolerance capability due to the mod

ularity and redundancy. Many authors [9, 57, 58, 59, 60] discuss the fault tolerant 

systems in general. Also a number of papers present real bus-based fault-tolerant
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multiprocessor systems, [61, 62,10, 63, 64]. These systems can be used for transac

tion processing, reservation, communication and information applications.

For a loosely-coupled multiprocessor, faults in a processing element, including a 

processor, its associated local main memory, as well as I/O  devices, can be isolated 

within the element once they are identified, and the system can continue to oper

ate correctly, although system performance is degraded because of removal of the 

faulty element. That is, a processing element fails independently without corrupt

ing resources owned by other processing elements. A faulty element can be logically 

purged from the system, and its unfinished process can be transferred to a different 

processing element. However, the moving of processes between processing elements 

is expensive; and workload is hard to balance in a loosely-coupled system. In addi

tion, in the case that there are several processing elements operating cooperatively, 

interprocessor communication significantly reduces the overall system performance; 

multiple copies of data may reside in the distributed main memory (non-shared) so 

that memory utilization is relatively low. The loosely-coupled multiprocessors pro

vide easier Upgrades and can be fault-tolerant; but expensive tuning, load balancing, 

and high overhead from interprocess communication reduce their effectiveness.

Unlike a loosely-coupled system, a tightly-coupled multiprocessor system has its 

main memory shared by all the processors in the system. In the main memory, there 

is a single queue of ready processes created by users. All the processors share the 

queue of ready processes so that any processor can assign processes to themselves 

by looking at the queue in shared memory. That is, when a processor is idle, it 

examines the queue and selects the next process to perform. Therefore, all the 

processors can do useful work as long as work is available, and there are no load 

balancing problems. Only one copy of each software module and data used by 

the system needs to be kept in shared memory. Interprocessor communication is 

easy, using the memory locations shared by the processors, without involving the
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operating system. Faulty components, processor or main memory modules, can 

logically be purged from the system a,s soon as they are detected. Processes can 

easily be transferred to other processors by inserting the processes into the process 

queue, and the system continues as long as the errors do not propagate.

The major drawback from the fault-tolerance point of view is that faults in a 

processor can potentially propagate to, ther processors via shared main memory, 

causing the system to fail. The other reliability weakness of the tightly-coupled 

architectures is that, since all processors share the operating system’s memory state, 

a software error that corrupts that state may cause all processors to fail. Thus, 

the reliability of a tightly-coupled computer also depends on the reliability of its 

operating system.
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Chapter 3

CM OS Cache D esign

In a large modern computer system where there are often several independent pro

cessors with a shared memory, competition between interconnected processors ;for 

access to the shared memory may become a serious problem since several of the high 

speed processors may try to reference shared main memory at the same time. The 

performance of such multiprocessor systems is limited by the speed and bandwidth 

of the interconnection network and main memory. The long memory reference la

tency caused by network traffic can be greatly reduced by associating a private cache

memory with each processor, capturing the majority of references from a processor
; !

to the main memory [1, 65]. Although use of private caches in a multiprocessor sys

tem, can greatly reduce network traffic and shared memory contention and in turn 

speed up the system, such a system can cause a data coherence problem: multiple 

copies of data in the shared main memory may reside in several different caches at 

the same time. A memory system is coherent if the value returned from a read in 

the system reflects exactly the last value written in the referenced address by any 

processing element.

In order to find a reliable strategy to keep data in the separate caches coherent, 

many solutions have been proposed in [6,17,18,19, 65] by implementing various dif
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ferent coherence protocols in caches. There exist two kinds-of operations in a cache, 

regardless of what coherence protocol is implemented in the cache: read/write op

erations from the associated processors (processor operations), and operations to 

maintain data coherence with other caches or memory in the system (coherence op

erations). Interference between the processor operations and coherence operations 

is unavoidable in a multiprocessor cache because both these operations tnay be re

quired in the cache at the same time. As a result, cache performance is affected, 

and in turn performance of the cache-based multiprocessor system is degraded, tn 

order for caches to handle such interference, one of two possible schemes is nor

mally used. One is to maintain a single one-port directory in a cache which can 

be used by these two operations sequentially — one of the operation requests must 

wait to search the cache directory until the other releases the cache. This single 

directory scheme causes a performance degradation by serializing two potentially 

concurrent operations. Since it is simple to implement at low cost, this scheme is

commonly used. The second scheme employs two; directories in a cache; one for the
j

processor operations and the other for coherence operations. Thus, these two kinds 

of operations can be carried out simultaneously. Although performance of such a 

two-directory cache is improved when there are two separate directories, the cache 

structure becomes more complex and more silicon areai is required by such a cache 

since both an extra directory and a mechanism to keep the information between the 

two directories consistent are required. The overall cache cycle time may also be 

increased; since the prpcessor must write both tags in the directories arid arbitration 

is required [53]. A single dual-port directory cache is presented in [66] by T. Watan- 

abe. However, in the two-page paper, no details about the structure of the cache 

are given. The hardware overhead of the cache is not discussed; neither is there 

any justification of the performance improvements of the cache in a multiprocessor 

environment.
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Figure 3.1: Structure of the Proposed Cache Memory

In. this chapter, we propose a CMOS design for a multiprocessor cache memory

in which only a single dual-port directory is used for both processor accesses and

coherence operations simultaneously. Therefore, this cache can obtain the higher

performance of a two-directory cache. Also, we show that the complexity of such

a single dual-port directory cache is far less than that of a two-directory cache as 
j  .  ;  |

well as the hardware overhead being lower. Furthermore, the cache cycle is not

necessarily slowed down; and the extra silicon area can be used for additional cache

memory, or other purposes, such as memory management logic. In the rest of this

dissertation, we use the term single directory cache for a single one-port directory

cache and dual-port directory cache for a single dual-port directory cache.
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3.1 Structure of the Cache

Pig. 3.1 depicts structure of the cache which is composed of three basic functional 

components: the directory, the line replacement unit (LRU), and die cache data, 

memory. The directory functions as an address mapping mechanism to translate 

main memory addresses, at high Speed, into the cache addresses where copies of 

data in main memory reside. Since the most active portions of software in main 

memory are copied in a cache, if the cache is full and the associated processor needs 

data not residing in the cache, some of the data in the cache must be replaced with 

the newly requested data from main memory. Which data is to be removed from 

the cache before the new data can be brought in is determined by the LRU. The 

cache memory is used for storage of data and instructions.

In addition, there are three registers: an address register, an update register, 

and a cache-address register. The address register is used to latch, addresses from 

the processor for the normal read/write operations, whereas the update register is 

employed to latch addresses from other caches for the coherence operations. These 

two registers can operate simultaneously. The cache-address register stores physi

cal cache memory addresses from the directory so that the cache memory can be 

read/written. Furthermore, there is a line numbet generator which transforms cache 

memory addresses in one-out-of-n code from the directory into addresses in binary 

code, and the addresses in binary are latched in the cache-address register.

3.1.1 The processor operations

During the processor operations, an address from the processor is latched in the 

address register, and is sent to the directory, consisting of tags (line slots), to See if 

the line (block) containing the requested data is in the cache. If so, the corresponding 

cache line number generated by the line number generator is placed in the cache-
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address register, and the requested data in the cache data memory are accessed by 

the processor. Otherwise, a line miss occurs. The LRU is asked to select a line to 

be removed to make room for the new line. Which line is to be selected depends on 

the line replacement algorithm implemented in the LRU. The LRU sends the tag 

number to the directory. The address part of this tag in the directory is replaced 

with the address in the address register, and the status part, of the slot may also be 

modified. The cache address corresponding to this tag is sent to the cache-address 

register through the line number generator for transfer of the requested line from 

the main memory to the cache.(Some protocols require that the line to be replaced 

be written back before transfer of a new one.)

3.1.2 T he coherence Operations

During the coherence operations, the requested address from the system bus is 

latched in the update register, and the cache searches its directory. If the requested 

data is in the cache, the status part in the corresponding tag may be modified, 

depending on the data coherence protocols. Otherwise, nothing is done.

From the preceding description, it is clear that a tag in the directory has two 

parts: address and status. The address part stores a main memory line address, 

and the status part indicates status of the corresponding main memory line in the 

cache, e,g, valid, dirty, etc, The address part of a tag can only be updated during 

the processor operations with line miss occurrence. The status part may be modified 

by either the processor operations or coherence operations, depending on the data 

coherence protocols. The cache memory may be accessed by both operations, also 

depending on protocols, Furthermore, the LRU is only affected by the processor 

operations,
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3.2 The Address Mapping Algorithms

32

Since the cache, as the fastest part of a memory hierarchy, must be much smaller 

than the main memory, there has to be a mapping function between the cache 

address space and the main memory address space.

In general, there are three mapping methods used in cache design; direct'* 

mapping, full-associative, and n -way set-associative. The direct-mapping method is 

a method that any given line in main memory can reside only in one specified cache 

line while the full-associative mapping method is a scheme that each main memory 

line can be mapped into any of cache lines. The n-way set-associative mapping 

method is a hybrid of the direct-mapped and full-associative methods.

The direct-mapped method is the simplest to implement, but it has the highest 

miss ratios of the three mapping methods. Usually the fully-associative method has 

the lowest miss ratios. However, an address from the processor has to be sent to all 

tags in the directory to see if there is any one matching the address. It introduces 

longer tag-search delay. Thus, it is difficult to implement on a large scale cache 

memory.

The set-associative method organizes cache memory into Q sets with n lines per 

set. When Q becomes one, the cache is a fully-associative cache in which there are 

exactly n lines. If n becomes one, the organization of the cache is the direct-mapped 

cache memory. An re-way set-associative cache is required to search re tags whenever 

there is a request. Therefore, the tag-search delay may be less than that for the 

full-associative method. Also, since it allows any one of w lines in a referenced set 

to be replaced when a line miss occurs, this flexibility usually introduces lower miss 

ratios, without the complexity of a fully-associative cache. Thus, it is a compromise 

between complexity and performance. Since the direct-mapped ap(d full-associaliive 

are two extreme cases of the set-associative scheme, without losing generality, we 

employ the set-associative mapping method in our model.
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The principle of set-associative mapping is demonstrated in Fig. 3.2. The cache 

memory is divided into Q [Q — 2r>) sets with n (u =  2*) lines in each, and sizes 

of sets and lines in the cache memory are the same as those in the main memory. 

Furthermore the main memory is partitioned into several groups, and the size of 

each group is equal to the size of the cache memory. Hence, each group contains 

Q sets. Each set in the cache memory must be shared by several sets of the main 

memory. For example, as shown in Fig. 3.2, the first set in the cache memory is 

assigned to hold the sets 1, 1 +  $ , I +  2Q, • • • of the main memory and the second 

set is for holding the sets 2, 2-f-Q, 2 +  2Q, • • • and so forth. Lines within a set of the 

main memory are associatively mapped into any of the n lines in the corresponding 

set of the cache memory (Therefore, the memory is n -way associative). That is, any 

set in the main memory can only be directly mapped to a. specific set of the cache 

memory and lines in a set are associatively mapped into any of the n  lines in the 

corresponding cache set. Note that not all the sets of a given group in the main 

memory need to be simultaneously resident in the cache memory; sets from different 

groups can be intermixed within the cache memory. Similarly, lines in a set of the 

cache memory can come from any sets of different groups of the main memory, For 

instance, line 1 of set 1 of group 1 is assigned to line 2 of set 1 in the cache memory 

while line Q x n +  2 of set Q + 1  in group 2, as shown in Fig. 3.2, is residing in line 

1 of set 1 at the same time.

.1

3.3 Im plem entation of the Directory

According to the set-associative mapping method, a logical memory address in the 

address or update register, as shown in Fig. 3.1 arid Fig, 3.3, is divided into four 

parts: g bits represent the group number, q bits are the set number, s bits are the 

line number, and o bits are the word offset within a line. Meanwhile, a cache address



CHAPTER 3. CMOS CACHE DESIGN

AddruHHCH from  tlie  P ro c esso r 

T h e  A ddro^ R c g i a t c r J J  p,.om  L f iu

G ro u p (g ) 

" 1

S e t(q )

< J =
T o  L R U

Doco
d0
r

irm

S ta tu s  |_ s  S ta tu s  
U p d a te  ' '  ' ' 

ControlO
U p d a te

Q o n tro ll

"■we 1 •

A d d resses fro m  th e  S y stem  B us 

T h e  U p d a te  R e g is te r  Q

G ro u p (g )

T a g  |  T ag
S a m

S e t(q )

~ ~ l -------

T ag  |  T a g

fi ColMatchea n  ColM atchea'

T a g  I T ag

“ I - - - - -
n  L R U  Sets  *1 I p *  

fro m  tlie  LRU V

D riv ers

I
T a g  |  T a g

D

c
o
d

D
c

i e c
r o
D d
r e

r

c
r

R eset

■ X
Ti C olM atches

L ine No. 

G e n e ra to r

w

L ine N o. T o  
D a ta  M em ory

L inem iss

Figure 3.3: The Dual-Port Directory

is partitioned] nto the set number of q bits, the line number of s bits, and the word 

offset of o bits! Since, in the set-associative mapping, a set in main memory can only 

be directly mapped into a given set of cache memory and one main memory line in 

a given set can be associatively mapped into any of the n lines in a corresponding 

set in cache memory, the directory is organized as a tag array of Q (2(‘) cache 

sets with n (2s) tags in each set. Each tag is used to store a main memory line 

address, indicating the main memory line resides in the corresponding cache line. 

Set number q in a logical address is directly used to select the cache set, whereas 

(ji-s in the logical address is stored in the address part of tags in the directory for 

associative address search. Note that g+s is the group number concatenated with 

the line number in the address register and update register. In the sequel, we use 

g+S to refer to these sections of the registers. In addition, the word offset is sent 

directly to the cache-address register to access the corresponding words in a given
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cache line.

3.3.1 Structure of th e directory

Fig. 3.3 shows the structure of the proposed dual-port directory. Each set is rep

resented by a row of the tag array and the n ways are indicated by the columns, 

Therefore, this directory has a total of Q X n tags. As shown in Fig, 3.3, there 

are n ColMatchs, a ColMatch for each column of tags, in the array. Whenever an 

address from the processor is latched into the address register, the corresponding set 

is selected through the directory decoder. All the n tags in the selected set are simul

taneously compared with g+s of the address register. If the address contents in any 

one of the n tags match the g+s, the corresponding ColMatch signal becomes valid 

(active low), indicating that the requested main memory line resides in the cache 

line implied by the valid ColMatch. All other ColMatchs must be high. Thus, 

signals on the n ColMatchs are formed in an (n-l)-out-of-n code ((n-l)/n  code), 

the complement of the one-out-of-n code (1/n code). These signals are sent to the 

line number generator. The line number generator translates the valid codeword 

i in the (n -l)/n  code into the corresponding cache line number i in binary code, 

which is latched in the cache-address register. Meanwhile, the H it flag is generated 

to inform the processor to access the requested data in the cache data memory.

If all the ColMatch signals are invalid, the M iss  signal is set high so that the 

LRU is invoked, to find a line in the cache probably not to be used in the near future, 

in terms of the line replacement algorithm that the LRU employs, The selected tag 

column number in the (n-l)/n  code is sent by the LRU to the directory through 

wires LRU Sels , as shown in Fig. 3.3. Each LRU Sc! is connected to all tags in a 

tag column. The tag to be updated is determined by the valid LRU S el (active low) 

and the valid row selection from the row decoder of the array. The address part of 

the selected tag is updated with the g+s of the address register. After the update,
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the address contents in the tag always matches the g+s of the address register. The 

ColMatch corresponding to the tag column that the updated tag locates becomes 

valid and is sent to the line number generator. The corresponding cache line number 

is generated and latched into the memory register so that the requested line can be 

transferred from the main memory to the cache line.

The valid ColMatch is also sent to the Status Update Control 0 (SUCO). The 

SUCO may send a command back to update the status part of the tag in the directory, 

depending on the coherence protocols employed. Note that, among the n ColMatch 

signals, at most one can be valid at any time since the requested main memory 

address only can possibly reside in one of the tags.

On the other hand, whenever there is a data coherence request from other caches 

via the system bus, an address is latched in the update register, and the cache also 

immediately searches the directory by simultaneously comparing the n tags in the 

selected set with g+s of the update register. If any one of the n tags matches the 

g+s, the comparison results are sent to the Status Update Control 1 (SUCl) through 

the n ColMatch's, each for a tag column. The SUCl may modify the status part 

of the corresponding tag, also depending on the coherence protocols. Otherwise, no 

operation is carried out.

Note that the SUCO is to update the status of tags in the directory during the 

processor operations while the SUCl is to deal with status modifications during 

the coherence operations. Both units depend on the specific coherence protocols 

that are adopted so we leave these units to be designed independently from this 

discussion. Thus, the structure of this cache is protocol-independent in that any 

coherence protocols can be implemented.
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Figure 3.4: A Tag of the Dual-Port Directory 

3.3.2 Structure o f a tag

A tag, as shown in Fig. 3.4, consists of an N-bit address part and a 2-bit status 

part (two status bits used in this example show the connection of more than one 

status bit, though any number of bits can be chosen, depending on protocols), ft 

can be initialized by Reset. Other signals can be divided into two groups: one with 

prime ( /)  and the other without prime. The signals without prime are used lor the 

processor operations, whereas ones with prime are for the coherence operations.

During the processor operations, if set selection Ron)Set from the directory de

coder is at logical 0, the path from the Match to Ground (Vss) is cut off by the 

N-device. The address bits in the tag are compared simultaneously with the g-l-s 

(from the address register) on B it\  to B it jy. If all the address bits match the //-fs,

the Match signal is high to turn on the N-type device so that the ColMatch is

pulled low (valid). The result on the ColMatch is sent to both, the line number 

generator for generation of a valid cache line number. It, along with the current

state of the tag selected by the RowSel, is also sent to the SUCO for determination 

of a status-Update operation. The decision from the SUCO may be sent back to the 

selected tag by setting new state values on the S B it0 and SBity  so that the status
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bits are updated. Otherwise, the Match remains low so that the ColMatch is high 

to indicate that the requested data is not in the cache line referenced by this tag. 

If none of the n tags selected by the RowSel match the g+s, a line miss occurs. If 

the LRU chooses this tag as to be replaced, it sends a valid LRU Sel, the output of 

the inverted driver from the corresponding LRU Sel in Fig. 3.3, to the tag column 

where the tag locates. As shown in Fig. 3.4, address-write control logic, controlled 

by the valid RowSel, allows the high LRU Sel to update the address part with the 

g+s on the Bits.

Similarly, during the coherence operations, if the RowSel' from the update reg

ister is at logical 0, the address in a tag is compared with the g+s on the Bit[  — 

Bit'N. The result is on the Match' and sent to the SUCl via the ColMatch'. New 

state values may be fed back to the status part of that slot through the SBit'0 and 

SBU \ so that the status bits are updated. Note that the status bits of the tag to be 

updated are located by either the valid RowSel and ColMatch or the valid RowSel' 

and ColMatch'. Furthermore, both the ColMatch and ColMatch' are precharged 

through the P-type devices before evaluation.

Fig. 3.5 (a) shows one bit of the address part. If the RowSel is at logical 1 

(this tag is not selected), the Match line remains low so that no comparison can 

be done in any case. When the RowSel becomes low, this cell becomes a normal 

content addressable memory cell. If the datum on the Bit matches the value in 

the Cell, the match transistor A remains off so that the M atch  is high for this bit 

(match). Otherwise, transistor A is turned on so that the M atch  is pulled down to 

Ground (mismatch). In a tag, all the Match lines of the address bits are cascaded 

together. If a,ny address bit of the slot produces a mismatch, the Match line of 

this slot is low, indicating that this slot does not match the g+s from the address 

register. Otherwise, the Match line is charged by the status bits. During a line 

miss, the LRU Sel is asserted. The datum on B it  is written into this bit. Also, for
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the coherence operations, the RowSel' becomes low. When the datum on the B it'

matches the value in the cell, t in  match transistor B is turned off so that M atch' of

this bit is valid. If all the chained M atch' lines of the address bits in the selected tag
/■ 1    ^

are valid, the M atch1 line of this slot is high so that the precharged ColM atch1 is

pulled down. Otherwise, the mismatching bit(s) pulls down the M atch' of this slot.

Note that, unlike the processor operations, the comparison results for the coherence

operations are noh jent to the LRU if the requested data is not in the cache.

Fig. 3.5 (b) depicts the structure of two status bits. There are two NAND gates

between the two status bits. Outputs Match and Match' of the NAND gates are

connected to the corresponding lines of the address part in the tag in Fig. 3.5 (a),

respectively. Initially, the status bits (00) are reset by Reset so that both the Match

and Match' are low. There is no comparison in this slot since the NAND gates pull

the Match and Match' down to Ground. For other states of the staitus bits (01, 10,

and 11), both lines M atch and Match' are charged through the P-type devices of

the NAND gates since the patheS of N-type devices are cut off. Thus, the slot can

be evaluated as long as the set containing this slot is selected by the corresponding

RowSel. If the ColMatch is valid during a processor operation, the Update of the

status bits is high so that the current state of the slot is sent on the S B it0 and S B iti

to the SUCO. Similarly, a valid signal on the Update' during a coherence, operation

allows the state of the slot to be sent to the SUCl through the SBit'0 and SBit'v

States of these bits can be changed by setting specified values on either the S B it0

and S B iti or SBit'0 and SBit[  from either the SUCO or SUCl.

3.4 The Line Num ber Generator

The circuit for the line number generator is illustrated in Fig. 3.6. The function of 

the line number generator is to translate the line number of the cache memory from
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7-out-of-8 Code Binary Code

1 1 1 1 1 1 1 1 LineMiss

1 1 1 : 1 I 1 1 0 0 0 0

1 1 1 1 1 1 0 1 0 0 : 1 '

1 1 1 1 1 0 1 1 0 1 0

1 1 1 1 0 1 1 1 0 1 1

1 1 1 0 1 1 1 1 1 0 0

1 1 0 1 1 1 1 1 1 0 1

1 0 1 1 1 1 1 1 1 1 0

0 1 1 1 1 1 1 1 1 1 1

Table 3.1: The Truth Table of the 7/8 Code and the Corresponding Binary Code

a modified (n -l)/n  code, composed of n ColMatch lines from the directory, into 

the corresponding binary code. It is a modified (n -l)/n  code because, besides the 

normal codewords in a (n -l)/n  code, there is one codeword “all-one” which is used 

to indicate an occurrence of a line miss. Therefore, in a modified (n -l)/n  code, at 

most one bit in the n-bit codewords may be a logical 0. Table 3.1 shows the tru th  

table of the 7/8 code (where n is 8) and its corresponding binary code. Each bit of 

the 7/8 code corresponds to one of 8 match lines ColMatcho — ColM atch7 from the 

directory. If 8 bits of the code are ones, then it means that none of match lines is 

logical 0. Therefore the line number generator produces a M iss. If any one of the 

ColMatchs is logical 0, the generator outputs the corresponding line number of the 

cache memory in 3-bit binary code on the output lines Line0 to Line?] meanwhile, 

the H it is asserted. This binary line number is latched into the memory register for 

accessing data in the cache data memory.
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3.5 Conflicts between Two Operations

As discussed, this directory can be searched simultaneously by both operations, 

Conflicts may only occur when two operations try to modify the status bits of a tag 

at the same time. That is, the SUCO tries to update the status bits of a tag during 

a processor operation while the SUCl, at the same time, is modifying the same 

status bits if the requested data is found in the corresponding line lor a coherence 

operation. This problem can usually be handled by co-operation between the SUCO 

and SUCl in terms of the coherence protocols that are implemented. For example, 

assuming that the write-through protocols are used in this cache, if a coherence 

operation tries to modify the status of a tag while a processor operation, causes a 

line miss and the LRU selects the same line to be replaced, only the operations for a 

line miss are carried out. The worst case is that conflicts cannot be avoided in which 

situation the cache must delay one of these two operations until the other finishes. 

The possibility of this occurring is usually quite small, depending on the number 

of the tags in the directory, and the protocols implemented, as well as frequency of 

simultaneous occurrence of the two operations.

A simple alternative way to handle this problem is to permit at any time only 

one operation access a particular row of tags in the directory. That is, at any time, 

only one of the RowSel and RowSel' in a row of the directory can be enabled. It is 

obvious that this scheme is suitable for a directory which has a smaller number of 

ways of searching in a set since there are fewer slots in a set. The best case for this 

scheme is that the direct-mapped directory is employed where there is only one slot 

per set while the worst case is that this scheme is used in a full-associative Cache 

where only One of two types of operations can be executed at any time.

In the case that the coherence operations may update stale data in the cache 

memory instead of invalidation, the dual-port memory can be used for data storage 

so that both the processor operation and update operation for data coherence can
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be done simultaneously as long as they do not operate on the same data. Otherwise, 

the two operations have to access the memory sequentially. As we have seen, the 

operations of the dual-port directory cache are almost the same as that of a two 

directory cache.

I

3.6 Com plexity Analysis

In this section, a comparative study of the hardware complexity is carried out on 

three schemes: single directory, two separate directories, and dual-port directory. 

There are many different ways to calculate costs bf circuits; for example, the number 

of transistors in circuits or the area used by circuits are commonly used. Since we 

emphasize circuit designs at the transistor level rather than chips, our evaluation is 

based on the number of transistors, including both P-type and N-type transistors, 

used in tags of the cache management units in the different schemes. This is because 

about 70% to 80% of the area in a cache management unit is used for tags of the 

cache directory. A tag bit in the single directory cache management unit is shown in
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O n e -D i rec to ry 6 N N s d  * * ( $ N  -f 14)

D u a l - P o r t - D i r . B N Naet  * ^ t u a y  * ( B N  +  18) *  a a » a  decoder ,  N w a y  r e a d / w r i t e  

logic and  H tu ay  c o m p a r a to r s

T w o - D ir e c to r y 12 N N a&f N w a y  *(127V +  18) m ioo% t h e  above  e x t r a  costs  

p lu s  a r b i t r a t i o n  logic

N  is th e  n u m b e r  of a dd res s  bi ts  in a t a g > y

N ( a g ( =  N 3 e t * N w a y )  is t h e  n u m b e r  of t ransla to rs  in  a  tag

is th e  n u m b e r  of t r a n s i s to r s  in t h e  t a g  ar ray

N a e t Is th e  n u m b e r  of s e ts  ( ro  vs) in t h e  t a g  ar ray

N w a y  is th e  n u m b e r  of w ays  (co lum ns)  in the  tag a r r a y

Table 3.2: Cost Comparisons for the Three Schemes
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Fig. 3.7, which costs nine transistors (Cbu =  9). The two-directory cache employs 

two single directories. Fig.3.8 illustrates one tag of the two-directory cache in which 

tafji is used for processor operations whereas tag2 is for data coherence operations. 

Each bit in tag\ or tag2 is the same as that in the single directory cache. Thus, 

there are eighteen transistors ((7n),'t=18) for each address bit in a tag (including both 

tagi and tag2). The status bits are the same as that in Fig.3.5 (b) except that 

M atch1 comes from tag2. The dual-port directory cache requires twelve transistors 

(Cbu—12) for each bit in a tag. Some extra hardware such as the directory row 

decoder depends on implementation. Therefore, it is only indicated in the table 

instead of calculated with the number of transistors. Calculation of the cost for 

each tag in the three schemes can be obtained using the equation:

Ctay — N C b it -f* 6M  *b C Update "I" Cstatus 4" C rep[ace

where N  is the number of bits in a tag for an address, M  is the number of Match 

and Match, ’ lines, Cupdate is the cost of state-update logic, Cstatus is the cost of status 

bits associated with each tag, and C reptace is the cost of address-write control logic 

in a tag, as shown in Fig.3.4. In the case of the single-directory cache, Cupdat„ is 

four transistors; and in the cases of the two-directory cache and dual-port directory 

cache, C u p d a te  is eight. In the comparison, although the number of the status bits 

varies depending on data coherence protocols, we assume that there are two status 

bits in a tag for the three schernes. There are nine transistors in each status bit for
: I

either the two-directory cache or the dual-port directory cache, and seven transistors 

for the single directory cache. Creplace is eight transistors for the two-directory cache 

because there are two tags for an address, and four for other schemes. Table 3.2 

shows the evaluation for the three schemes. Each row in the table corresponding to a 

named scheme. Column 1 indicates the number of transistors in each tag. Column 

2 shows the number of transistors in a tag array for each scheme. Column 3 is 

the hardware overhead in percentage that the scheme uses. That is, the hardware
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overhead in the tag array of dual-port directory cache is about 33%, and that of 

two-directory cache is approximately 100%, compared to the single-directory cache, 

Column 4 gives some other extra hardware that is needed in the dual-port directory 

cache and the two-directory cache, compared to the single directory cache scheme, 

Note that the single directory cache, however, requires an extra mechanism, which 

is not needed in other schemes, to serialize the two concurrent operations. From the 

comparison, the proposed cache is a compromise between the single-directory cache 

and the two-directory cache in terms of hardware complexity.

Note that the above design of the tag array is based on the content addressable 

memory (CAM). However, a similar result is obtained, as shown in Table 3.2, for a 

design of the tag array based on conventional static random access memory (SHAM) 

and comparators for each way in the tag array. We assume that a single-port S HAM 

cell requires six transistors, and a dual-port SRAM cell needs eight transistors, as 

shown in Fig 3.9. Again, in the comparison, we do not count the costs for the 

directory decoder, read/write logic, and the way comparators since they depend on 

VLSI design implementation as well as the technology used. Instead we list these in 

the column of the table as other extra costs, Although the cost of a cache employing 

dual-port RAM cells seems less than that of a cache using dual-port CAM cells, 

there are some concerns about cache speed. On one hand, since speed of a cache is 

required to be compatible to that of its associated processor, the cache speed is the 

major concern in cache design. On the other hand, since the area of the tag array 

mainly depends on the size of tag cells, usually the size of transistors used in the 

tag cells is as small as possible, Use of RAM cells in a cache tag array may have 

two problems concerning to the cache speed.

1, As shown in Fig. 3.9 (b), each RAM cell has two transistor gates connecting 

to the row selection from the directory decoder, Each tag consists of N  cells 

(usually N  is greater than 20 if the address length is 32 bits), Thus, the ca-
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Figure 3.9: The Cache Tag Cells in the SRAM Implementation
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pacitance on the row selection is very large, when the ways (columns) of the 

tag array are large, so that the row selection signal is considerably delayed. 

Although use of intermediate drivers on the row selection and some design 

techniques are useful, this problem can not be eliminated, This design can 

solve this problem, since there is only one transistor, for each tag, connecting 

to the row selection shown in Fig. 3.4. Consequently, there is only the ca

pacitance of n transistors for n-way associative tag array on the row selection. 

Hence, this design is consistent with our assumption that n can be any value 

between 1 to the number of tags, corresponding to the directed mapping and 

full-associative mapping respectively.

2. Since the size of transistors in a tag cell is small, the driving power of such a 

transistor is weak. If RAM is employed and there are many rows in the tag 

array, all the bit lines of cells are connected together so that the capacitance 

on each bit line is large, especially for a large cache. When there is a searching 

action, delays on these bit lines may be considerable as related to the expected 

cache speed even though read amplifiers are used (there is no problem for the 

similar RAM to be used in main memory since speed of main memory is slower 

than that of cache). If a cache to Ire designed has a large capacity, this problem 

is more serious so that it may not be tolerated. This situation is improved in 

the proposed design. Because of the built-in comparators, there is no need to 

read an address out of the tag array for comparison, The comparison, result 

on M arch  in Fig. 3.4 drives a relatively large size of transistor; and, in fcurri, 

the delay for the result to be on the corresponding ColMatch is small,

Furthermore, although use of RAM in the tag array makes an error-detection 

code easily employed in the directory, it would cause further delays in the searching 

actions. Based on the above reasons, in this design, we still use the dual-port 0AM 

cells in the tag array instead of the dual-port RAM cells.
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Both a dual-port, directory cache and a two-directory cache can handle processor 

operations and coherence operations simultaneously. However, if there is a line 

miss in the two-directory cache during a processor operation, an address must be 

written into ta<j\ and iag2 in the directories, respectively, since contents in tag\ 

must, be identical to that in iag2. An arbitration circuit, as shown in Fig.3.8, is 

used to determine whether the tag is written with a new address or it is checked 

for data coherence. This impacts the two-directory cache write time. Furthermore, 

the addition of the extra directory may increase capacitance on the address lines, 

and in turn increase the overall cycle time. Thus, the result of both of these effects 

may slow down the overall cache cycle time. For the dual-port directory cache, if a 

coherence operation checks a tag while a processor operation causes a line miss and 

the LRU selects the same tag to be replaced through the corresponding LRUSel, the 

signal LRUSel invalidates the output M atch' of the tag produced by the coherence 

operation while writing an address into the tag. Therefore, no arbitration circuit is 

required in the dual-port directory cache. Hence, the overall cycle time of a dual- 

port directory cache can be shorter than that of a two-directory cache if the caches 

have the same VLSI implementation.

3.7 Summary

Using VLSI technology, the proposed cache only has one single dual-port direc

tory Which can be operated for both processor accesses and coherence operations 

simultaneously. This cache has a protocol-independent structure so that any of the 

standard data coherence protocols can be implemented. About 33% extra hard

ware, compared to a single directory cache, is needed for high performance, which 

is far less than that required by a two-directory cache which has over 100% extra 

hardware. The overall cycle time of a dual-port directory cache may be shorter
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than that of a two-directory cache. In the next chapter, we discuss the simulation 

models created for a multiprocessor environment and performance evaluation based 

on simulations.



Chapter 4

Sim ulation and Evaluation

A typical multiprocessor system (a tightly coupled system) usually consists of a set 

of processors and of a set of memory and I/O  modules linked together by means of an 

interconnection network. Information exchange between either the processors and 

shared main memory or the processors themselves (depending on coherence protocols 

used in the system) is accomplished by the interconnection network. Competition 

between interconnected processors for access to the shared memory may become a 

serious problem since several of the high speed processing elements may try  to refer

ence the shared main memory at the same time. The performance of such multipro

cessor systems is limited by the speed and bandwidth of the bus and main memory. 

As mentioned before, use of caches in multiprocessor systems can greatly increase 

the overall system performance since the majority of references from processors to 

main memory can be captured by the private caches. Performance evaluations of 

various multiprocessor systems have been discussed from different points of view in 

[2, 5, 6, 12, 17, 40, 43, 49, 53, 54, 55].

In the last chapter, we designed a multiprocessor cache memory which can carry 

out both the processor operations and data coherence operations simultaneously.
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Figure 4.1: A Cache-Based Multiprocessor System with Multiple Buses

In this chapter, we evaluate the performance of the proposed cache memory in a 

multiprocessor environment. In order to do this, we create two simulation models 

in which different caches are employed and simulate them for mul tiprocessor system 

performance. Finally, based on extensive simulation results, the system performance 

improvements made by the use of the proposed caches are discussed. Also the effects 

of the performance of the caches used in the system as a function of the write 

reference rates, shared rate of data, number of buses and other design parameters 

for the multiprocessor system are evaluated.

4.1 A Cache-Based M ultiprocessor System

Fig. 4.1 illustrates a typical cache-based multiprocessor system with a shared mem

ory, in which each processor has an attached cache memory and a shared main 

memory is connected to the caches via a multi-bus' system, The shared main m*m-
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ory is partitioned into modules which can be accessed individually by processors 

and transfer a requested line by interleaving. Multiple buses are used as the sys

tem interconnection network to bridge the communication between the processors 

and the maip memory. We choose a bus system as the interconnection network 

in our simulations since it is simple to implement, popular in multiprocessors, and 

commercially available, though it is only suitable for a system which pools a small 

number of processors. Use of the dual-port directory caches in other systems with 

an interconnection network rather than a bus system may not have the same effects 

as to be discussed. For example, use of such caches in a hypercube system may not 

have much performance improvement over the use of single directory caches since 

the coherence traffic in such a system is usually less than that in a bus system.

As previously described, each reference from the processor to a memory location 

is presented to the cache memory. The cache first searches the directory to see if 

the requested data reside in the cache memory. If so, the data are accessed by the 

processor immediately without disturbing the main memory. Otherwise, a cache 

miss occurs, causing transfer of the new line, in which the requested data reside, 

from the main memory to the cache. Then the data can be referenced by the 

processor. Before transferring a new line to the cache, if the set where the requested 

line resides is full (for the 77,-way associative mapping), some line in that set will be 

purged to make room for the new one. The line that seems least likely to be used in 

the near future is predicted by the LRU and is removed from the cache. Since there 

exist many replacement algorithms, in our simulation models, the least recently used
1 .. . - ,

line replacement algorithm is employed in the LRU. That is, under this strategy, the 

line into which any memory referenced were made the longest time ago is replaced 

by a new one. This algorithm is based1 on the assumption that, the line which was 

referenced the longest time ago is the most likely not to be used in the near future.

Cache performance can be described with reference to two aspects [1]: access time
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Cache Type: 
Unified Cache

Miss Ratio
Line Size (Bytes )

Cache Size 4 8 16 32 64 128
32 0.717 0.556 0.5 0.75
64 0.686 0.488 0,4 0.48 0,72
128 0.671 0.467 0.35 0.33 9.428 0,686
256 0.643 0.42 0.3 0.258 0.276 0,386
512 0,596 0.39 0.27 0.216 0.197 0,257
1024 0.473 0.309 0.21 0.162 0.137 0.151
2048 0.405 0.258 0.17 0.124 0.098 0,093
4096 0.329 0.193 0.12 0.082 0.059 0.05
8192 0.232 0.135 0.08 0.05 0.033 0.025
16384 0.182 0.103 0.06 0.036 0.023 0.016
32768 0.124 0.07 0.04 0.024 0,014 0.009

Table 4.1: The Design Target Miss Ratios of Unified Cache

and cache miss rate. The cache access time is the time required for the processor to 

■get information from or store iij,formation into the cache, Cache access time depends 

not only on the design itself but also on the technology used. Therefore, the effect 

of design changes on access time is difficult to predict without specifying the circuit 

technology used. The miss ratio of the cache memory is the fraction of all memory 

references attempting to access data which ere not resident in the cache memory. 

In genera], every cache miss makes the processor wait until the desired data can 

be received. The miss ratio is related not only to how the cache design affects
I

the number of misses, but also to how the machine design, including hardware and 

software, affects cache references (main memory references). For example, the cache 

miss ratio depends on the program locality implied by software and the amount 

of information (One word, two words etc.) required by the processor at a cache 

reference.

Although there are many parameters that affect cache performance, it is well- 

known that the cache miss ratio is strongly affected by cache size, line s|£e, arid way
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CACHE TYPE ADJUSTMENTS

Cache Type Ratio of Miss Rate 

to Direct Mapping

Ratio of Miss Rate 

to Full Associative

direct-mapped 1.00 1.515

two-way set-associative 0.78 1.182

four-way set-associative 0.70 1.061

eight-way set-associative 0.67 1.015

full associative 0.66 1.000

Table 4.2: The Relevant Cache-mapping-type Ratio

, size. After extensive simulation. Smith [25] presented practical values for the miss 

ratio as a function of cache size and line size for uniprocessor systems, called the 

Design Target Miss Ratios (DTMR,). They are proposed for unified caches, instruc

tion caches, and data caches, respectively. A unified cache is one in which both data 

and instructions coexist. Also a cache system can be split into twq separate caches: 

one for data and the other for instructions, called a data cache and an instruction 

cache respectively. Table 4.1 shows only the Design Target Miss Ratios for unified 

caches since the unified caches are used in our simulations. The DTMR in Table 4.1 

provide designers with a reference to implement a variety of new systems. It can 

be used to estimate the performance impact of certain design choices. The models 

of cache memories for the DTMR assume demand fetch, copy-back caches with a 

LRTJ replacement algorithm. They also are full-associative for address mapping. 

The cache miss ratio is also related to the mapping methods used. Values in Ta

ble 4.2 express the relative ratios of miss rates based on both the direct-mapped and 

full associative mapping methods. These cache type adjustments originally are from

[48]. They are based on the direct-mapped method, and are expanded to be used for



CHAPTER  4. SIMULATION AND EVALUATION 58

those based on the full-associative method. Since the miss ratios shown in Table 4,1 

are based on the full associative model, in order to estimate the actual miss ratio of 

other systems, the final actual miss ratio can be obtained by multiplying the given 

miss ratio found in Table 4.1 by the corresponding relevant cache-mapping-type ra

tio from column three labeled Ratio of Miss Rate to Full Associative of Table 4.2. 

In our simulations, construction of the reference streams for each processor is based 

on these parameters given in these tables to obtain the expected miss ratios, which 

will be discussed later.

Information in memory can be classified as shared and private as well as readable 

and writable [65,12'j. The data are defined as shared, including readable or writable 

variables, if they can reside in more than one cache at the Same time, while me term 

private data means the data can only reside in one cache at any time. Therefore, 

there are four kinds of data:

1. Shared read/write data are the data which can be either read or written by 

several processors at the same time, such as shared read/write variables.

2. Shared read-only data are those which can only be read by several processors, 

such as shared only-read variables and instructions (assuming that programs 

are not self-modifying).

3. Private read/write data, meaning the dr la can only be read or written by one 

processor at any time.

4. Private only-read data are defined as those which can only reside in one cache 

.at any time.(In our simulation, this type of data is not considered).

Although use of multiple private caches in a multiprocessor system can greatly 

reduce the bus traffic and speed up the system, such a system can cause a coherence 

problem because multiple copies of data in the shared main memory will likely reside
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in several different caches at the same time. There are two kinds of data incoherence 

[2]:

J. After data in caches are updated by the associated processors, they are not 

consistent with those in main memory.

2. Multiple copies of a given line can exist in several caches; updating any copy 

of this line by a processing element will cause the values in caches associated 

with other processors to be obsolete.

Both cases exist for the shared data, and Case 1 can happen to the private data 

while Case 2 does not. For private data, since they cannot exist in more than one 

cache at a time, the modified write-back policy is used in this system: whenever a 

modified priva te line is selected by the LRU to be purged from a cache due to a line 

miss, it is written-back to the main memory for data consistency before transfer of 

a new line to its positions in the cache. Otherwise, no write-back actions are taken.

For shared data, to eliminate the first case, a buffered write-through policy is 

chosen in this system to keep the shared information between the main memory 

and caches consistent. Whenever there is a write request for a given address, the 

copies of the requested data in both the cache and the main memory are updated 

simultaneously with the new value. This scheme has some advantages [36]: first, it 

can be implemented without complicated logic. Second, constant updating of both 

the cache and the main memory at every write request keeps the shared information 

in the main memory always consistent with that in the caches. Hence, if there is a 

write request for an address that is not in the cache, the system can simply transfer 

the requested line from the main memory to the cache to satisfy the request of 

the processing element using a replacement policy without writing-back the old line 

before it is replaced with the new one since the data in main memory are always 

dean , Therefore, it is an effective way to handle this type of coherence problem in
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a system with a shared main memory. It is called the buffered write-through policy 

because all the write requests from caches are immediately stored in the buffers in 

main memory modules.

In the second case, an updating algorithm is employed rather than invalidation, 

That is, whenever there is a write request to the associated cache from a processor, 

this request will be broadcast to all the caches in the system through the intercon

nection network. All the caches search immediately for any copies of the requested 

data. If there are any, they are updated while the Copy in the main memory is rewrit

ten. Otherwise, nothing is done in the caches. The major drawback of this scheme is 

that it does not tend to minimize communication network arid main memory traffic 

caused by write operations and forces all the caches to do update operations* even 

if copies of the data to be updated do not reside in most of the caches.

For shared data in this system, the write-through policy and updating are com

bined as an algorithm write-through with updating to handle both coherence situa

tions. Whenever there is a Write request from a processor, this request is broadcast 

to all the caches to inform the caches to update the data being written, if applicable; 

meanwhile, the main memory will receive the correct values of the data. The write- 

through with updating are based on the expectation that, if the data are actively 

shared, the caches that have copies of updated data will use the copies before they 

are purged. This policy is more appropriate for the case where many shared data 

are to be processed concurrently among processors (a number of caches are sharing 

the same data). When a processor rewrites shared data in its cache, copies of the 

data in all other caches are updated immediately so that other associated processors 

need not transfer the updated data from the main memory when they have to use 

the Updated copies.

For the write-through with updating protocols, it is assumed that low miss ratios 

will increase the probability that each of the updated data in the caches can be used
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before they are purged since low miss ratios indicates fewer purges of cache lines. 

Therefore, a larger size and a higher degree of set associativity of the cache are 

preferred for this policy. On the other hand, this policy incurs the cost of updating 

all the caches for each write operation, and only a few updated copies may be used 

by respecti ve caches before the lines containing the copies are removed for requested 

lines. The worst case for this policy is that no updates are useful for other caches; 

this happens, for example, when all the processors execute independently their own 

processes without use of shared data, For private data, the write back protocols are 

employed.

Since all information exchanges in a multiprocessor system go through the in

terconnection network, the interconnection network is a very important part of the 

system* No generally accepted standard for an interconnection network exists; and 

since the interconnection network costs are a significant part of the system cost, the 

interconnection network is normally designed according to the requirements of the 

applications, [67]. In our models, the Bus-Oriented network (the multiple system 

buses) is employed.

In the system, the main memory can be divided into modules which are con

nected to the system buses. It is assumed that the shared main memory of the 

system under consideration is partitioned into M  modules as shown in Fig. 4.1. 

The data bandwidth of each module is 32 bits, consistent with that of the buses. 

The memory is organized in such a way that M  words of a line are stored in M  

modules, respectively. That is, the first word of a given line resides in the module 

0 while the second word of the line resides in the module 1 and the third is in the 

module 2, and so on. Hence, a line can be transferred easily by interleaving. When 

there is a request for transfer of a missing line, each module sends a word in that 

line and the given system bus delivers all of them by interleaving so that the delay 

is reduced.
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Also for each module there is a buffer queue for write requests. Thus, a cache 

only needs a short time to send a write request (including both the data and the 

corresponding address) to a given module without waiting for the main memory to 

complete the request. Whenever there is a write request entering one module, the 

module controller first checks to see if there is a write request in the buffer queue 

which is accessing to the same location as the entering request, If so, the data of the 

request already waiting in the queue will be replaced by that of the entering request, 

and the entering request removed, Otherwise, the entering request is inserted at the 

end of the queue, Thus, the write — write competition is eliminated in the memory 

module. When there is a cache miss, a line transfer is required, and all the modules 

transfer the missing line immediately without inserting the request in the queues. In 

the case th a t the line miss is caused by a write operation, first the module targeted 

by the write operation checks its queue to see if there is a request in the queue 

for the same location. If so, the request in the queue is removed. Otherwise, the 

queue is unchanged. Then the module serves that write request causing a line miss 

by updating the requested memory location with the data, on the system bus; the 

updated word is Sent to the requesting cache with the other M  — 1 words from 

respective modules by interleaving. Meanwhile, the other M  — 1 modules serve the 

transfer request as they do for a transfer request caused by a read operation. When 

the line miss is caused by a read operation, each module checks its buffer queue 

to  see if there is a request in the queue, for a write into the location to which the 

transfer request will access. If there is such a request, it is removed from the queue; 

then it is served immediately. Thus, the so-called read write memory competition 

is handled. The module then sends the requested word onto the system bus, All 

M  words from different modules are sent on the corresponding bus by interleaving. 

This can be done by the bus controller,

Note that there are no read operations on the buses because of the use of private
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caches. Therefore, no read — read memory competition exists in this system with 

a single system bus. For a multi-bus system, for each memory module, there is 

a module interface connected to the multiple buses. In the interface, a buffer is 

used for all the miss requests from the multiple buses to the memory module at the 

same time. If there is more than one request to the same module at any time, the 

requests are again served by the first-come first-serve policy. A write miss request 

is served as described above. Furthermore, if more than one read miss request 

accesses to the same location at a time, the memory module controller responds 

Only one read request and the information in the location is sent to satisfy all the 

requests. Therefore, the read — read memory competition caused by multiple buses 

is handled.

I '■ 1

4.2 The Simulation M odel

In order to study the efficiency of the dual-port directory caches in a multipro

cessor environment, we create two simulation models, based on the architecture 

shown in Fig. 4.1. One model embeds single directory caches and the other employs 

dual-port directory caches. As discussed in the previous chapter, operations of the 

two-directory caches are almost the same as that of the dual-port directory caches. 

Performance of the two-directory caches is very close to that obtained by the dual- 

port directory caches. Therefore, performance of the two-directory caches is not 

discussed. We also study the efficiency of such a dual-port directory cache-based 

multiprocessor system with shared memory That is, we would like to determine 

what effects on system performance the various cache parameters and write refer

ences have, how many processors may be pooled in the system without reaching 

saturation of this system, how efficient are multiple buses, as the interconnection 

network, to a multiprocessor system, and what effects of shared data on the system
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performance.

The simulation models are developed using a simulation queueing network model, 

as shown in Fig. 4,2. They are driven by synthetic reference streams rather than by 

actual traces of a multiprocessor system because no such multiprocessor traces exist,

[49]. Such traces would be created artificially, which have no difference with the one 

we use. In simulation models, written in C, all the processors are identical and 

acting independently. Each processor has an associated private cache. The shared 

main memory is partitioned into modules so that a line can be transferred from the 

main memory to a cache by interleaving. The number of the memory modules is 

equal to that of words in a line, assuming that each module provides a word each 

time to the system bus. Multiple buses are employed as the interconnection network 

between multiple caches and the shared memory in order to evaluate the efficiency 

of multiple buses, Note that there are no buffers either between processors and their 

private caches or between the caches and the system bus. Therefore, those caches 

waiting for use of the system bus must halt until they are released after service, 

and in turn the processors have to wait until their private caches are released. 

This lack of buffering makes it easier to observe the performance difference of the 

different caches. Since the intention of the simulations is to study the efficiency of 

the proposed caches, all other system parameters for each simulation run such as the 

main memory cycle time, the number of processors, etc., are identical. Thus, the 

workload is the same: for each simulation run, the reference streams generated by 

processors are identical for both models. The basic simulation time unit is a cache 

cycle, assuming that the speed of the cache is compatible to that of the processor, 

for each cache cycle a processor can send a reference to its cache and the cache can 

respond to the reference.

The models consist of a process for each processor, a process for each cache 

(different caches in the models), and a process for each bus. Each processor generates
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Figure 4.2: Multiprocessor System Queueing Model Diagram

a memory reference sequence to the associated cache and waits for the associated 

cache’s response within a cache cycle. Each cache services each request from its 

processor within a cycle, either carrying out the request if the requested data reside 

in it or generating a bus request to the bus queue and waiting for bus service. 

Each bus picks a request from the bus service queue if it is free. The bus queue 

controller receives service requests from all caches and allocates them to available 

bus processes in first-in first-out order in the simulation model. Note that we do 

not consider the conflicts between multiple buses in the simulations, that is, two bus 

requests to the same memory address may be serviced by different buses at the same 

time, since it is assumed thrtt such conflicts can be handled by operating systems 

and compilers. EacK cache, either a dual-port directory cache or a single directory 

cache, is implemented as has been described. The cache parameters are changed in 

simulation to evaluate their effects on system performance.
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4.3 Simulation Control

For each processing subsystem, including a processor and its associated cache, it 

the reference is a read operation and the requested line is present in the cache, 

the cache spends one cache cycle and the processor continues. If the reference is 

a write operation and the requested line is found in the cache, the cache puts atv 

update request into the service queue of the system buses, and spends two cycles 

to update all the caches and the main memory via a specified bus as soon as the 

update request is acknowledged by the bus controller. It is assumed that there is 

a large enough buffer queue in each memory module for write requests so that a 

write request can be sent to an appropriate memory module in two cache cycles. 

Consequently, each buffer queue has at least Qb x 4  buffers, where Qb is the number 

of buses in the system, since it is assumed that each main memo./ access requires 

4 cache cycles. Otherwise, a miss occurs. In this case, the cache needs to insert 

the transfer request into the service queue of the system buses and waits, and once 

a given bus serves the transfer request, the bus takes R  +  (M  — 1) cache cycles 

to transfer a requested line into the cache, where R  is the number of cache cycles 

that a main memory module needs to respond for an access request from a cache 

and M  is equal to linesize/bus-w idth, the times (or cache cycles) the bus has to 

be accessed for transfer of a line by interleaving. Memory interleaving means that 

whenever there is a read request to the main memory, the request line address is 

sent, to all memory modules so that each module will send one different word in the 

reqtjest line onto the bus in a such way that the first module sends the first word in 

the line to the bus, say, after R - l  cache cycles (the memory module 1‘ead response 

time); and each following module will send a word to the bus one cache c,v<*!e latet.' 

than the previous module. The order of modules is determined when the system is 

constructed.

When the cache receives an update request from the bus, if the requested data
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are found, two cache cycles are required for a cache to search the directory and 

update the requested data in the cache data memory. Otherwise, it only takes one 

cycle to search the directory. Note that those caches waiting in the bus service 

queue for use of the system bus must halt until they are released from the bus queue 

after service. For a request in the queue, there are four items: Cache Number, 

Write/Miss, Address, and Cache Cycles. Cache Number indicates the request is sent 

by the corresponding cache while Address is the reference’s address. Cache Cycles 

means the time of the system bus that is required to service a request, as discussed 

above. Write/Miss indicates the operation types of the bus requests. Requests are 

one of four types: read miss, write miss, write-back of a “dirty” private line, and a 

request for a broadcast of a new value of a word, dealing with write hits on shared 

lines. In the models, it is assumed that there is no delay when the bus services a 

request. A bus is held during the entire time of each bus transaction, including two 

cache cycles for update requests, R  +  (M  - 1 )  cycles for transfer of a entire line, and 

R  -f- 2M  — 1 cycles during a read miss with a write back.

The simulation control is shown in Fig. 4.3. For each cache cycle, each of N  

processors produces a memory reference address. Each associated cache operates in 

terms of read operation, write operation, update operation, line miss, or wait for bus. 

After all operations of N  processors and their associated caches are completed for 

th a t cycle, the buses operate for that cycle. If the simulation time for N  processors 

is over, the miss ratio, system power, etc. are calculated. Furthermore, after all the 

simulation results are completed, a plot is created showing the simulation results.

4.4 Workload M odel and System  Param eters

Table 4.3 shows the parameters and ranges used in the simulations* The initial mem

ory references are generated at random as the starting points of programs executed
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P a ra m e te rs R a n ^e

shd 10— 100 %

iurt 10— 30 %

m iss 1.0— 15 %

M ain  M em ory  tim e 4 C ache C ycles

L ino  Size 4— 128 B y tes

C ache Size 2— 128 K B y te s

W ay Size 1— 16

N u m b e r  o f  P rocesso rs 1— 15

B us N u m b er 1— 3

B us W id th 4 B y te s

S im u la tio n  T im e 450,000 C ycles

Table 4.3: Summary of System Parameters and Ranges

in multiple processors. In order to simulate locality of references, a line number is 

repeatly generated by a processor several times (hit) before a new line number is 

generated (miss). The maximum number of repeats of a line depends on the cache 

size, hue size as well as way size, based on the Target Miss Ratios in Table 4.1. 

However, the number of repeats for each new line is generated a t random, ranging 

from 1 to the maximum number of repeats. Therefore, for an individual processor, 

the miss ratio generated is close to those indicated in Table 4.1 which are from 

realistic traces of single processors.

The reference stream of each processor is viewed as the merging of two reference 

streams: one is the program reference stream and the other is the data reference 

stream. Here we assume that program codes and data are stored in separate areas 

in the main memory. All the program codes are shared by the processors, that is, 

all the memory lines for the program codes are shared lines; and they can not be 

updated. The data are either ones shared among the processors (shared data) or 

ones which are used by at most one processor at any time (private data). Each time
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a memory reference is called for, the processor generates a reference to a shared line 

with probability slid and to a private line with probability 1-shd. In our models, all 

lines for data in main memory are allocated to either shared lines or private lines 

using a uniform distribution random generation of data line numbers. Furthermore, 

memory reference streams for data in the system are produced with a specified 

read/write operation ratio. Write operations are produced at random with a given 

write rate wrt. The write rates showed in the simulation results are the overall 

write rates for all references including program nodes and data. The percentage of 

references to shared lines indicated in the simulation results means the amount of 

actual sharing divided by the total references, including references for both program 

codes and data. If a cache miss occurs, the cache selects a, line in a given set in 

terms of the least recently used line replacement algorithm described above. If the 

line chosen is a private line which is modified, determined by the local state of the 

line, it needs to be written back to the main memory before transfer of a new line 

into the cache. Otherwise, no written-back actions are taken before a new line is 

transferred. If it is a shared line, according to broadcast with update protocols, it 

need not be written back since all the copies in the main memory are valid. After 

transfer of a new line for a cache line miss is complete, the tag and the corresponding 

local state is changed properly for that new line.

As shown in Table 4.3, the main memory access cycle time (or read response time 

R )  is four cache cycles. The time required to transfer a missing line is based on this 

assumption; and the main memory transfers the missing line by interleaving, one 

cache cycle per word. So the transfer of a missing line requires One main memory 

cycle time (4 cache cycles) for the first word plus one cache cycle for each, following 

word (M  — 1 cycles). It is also assumed that a requested line is sent in the same 

order, regardless of which word is referenced; and the requesting cache does not 

proceed until the entire line is loaded. The line size varies from 4 to 1.28 bytes.
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Each bus has a width of 32 bits, or a word, which is the unit of data that can be 

transferred on the bus in a single cache cycle, The cache size varies from 2K to 128K 

bytes. The way size varies from 1 to 16. The total number of cache cycles for each 

simulation is 450,000. The number of processing elements in the system, including 

processors and their associated caches, varies from 1 to 15.

4.5 Simulation Results

Figures 4.4 to 4.14, selected as representative of our extensive simulations, summa

rize the simulation results for performance evaluation of the multiprocessor system 

with the proposed caches as private caches. Simulation outputs in figures include 

bus utilization figures and other parameters under which the simulations are run. 

The performance of the cache-based multiprocessor system is measured by the sys

tem power. The system power is defined as total sum of the processor utilization 

in the multiprocessor system, and processor utilization is measured by the ratio of 

time spent doing useful work in a processor to the total runing time, [49]. In each 

figure, the parameter Cycles gives the total cache cycles during simulation, assuming 

that during each cycle a cache executes a reference, while the Miss Ratio indicates 

the overall cache miss ratio of the system. Also the capacity, line size, way size, 

as well as set size of caches are shown in the figures. Both the number of lines 

in a cache shared by other caches and the shared rate to the total cache lines are 

indicated by Share Line and % in the figures, respectively. Bus Number in,.' cates 

the system buses in the system. Note that all the parameters in the two models 

are the same, and also the reference streams from processors in the two models are 

identical. Thus, performance comparison of these models reflects the performance 

difference between the two different caches in the models.

Tire figures can be divided into three areas: area I, II, and III  in terms of degree
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Figure 4.4: Typical Simulations of the Dual-Port-Directory Cache System

of the bus saturation. Fig. 4.4 gives a typical figure as an example, area I is 

the linear area in which the bus is not saturated. In this area,, the system power 

increases linearly with the number of processors used in the system, area I I  is the 

pre-saturation area where the system power increases nonlinearly with the number 

of processors used, area III  is the saturation area in which the system power shows 

virtually no increase with increasing number of processors (The system power levels 

out). In this area, the bus utilization is approximately 100 %.

4.6 Performance Evaluation

Fig. 4.5 shows the simulations for both the systems with the single directory 

caches and the dual-port directory caches, in which all lines are shared (a shared
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Figure 4.5: Comparison of Dual-Port-Directory Cache with Single-Directory Cache

rate of 100%). The dashed line is the simulation result for the single directory caches 

while the solid line is the result for the dual-port directory caches. When there is 

one processor in the each system, the system powers are identical because there is 

no data coherence interference. Comparison of the two curves indicates that use 

of the dual-port directory caches increases the system power rapidly in area I  and 

area II. The maximum number of processors pooled in the system with the dual- 

port, directory caches is larger than that with single directory caches in area I. The 

dual-port directory cache system reaches the bus saturation quickly in area II  (The 

dashed curve in Fig. 4.5 is sharply changed). In area III, the solid curve levels out 

horizontally. The system performance hardly increases no m atter how many more 

processors are added to the system since, during saturation, all the processors wait 

for use of the bus, if they are idle, not because of coherence operations but because 

of line missing operations of their associated caches. Because the dual-port directory 

caches increase Utilization of each processor, the system performance as a function
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Figure 4.6: Simulation of a System with 10 Percent of Shared Lines

of the number of processors increases rapidly before bus saturation, Fvcn after bus 

saturation, utilization of each processor is still higher than that in a system where 

single directory caches are employed because of elimination of processor waiting 

time for data coherence, As a result, the system power, for a given number of 

processors used in a dual-port directory cache system, is higher than that for a 

single directory cache system. For the single directory cache system, during bus 

saturation (in area III), the system performance still increases since not all the 

processors wait for use of the bus if they are idle. Some processors are idle because 

of waiting for data coherence operations, Thus the system power obtained by the 

single directory cache system increases smoothly, especially in area II. It implies that 

use of the dual-port directory caches makes the interconnection network bottleneck 

more obvious and serious since utilization of each processor increases because of 

higher cache performance,
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Fig. 4.6 shows the simulations with a shared data rate of 10 percent. Compared 

to that in Fig. 4.5, since write operations on private data do not produce bus requests 

for data coherence, with decrease of shared lines, the write operation requests on the 

system bus decrease; and in turn, the system power increases for both the systems 

with the dual-port directory caches and single directory caches respectively. In Area 

/, the system powers obtained by both systems almost have no difference. However, 

in Area / /  and Area III, the system power of dual-port directory cache system is 

higher than that of the single directory cache system.

Fig. 4,7 shows the simulations of different miss ratios obtained by different refer

ence streams, all the parameters used in the simulations, such as the cache size, line 

size. Way size, and number of buses, are the same as 32 Kbytes, 16 bytes, 4 Ways, 

and a single system bus, respectively. There are three curves with miss ratios of

0.077, 0.043, and 0.026. Comparison of these simulation results (curves) indicates 

that a decrease in the overall miss ratio of the caches increases the system power.
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Figure 4.8: Simulation for Systems with Caches of Different Cache Sizes

Figure 4.8 gives simulation results for different cache sizes. System parameters, 

except the cache sizes, and the reference streams in the simulations are the same. 

In the figure, there are five curves representing simulation results with five different 

cache sizes of the dua.l-port directory caches in the multiprocessors. The figure 

indicates that the overall miss ratios are 0.133, 0.091, 0.064, 0.043, and 0.024 while 

accordingly the cache sizes are 4, 8, 16, 32 and 64 Kbytes. The simulations show 

that cache size affects the overall cache miss ratios (that is, increasing the cache size 

causes a decline of the overall cache miss ratio of the system), and the system power 

in turn increases because the miss ratio decreases.

Figure 4.9 shows simulation results for different line sizes, Similarly, all. the 

system parameters, except the line size in the dual-port directory caches, and the 

reference streams are the same in the simulations, The line size of the caches varies 

from 4 to 64 bytes as power of 2. The corresponding miss ratios are 0,133, 0.078,
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Figure 4.9: Simulation for Systems with Caches of Different Line Sizes

0.043, 0.024, and 0,016. As indicated in the figure, the miss ratios decrease with an 

increase of line size of the caches, Therefore, the system power should increase while 

the overall miss ratio decreases because of the larger cache line size. However, as 

shown in the simulations, the system does not behave in precisely that way. Com

parison of the curve indicated with dark dots, with others in the figures indicates 

that even though the cache line size of 64 bytes exhibits the lowest overall miss 

ratio, the corresponding system power is smaller than that of a system with caches 

where the line size is 16 bytes. The reason is that although a cache with a larger 

line size has a lower miss ratio, the larger line size causes the bus to spend more 

cycles transferring the lines from the main memory to the caches during line misses, 

Which makes the corresponding cache wait. Therefore, in this case, the bus limits 

the system performance. Hence, cache line size should be chosen optimally and a 

trade-off has to be made between cache line size and bus width during cache design. 

In this example that the bus width is 4 bytes, the optimal line size of caches is 32
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bytes.

Figures 4.10 and 4.11 give simulation results tor different way sizes in caches. 

The only difference in the simulations is the way number of the caches used in the 

model. In each figure, there are also five curves obtained from the simulations with 

the cache way size varying from 1 to 16 (Note that the way size =  1 moans that 

the directly mapped method is applied in the caches). In Fig. 4.10 where the cache 

size is 32 Kbytes, the overall miss ratios are 0.065, 0.051, 0.046, 0.044, and 0.043, 

corresponding to way size of 1, 2, 4, 8, and 16. Although the miss ratios decrease 

when the way sizes of the cache increase, the decrease in the overall miss ratios 

seems not to have as large an. effect as do changes in the cache size and line size. In 

particular, when the way size is larger than 4, the miss ratio increases a little. In 

Fig. 4.11 where the cache size is 128 Kbytes, The system with cadres of way size of 

1, 2, 4, 8, and 16 has the overall miss ratios of 0.00805, 0.00780, 0.00779, 0.00779, 

and 0.00781. The change of way size hardly decreases the overall miss ratio. Thus, 

the system power gains a little from the change of cache way size. The curves in the 

figure are close to each other. Therefore, the system power is not affected much-by 

the way size. Consequently, the way size of caches does not appear to be important 

for large caches, and for very large caches, direct mapping may be adequate, which, 

is consistent with studies for uniprocessor systems in [26].

Although use of the private caches in this multiprocessor structure can greatly 

reduce references to the slow main memory, the bus system seems to be a bottleneck 

in the multiprocessor since write operations and transfer of miss lines under the unite 

through protocols still make the bus busy. The simulations, as shown in Fig. 4.12, 

indicate the effects of the bus system on performance of the multiprocessor system 

with the dual-port directory caches. The number of buses used in the simulations is 

printed out in the figure. The results show that the system power increases with the 

number of buses. Especially, when the bus utilization reaches saturation (area ///)-,
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Figure 4.10: Simulation for Systems with Caches of Different Way Sizes
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Figure 4.12: Simulation for Systems with Multiple Buses

the system power increases almost linearly with an increase in number of busses, For 

instance, the system power is almost doubled (from 1.6 to 3.3) with a change of the 

number of buses from 1 to 2 when the system has 7 processors or more. Similarly, 

when the bus number increases from 1 to 3, the system power of the tri-bus system 

is as nearly three times as that of the uni-bus system. Thus, use of multiple busses 

would significantly increase performance of a multiprocessor system with the dual- 

port directory caches because the waiting time of each cache for use of the system 

bus would certainly be decreased.

Fig. 4.13 gives the results, for dual-port directory caches, in which there are five 

curves, each of which indicates a simulation with write ratios ( Write Rate in the 

figures) varying from 10 to 30 percent for memory references. In the simulations, all 

the lines are shared by processors. In the figure, it is obvious that the system power
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becomes higher with a decrease of the write ratios since each write operation requires 

that the other caches are updated. The minimum number of processors at which the 

system bus reaches saturation increases as the write ratio decreases. For example, 

in Fig. 4.13, the curve with a write ratio of 10% indicates the minimum number of 

processors pooled in the system during bus saturation (A im  III) is 5 and the system 

power is about 2.2 whereas the curve with a write ratio of 30% shows the minimum 

number of processors is 3 with system power of about 1.2, This is expected, since 

each write operation requires use of the bus. It implies that decreasing write ratios 

reduces use of the system bus for each processor, when the wrUe-ihrouyh protocols 

are employed, and in turn increases system performance. The reasons that the 

system power, as shown in the figure, seems slightly low are the lack of buffers 

between the processor and the caches as well as between the caches and the bus 

in the models and sharing of all lines by the processors in the system. Moreover, 

simulations in Fig. 4.14 indicate that, when sharing of data decreases, the impact 

of write operations in the system decreases considerably so that the curves arc close 

to each other. Especially, the curves in area I  are almost overlapping. The reason 

is that the dual-port directory caches can deal with most update operations, caused 

by write references without delaying their normal operations when the bus does not 

become a bottleneck, Therefore, the write rate has almost no effecl; on the system 

power whenever the bus does not saturate.

Use of more efficient protocols such as the berketey protocols decreases cohewnre 

operations, and in turn reduces network traffic. Performance difference between the 

two systems with single caches and dual-port; directory caches may be smaller th&m 

that shown in Fig, 4.5. Usually the “snoopy” protocols can benefit more from t f e  

design since these protocols require caches in a system to watch transactions on the 

bus and take actions, if necessary.

The simulation results show that, in general, the system power increases mono-
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tonically with the number of processors until eventually a sat uration point is reached, 

caused by bus saturation. Moreover, as the system power increases, the number of 

processors, pooled in the multiprocessor system, required to produce bus saturation 

increases. It is alfjo seen that the system power increases ahnost linearly before 

the bus utilization becomes saturated (before Area II is reached). That means that 

before the bus system reaches saturation, improvement of system performance is 

roughly pfoportional to the number of processors in the system.

4.7 Summary

A cache-based multiprocessor system with a shared memory and multi-bus has been 

described. Strategies and structures for the cache memory, shared main memory, 

and multiple buses used in simulation have been discussed. In the proposed cache, 

an n -way set-associative mapping is employed for address translation while the least 

recently used line replacement algorithm is used for lind replacement after a cache 

miss. The write-through with updating algorithm is employed to keep the shared 

information in the multiprocessor system coherent while the write-back policy is 

used for private data. The simulation model and its data structure were presented; 

and the structure of the simulator and workload were described. The system per

formance is simulated. During simulation, the processors generate the memory 

reference streams at random with randomly-generation for write rates arid program 

locality.1 The simulation time unit was based on the cache cycle, arid it is assumed 

that speed of the cache memory matches that of processors. Based on extensive 

simulation results, the performance improvements made by the use of the proposed 

caches are discussed. Furthermore, we investigate the effects of the write reference 

rate, data sharing rate, multiple buses, as well as cache parameters such as the cache 

size, line size and way size on the multiprocessor system performance.
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The simulation results show that the multiprocessor system with dual-port di

rectory caches has higher performance than that obtained by a system with single 

directory caches, Sharing of data affects greatly the, system power for both the 

dual-port directory cache system and the single directory cache system, though the 

System power obtained by the former is still higher than that by the later. Since 

each write request for shared data updates the main memdry and other caches via 

the bus system in terms of the buffered write-through policy, the workload, of the 

bus system increases while the overall write rates becomes larger. The impacts of 

Write rates on system performance decrease with a decrease of shared data rates, 

Simulation results indicate that larger cache size, line size, and way size will de

crease system overall cache miss ratios, Although, in general, decreasing the cache 

miss ratios can increase system performance since it reduces the bus traffic, a lower 

miss ratio caused by increasing cache line size may not be effective. The reason is 

that with a larger line size the system bus will spend more time transferring lines 

from the shared memory to caches, which in turn decreases the system performance. 

Therefore, cache line size must be selected carefully during cache design to match 

the bus system so that the bus traffic does not reach the point at which the sys

tem performance) will decrease. Furthermore, it implies that use of the dual-port 

directory caches makes the interconnection network bottleneck more serious. Use 

of multiple buses in the1)multiprocessor system significantly increases system perfor

mance. After liius utilisation reaches saturation, the system power is approximately 

proportional to the number of buses. The results also show that before bus utiliza

tion starts to saturate (in area i) the system power increases almost linearly with 

the numbet ol piocessors in the system,, And, as the system power increases, the 

number of processors in the multiprocessor system, required to produce bus satura

tion increases. Thus, use of multiple buses and more efficient coherence protocols 

can greatly reduce bus traffic and improve the system performance,



CHAPTER 4. SIMULATION AND EVAL UATION 85

in  order to further improve the system performance, an inci isc 111 system power 

and bus ability can be achieved as follows; First, the use of multiple busses would 

significantly increase system performance, because the waiting time of each cache for 

use of the system bus would certainly be decreased. Second, multiple port memory 

system would be used to increase performance and the memory competition caused 

by multiple buses is easier to handle. Each bus can be connected to a port of the 

memory, which decreases the memory delay time. The major drawback of multiport 

inemory is the cost of such a memory system, 0
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C hapter 5

I"

Fault-Tolerant D esign
r

Since cache memory is being increasingly used in modern systems, the reliability of 

the cache is of increasing importance, In the previous two chapters, we designed 

a dual-port directory cache, and evaluated the performance of bus-based multipro

cessor systems with the proposed caches. In our evaluation, we can see the cache 

memory size is one of the most important factors affecting the system performance. 

W ith rapid developments of technology, the capacity of cache memory has increased 

dramatically; and more efficient data coherence protocols have been developed and 

incorporated into cache memory. Cache memory has become more complicated. 

The reliability of cache memory with large capacity cannot be ignored.

Although an error detection code (EDO) can easily be employed to protect data 

against errors' in cache data memory, errors occurring in a cache management unit, 

especially in the addfess translation mechanism, c, g. the directory, are difficult to 

detect during operation because a cache memory management unit differs from a 

conventional -static random access memory management unit in that:

•  a write/read operation is on a tag (a word). That is, all bits In a tag are read 

or updated at the same time.
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• Once addresses are written into the tags in a cache directory they are nevot' 

read out until they are purged for new requested/lines due to cache line pusses* 

Instead they can only be “seen” via the hit/mi$s signals,

•  Several tags are checked for a match with a requested memory address at the 

same time ( n-way associativity).

•  If the tags in a set are full, there is a replacement algorithm to select a cache 

line (block) to be replac /vith the requested line, Which line is replaced can 

be predicted but cannot be controlled by the outside world,

Because of the above properties, traditional fault tolerant approaches and on

line concurrent checking techniques used in memory such as EDO’s cannot be simply 

transferred into a cache management unit. Thus, a  cache memory management unit 

is more difficult for testing and error detection.

In the following two chapters, we discuss the fault-tolerance and on-line con

current checking design in the proposed cache management unit for high reliability 

during normal operation. The hardware design primarily includes a tag self-purge 

mechanism for errors in directory tags, a comparator checker for errors on the cache 

address lines, and a totally self-checking checker for errors on the signals from the 

LRU (LRUSeVs). In this chapter, We create a fault model for the cache management 

unit for both testing and fauit-tolerance, including the faults that most frequently 

occur in MOS technologies. We also discuss the implementations of tire tag self

purge mechanism, the comparator checker, and an error flag. Finally, we study 

the hardware costs for faull tolerance and on-line Concurrent checking. In the next 

ouapter, we concentrate on the design of the required totally self-checking checker 

for (n-l)-out-of-n codes.
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5.1 Faults and Fault M odel for the D irectory

5.1.1 Physical Faults in CMOS

A system fails to operate correctly because of an error, a part of a system state 

which is liable to leacl to failure. Errors can be caused by faults, or physical defects 

in circuits.(Errors can also be caused by incorrect design or by environment con

ditions), These delects occur because of problems during manufacture, or because 

of physical changes in the manufactured circuit which may be caused by wearout, 

the environment, etc.. These faults can be classified into permanent faults and 

temporary faults.

Permanent faults are relatively easy to detect since they permanently exist once 

they occur. These permanent faults can be:

1. physical faults caused by the manufacturing process

2. problems due to wearout.

In general, these faults can be categorized as follows:

•  stuck-on and stuck-open faults in transistors

•  shorts to Vdd
1 -

•  shorts to K« (Ground)

•  opens or breaks of interconnection wires

•  bridges between interconnection wires which should not be connected. In 

general, there are two types of bridge faults: AND-bridge faults and OR- 

bridge faults,
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Temporary faults are tar more difficult to detect since they occur randomly. 

Typical temporary faults include:

1. intermittent faults due to environmental conditions such as electrical noise

2. transient faults due to electromagnetic interference

3. soft errors caused by the interaction of charged particles with the silicon sub

strate.

In order to detect the faults in a specified circuit, it is necessary to have a 

representation for all the faults to be tested in the circuit, he. a fault model.

i

5.1.2 Fault M odel

As we know, a cache directory mainly contains tags (line slots) to store the logical 

addresses most likely to be used by the associated processor in the near future and 

some comparison logic built in each tag. Which faults (physical defects) in each 

of those parts are the most important depend on the specific layout of the entire 

directory. For the proposed cache, several types of faults at the function level are 

considered as follows.

•  For the tags, we assume that most of the common faults occurring in sialic 

random access memory (SRAM) are likely to occur. Thus, the faults in the 

storage part of the directory are:

1. single or multiple stuak-at faults in individual storage bits in tags.

2. stuck-open faults in individual cells of a tag or a whole tag — the cells or 

tag are not accessed by any action on the cells. Note that the stuck-at 

faults in the address decoders, that no set is selected by one addr^h can 

be mapped into this type of faults in the tag atrhy. Similarly, stuck*at*0
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faults on word lines LRUSel of tags, as shown in Fig, 3.4, can also be 

mapped Into these faults. In the presence of these faults, the faulty tags 

cannot be written with any addresses

3. transition faults in memory cells — the cells fail to have new values when 

the complement of their present values are written into the cells, That 

is, a cell fails to undergo at least one of the transitions 0-to-l or 1-to-Q. 

Failures in the write control circuitry can be mapped into this class as 

well as certain cell faults.

4, coupling faults between two bits in a tag—■ bit i is coupled with another 

bit j  in the same tag so that a change of the state (from 0 to 1 or from 1 

to 0) in bit j  incorrectly changes the state of bit i as well. State coupling 

is a non-symmetric relation. That is, the state in bit i may not change

, the state of bit j. Note that the coupling fault that a state transition in 

bit j  incorrectly changes the state of bit i may not occur since all the bits 

in a tag are updated simultaneously at any time.

5. pattern-sensitive faults — the behavior of a bit in a tag is affected by 

some patterns of Neighboring bits in the tag. E.g. for bit i in an m-bit 

tag, 1 < i < m, its state can only be affected by the patterns of bit i-1 

and bit i-t-1. Meantime, bit 1 is affected by bit 2 and bit m  can be affected 

by bit m-1. Since cells in the directory are partitioned into tags and each 

tag is physically distanced from other tags by some logic circuitry such as 

comparison logic, etc., we assume that the pattern-sensitive faults only 

occur within tags.

6, multiple access faults — the faults that an access to one memory cell 

results in access to other unaddressed Cells in combination with the ad

dressed cell, In the directory, this kind of fault may only occur between 

tags since all the cells jn a tag have the same operations, such as search-
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mg or updating. 'The multiple access is a non-symmetric relation. Note 

tha t faults in the address decoders that more than one set is accessed by 

one address can be mapped into this type of fault in the tag array.

7. data retention faults — the faults which cause a cell to fail to retain its 

valid logical value after some units of time,

•  For the comparators associated with tags:

1. comparators are not performing correctly because of permanent faults.

2. the signal lines (COLM ATCH ea  in Fig. 5.1.) from the comparators to 

the line number generator contain permanent faults, including stuck-at 

and bridge faults.
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*,.For the address register and update register, multiple stuck-at faults are in 

the bit cells of the address and update registers,

•  For address1 lines connecting the registers with the tag array and with the 

decoders, permanent faults occur.

• For the lines connecting the Line Replacement Unit with the tag array (LRUSels 

in I ’ig. 5.1), stuck-at faults and bridge faults may occur. These stuck-at faults 

cause incorrect write actions to the tags selected by the decoder. That is, a 

stuck-at-0 fault at a LRU S el incorrectly writes the address into the selected 

tag, and a stuck-at-1 fault makes the selected tag not be updated with an 

address during a line miss, Since LRU Sels are encoded in an (n-l)-out-of-n
f " _____________________

code; at any time, only one of LRU Sel lines must be low to update a selected 

tag in a given set during a line miss, On one hand, if the occurring fault iis an 

AND-bridge fault between two LRU  Sel lines ana one of these lines is selected 

by the LRU to update a corresponding tag in the directory during a Cache line 

miss, the othefline with a logical 1 is forced to be low. On the other hand, if 

the fault is an OR-bridge fault, both of the involved lines are high due to the 

bridge fault.

For fault-tolerance and on-line concurrent checking in the cache management unit, 

mul tiple access faults and the data retention faults cannot be detected during normal 

operation. However, all the faults in the model can be detected by the off-line cache 

memory testing algorithm which are described in Chapter 7.

5.2 Fault-Tolerance in the Directory

111 the directory, as shown in Fig. 5.1, there are a tag purge mechanism and two 

error checkers designed for fault-tolerance to protect the directory against faults.
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The tag purge mechanism is vised to purge faulted tags with limited interruption of 

the normal operations. The comparator checker is used to detect errors in the two 

comparators in a tag and errors on both the ColMatchs and tin  GolMatch's. Mote 

that the faults occurring in the address register or the update register, and On the 

address paths from the registers to the directory, including the directory decoder, 

are also detected by the comparator checker. The LRUSel checker is designed to 

detect errors on* the LRU Sets from the LRU to the directory,

5.2.1 Self-Purge o f Faulty Tags

As we know, with the advent of VLSI technology, a comparator can be easily built 

into each tag; only the results of the comparison are required to be output. Thus, 

once an address from the processor is written into a tag, it does not have to be read 

out for normal operation. Thus, the well-known fault-tolerant solutions for RAM, 

such as error correcting codes, can not he simply transferred to a cache directory, 

Otherwise, the overhead for fault-tolerance is considerable, since extra special hard

ware is required for fault detection/correction. The cost for the special hardware 

is high, especially for the 1’ull-associative cache which requires that addresses in all 

the tags have to be read out for fault checking. Furthermore, the time delay for the
i *

cache to search its directory increases because of employing error detection codes 

in the cache management unit, and in turn, the cache cycle time increases as well, 

which is critical to the cache speed and the cache-based system speed,

In order to achieve the fault-tolerant goal in the directory, a tag purge mechanism 

is designed to purge faulted tags with limited interruption of normal operations, 

That is, faulted tags in the directory can logically be “self-purged”' from the directory 

and never be reused during late normal operation. The idea is th a t whenever a 

cache line miss occurs during processor operation, the LRU finds a line in the cache 

unlikely to be used in the near future; and the corresponding tag number is sent to
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, the directory through a specified LRU Sel signal. The address in the selected tag 

is updated with that of the address register, After the address is over-written into 

the selected tag, the address in tlfo address register immediately compared with 

il < updated contents in the tag using the corresponding built-in comparator. If any 

inconsistency occurs, a purge-decision mechanism sets the purge bit of the selected 

tag as “ fault ” (vine purge bit for each tag) so that (he faulted tag is disabled and 

cannot be used later. Meantime, the LRU reconfigures itself so that the faulty tag 

number in the given set cannot be chosdn again; and it selects the otherline number 

for the new line. Thus, the faulted tag is transparently purged from the directory 

while the cache continues operations correctly though performance of the cache may 

be slightly degraded because the useful cache lines for normal operation decrease 

due to the tag purges. The corresponding memory cells in the purged cache lines can 

be used for other purposes, depending on how the fault-tolerant cache data memory 

is, designed. For example, these cells can be used as spare cells so that if any faults 

are detected in cells of the data memory, the faulty cells can be replaced using the 

spare ones.

In general, detection of a faulty tag and re-selection of a new tag by the LRU 

for the missing line can be carried out within one cache cycle. However, considering 

thcypossibility of the fault occurrences is usually low and this strategy increases the 

time of cache cycles for normal operation, the cache is designed that the re-selection 

of a new tdg is carried out in the following cache cycle using the retry technique, 

The implementations of the retry technique will be described in section 5.2.4 of this 

chapter.

5.2.1.1 Fault detection in tags

We recall the operations of a directory tag cell, as shown in Fig. 3.5 in Chapter 3. 

When the Row Sel is low, this cell becomes a normal content addressable memory
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ceil. This cell takes one of the following, actions:

1. If the datum On the B I T  matches flic value in the cell, the match- transistor 

A  remains, off so that the Match is high for this bit (match).

2. Otherwise, transistor A is turned' on so that the Match is pulled down to 

Ground (mismatch).

In a tag, the M atch lines of ail the cells are cascaded together, If any address 

bits of the tag produce mismatchs, the Match line of this fag ia pulled down to 

Ground via those mismatch bite to generate a high Got M atch for the tag column 

where this tag resides (see Fig. 5.1), indicating the this tag does not match tire y+s 

from the address register. If all tags in the selected set generate high GolMatclis, 

a cache line miss occurs. In this case, if the tag including the cell, as shown in 

Fig. 3,5 (a), is selected by the LRU through a highMl.nU8el. the datum on the 

B I T  is written into this cell. After the Write operation, the updated content in this 

cell is immediately compared with the B I T , and the Match line is re-evaluated. 

If the M atch line remains mismatch through the cache cycle, tire tag or/arid fire 

corresponding comparator must be faulted and the faulty tag is detected.

5.2.1,2 Purge bit and column purge mechanism

In the directory, there is one column purge decision mechanism for each column of 

tags and one purge bit for each tag, Fig. 5.2 illustrates structures of a purge bit of a 

tag and a corresponding purge decision mechanism for tag column i, whereas Fig, 5,3 

gives the timing diagram of the column purge decision mechanism hi which there pro 

three operation periods. In the timing diagram, there are arrows, indicating that 

arrowed signals are affected by the transitions of arrowing signals, Furthermore, 

there are three cache cycles showing three periods of fault-free, purge-bit setting, 

and tag-purged Operations; respectively, Initially, the purge bit is reset by Reset
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so that the signal Purge is low. The status hits pf the corresponding tag cannot 

be affected by the purge bit. During period 1, when the M iss  is high (a line miss

occurs), the L R U Sek , the inverted signal of LRUSelj from the LRU, is valid to 

update the address in the tag with that in the address register. Normally, after a

certain period of time delays, the corresponding ColMatchi must become loir since 

contents in the tag are identical to that; in the address register. A valid ColMatchi 

will cancel the signal Mis.s (at this moment the miss flag still remains to tell the 

memory to transfer the requested line to the cache); hnd in, turn the signal LRU Sell 

becomes inactive (low). Thus, the logical value of the point B  is 0 so that the two 

N-devices are open. The E  and E  are;unchanged from the previous values. That
; ! i _  ; 1 '

is, E  is at logical 1 and E  is at 0; Signal LRUValidi remains 0 to tell the LRU that 

there are not faults in the tag, and no purge actions take place in this cycle.

In period 2., The ColMatchi remains high even though both the M iss  and
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LR U S el i are at logical 1; there must be faults in the selected tag or the ColMatchi 

line. At the falling edge of the cache cycle, the tag update signal LRUSel{ remains 

' nigh so that the two N-devices are close. Due to inconsistency between the tag and 

the address register, both the M iss  and the ColMatchi are high. Thus, a logical 0 is 

on the E  while a logical 1 is on the E  through the N-devices. The state of the purge
I

bit in the tag selected by the RowSel changes; and a high Purge signal is produced, 

Which makes the corresponding tag permanently unable to carry out associative 

searches for requested addresses. Meanwhile, a high LRU V alidi is generated which 

disables the tag update signal LRU Seli, and in turn, the N-devices are set open so 

that the paths from point A  to the purge bit are cut off. A valid LR U V  alidi (high) 

is sent to the LRU to prevent from selecting this tag any more. Once the purge 

bit is set the purge bit cannot be changed any more whenever the corresponding 

faulty tag is selected by the RowSel later, as shown in period 3. n'hat is, whenever 

a set of tags containing a faulty tag is selected, the L R U V  alidi of logical 1 from 

the purge bit of the faulty tag always prevents the LRU  from producing a valid tag 

update signal LRUSeli. The open N-devices cut off the paths so that the state of 

the purge bit is never changed, remaining ’’faulty”. Note that the AND gate in Fig. 

5.2 can be replaced with a NOR gate, which needs four transistors, since the signal 

LRUSeli is already available in the cache.

Although the tag self-purge mechanism allows the cache to continue normal 

operations correctly, continuous fault occurrences in tags are considered as the faults 

that are caused by other problems that the self-purge mechanism cannot handle. 

Therefore, in the case when a faulty tag is detected during a cache cycle, the cache 

informs the processor to allow the cache to try other tags fori the missing line once 

more in the immediately following cache cycle by using a Retry  from the error flag. 

The LRU must then select another tag instead of the faulty one in the following 

Cache cycle. If a fault is still detected by the purge mechanism during the following
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cache cycle, the error flag rises a signal F A U LT  to the system and /,<he cache will

stop normal operations (see discussion of the error flag).

5.2.1.3 M odified tag status bits

Fig. 5.4 depicts the structure of modified two status bits as an example of the 

connection of more than one status bit. There are two NAND gates between the 

two status bits. Outputs Match and Match' of the NAND gates are connected to 

the corresponding lines of the address part in the tag in Fig. 3.5 (a), respectively. 

Initially, the Purge signal from the corresponding purge bit is Ibw aitd the status 

bits (00) are reset by Reset so that both the Match and Match' are low. There is 

no comparison in this tag since the NAND gates pull both the Match and Match' 

down to Ground. Other states of the status bits (01, 10, and 11) charge both lines 

M atch  and Match' through the P-type devices of the NAND gates since the pathes 

of the series of N-type devices in the NAND gates are cut off. Thus, the tag  carl be 

evaluated as long as the set containing this tag is selected. States of these bits can 

be changed by setting specified values on the S’O and ,S1 during a high Update from
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■ If there are errors detected in the address part, the Purge signal from the purge 

bit is high so <n it the status bits are permanently reset to 00. The tag cannot carry 

out comparison any more. Thus, this tag is logically self-purged from the normal 

operations. I la ^ a rd o v e rh ea d  for self-purge is Ntag bits for purge bits, where Ntag is 

the number of tags in the directory, plus a purge decision mechanism to detect faults 

and to set the corresponding bits. A column purge decision mechanism requires 14 

transistors.

Furthermore, if the cache has to write a line to be purged back into the main 

memory before transferring the new line, depending on the data coherence protocols, 

the address in the" selected tag for purge has to be read out and stored in a register 

for flushing the line back| to the main memory. Then the address of the missing 

line is written in tf  .tlie tag. Since the faulty tags are never selected by the LRU, 

erroneous data/addresses are confined in the Cache and never written back to  the 

main memory from the cache. Thus, data pollution in the main memory caused by 

the faulty cache is prevented.

5.2.2  Comparator Checker

In order to detect faults in comparators in tags for both the operations, the ad

dress/update registers, address lines from the registers to the tag array, and the 

output lines ColMatchs and; ColMatch's to the line number generator, two com

parators associated to each tag for both processor operation and coherence operation 

are used during operations. That is, whenever there are no coherence operations, 

an address from the processor is latched in not only the address register but also 

the update register as Well during the processor operations. The comparator for the 

processor operations in a selected tag is used to compare the address in the address 

register with the contents in the tag, whereas the comparator for the coherence
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Figure 5.5: The Exclusive-OR Circuit
/*

operations compares the address in the update register with the contents in thp 

same tag. The results from two separate comparators are sent on the ColMatchs 

and ColM atch's, respectively, and evaluated by the on-line comparator checker, as 

shown in Fig. 5.1, to see if there is any inconsistency.

Fig. 5.5 depicts an XORgate, which is used in the error detection circuits. In the 

gate, P-device D is weak and used to eliminate a possible high-resistance state on 

the input of the inverter. If inputs A and B  are at logical 1, the N-devices connected 

to the two inputs are closed so that Output is low (logical 0) to indicate that the two 

inputs have the same values. If both inputs are at logical 0, the N-devices are open 

so that connections between the gate inputs, A  and B, and the input of the inverter 

are cut off. However, the input of the inverter is charged through the ,P-device so 

that the Output is also low. Otherwise, one gate input is at logical 1 while the other 

input is at logical 0. The path connecting the input of logical 0 to the input of the 

inverter is conducted, under control of the input of logical 1, so that the input of 

the inverter is pulled down to Ground. Thus, the Output is high to indicate that 

Values on the two inputs are different with each other. One of the advantages of this
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circuit is low overhead without the requirement of complementary input variables, 

It can also provide reasonable driving power to meet various circuit requirements 

by changing the size of the inverter. It only requires live transistors.

Fig. 5,6 shows the comparator checker. The output of each comparator for 

the processor operations in a selected tag is sent out through the corresponding 

UolMalch while that fo<; the coherence operations is through the corresponding 

Col Match'. Each pair of these two signals from a tag column is connected to two 

inputs of an XOR gate, as shown in Fig 5,6. When the signal Coherence Operation 

is high, indicating that a coherence operation is carrying out, the NOR gate output, 

.iError, is low, This means that fault detection functions are disabled. When the 

Coherence Operation is low, if all the outputs of the XOR gates are at logical 0, the 

input of the NOR gate is charged to logical 1 by the P-device since all the paths from 

the NOR gate input to Ground are cut off by the N-devices. The checker output, 

E rror , is at logical 0 to indicate that comparison results are consistent. If any of 

the outputs from the XOR gates are at logical 1, indicating that the corresponding 

pair of ColMatch and ColMaich' from a selected tag has different values, the NOR
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gate input is pullecl down to Ground so that the Error is high' to tell the system 

that errors occur and are detected. Then, the cache error flag rises to inform the 

system.

Note that the normal operations continue while error detection is proceeding. 

Thus, system performance is not degraded, and there is not much overhead for 

fault-tolerance (the checker is relatively simple). Since the comparators for the 

coherence operations have to perform normal coherence operations if there are any 

requests, comparison of the results from two comparators for error detection cannot 

be carried out at all times. Therefore, transient errors may not be guarantee*!* to be 

detected when they occur during the coherence operations.

5.2.3 Totally Self-Checking Checker

As mentioned earlier, the LRU is used,, during a line miss, to select a cache line 

probably not to be used in the cache in near-future; and the selected cache line is 

replaced with a new one requested by the associated processor. Meanwhile, the tag 

array is updated with the requested line address of the main memory. To do so, 

the tag number corresponding to a selected cache line in a, given set is sent to the 

directory through the n LRU Sels during a line miss. Tag numbers are encoded in 

an (m l)-out-of-n code which is used for; detection of any single errors in codewords 

to prevent writing an address into multiple or zero tags. The LRUSels checker in 

Pig. 5.1 is designed not only to detect any single errors, including transient ones,, 

on the LRU  S el 's but also to detect any defined single faults in the checker itself 

as well, i.e, the totally self-clmking (T&C) checker. The details of the Jesign  are 

discussed in the next chapter.
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5.2.4 Error Flag

The error flag, as shown in Fig. 5.7, is Used to inform the system that errors occm 

in the cache. Fig, 5.8 illustrates the timing diagram of the error flag in which there 

are three cache cycles: fault-free, fault detection, and retry cycles, In Fig. 5,7, there 

are two D-type positive-edge-triggered flip-flops, triggered by the falling-edge of a 

cache cycle. Initially, the D flip-flops are reset so that signals R e t r y ,  to the processor 

and F A U LT  to the multiprocessor system are at logical 0, indicating that there are 

no faults in the cache.

As discussed earlier, the signal Error from the comparator checker provides a 

valid result of fault detection when there is no request for the coherence operations. 

The error detection signal from the LRUSels checker, LRU  Chech, is under control 

of the signal M iss via an N-device. This is because the detection signal can only be 

valid during a line miss; and it may normally disappear with a low M iss signal at 

the w d  of a cache cycle (see Period 1 in Fig. 5.3). The N-device locks the detection 

signal on the input of the OR gate at the end of a valid M iss. Thus, at tile end of a 

cache cycle, the detection signal is still available on the input D of the first flip-flop 

and stored in the flip-flop. Also, at any time, only one of the H it and M iss  signals 

from the line number generator can be at, logical I under the normal circumstances. 

Otherwise, both of them are the same values, 0 or 1, indicating that there are faults 

in the line number generator, or on the ColMatdis. Furthermore, strictly speaking, 

the conditions that a faulty tag is detected and purged at end of a cache cycle are 

th a t the signals M iss, LRU Sel to the faulty tag, and Ool M atch from the faulty 

tag remain high. Hare, we loose the conditions as only to detect M iss  after each 

cache cycle. This is because, after a cache cycle for the processor operations, M iss  

must be low if the cache is fault-free. Otherwise, there are faults in the cache andfj'
fault indication has to be sent out anyway. Thus, only the sigtfal M iss  is connected 

to one of the inputs of the OR gate. Hence, these error signals, if any, are together
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to produce the detection signal at the output P  of the four-input OR gate,

As shown in Fig. 5,7, if there are no faults, the value at P  is logical 0, At the end 

of a cache cycle (the falling edge of a cache cycle), both flip-flops remain unchanged 

so that Retry  and F A U LT  are kept at logical 0 . The operational timing is shown 

as the fault-free cycle in Fig. 5.8. Otherwise, any Of these four fault signals brings P  

to logical 1 . And at the end of a cycle, the faulty signal at P  is latched in the first 

flip-flop so that Retry rises to inform the processor to allow the cache to try once 

more in the immediately following cache cycle for any transient errors, Meantime, 

the second flip-flop remains in the previous state so that FA U LT  is still at logical 0. 

The fault detection cycle in Fig. 5.8 shows the timing of fault detection operations.- 

After the processor receives the R eT fy  'signal, it tries a second time for an 

attem pt to recover from transient-errors. During the second cache cycle, if there 

are no faults in the cache, the value at P  is set to logical 0. Thus, at the end of 

tile second cycle, the two flip-flops are reset so that Retry is canceled and F A U LT  

remains zero to indicate that the errors have been recovered, which is shown as the 

dotted lines in the retry cycle of Fig. 5.8. Otherwise, the second flip-flop is triggered 

and the ertor flag raises FAU LT. Meanwhile, the first flip-flop is unchanged so that 

both Retry and Fault are at logical 1, indicated by the solid lines in the retry cycle 

of Fig. 5,8, to inform the syrtem that the cache detects permanent faults. The 

system will take proper actions to deal with this problem.

Note that the input circuit in Fig. 5.7 can be simplified as:
\\ ■ ;

° H it © M iss  T M iss = H it • M iss  -f- HU •  M iss -f M iss — H it +  M iss

Thus, the modified circuit is shown in Fig. 5.9. Also fault detection signals from 

the data memory of the cache and/or the LRU can also be connected to inputs of 

the OR gate. As We will see, the hardware designed for fault-tolerance and on-line 

concurrent checking can also be used for ofF-line cache testing. Thus, utilization of 

the hardware is increased.
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5.2.5 C osts for Fault Tolerance and Concurrent Chocking

There are three main components in the cache management unit for fault-tolerance 

and concurrent checking during normal operation: the tag purge mechanism, the 

comparator checker, and the (n -l)/n  code checker. The hardware costs for fault 

tolerance and concurrent checking are based on the number of transistors in these 

components. For the purge mechanism, as shown in Fig.5.2, there is one bit (it re

quires seven transistors) for each tag to purge the corresponding tag by permanently 

reseting the the status bits (it needs two extra transistors) if a fault occurs in the 

tag. In addition, there is an error detecting circuit for each way (each column in the 

tag array of the directory) to detect any permanent faults occurring in a bdg during 

normal operation. It costs fourteen transistors for each way. The total cost for the 

purge mechanism can be calculated using the equation:

Npiirge ‘— 9Ntyg 4* !4iVy;aj/
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C o m p o n en ts D irec t M apped 2 W ays 4 W ays 8 W ays 16 W ays

Plirgo M echan ism 10 m ag +  28 m aa +  so M t a g  + 1 1 2 9 Ntag +  224

C o m p a ra to r  C hecker 5 16 28 52 100

( n - l ) / n  C o d e  C hecker — — 24 72 168

T o ta l  C ost 15 9  Ntag + 44 9 N lag +  108 9Ntag +  236 m ag +  492

Ntuu •'he n u m b e r  o f  ta g s  in  th e  d irec to ry

Table 5.1: The Hardware Cost for Fault-Tolerance and Concurrent Checking

Where N tnr, is the number of tags in the directory; and N way is the number of ways 

in the tag array. The cost of the comparator checker, as shown in Fig.5.6, can be 

obtained by:

N co m p  ~  ^N uuay  T 4

Calculation of the Cost of the (n -l)/n  code checker is shown in Chapter 6 .

Table 5.1 shows the costs1 for fault-tolerance and concurrent checking in the 

cache management unit. Columns indicate the costs for the different way sizes the 

cache uses. When the direct mapped method is employed in the cache, there is no 

purge mechanism required since there are no other tags available for replacement 

pf the faulty tag. In this case, only an error detection circuit is necessary which 

can be implemented with a four input AND gate, instead of the circuit in Fig. 5.2. 

Furthermore, an exclusive-or gate is required for the comparator checker since there 

are only two output lines from the two comparators in the selected tag in terms 

of the direct mapped method. For the case that the direct mapped method or 2 

way associative method is employed, the TSC (n-l)/n  code checker is not necessary. 

The table shows the costs for a cache in which the number of ways is equal or less 

than sixteen, since most caches have ways of equal or less than sixteen. From the 

table, we can see that the hardware cost for fa.ult-tolerance and concurrent checking 

" increases When the number of ways in caches increases. Note that the cost of the
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error flag is not counted in Table 5.1 since the cost is constant and depends On the 

implementations of the D-type flip-flops.

The percentage of the hardware overhead used for fault-tolerance and error de

tection over the cost for the tag array of a single, directory cache, which- requires 

Ntag(91V +  28) as discussed in Chapter 3, can be obtained using the equations

n  ®Nag +  14Nwag, -\- 6 Nway 4- 4 +  Nc (
C / = — — N ^ m m — ;— x l 0 0 / o

Where N c is the cost of the T 8 C (n -l)/n  code checker. When N m y < 16, N6 -J- 4 <  

1'lNwai/', and Ntag = Nsei X Nway  Therefore, the equation is:

n <%JhiL X N-way T  31iV1W(ly nnft/
~ " N Z x  A U ,((W  +  28) * 10° %

Since usually the number of the sets in a tag array is much larger than 31, the 

equation is further simplified as:

c > -  x 100% * 9 F T 2 8  x  i m

If we assume that the number of address bits in a tag is 20, Gj fa 5%, which 

means that the overhead for fault-tolerance and'error detection is quite small! Since 

a cache tag has rarely less than 16 bits, Gj <  6%. Thus, the overhead for fault- 

tolerance and error detection in a cache management unit is smaller than 6% of the 

cache management unit with a single directory.

5.3 Summary

In this chapter, in order to improVe the reliability of the proposed cache, the designs 

of the tag self-purge mechanism and the comparator checker in the cache man

agement unit are described. The hardware increase for fault-tolerant and on-line 

concurrent checking is less than 6 percent' of the cache management unit with the 

single directory.
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Chapter 6
I

TSC Checker D esign
ft

In the previous chapter, we designed the tag self-purge mechanism, the comparator 

checker and th e error flag. In this chapter we propose a new design for combinational 

checkers for 1-out-of-n codes which are used to detect any faults on the LRU  Sels in 

the directory. It is common to use imout-of-n (m/n) codes to detect unidirectional 

errors in VLSI chips, that is, faults within a circuit that either change a number of 

) ones into zeros or vice versa, but not both at the same time. They are also becoming 

more important with the increasing use of concurrent checking in digital] circuits,
I' _

[68]. m /n codes contain n information bits of which exactly in bits are Ones and 

(n — m) bits are zeros. Checkers are employed to detect errors in the codes during 

normal operations. A, checker should have the capability of detecting errors, not 

only in codewords, but also in the checker itself during normal operations, namely, 

it should be a totally self-checking (TSC) checker. Thus, the problem of ‘who checks 

the checker’ is solved.

One of the most frequently used m /n codes in computer systems is the 1-out- 

of-n code (m= L). or its complementary (n-l)-out-of-n code. There have been many 

approaches to the design of totally self-checking checkers for a 1-out-of-n ( l/n )  code.
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In [69, 70, 71, 72], a 1/n  code is converted into a k /2k code, and a TSC checker for the 

k/2k code is used. The schemes, [69, 70, 71], are implemented with combinational 

circuits while the scheme, [72], is nhplemented using an nMOS PLA. In [73], a 1/n  

code is converted into a two -rail code, and a TSC checker for the two-rail code is 

employed. It is implemented using an nMOS PLA. All of these schemes require tl(e , 

encoding of the 1/n  code into some other intermediate code by a TSC translator 

and use a TSC checker to check the intermediate code. None of these schemes 

implements a TSC checker for the 1/3 code with combinational circuits. Since TSC 

checkers for the 1/3 code are impossible to build, from the logical point of view, 

because of the lack of information provided by the 1/3 code, [70], many researchers 

have been using other techniques to design TSC 1/3 code chc, aers.

David proposes a method, [74], to implement a TSC checker for the 1/3 cod< by 

using a sequential circuit to map the 1/3 code into a 1/4 code, then developing a 

TSC checker for the 1/4 code. Another method proposed by Golan, [75], suggests 

first translating the l /3  code into an (m+l)-out-of-(n-f3) code by combining it with 

an m-out-of-n code, and translating this new code into a 1-out-of-p code, and then 

using a TSC checker for the 1-out-of-p code. Both designs are based on gate level 

implementations add only single stuck-at faults In the gate model are considered. 

Paschalis 6t  al also propose a TSC checker for the 1/3 code, [76], by combining 

the 1/3 code with other codqs. However, a translator initially translates the 1/3 /(, 

code into an incomplete two-variable two-rail code; this incomplete two-rail code is 

combined with the 1 /2  code outputs e f  another TSC checker of any codes. This 

checker is also implemented in nMOS and basically covers the single stuck-at faults.

Again, these schemes do not directly implement a TSC checker for the 1/3 code Using
.  I  i  '

combinational circuits. Tao et al presents a design of a TSC 1/3 ciocle checker using

nMOS technology with 17 transistors in [77], and Jha indicates that the inverters

at the checker outputs can be removed, [78]. The faults considered in the design are
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physical defects occurring in MOS technology. However, stuck-on faults in pull-down, 

transistors and interconnection defects, such as shorts between drain and source'of 

pull-down transistors, etc., are not included in the fault model. Lo et al designs a 

TSC 1/3 code checker, [79]. Again if is implemented using nMOS technology with 

only 11 transistors. However, 3ome single faults cannot be detected by any input 

codewords; and the self-checking properties can be defeated by some fault sequences 

(two faults in the checker followed by a/ton-codeword at the checker inputs).

In this chapter, we propose a new combinational design of totally self-checking 

checkers for 1/n  codes using CMOS technology. In particular, this design can di

rectly be used for a TSC 1/3 code checker, we initially discuss TSC definitions
I. , ■

and the possible faults occurring in 1/n code checkers. In section 6.1, we recall the 

work of Jha, showing that the strongly code disjoint properties in 6.6 are inadequate 

in some cases and the property of fault secure should hold as well as the strongly 

code-disjoint properties, whenever an undetectable fault exists in the checker. We 

also create one of the most comprehensive fault models at the transistor level by 

far in which all the single physical defects frequently occurring in MOS implemen

tations are covered. Then we explain the design of the checkers and prove that 

they are totally self-checking. Finally, we discuss this design and other TSC checker 

implementations,

6.1 TSC Definitions and Fault M odel

The design of totally self-checking checkers has been widely discussed since the TSC 

definitions Were, introduced by Anderson et al in 1973. The conventional definitions,

[69], are as follows:

D efinition  6 .1  A circuit is self-testing for a set of faults F , i f  for every fault in F, 

the circuit produces at least one non-code output for at least one code input.
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D efinition  6 .2  A  circuit is fault-secure for a set of faults F] if for every fault in

F , the circuit never produces an incorrect code output from a code input.!

D efin ition  6.3 A circuit is code-disjoint if the circuit maps the input code space 

into the output code space, and the non-input code space into the non-output code 

space. -

D efin ition  6.4 A circuit is totally self-checking if it is self-testing, fault secure, and 

code-disjoint.

In any self-checking design, it is assumed that the inputs and outputs ate en

coded. Thus, a non-codeword means that a word is not in the code space. For 

example, 100 is not in the 2-out-of-3 code space; however, it is in the l-out-of-3 

code space. Therefore, an n-bit code splice is normally a subset of the space of all 

possible n-bit vectors. An incorrect codeword means that a codeword other than 

the intended one is produced. That is, the word produced is in the code space, but 

it is net the one that is expected. For a given fault set for a circuit, the self-testing 

property guarantees the detection of any single fault in the circuit by at least one 

input codeword. The fault-secure property does not allow the circuit to generate 

an incorrect output codeword in the presence Of any single fault in the circuit. The 

code-disjoint property guarantees that a codeword in the input code space maps into 

the output Code space.

TSC circuits work under the assumptions that faults occur one at a time and that 

the titne interval between occurrences of any two faults is long enough lor all input 

codewords to be applied to the circuit. The first assumption is required because a 

TSC Circuit is designed with respect to any single fault in a given fault set. The 

TSC properties may not hold if more than one fault occurs simultaneously. Since 

the self-testing property requires one or more input codewords to detect a fault, the 

second assumption is required to make sure that a fault can be detected before the 

next one occurs in a circuit, or a non-codeword is present on the inputs of a circuit.
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Given these fault assumptions, a TSC circuit always produces a non-codeword 

as the first erroneous output due to a fault. This behavior is referred to as the TSC 

goal, [80]. Another alternative to achieve the TSC goal is to design a circuit which 

is strongly fault-secure (SFS), [80].

D efin ition  6.5 A circuit is strongly fault-secure for a set o f faults F, i f  for every 

fault in F, either

1 . the circuit is self-testing and fault-secure, or

2. the circuit is fault-secure, and if another fault from F  occurs in the circuit 

then either property 1 or 2  is true for the fault sequence.

This definition implies that a SFS circuit never produces an incorrect codeword 

as the first erroneous output of the circuit because, according to the definition, the 

circuit continues to be fault-secure even though one or more faults is present in the 

circuit. Thus, a SFS circuit achieves the TSC goal. In fact, SFS circuits are the 

largest class of functional circuits which meet the TSC goal [81].

For checkers, there are two output lines from a TSC checker. If a checker has 

only one output line, the output line may be stuck at its “good” logic value and the 

fault cannot be detected by applying any codewords to the checker input. For this 

reason, the outputs are always encoded into the 1/2 code. The main function of 

the checker is to indicate the first occurrence of a non-codeword at its inputs (the 

outputs from the circuit under test). The faults in the checker should be detected 

as much as possible with the input codewords; and the undetected faults should not 

interfere with the checker’s mission. Based on the TSC goal proposed by Smith and 

Metze in [80], the TSC goal for a checker can be stated as, [79], “given the fault 

assumptions, a code checker always produces a non-codeword as the first erroneous 

output due to a fault in the circuit under check and the fault(s) in the checker must 

either be detected or not interfere with its capability to produce a non-code output



CHAPTER 6. TSC CHECKER DESIGN 1.15

for a non-code input from the circuit under check”, For checkers, in general, the 

fault-secure property is not necessary, [82], although the conventional TSO checker 

definition (Definition 4) requires this. The reason is that it does not matter if the 

output of a checker is changed from 10 to 01 or vice versa in the presence of a fault 

as long as the fault is detected later, or the checker keeps mapping non-codewords 

at its inputs into non-codewords at its outputs, Thus, a new concept of strongly 

code-disjoint (SCD) is defined, [83]I

D efin ition  6 .6  A circuit is strongly code-disjoint with respect to a set of faults F  

i f  before the occurrence of any fault, the circuit is code-disjoint, and for every fault 

in F, either

1 . the circuit is self-testing, or

2 . the circuit always maps non-codewords at its inputs to non-codewords at its 

outputs, and if another fault from F  occurs then either property I or 2 is true 

for the fault sequence.

An SCD checker can continue to be code-disjoint even though undetected faults 

or fault sequences remain in the checker. Although SCD checkers can usually achieve 

the TSC goal, their use in a multi-level checker may defeat the sell-checking prop

erties of the checker (since the outputs of the SCD checkers can not directly be 

observed). That is, the checker may allow an erroneous output vector from the 

circuit under check to go through the checker without detection.

An example is given in [81]. Consider the self-checking system, as shown in Fig. 

6.1, in which there are two functional circuits under check. The outputs of these 

functional circuits are checked by SCD checker 1 arid, SCD checker 2 respectively, 

The checker at the final level is a TSC two-rail checker as usual. Consider a fault 

<f>x in checker 1 with respect to which the checker is neither self-testing nor fault- 

secure (such a fault is allowed in an ;$CD checker). Suppose that in presence of
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Figure 6.1: A Self-Checking System with SCD Checkers

checker 1 produces an output 01 at / i  and / 2 for only one input codeword and 10 

for all others. Thus, either the codeword, consisting of / i ,  / 2, </i, and g2, at the 

inputs of the two-rail checker is equal to 0101 or to 0110 , but not both because the 

functional circuit 2 can only produce, with the input codeword which has checker 1 

to generate 01 , one output which makes checker 2 to generate either 01 or 10 , but 

not both. Therefore, in all, only three codewords can be fed to the two-rail checker, 

the other two words are 1001 and 1010. However, the two-rail checker requires all 

the four words for self-checking purposes. Thus, a subsequent fault, say, </>2 in the 

two-rail checker, which was otherwise detectable, may no longer be detected. If a 

non-codeword occurs at the outputs of functional circuit 1, it will map to 00 or 11 

at the outputs of checker 1. However, this may result in a codeword either 01 or 10 

at z\ and 22, the outputs of the two-rail checker, due to the presence of undetected 

fault This means the checker TSC goal is defeated by the fault sequence.
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Thus the SCD properties in a checker are not necessarily sufficient for nil circuits. 

A checker should also have the fault-secure property as well as the SOD properties. 

Therefore, combining the SFS and SCD properties, the concept of the strongly self- 

checking (SSC) for checkers is proposed by Jha in [84, 85] as follows:

D efin ition  6.7 A circuit is strongly self-checking with respect to a set of faults in 

F  if  before the occurrence of any fault, the circuit is code-disjoint, and for every 

fault in F, either

1 . the circuit is self-testing, or

2 . the circuit is fault-secure and always maps non-code words at its inputs to non- 

<Codewords at its outputs, and if another fault from i '1 occurs then either prop

erty 1 or 2  is true for the fault sequence.

This definition implies that a SSC checker continues to be fault-secure and code- 

disjoint even if undetectable faults or fault sequences ate present in the checker. In 

fact, SSC checkers are the largest class of checkers that achieve the TSC goal of a 

checker under any circumstances. Our design of the checkers lor 1/n  codes is based 

on the SSC properties to achieve the TSC goal.

Since this design is implemented in CMOS technology, the fault model considered 

is at the transistor level and includes physical defects frequently occurring in MOS 

technology [86 , 87]. Faults in the fault set are important to a TSC checker because 

the TSC properties of the checker are based on these faults. We use the similar set 

of single faults from [86 , 87], and expend it to also include the faults of 1, 7, and 8 , 

Thus, the following single faults are considered in the checker:

1 . stuck-at faults on the gate of transistors (s-a-1 and s-a-0 ).

2. stuck-on and stuck-open in transistors (s-on and s-open). The difference be

tween these faults is that stuck-on and stuck-open faults occur in transistors 

themselves whereas stuck-at faults occur on transistor gates.
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3 . shorts between the gate and drain of transistors (g-d)r shorts between the gate 

and source of transistors (g-s), and shorts between the source and the drain 

of transistors (s-d).

4 . opens at the drain contacts, (d-c), the source contacts (s-c), and the gate of 

transistors, e.g. floating gate, (f-g).

5 . shorts and opens in interconnect lines (short and cut).

6 . stuck-at faults on input and output lines (s-a-0 and s-a-1).

7. bridging faults, including both AND bridge and OR bridge faults, between 

input lines or output lines (bridge).

8 . transistor missing faults; i.e. transistors missing from their positions (the 

channel of transistors is not created) due to manufacturing problems (miss).

Note that the P-type transistors whose gates are connected to ground have no stuck- 

on faults since the transistors are always on. The fault efFect of the floating gate 

of a transistor depends on the charges stored on the gate before the open fault 

occurs. Since these eventually leak away, this fault has the behavior of a s-open 

in the transistor if the transistor is an N-type device; and it behaves as a s-ori if 

the transistor is a P-type device. Circuit level studies relate to the exact values of 

voltages at the observation points. These voltages can be translated into 5 logic 

values as: hard 0, soft 0, indeterminate, soft 1, and hard 1, [86]. Usually, a digital 

Circuit produces results of hard 1 or/and hard 0. However, due to faults in the 

circuit, the output value,s of the circuit may be any of these 5 logic values.
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6.2 TSC Checker Design for 1-out-of-n Codes

This proposed design is for a TSC (n -l)/n  code checker, but it is easy to implement 

1/n code checkers with (n -l)/n  code checkers. Our strategy is to partition all possible 

input binary codewords of n-tuples a i«2 • • • On, into two sets Si and S t such that 

all the codewords are in Si and the non-codewords in Sv  Since there are only n 

codewords for an (n  — l) /n  code, S\ has n  elements. The codewords in Si are 

further partitioned arbitrarily into 2 disjoint subsets X  — {m, * €  S i , 1 <  i < k) 

and Y  — {yj\yj € S 'i,l < j  < /}, where k +  / =  n, X  U Y  — Si, and A' f) Y  b= </!>, 

Considering time delay and hardware costs, it is preferable lor k and I to be equal, 

Consequently, whenever n is even, k =  / =  rc/2; and whenever n is odd, pqe of k 

and I is [n /2j and the other is [n/2J -f 1. We construct two functions /i and /a to 

map, for all x{ €  X  and all yj € F , respectively, such that / i (.'«,) =  I, fi{'!/j) -  0,

f 2(x{) =  0, and f 2(yj) =  1. That is,

f t  ~  X i  +  X2  • • • +  Xf .  - f  W

h  =  2/1 + 2/2 • • • + y i + to
where w is a special non-codeword ‘all-one’ (no zeros in the word) which produces 

an output of 11 on It is included because it is very useful for the construction 

of a larger TSC checker using several smaller TSC checkers, as discussed below. Let 

F  =  / 1/2 form the 1/2 code output space of a checker, output codewords being 10 

and 01, whereas non-codewords are 00 and 11 . Thus, E(x) — 10 (Va; € X ), and 

F (y)  01 (Vy € F ). For w, F(w) =  11 and F{z) =  00 (V2 G S'2 with more than 

one 0 ). Hence, the checker is code-disjoint.

The design is implemented in CMOS using modified transmission gate logic, To 

illustrate the method, we initially design a TSC checker for the 2/3 code (see Fig. 

6 .2 ). This is expanded to other TSC checkers for (n -l)/n  codes. The high-resistance 

state at the output line of the transmission gate logic is eliminated by adding a P-
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type transistor (transistor I3 in Fig. 6.2) between the output line of the logic and 

Vddf It can also be implemented easily in other technologies such as nMOS using 

load transistors instead of P-type transistors.

The input codewords of the 2/3 code can arbitrarily be partitioned into X  and 

V, and in this example, they are divided as X  =  {110,101} and Y  =  {Oil}. Fig. 6.2 

shows the structure of the checker. There are three inputs A, B, and C (B  and C 

are not shown in the figure to avoid confusion), as well as two outputs f \  and f 2 

from the circuit. Input line A  is connected to transistors a?, and as whereas B  

is connected to 6 1 , 6 2 , and 6 3 . C is only linked to cj. Initially, we show that the 

circuit implements the correct functions and is code-disjoint:

(a) if the checker input(CBA) is 110, both G and B  are l ’s and A  is 0, transistors

ci, by and b2 are closed while ai and a2 are open, a is charged to Vdd and 

transistor i\ is closed. Since b2 an I t\ are both closed, b is pulled down to 

ground. Meanwhile, transistor t 2 is cut off. Thus, the path from /  to ground 

Via ci add bi is conducting so that /  is at logic 0 and f i  is at logic 1.

(b ) Similarly, if the input is 101, b\ and b2 are open while 0,1, a2 and Ci are closed.

b is charged to Vdd so that i2 is closed. The path controlled by ci and a\ is 

conducting to pull /  down to ground so that f  is high.

(c) If the input is 111 (the special codeword w), both the paths are conducting so

that /  is low, and, in turn, /1 is high.

(d )  If the input is 011 € Y , open transistor ci cuts off the paths so that /  is always

1 arid f t  is 0 .

(e) It is also easy to see that if inputs have codewords with more than one 0 (001

010 100 000), either ci or both a,\ and b\ are open, all the paths are cut off so 

that f i  remains 0. Hence, function f \  is correctly implemented by the circuit.
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Figure 6.2: The 2-out-of-3 TSC Checker Using Pass-Transistor Logic
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Figure 6.3: The Fault-Free Simulation for the 2-out-of-3 TSC Checker

(f )  /2  is high if and only if signals on both a3 and b3 are high, regardless of signal 

C. That is, / 2  is high only on inputs Oil € Y  and 111 (w ). Otherwise, /2 is 

at logic 0 because the path is cut off by an open transistor either a3 or b3.

Therefore, the circuit performs the correct functions. Table 6.1 shows the truth 

table of the functions. In order to verify the checker’s functional correctness and 

to prove the TSC goal be achieved for all single faults in the checker, we use the 

HSPICE circuit simulator for the function verification and the fault simulations. 

The circuit simulation results shown in Fig. 6.3, produced by the HSPICE simulator, 

also illustrate the functional correctness of the fault-free, checker. Thus, the circuit 

is code-disjoint. In summary, output 01 or 10 shows the codeword on C B A  is a 2/3 

codeword while output 11 (‘all-one’) is indicating the non-codeword 111 (‘all-one’) 

on the input and output 00 is for other non-codewords with more than one 0 on the
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Input Nocks 

0C B A )

Output Nodes 

h h

000 00

001 00

010 00

011 01

100 oo

101 10

110 10

111 11

Table 6.1: Truth Table of the 2-out-of-3 Code Checker

All the single faults except bridge and stuck-at faults at the input lines affect 

only one of the outputs. Thus, any single one of these faults causes the checker to 

produce either a correct output codeword or a noncodeword, but never an incorrect 

codeword. Obviously, any single stuck-at faults on input lines A, B and 0  can be 

detected by at least one codeword in which the bit to the faulty line is coittpleinentary 

to the fault; and the remaining codewords make the faulty checker generate correct 

outputs. For example, if input line A  is stuck at 1, a codeword 1.10 is applied. This 

is equivalent to applying a non-codeword input 111 to the fault-free checker. The 

checker produces 11. The checker produces correct outputs 01 and 10, respectively, 

on the remaining inputs Oil and 101. If A is stuck at 0, 011 or 101 is applied, 

which is equivalent to applying a non-codeword with more than one 0 to the fault- 

free checker. The checker generates a nonvalid output 00, The checker generates 

a correct output 10 on 110 . Moreover, any single AND or OH bridging fault on 

the input lines is also detected by input codewords. For instance, an AND bridge



CHAPTER 6. TSC CHECKER DESIGN 124

3 R I D G E - F A U L T  S I M U L A T I O N  AT 0 AND. B FOR THE 2 / 3  CODE CHE CKER 
2 6  - A R P 0 3  1 2 1 6 2 1  2

V L

? " V, 2-» -1
0 .

T S C C K 2 3 B R  I D i 
—  F I

-I  I. . . .  I ... < L_ . . i , , . , i t —»— i - i - . -i i

V L 0 1
!. Nr

0 .
5  . 7 3 0 3  F

...........................L . ......................... ) ..................

: : : -  A --------------------------------

1 i . I„ 1...
■ I

i.,

vi. A.oir.
VN a.«!-*

* t  T S C C K 2 3 B R I D I  
— -------------

0 . - I  I I I . .. . . . . .  I . . . I - —I—|/.>I ..I..
S . B 2 B G P  ! i r  : .•  £  T S C C K 2 3 B R 1 0  I

g ■ • • »/ d,  *- r -I, - 1 • ‘ fr - j r - - r L - - ‘ • », If 1 - * I 1 * . . i f .  J. . . i  i . i . - J . . . L . .t _ i
' 5 , 5 2 5 *  C \ | ’____

v L *♦ .0  
0 I
L N . „  „  .4.*T 2 , 0  :

i A  T S C C K 2 3 B R I D !

£ ------------

0 ►
 i / j . .  , . r , , _________________ j . . . i . . u . __i_i— i/. .i., . i . , j'. . j. . . i . .  i . . i . ,  j .  . .1. .i _o

2 5 . ON S O . O N  7 5 . 0  N 1 0 0 .  ON 1 2 5 .  ON I S O . O N
T I ME  C L I N )  1 6 0 . ON

Figure 6.4: AND-Bridge Fault Simulations between Checker Inputs A and B

between A  and B  is detected by applying 101 or 110 to the input. It is equivalent to 

inputting a non-codeword 100, and the resulting circuit output is 00. The checker 

produces a valid output 01 on inputting Oil. Also, an OR bridge between A  and B  

causes the circuit to/produce 11 by applying 101 or 110, which is equivalent to the 

input of a non-codeword 111 on the fault-free checker; and application of Oil has the 

faulty checker output a correct codeword 01, Therefore, any single stuck-at faults 

and bridging faults on the Input lilies cause the circuit to produce either nonvalid 

outputs with some input codewords, or correct outputs with other input codewords, 

but never to produce incorrect outputs. Hence, the checker is fault-secure for all 

the defined faults. Furthermore, from the above discussion, the checker is also self-
, '  I . .  ' . : .

testing in the presence of the bridge or stuck-at faults at the checker inputs.

In order to simulate the AND-bridgefaults, we attached an inverter to each input 

line of the 2/3 checker. The inverters are the same as that at the checker outputs:
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the inverters are the N-dominant CMOS implementations. A CMOS gate is said to 

be N-dominant (P-dominant) if its output is 0 (1) when both its pMOS and nMOS 

networks conduct due to a fault, [81]. Fig. 6.4 shows the results for the bridge fault 

between A  and J3, which is consistent to our above discussion. After bridging the 

voltages of inputs A and B are the same. Similarly, the simulations for OR-bridgc 

faults are obtained if the inverters are the P-dominant implementations.

Given the large number of single-fault simulations for the self-testing property 

of the checker, it is not possible to include them all here. Therefore, for those faults 

which obviously can be detected by some codewords, such as s-a-1 faults at output 

lines, a s-d short at /3, a g-d short at pi, etc., are not illustrated. Also, prior to our 

discussions of the self-testing property of the checker due to the faults other than 

the bridge and stuck-at faults at the input lines, we consider the equivalence of some 

faults. For the N-dype transistors, a s-open fault in the transistor causes the circuit 

to have the same behavior as a s-a-0 fault on the gate of the transistor, cut faults 

at the drain or source of transistors, a floating gate fault, a short fault between the 

gate and the source of transistors (except ni and n2), and transistor missing faults 

do. A s-on fault forces the circuit to behave as a s-a-1 on the gate, or a drairi-source 

short at transistors (except n\ and n2). For the P-type transistors, a s-open fault 

in transistors is equivalent to a s-aj-1 on the gate, cuts of the drain or the source 

of transistors, or gate-drain short fault of transistors while a s-on fault behaves as 

a s-a-0 on the gate, or floatihg gate (note that these faults are only for p\ and p2 

shown in Fig. 6.2). Furthermore, because of the symmetry of the circuit; faults at 

bx, b2, l2, and t2 have similar behavior as those at <q, a2, /t , and ii>

If there is a stuck-open in ci, f \  is permanently at logic 0, which is equivalent to 

a stuck-at-0 fault on output line / i  (as well as a s-d fault at n\ and a g-d fault a t pi). 

An input pattern 110 or 101 (CBA) can be used to detect this fault by generating a 

non-codeword 00 since f 2 is not affected by the fault. If c\ is stuck on, ci is always
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closed. When the input is Oil, the faulty checker produces the non-codeword of 11 

by changing f t  from 0 to 1. If transistor a\ is stuck open and 101 is applied, since 

a\ and 6[ are both open, the two paths are cut off. Thus, f\  is 0, while / 2 remains 

0, so that circuit output is 00, In the case that a\ is stuck on and 110 is applied, 

the faulty checker performs as follows: Here we use the bidirection characteristics of 

pass-transistor gates for detecting this fault. Since current is injected, via the faulty 

Gti (stuck-on), into the path controlled by ci and a and b are both at neither logic 

1 rior logic 0 , but somewhere between 1 and 0 . ti and t 2 are both half-conducting 

so that the voltage at /  is between Vdd and ground. Note that transistors 62, a2, U 

and t2 are carefully ratioed so that, in this case, the voltage value at /  is above the 

threshold of the inverter (soft 1 at / )  so that f t  is forced to be 0. Thus, the circuit 

output is a non-codeword 00. If a2 is stuck open (or a s-d short at /2) and the input 

is 101, b is high and t2 is closed. Since a2 is open, the channel of t 2 is not wide 

enough to pull /  under the inverter threshold so that f t  is 0. If a stuck-on fault 

occurs on a2 (or cut-equivalent faults at /2) and 110 is applied, a is pulled down to 

ground, though «i is open, so that ti is open. The channel of b2 is not wide enough 

to pull /  under the invertor threshold s q  that f t  is at logic 0. The checker output 

is 0 0 .

If a stuck-open fault occurs on ti, the bypass from t\ is permanently cut off. 

When 110 is on the checker input, the voltage at b rises to some value between Vdd 

and ground. Therefore, /  is above the inverter threshold so that f t  is 0 . In the case 

that ti is stuck on, when 101 is applied, although bt and b2 are both open, b is still 

pulled down to ground through the faulty t\„ Thus, t2 is open so that a is between 

logic 1 and logic 0; and f t  is 0. In the both cases, the circuit outputs are 00 .

A cut-equivalent fault at transistor t3 (I4 ) causes the output f t  ( f 2f  to be perma

nently 1 , which can be easily detected. A s-open-equivalent fault in the inverters, 

such as a s-open, s-a-1, s-c, or d-c faults at the P-type transistor or a s-open, s-a-0,
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s-c, and d-c fault at the N-type transistor, causes the checker to have a “sequential” 

behavior, since some charges may be locked at fa or fa before the fault occurs, A 

sequence of two input vectors is required to detect these kinds of lV-dts. For exam

ple, if there is a s-open (or equivalence) fault at p\ and fa is high, a sequence of Oil 

and 101 (or 110) at the checker inputs results in 01 and 00 at the outputs.

If 63 or 03 is stuck open, the path from g to ground is blocked, which is equivalent 

to a stuck-at-0 fault on the output line fa. The circuit produces 00 by applying 011 

to its input. If 63 or a3 is stuck on and 101 or 110 is applied, respectively, g is 

pulled down to ground so that fa is 1. Thus, the circuit output is 11 from 10. 

Simulation results from Fig. 6.5 to 6.13 illustrate the above analysis on these s-on 

and s-open faults. Furthermore, Fig. 6.14 to 6.18 show the drain-gate shorts at 

a2 i «3, ci, and <1, are also detected by the 1/3 codewords. Note that short Si 

in Fig. 6.2 is equivalent to the drain-gate short at i\ while cuts, C\ and Ci are 

equivalent to the s-a-1 faults at fa and / 2, respectively. Therefore, it can also be 

detected, Fig. 6.19 shows a simulation for the short between the input /  and the 

output fa of the inverter (or g-s fault at p\ or g-d fault at m ). It shows that when 

the input codeword is 011, the value of fa is about 3.9 volts, which is considered to 

be a soft 1. Therefore, the fault is detected. However, the faulty checker has about 

2.0 volts on fa with the other two codewords at its inputs. We consider that the 

corresponding logic values are indeterminate. The stuck-on faults in the inverters 

are handled by the N-dominant CMOS design so that the outputs of the inverter!?; 

are logic 0 when both P-type and N-type transistors conduct due to the s-on fault 

in either transistor. A s-on fault in the N-type transistor (ni or n2) is detectable 

with a logic 0 at the inverter input and a logic 0 at the output. However, a s-or> c 

equivalence in the P-type transistor (pi or p2) remains undetectable. Such a s-on 

fault makes an inverter behave as an nMOS inverter so that the logic behavior of 

the inverter is not changed. However, it does not prevent the detection of any other
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single faults that may occur later in the circuit. Thus, the self-checking properties of 

the checker are not destroyed even though there is a stuck-on fault in a transistor of 

the inverters. Hence, the circuit is either (1) self-testing and fault-secure or (2) fault- 

secure and continues to map codewords (non-codewords) at the inputs to codewords 

(non-codewords) at the outputs. When the next fault occurs, either (1) or (2) is 

true for the fault sequence. The checker is strongly self-checking.

Table 6.2 shows that all the defined single faults, except s-open-equivalent faults 

in the inverters which can be detected by two vectors, cause the checker to produce 

non-codewords at its outputs for some input codewords. The faults in the table are 

represented by concatenating the names of either transistors or lines with the faults. 

For example, the fault cq-s-d stands for a short between the source and drain of 

transistor ax. If a single fault can be detected by more than one input codeword, 

only one codeword is shown in the table.

A TSC checker for a 3/4 code i3 shown in Fig. 6.20. It is easy to show that the 

checker is strongly self-checking using similar arguments.

6.3 Building TSC Checkers for (n - l ) /n  Codes

The drawback of using the pass-transistor implementation is that a TSC checker 

with a large number of inputs is not practical because of the time delay in a series 

of pass-transistor gates. Therefore, if n is large, a TSC (n -l)/n  checker is designed 

as a tree of the TSC checkers discussed above, with each a,S a node in the tree, n 

input bits of the tree-style checker are partitioned into q groups; and group i has 

n; bits (1 <  i < </), the number of inputs of leaf node i. 'therefore, q is the total 

number of leaf nodes. Such a checker built as a tree of TSC checkers is also a TSC 

checker. For example, Fig. 6.21 shows a checker for a 7/8 code as a tree of three 

TSC 3/4 code checkers. At the bottom level (leaf nodes), if the input of the 7/8



CHAPTER 6. TSC CHECKER DESIGN 129

Inputs Faults Detected

110

The follows are the single faults with output 00:

aj-s-a-1, ai-s-on, ai-s-d, a2-s-a-l, aa-s-on, ao-s-d, hj-s-a-O, 6|-s-open,

61-miss, hi-f-g, 6i-d-c, 6i-s-c, &i-g-d, fci-g-s, 6a-s-a-0, 62-s-open,

62-miss, 62-f-g, 62-d-c, 62-s-c, 62-g-d, 60-g-s, ti-s-a-0, <i-s-open, 

ti-m iss, ti-f-g , <i-d-c, tj-s-c, /i-g -d , ti-g-s, /2-s-a-l, 13-3-011,

<2-s-d, m -s-a-1, m -s-on, nj-s-d, pi-g-d, pi-m iss, /2-miss, /t-s-d, Si, 

/2-g-s, /3-s-d, J3-s-a-0 , C-s-a-0 , bridges between A-C or /1 -/2 .

■'(
The follows are the faults with output 11:

03-s-a-l, a3-s-on, cts-s-d, /4-miss, pa-s-d, yl-s-a-1, /a-s-a-l

101

The follows are the single faults with output 00:

ai-s-a-0, ai-s-open, <'i-miss, aj-f-g, ai-d-c, ai-s-c, tii-g-d, aq-g-s,

a2-s-a-0, aa-s-open, aa-miss, a2-f-g, a2-d-c, a2-s-c, aa-g-d, aa-g-s,

61-s-a-l, 61-s-on, 61-s-d, 62-s-a-l, 62-s-on, 62-s-d, /j-s-a-1, /i-s-on, 

ti-s-d, <2-s-a-0, /2-s-open, <2-miss, <2~(-g» /2-d-c, <a-s-c, <2-g-d,

/2-g-s, ci-s-a-0, ci-s-open, ci-miss, cj-f-g, ci-d-c, ci-s-c, tq-g-s,

ci-g-d, /i-m iss, /l-g-s, /2-s-d, yl-s-a-0, f i -s-a-0 , bridges between A-B and B-C.

The follows are the faults with output 11;

63-s-a-i, 63-s-on, 63-s-d, na-g-s, /4-g-s, rta-miss, J3-s-a-l, C2.

Oil

The follows are the single faults with output 00: 

a3-s-a-0, a3-s-open, a3-miss, (13-d-c, a3-s-c, aa-f-g, a-i-g-s, «;)-g-d, 

63-s-a-O, 63-open, 63-miss, 63-d-c, 63-s-c, 63-f-g, 63-g-s, 63-g-d, 

n2-s-a-l, n2-s-on, na-s-d, n2-g-s, na-d-s, pa-g-d, p2-miss, /4-s-d, /a-s-a-0,

The follows are the faults with output 11:

ci-s-a-1, Ci-s-on, ci-s-d, C-s-a-1, ni-g-d (11*), «i-g-s, «i-m iss,

pi-g-s (11*), pi-s-d, /3-miss, /i-s-a -1  /3-g-s, C \ ,

Note that the faults in this table do not include the sequential behavior faults.

These faults are the open faults at P-type transistor and N-type transistors in inverters 

The faults followed by (11*) means that the faulty outputs has a soft 1 marked as 1*.

Table 6.2: Input Test Patterns for the Single Faults
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checker is the non-codeword ‘all-one’, all the signals on / i ,  /a, (ji, and ate I ’s 

so that the 7/8 checker output is 11. Suppose that the tree-style checker lias an 

input codeword which has only one 0 . After partitioning, one of the leaf checkers 

has inputs with one 0, and its output is 10 or 01. The other leaf node must have 

‘all-one’ on its input and generate an output of 11. Thus, there is only one 0 Oil ./V, 

/ 2, </i, and 02- The codeword formed by / i ,  / 2, 01, and 02 is a 3/4 codeword as an 

input of the top level TSC checker, the checker output [E\E<i) is a 1/2 codeword 

01 or 10. If there is more than one 0 in a codeword on the tree-style checker input, 

there are two cases to consider:

C A SE  1: after the input codeword is partitioned into two parts for ' wo leaf nodes, 

the input codeword on one of the two leaf checkers has more 1 an one 0, That 

TSC checker must produce 00 on its output so that the codeword on / 1, / 2, 

0 i, and 02 is a non-codeword of the 3/4 code with at least two 0’s, When 

this non-codeword is applied to the top-level checker, the tree-style checker
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generates 00.

C A SE 2: if each of the leaf TSC checkers has exactly one 0 on its input, J\/o  and 

</i<72 are both either 10 or 01. The checker produces 00.

In general, suppose there is a tree-style checker for an (n -l)/n  code with a code

word at its inputs. We form the outputs of TSC checkers at each level in the tree
i \

as (p -l)/p  codewords for some p, 2 < p < n (in the above example, there are two 

levels'and the output of the bottom level is a 3/4 code). At any time, only one 

TSC checker at each level can have a valid input after partition of a valid input for 

this level and this checker produces 10 or 01. Other TSC checkers at the same level 

must have ‘all-one’ on their inputs and produce 11. Therefore, the output from this 

level is a (p -l)/p  codeword. If there is a non-codeword with more than one 0 at the 

input of a level, as shown in the above example, the output from this level must be 

a non-codeword with two 0’s or more. If the input codeword at a level is ‘all-one’, 

each checker must have ‘all-one’ on its input. Consequently, the output of this level 

must be ‘all-one’. Hence, a tree-style checker remains code-disjoint.

If there is a single fault occurring in any TSC checker, the faulty TSC checker 

must produce a non-codeword 00 or 11 on its output for some input codewords, 

depending on the fault, while the other fault-free TSC checkers at the same level 

produce 11 on their outputs (since their inputs must be all-one’s the input at this 

level is a codeword). Therefore, the output from this level must be a non-codeword 

(either ‘all-one’ or a codeword with two 0’s). Because the tree-style checker is code- 

disjoint, th e  following levels generate non-codeword outputs, as each of them has 

a non-codeword input. Thus,, the tree-style checker produces a non-codeword at 

its output. The defined faults occurring on connection lines between levels in a 

tree-style checker are equivalent to the faults on the inputs of the TSC checkers 

to which the faulty lines connect. These faults also cause nonvalid outputs on the 

level of TSC checkers; and, in turn, the tree-style checker produces a nori-codeword.
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Figure 6.22: Two configurations of a TSC Checker for a 9/10 Code

In order to detect all possible defined faults in a checker for an (n -l)/n  code, n 

input test patterns (input codewords) are required. Thus, a tree-style checker is 

also fault-secure and self-testing. Hence, such a checker is totally self-checking.

For the basic TSC checkers, the 2/3 and 3/4 code TSC checkers need only 11 and 

18 N-type transistors, respectively. These; basic TSC checkers have one logic gate 

time delay. The 1/3 and 1/4 code TSC checkers can be obtained by attaching an 

inverter to each input of the TSC checker, with resulting costs of only 14 and 22 N- 

type transistors, respectively. If a TSC checker is implemented as a tree, the number 

of transistors is Nt =  El=i n»? where j  is nur .ber of nodes (checkers) in the tree and
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S chem es 1 /3  C ode C hecker 2 /3  C ode C hecker

Tt Tn G a te  D elay Tt Tn G a te  D elay

D av id 48 -f‘lm 35-M m 7 + t 62 + 4 m 3 7 + 4 m 6 +t

G o lan 44 32 3 44 32 3

P a sc h a l is 30 22 3 32 22 3

T ao 17 10 2 11 7 1

Lo 11 9 1 17 12 2

P ro p o se d 23 14 2 17 U 1

Tt  is  th e  to ta l  n u m b e r  o f b o th  P - ty p e  a n d  N -ty p e  tra n s is to rs  

T n is th e  co s t fo r N -ty p e  tra n s is to rs

Table 6.3: Comparisons for the Methods for the 1/3 and 2/3 Codes

m  is number of transistors used in TSC checker i. Since there are many possible 

tree configurations for an (n -l)/n  code checker, construction of a tree-style TSC 

checker with basic TSC checkers is very important to both time delay and hardware 

cost. For example, Fig. 6.22 depicts two configurations of a 9/10 code checker with 

different costs. The time delay for a tree-structured TSC checker depends oil the 

number of levels in the tree. The total time delay is 2\ =  ii , where L is the 

number of levels in the network and ii is the maximum time delay in level i. Thus, it 

is preferable for the tree to have as few levels as possible and each level of a network 

to have as many TSC checkers for the 3/4 code as possible. In order to build a 

checker for a 9/10 code, for example, the configuration in Fig. 6.22 (a) is preferable 

to that in Fig. 6.22 (b).

6.4 Comparison of TSC Checkers

In this section, we compare the proposed TSC checkers for both the 1/3 arid 2/3 

codes with other designs. For the comparison of TSC checkers for the 1/3 and 2/3



CHAPTER 6. TSC CHECKER DESIGN 142

codes, the proposed checker is implemented in CMOS whereas other designs are 

either based on gate level or implemented in nMOS. The faults considered in the 

proposed TSC checker design are the most comprehensive ones at switch level, and 

the TSC properties can hold in the checkers with respect to any the faults or fault 

sequences. Table 6.3 shows the comparison of five schemes for the TSC 1/3 (2/3) 

code checker for hardware cost in transistors and time delay at gate level. In the 

table, we consider the TSC checkers for both the 1/3 and 2/3 codes. We also list 

the costs where only the N-type transistors in circuits are taken into account.

The delay of the proposed checker for the 2/3 code is approximately that of 

a 3-input AND gate, considered as one gate delay. The corresponding 1/3 code 

checker requires two-gate delays by inverting the inputs of the 2/3 checker. The 

numbers of transistors and the corresponding gate delays in the MOS implementa-
)>

tions of the 1/3 code checkers for both David’s and Golan’s designs are those from 

[79]. In David’s design, we assume that m transistors and t time delay are needed 

for each delay element. In both designs of Golan and Paschalis, we assume that 

the 1/3 code is merged with the 1/2 code, the simplest of the m-out-of-n codes. 

As mentioned before, only stuck-at faults was considered in these designs. We can 

see that the proposed design requires fewer transistors than these three schemes. 

It also has less time delay for the gates than these schemes. Tao’s nMOS imple

mentation needs fewer transistors. However stuck-on faults in pull-down transistors 

and interconnection faults are not included in the fault model. Lo’s design requires 

fewer transistors, but some single faults are undetectable; more importantly, the 

self-checking properties could be defeated by some sequences of three faults. None 

of these TSC combinational checking schemes is implemented in CMOS technology. 

Furthermore, the proposed design can be used to build TSC checkers for (n -l)/n  

codes using the TSC checkers for the 2/3 code and 3/4 code. The proposed design 

takes as many physical defects, which frequently occur in MOS implementations, as
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possible into account, whereas other combinational checkers for ,1/n codes proposed 

by Anderson, [69], Reddy, [70], and Smith, [71], only consider the single stuck-at 

faults which is not sufficient for realistic circuits testing in MOS implementations.

6.5 Summary

Using VLSI pass-transistor logic, we propose a new design that provides combina

tional TSC checkers for 1-out-of-n codes in CMOS technology, which can be used, 

especially, to build the TSC checker for the l-out-of-3 code. The fault model consid

ered in the proposed TSC checker design is very comprehensive, consisting of most 

physical defects which are likely to occur in MOS implementations, and the checkers 

retain the TSC properties for any the faults or fault sequences. Both analysis and 

circuit simulation show that the proposed checker is a TSC checker with respect 

to the faults in the model. Although our design is more suitable for TSC checkers 

for (n-l)-out-of-n codes, it is also used for TSC checkers for 1-out-of-n codes — 

the complement of (n-l)-out-of-n codes —  by inverting the inputs of the (n-l)/ri 

code checkers. In the next chapter, we discuss an off-line testing algorithm for the 

cache management unit, which has a linear test time complexity. We also describe 

a variant of the proposed algorithm which is suitable for a built-in self testing cache 

management unit.
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Chapter 7 

Testing Algorithm

Advances in VLSI technology allow circuits, especially memory, to become larger and 

denser in single chips. The testing of such circuits has become a major problem.
i

There have been many test algorithms for testing static random access memory 

(SRAM), [88, 89. 90, 91, 92, 93] as well as some algorithms for multi-port SRAM, 

[92, 93]. There have also been several test methods for testing content addressa,ble 

memory (CAM) published in the past five years, [94, 95]. However, there is little 

literature published so far to support the testing of a cache management unit. The 

cache directory in the proposed management unit differs from both CAM and multi- 

port RAM in the following ways:

• A write/read operation is on a tag (a word). That is, all bits in a tag are read 

of updated at the same time.

• Several tags are checked for a match with a requested memory address at the 

same time (n-way associativity).

•  If the tags in a set are full, there is a replacement algorithm to select a cache 

line (block) to be replaced with the requested line. Which line is replaced can
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be predicted but cannot be controlled by the outside world,

In addition, the directory of the cache differs from CAM in that a tag in the dual

port directory cache has two access ports, instead of one port that traditional CAM 

has, while it differs from the multi-port RAM in that once addresses are written 

into tags in the cache directory they are never read out until they are purged. Thus, 

the proposed cache memory management unit is more difficult for testing and error 

detection. The existing test algorithms for CAM and/or for multi-port RAM cannot 

be simply transferred to test the cache management unit. In this chapter, we discuss 

the testability of the proposed cache management unit.

The faults in the fault model discussed in Chapter 5 are quite comprehensive 

and try to cover most of the typical faults that can be encountered in the cache 

directory. A test strategy to be discussed tries to cover the faults in the model at 

reasonable cost. It is applicable not only to post production testing, together with 

other test techniques such as the scan design, but also to service or maintenance 

testing in the field. Although this strategy is designed for the proposed cache, we 

hope that it should also be useful in the development of test algorithms for other 

cache implementations. There are several possible approaches for off-line testing of 

the cache memory management unit:

•  implement a special bus to increase the testability of the directory, as shown in 

Fig, 7.1, so that the tag in a set to be overwritten with an address can directly 

be controlled from outside. Thus, a test algorithm can be developed to test the 

cache directory using the corresponding test pattern set discussed in Section

7.1 One of major advantages is easy implementation of an efficient testing 

algorithm, The main disadvantages are the requirements of extra hardware, 

which is dedicated to the testing of the directory, and extra pins, which are 

often critical, to input the testing control signal.
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Addresses 
from the Tester

Responses 
to the Tester

Tag Selection 
from the Tester

LRUSel

Address Register Update Register

The Cache Directory

Figure 7,1: The Test Implementation for an External Tester

• use built-in self test (BIST) techniques for the test of the unit. The main 

advantage is that testing can be completed within the cache memory manage

ment unit at speed without outside control; and no extra pins for the testing 

control signals, except a pin for selection of test mode/operation mode, are 

required. One of the major disadvantages is the extra hardware, which is only

: used to support the test of the directory.

• develop a testing algorithm based on the hardware already in the cache mem

ory management unit, including the LRU. During the testing procedures, by 

predicting which tag is to be overwritten for a new address during a line miss, 

a selected pattern for testing can be sent into that tag. The functional correct

ness of the tags can be verified through the HU , M iss , and error signals from 

the on-line concurrent checking mechanisms. The testing algorithm would be 

more delicate since the testing patterns have to be carefully ordered so that all 

faults in the fault models can be detected. But it requires no extra hardware 

or pins which are dedicated to testing. Therefore, the hardware overhead re-
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mains low. If the testing algorithm is carefully designed, the time complexity 

can be optimal.

In the next sections, we present an efficient method to generate the test pattern 

sets for the cache management unit. Then, based on the test pattern sets, we develop 

a test algorithm with linear time complexity to test the unit. The algorithm can 

be used by either the associated processor in a multiprocessor system or a special 

external tester. Finally, a BIST implementation of the cache management unit is 

discussed, which requires less hardware overhead for testing purposes, compared to 

the traditional BIST for other circuits.

7.1 Test Pattern Generation

In order to generate test patterns for the cache management unit, without losing 

generality, we assume that tags in the unit have a length in varying from 8 bits to 

32 bits. To detect coupling faults in an m-bit tag, any pair of two cells q  and cj 

in a tag, where 1 <  i , j  < m and i ^  j ,  has to exercise 4 states 00, 01, 10, 11. 

Furthermore, to test* pattern-sensitive faults in an m-bit tag, any three adjacent 

cells c;_i, q ,  and c*+i, where 2 <  t <  m -  1, have to exercise 8 states 000, 001, 

010, 011, 100, 101, 110, and 111. Table 7.1 shows all the initial test patterns lor 

tags with lengths from 8 to 32 bits. The test patterns for a tag of a given length 

are generated by first setting a corresponding initial test pattern shown in the table 

and then left-shifting it cyclically bit by bit. The initial patterns basically consist of 

four sub-patterns: 0011, 1100, 0101, and 1010. Patterns 0011 and 1100 ai'e used to 

guarantee any two adjacent bits in a tag experience state 00 and 11 during shifting 

while patterns 0101 and 1010 make any two adjacent bits have states 10 and 01. In 

the table, there are three cases of initial test patterns in terms of the range of tag 

lengths.
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T a g  L ength In itia l P a t te r n N u m b e r o f  P a t te r n s

C a se  O ne (8 <  m  <  16) w ith  th e  b ase  p a t te r n  1100010110100011

8  b its 11000101 8

0  b its 1:10001011 9

10 b its 1100010110* 11

11 bits HOOOlOllOl 11

12 b its 110001011010 * 13

13 b its 1100010110100 * 14

14 b its 11000101101000 * 15
15 b its 110001011010001 15

16 b its 1100010110100011 16

’ Case T w o  (17 < m <  24) w ith  th e  base p a t te r n  00111010 1100010110100011

17 b its 00111010110001011 ** 11

18 b its OOlllO lO  1100010110 * 11

19 b its O OlllO lO 11000101101 ** 13

20 b its 00111010110001011010* 13

21 bits 0 0 1 1 1 0 1 0  l i o o o l o l i o i o o  * 14

22 b its 0011 1 0 1 0 HOOOIOHOIOOO * 15

23 b its OOlllO lO  110001011010001 * 16

24 b its 00111010 1100010110100011 * 17

C a se  T h ree  (25  < rn  < 32) w ith  th e  b ase  p a t te r n  HOOOlOllOlOOOll OOlllO lOOOllOlOl

25 b its 1100010110100011 001110100 * 17

26 b its 1100010110100011 0011101000 * 17

27 b its l i o o o i o i io i o o o i i  o o i n o i b o o i  * 17

28 b its HOOOlOllOlOOOll 001110100011 * 17

29 b its HOOOlOllOlOOOll OOlllOlOOOllO * 17

30  b its HOOOlOllOlOOOll 00111010001101 * 17

31 b its HOOOlOllOlOOOll 001110100011010 * 17

32 b its HOOOlOllOlOOOll OOlllOlOOOllOlO ■’! 17

* m ean s th e re  is an  a d d itio n a l p a t t e r n  all-1 in  th e  te s t  p a t t e r n  se t 

besides th e  p a tte rn s  p ro d u ced  b y  sh iftin g .

** m eans th e r e  is a d d itio n a l p a t te rn s  a ll-1  a n d  a ll-0  in  th e  te s t  p a tte rn s .

Table 7.1: The Initial Patterns to Generate the Test Patterns for Tags
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As shown in Table 7.1, Case One is suitable to generate the initial test patterns 

for the tags of 8—16 bits(8 < m  < 16). In this case, the initial patterns are based 

on a base pattern HOOOlOllOlOOOll by fitting the base pattern with the tag length 

from the left. For example, the initial pattern for an 8-bit tag is TiOOOlOl while the 

initial pattern for a 13-bit tag is 1100010110100. In order to obtain all the patterns 

for an m-bit tag (8 < m  <  16), the initial pattern is cyclically left-shifted' bit by bit 

m  — 1 times to generate m patterns. This sequence of patterns makes any two bits 

in the tag exercise all the four states to capture any coupling faults. It also has any 

three adjacent bits in the tag to experience all the eight states, but 111 for some m 

(m =  10, 12,13, and 14) indicated by * in Table 7.1, for pattern sensitive faults. For 

instance, the sequence of the 8 test patterns generated for an 8-bit tag can be used 

to detect any coupling and pattern sensitive faults in the tag. However, the test 

patterns produced by cyclically shifting for a 13-bit tag cannot make three adjacent 

bits in the tag exercise the state 111. Therefore, for those tags that the state i l l  

cannot be provided by the corresponding test patterns, a pattern all-1 is added so 

that any coupling and pattern sensitive faults ca,n be captured during testing. The 

total number of test patterns used for the m-bit tags (8 < rri <  16) varies from 8 to 

16, depending on the length of tags in the directory.

Case Two is the initial test patterns for the m-bit tags (17 < m < 24). In this 

case,1 a 24-bit base pattern 001110101100010110100011 is used for the m-bit initial 

patterns, This base pattern is based on two sub-patterns: an 8-bit left base pattern 

00111010 and a 16-bit right base pattern HOOOlOllOlOOOll, That is, an m-bit initial 

pattern consists of the 8-bit left part OOlllOlO and the right part, of m — 8 bits by 

fitting the right base pattern HOOOlOllOlOOOll with rri -  8 bits from the left, For 

example, the initial pattern for a 17-bit tag consists of 00111010 arid llOOOlOH 

while a 23-bit initial pattern is formed by concatenating the left part 00111010 with 

the right part 110001011010001, In order to generate all test patterns for an m
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bit tag, both the left part and right part are simultaneously left-shifted cyclically 

bit by bit rn -  9 times, respectively, to generate m  -  9 test patterns following the 

initial pattern. The reason that both the left part and right part of a pattern are 

cyclically left-shifted independently m — 9 times to generate the pattern set is that 

the length of the right part is greater than that of the left part, Therefore, in order 

to generate all possible distinct sub-patterns for each part using the cydic-shift, the 

total number of shifts is at least the number of bits in the right part minus one. 

That is, the minimum number of left-shifts is m — 9 for 17 < m <  24. However, 

the pattern of all-l’s has to be added into the test patterns for some m-bit tags to 

guarantee that all the coupling faults and pattern sensitive faults can be detected. 

These patterns are indicated with * in Table 7.1. For m, =  17 and m =  19, the 

pattern of all-O’s has to be added to detect all coupling faults; otherwise, not all 

two bits in a tag have state 00 during testing. These patterns are indicated with 

** in Table 7,1. In this case, the total number of the test patterns for an m-bit tag 

(17 < m  <  24) is from 11 to 17.

Case Three is for an m-bit tag where 25 < m < 32. Similarly, a 32-bit base 

pattern is used for producing all the m-bit initial patterns. This pattern has two 

sub-patterns: a 16-bit left base pattern HOOOlOllOlOOOll and a 16-bit right base 

pattern 0011101000110101, An m-bit initial test pattern is composed of the left 

part HOOOlOllOlOOOll and the right part of m — 16 bits by cutting the right base 

pattern 0011101000110101 with m  — 16 bits from the left. In order to generate the 

following patterns for an m-bit tag, both the left and right part of the initial pattern 

are simultaneously left-shifted cyclically 15 times, respectively, to generate 15 test 

patterns following the initial pattern. Also the pattern of all-l’s is employed to test 

all the coupling and pattern sensitive faults. The total number of test patterns for 

any rn-bit tag (25 < m < 32) is equal to 17.

The test patterns generated for a tag varying from 8 to 32 bits are verified
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through simulations to detect all the coupling and pattern sensitive faults by check

ing that any of twp. bits in a tag have four states for the coupling faults and any 

of three adjacent bits experience eight states for the pattern sensitive faults, Table

7.2 shows the examples of the test pattern sets for the tags of 8 bits, 1.9 bits, and 

25 bits. Note that the test pattern sequence for a tag has to be used to stimulate 

the tag, during testing, in a cyclic order of the patterns shown in Table 7,2; but the 

leading pattern of the sequence for stimulation can be any one in the corresponding 

test pattern set. For instance, the test sequence for an 8-bit tag can be in tfk order: 

P5,P6,P7,Ph,P i ,P2,P3,P4, starting from P$. Moreover, as shown in Table 7.2, any 

bit in a tag experiences the state transitions 1-0-1 and 0-1-0 at least once. Therefore, 

it is obvious that the stuck-at faults, transition faults, as well as s tuck-open faults 

in individual cells are covered by a test pattern sequence generated in this order, 

However, if any changes from the pattern sequence for a tag shown in Table 7,2 may 

not make all the bits in the tag exercise the state transitions 1-0-1 or 0-1-0, For 

example, use of a pattern sequence T’l,7 2 ,/J8,Fo? P7, Pr^P'ii I \  to stimulate an 8-bit 

tag cannot guarantee that the bit on the left side of the tag exercises 1-0-1 and 0-1-0 

transitions. Thus, the transition faults can not be detected by this sequence. From 

the above discussion, we see the maximum number of test patterns for detection of 

all defined faults in a tag is 17 and the minimum number of the test pattern sets is 

8 for an 8-bit tag.

7.2 The Test Algorithm

In this section, we discuss a test algorithm which can be used to test the cache 

management unit by the associated processor in a multiprocessor system without 

extra overhead. As we know, when there is a request from a processor to the 

corresponding n-way associative cache, the cache: has to simultaneously search all
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Pat, No. 8 8-bit Patterns 9 9-bit Patterns 13 19-bit Patterns 17 25-bit Patterns

P i 11000101 110001011 oooooooo 00000000000 HOOOlOllOlOOOll 001110100

10001.011 100010111 00111010 11000101101 1000101101000111 011101000

QOOlOlll 000101111 01110100 10001011011 0001011010001111 111010000

P i 00101110 OOlOllllO 111101000 00010110111 0010110100011110 110100001

Pc O'011100 OlQlllioO ! l io io o o i  o o i o i i o i u o 01011010001111.00 101000011

Po 10111000 , 101111000 10100011 01011011100 1011010001111000 010000111

P r 01110001 011110001 01000111 10110111000 0110100011110001 100001110

P* 11100010 111100010 10001110 01101110001 110100011 liooO io  000011101

n 111000101 0001110111011100010 1010001111000101 000111010

P m 00111010 10111000101 0100011110001011 001110100

P i i 01110100 01110001011 1000111100010110 011101000

P n 11101000 11100010110 0001111000101101111010000

Pis 11111111 11111111111 OOilllOOOlOllOlO 110100001

P m 0111100010110100 101000011

P i!, 1111000101101000 010000111

1 ,» 1110001011010001 100001110

...... 1111111111111111111111111

Table 7.2: Examples of the Test Patterns

the n tags in the given set required by the request. If the contents of the n  tags 

do not match the address from the processor or the tester, there is a line miss so 

that the LRU selects a line to be purged to make room for the new one. Therefore, 

which line is to be purged during a line miss is normally controlled by the LRU. 

Although special signals from outside can be added to directly control the tag to be 

purged for testing purposes, this adds to the hardware and time overhead. Here we 

present a solution to avoid this increase in1 overhead. Although there are many line 

replacement algorithms, such as the least recently used line relacement algorithm 

and the pseudo random line replacement algorithm, the line to be purged can be 

predicted for these algorithms. Therefore, in terms of the prediction, we can arrange
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C i c 2 c 3 C i C s C o C 7 C s

P a s s i P i Po P s P 7 Po P s P i Pz

P a s s 2 P2 P i P o P s P7 lp() 1 P s P i

P a s s 3 P o P2 P i P o P s P 7 Po P s

P a s s i P i P3 P2 P i P o P s p r Po

P a s s s P s P\ P o P i P i Po Po P 7

PassQ Po Pi) P i Po P i P i Po P s

P a s s 7 P7 Po Ps Pi P o P i P i P o

PaSds Ps Pr Po P s Pi Po P i P i

P a s s g P o P s P 7 Po P s P i P o P i

Table 7.3: An Example of Testing 8 Tags in a Given Set

the test pattern sequence to stimulate the cache under test so that each tag is 

stimulated by the corresponding test pattern sequence discussed in the previous 

section. To illustrate the method with use of the prediction, we assume that the 

cache to be tested employs the least recently used line replacement algorithm and 

the number of test patterns for an m-bit tag is greater than the number of ways of 

the tag array; for instance, the number of test patterns for a 9-bit tag is 9 while the 

number of ways is 8 .

Table 7.3 shows how to test 8 tags in a given set. Each row Pass; (1 < i < 9) 

indicates a  pass of testing the 8 tags while each column Cj  (1 <  j  < 8 ) represehts 

a corresponding tag in the set. We suppose that initially all tags are reset. During 

Passi,  pattern Pi is sent to the tag array, which causes a line miss. Since there are 

no valid addresses in the tags, the LRU selects tag Gi so that Pi is written in Q i.
i '

Then anothOi pattern, say Pg, is sent to the set in the cache, the cache searches all 

tags in the given set against Pg simultaneously and does not find any tags matching 

it. A line miss occurs. The LRU selects C 2 for Pg; and so on until P3 is written 

into C$. Now the patterns in the tags from Ch to C& a t Passi in Table 7,3 are
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distinct. P2 is the only pattern in the test pattern set which is not used at Passx 

in this example. Thus, at the beginning of Pass^, P2 is sent to the given set of the 

cache. The cache searches all tags in the set to see if any of the tags match P2 , 

which certainly causes a line miss. The LRU selects C\ to be replaced since the tag 

contains the address of the least recently used line in the set. Thus, P\ is pdrged 

from C i ,  and P2 is written into C\. Note that test pattern Po is necessary to keep 

the test patterns, used to stimulate Cj, in a proper order in this example since the 

previous pattern in C\ is 1\. Then Pi, which is fpw not in the set, is sent to the 

cache, and a line miss occurs. GVis chosen to be updated with Pi according to the 

line replacement algorithm. The following pattern is P9 to be used to update C3; 

and then Pa for Ci, and so on until Cs is updated with P4. Thus, Pass -2 is finished. 

Now P 3 does not reside in the set, and it is used to start Pass3. We continue sending 

the corresponding test patterns into the set by repeating the above procedures until 

Pass$ in Table 7.3 is completed. Thus, all the tags in the given set are tested with 

the required test patterns in the proper order. The reason that the number of test 

patterns for an m-bit tag is required to be greater than the number of ways in the 

tag array is that, at any time during the test of a given set, at least one pattern in 

the required test pattern set is not in tags in that set so that this pattern can be 

used (jo continue the test procedures. In order to. test all tags in the tag array, we 

can fill up all the tags for P ass1 in an order of set 0, then set 1, and so on until the 

last set Q. Then we Can test the tags for P ass2 in the same order, and so on until 

the last pass Passg is finished.

In order to verify that a tag is functionally correct, after each pattern is written 

into a tag under test in a given set, the same pattern is sent to the cache management 

unit once more. The unit searches tags in the set, and the searching result causes 

either a line hit or a line miss. If there is a line hit, after the pattern is sent out, 

the tag under test is working properly with this pattern. Otherwise, a line miss
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indicates there are faults in the unit, Thus, these testing procedures can detect all 

the defined faults in tags except the multiple access faults and retention faults, The 

time complexity is 16iV<afl to 34Ntau(including testing and verification), depending 

on the length of the tags in the tag array. Note that Ntag is the number of the tags 

in the tag array, rather than the number of memory cells which, is commonly used 

to evaluate memory testing algorithms. A complete pseudo test procedure is given 

to test the faults as follows:

P seu d o  T esting  P ro ced u re  1

F O R  each Pass F R O M  one TO  the max. number of patterns DO
1'

F O R  each 5et(Row of the tag array) FR O M  0 TO  Q — 1 DO

F O R  each Column FR O M  one TO  the max. number of ways DO 

send out a proper test pattern to update 

the corresponding tag in the Column ; 

verify that tag by sending out the same test pattern;

E N D  of Column;

E N D  of Set-,

E N D  of Pass',

If, after each pass, the next pass is delayed,for a certain period, tile data retention 

faults in tags can also be captured by this strategy. The multiple access faults in 

the tag array can be tested by the following procedure. Suppose that two rows of 

the tag array^can be selected by Sets i and j  where i <  j ,  respectively, if there is not 

a multiple access fault. Because the multiple access faults are non-symmetric, there 

are two possible cases for accessing to the two rows:

C ase A: set address j  can access both rows while set address i can access the 

corresponding row.
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C ase B: set address i can access both rows while set address j  can access the 

corresponding row.

In order to detect the multiple access faults, the following procedure is carried 

out:

P seu d o  T esting  P ro ced u re  2

1, write all the tags in the directory with distinct addresses in an order from set 

0 to Q -  1.

2. using the previous written addresses, search each set, from 0 to Q — 1, to see 

if the expected addresses reside in the tags of the set by examining the signal 

Hit. If so, write a new address in the set and continue this step until the last 

set is searched. Otherwise, Case A or Case B is happening and detected.

The p ro ced u re  2 has a time complexity of 3 Ntag-

7.3 Testing Other Faults in the D irectory

Permanent faults in the address register and the update register, address lines from 

the registers to the tag array, comparators for both the processor operations and 

the coherence operations in the tag array, the lines ColMatchs and ColMatch1 s, 

and the lines LRU Set from the LRU can be detected by the hardware designed for 

fait.lt tolerance during the above testing procedures. During the testing procedures, 

whenever each pattern is sent to the address ijegister for verifying a tag in a given 

set with the searching results on the ColMatchs, it is sent simultaneously to the 

update register as well so that the tag under test is also checked against the update 

register with the comparison results on the ColMatch's. These two results are 

checked immediately by the comparator checker, as shown in Fig. 3.3. If there is
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Figure 7.2: Generic Form of Centralized and Separate BIST Architectures

any inconsistency, the checker will send out an error signal via the error flag, As 

soon as an error signal is received, a fault is detected. Furthermore, the checker 

for LRUSels also monitors the operations of the LRU. Any errors detected * 

checker set the error flag. Therefore, during the testing procedures, the error flag,
i

H U , and M iss  signals are observed.

In summary, in order to detect all the defined faults in the cache management 

unit, the two proposed test procedures have to be used. That is, the procedure 2 is 

applied after procedure 1 finishes. Thus the total time complexity is from to

37Ntag where N tag is the number of the tags in the directory, depending on the tag 

length in the tag array.

D$D
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7.4 The BIST Im plem entation

In the previous section we discussed a testing algorithm for external testing for the 

proposed cache management unit. In this section, we discuss a Built-in Self-Test 

(BIST) implementation of the cache management unit. BIST is a design method 

in which parts of a circuit are used to test the circuit itself. That is, testing is 

incorporated into circuits at the design stage so that testing can be completed with

out the help of special testing equipment. Usually there are two types of BIST 

techniques: on-line BIST and off-line BIST (or implicit testing and explicit testing). 

On-line BIST refers to the concurrent checking or concurrent testing which is used 

l,o detect errors that occur during normal system operation. We have discussed the 

design for the concurrent checking in the cache management unit in Chapter 5. In 

the discussion of this section, the BIST mean the off-line BIST which tests a circuit 

when it is not carrying out its normal operation.

A general BIST (off-line) structure at chip and board level is illustrated in Fig. 

7.2. It consists of the following key elements in a circuit:

1. test-pattern generators (TPG).

2. output-response analysers (ORA).

3. the circuit under test (OUT).

4. a distribution system (DIST).

5. a testing controller (TC).

The TPGs are used to generate test patterns to stimulate the circuit under test. 

The test patterns generated by TPGs are usually pseudo-random binary patterns 

the number of which is greater than that of deterministic test patterns, given a 

specified fault coverage. The ORA compares the response of the CUT to reference



CHAPTER 7, TESTING ALGORITHM 159

patterns for fault-free circuits ancl indicates if the circuit is faulty or fault-free. A 

DIST is employed for transmitting patterns from TPGs to CUTs and/or from CUTs 

to ORAs. The test controller is to control the operations of all the components in 

the circuit during self-test. The basic BIST operations are that the controller tells 

the TPGs to generate patterns and has the DIST to transmit the patterns to the 

inputs of CUTs. The outputs of the CUTs are transmitted to ORAs through the 

DIST; and the final decision whether the CUTs are faulty or fault-free is made by 

the ORAs at the end of test.

BIST techniques for RAM have only recently become of interest, They can 

reduce test generation cost because low-cost pseudo-ranclom number generators are 

available. They provide an alternative, to the costly automatic test equipment, 

which enables circuits to be tested at speech They also provide memory chips, 

in a simple way, to spend a minimal amount of time for tests performed during 

their operational life. However, the implementation of BIST techniques in chips has 

disadvantages:

1. it increases hardware overhead for testing in memory chips. The silicon area 

required for the BIST circuitry reduces the area available lor memory cells.

2. It may affect the memory access time since the addition of the BIST circuitry 

in the chips may increase the chip complexity.

3. It requires chips to have extra pins, which are an extremely-important cost 

item for chips, for testing because the BIST circuit has to be controlled in 

both normal operation mode and test mode.

In this section, we explore a BIST method in the proposed cache management 

unit. In the BIST scheme, the parts (shown as g + s) of both the address < : 1 1 ' )

registers can be implemented as left-cyclic-shift registers, as shown in Fig. 7.3, arid 

the other parts operate as counters (counters for set) in test mode. At the beginning

^
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Figure 7.3; The BIST Implementation of the Dual-Port Directory Cache

of a test, both the registers become the shift registers and are set with the same 

initial test pattern. This pattern is sent into the tag array as the first step of testing 

a tag. Then they are cyclically left-shifted as discussed in section 7.1 to generate 

the following test patterns one by one to stimulate the tag. Additional patterns, 

such as all-zero and all-one, if any, can directly be set into the shift registers. After 

each pattern is sent to the directory, a line miss occurs, indicated by the M iss , so 

that the pattern is rewritten into a corresponding tag in a given set. That pattern 

is also sent to the directory once more fop verification by observing the H it. Thus, 

the output analyser is required to monitor the signals H it and M iss  which needs 

only 2-bit information.

In the BIST implementation, we test tags in the directory in such a way that 

one tag is completely tested, except the test for the multiple access faults, before 

another tag begins to be tested. That is, all the required test patterns for an m
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bit tag have to be generated and sent to a tag; and verification, is made for that 

tag. Then, another untested tag can begin to be tested, In this case, the LRU 

is disconnected during testing, and the signals LRU Seh  are directly controlled by 

the BIST controller. This can be implemented by adding a multiplexer on the 

wires L R U S eh , as shown in Fig. 7.3, so that during normal operations the LRU 

is connected to the directory through LR U Seh  and during testing, controlled by 

the test mode, the BIST controller sets the signals on the LRU S el s through the 

multiplexer. The controller, for a given set (a tag array row), selects the tag in the 

first column of the tag array, and completely tests that tag. Then, the tag in the 

second column in the given row is selected to be tested, and so on until the tag in 

the last column is tested. The controller selects another row of untested tags by 

incrementing the counters for set and testing them using the same procedures as 

discussed above. The controller repeats these until all the rows in the tag array are 

tested. Note that the LRU operates as normal operations during testing and can be 

detected by the checker for LRU Seh, as shown in Fig. 7.3, though the outputs of 

the LRU are not used during testing. Therefore, a cache with any line replacement 

algorithms can be implemented in such a BIST structure.

In order to detect the multiple access faults, both the shift registers become the 

counters while the counters for set remain as counters, Distinct “addresses” will be 

generated by the counters and be written into different tags. This is controlled by 

the BIST controller through both the multiplexer and the counters for sets. After all 

tags in a given set are written with “addresses”, another set can be selected and the 

tags in this new set start to be written with new distinct “addresses”. Until all the 

tags in the tag array are written, the counters are reset. The above test procedures 

are repeated after a wait of a certain period of time for testing the retention faults. 

This time, the operations are the read operations instead of the write operations. 

After each tag is verified by the read operation, the pattern of all-l’s is overwritten
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into the tag. We suppose that the all-l’s pattern was not used in the first pass of 

the write operations for the multiple access faults. The time complexity of the BIST 

scheme is the same as that of the test algorithm in Section 7.2 which is 19Ntag to 

fflNfagy depending on the tag length in the tag array. Note that Ntag is the number

of the tags in the tag array. The pseudo test algorithm carried out by the BIST

controller as follows:

Reset the shift-registers for g + s.

F O R  each 6*6/(Row of the tag array) FR O M  0 TO  Q — 1 DO

F O R  each Column FR O M  one TO  the max, number of ways DO

F O R  each P  FR O M  one TO  the max. number of patterns D O  

send out a proper test pattern to update 

the corresponding tag in the Column ;

Wait for a certain time period to detect retention faults;

verify that tag by sending out the same test pattern;

EN D  of P ;

E N D  of Column;

E N D  of Set]

Reset the counters for g + s;

F O R  each 5'e/,(Row of the tag array) FR O M  0 TO  Q — 1 D O

F O R  each Column FR O M  one TO  the max. number of ways DO 

send out an “address” from the counter for g + s 

to the corresponding tag in the Column; 

the Counter for g + s increments;

EN D  of Column;

E N D  of Sot)

Reset the counters for g + s again;

F O R  each Set (Row of the tag array) F R O M  0 TO  Q — 1 D O
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F O R  each Column FR O M  one TO  the may 'lumber of ways DO 

verify an “address” in the counter for g + s

with that in the corresponding tag in the Column', 

write an all-1 in the tag under test; 

the counters for g + s increments;

E N D  of Column;

E N D  of Set)

As discussed above, since the test pattern generation is simple, the TPG, based 

on the address and update registers, requires little extra hardware. Since there is 

only one CUT the distribution system is not needed. Moreover, no data compression 

in the ORA is required, The ORA needs only to observe the It'd and M iss  during 

testing to verify the functional correctness of the directory. Therefore, faults can 

be detected at any time of the test, instead of checking the signatures at the end 

of testing. The BIST scheme generates a smaller number of test patterns than that 

using a pseudo random test pattern generator because of deterministic test pattern 

generation. Testing time may be relatively less than the normal B 1ST approaches 

and fault coverage is relatively higher. Hence, this scheme eliminates most of the 

disadvantages that a usual BIST has so that it has less hardware overhead and is 

faster for testing. The potential disadvantage is that the complex registers and the 

addition of a multiplexer between the LRU and the directory may increase the cache 

cycle for normal operations. Careful design and implementation of these components 

can limit this problem to the minimum. Moreover, an extra pin is required to select 

the test mode or normal operation mode for the cache management unit,
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7.5 Summary

The proposed cache management unit differs from the traditional cache manage

ment units. In this chapter, a new optimal test algorithm with a linear test time 

complexity is presented which can be used to test the cache management unit by 

either the associated processor in a multiprocessor system or external test equip

ment. An efficient variant of the proposed algorithm which is suitable for the BIST 

cache management unit is also discussed. The hardware overhead of such a BIST 

scheme is much less than a traditional BIST implementation for other circuits. Fur

thermore, this BIST scheme spends less time for self-testing. The test algorithm 

and the BIST implementation can also be employed for a single directory cache. In 

this case, instead of the comparator checker used in the dual-port directory cache, 

another TSC 1/n checker, which is the same as the checker for LRU S el, can be 

attached to the n ColMatchs which is also formed as a one-out-of-n code. Thus, all 

the defined faults in a single directory cache management unit can be detected with 

the proposed algorithm with little change.



Chapter 8

Conclusion

8.1 D esign and Evaluation

In this dissertation, using VLSI technology, we propose a new multiprocessor cache. 

The cache has one single dual-port directory which can be searched 1‘or both the pro

cessor accesses and coherence operations simultaneously. This cache has a protocol- 

independent structure so that any of the standard data coherence protocols can be 

implemented. About 33% extra hardware, compared to a single directory cache, 

is needed for the dual-port directory cache required for high performance, which 

is far less than that required by a two-directory cache (normally over 100% extra 

hardware). Furthermore, the overall cycle time of a dual-port directory cache may 

be shorter than that of a two-directory cache because no arbitration is required.

In order to evaluate the cache performance in a multiprocessor environment) two 

simulation models of multiprocessors with both dual-port-directory caches and single 

directory caches are created, respectively. Strategies and structures of the cache 

memory, shared main memory, and multiple buses used in simulation have been 

discussed. In the proposed cache, an n-way set-associative mapping is employed for
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address translation while the least recently used line replacement algorithm is used 

lor line replacement after a cache miss. The write-through with updating algorithm 

is employed to keep the shared information in the multiprocessor system coherent 

while the write-back policy is used for private data. The structure of the simulator 

and workload are described. During simulation, the processors generate the memory 

reference streams at random with random-generation for write rates and program 

locality. The system performance has been extensively simulated. Based on the 

simulation results, the performance improvements made by the use of the proposed 

caches are discussed. Furthermore, we investigate the efFects of the write reference 

rate, data sharing rate, multiple buses, as well as cache parameters such as the cache 

size, line size and way size on the multiprocessor system performance.

The simulation results show that the multiprocessor system with dual-port di

rectory caches has higher performance than that obtained by a system with single 

directory caches. Sharing of data affects greatly the system power for both the 

dual-port-directory cache system and the single-directory cache system, though the 

system power obtained by the former is still higher than that of the latter. The 

efFects of write rates in reference streams on the system performance show that, 

because each write request updates the main memory via the bus system under the 

buffered write-through protocols for chared data, the workload of the bus system 

increases when the overall write rate becomes larger. The impacts of write operation 

rates on system performance decrease with a decrease of shared data rates. Simu

lation results indicate that larger cache size, line size, and way size decrease system 

overall cache miss ratios. Although, in general, decreasing the cache miss ratios can 

increase system performance since it reduces bus requests, a lower miss ratio caused 

by increasing cache line size may not be effective. The reason is that with a larger 

line size the system bus spends more time transferring lines from the shared mem

ory to caches., which in turn decreases the system performance. Therefore, cache
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line size must be selected carefully during cache design to match the bus system so 

that the bus traffic does not reach the point at which the system performance will 

decrease. Furthermore, it implies that use of dual-port directory caches makes the 

interconnection network bottleneck more serious. The use of multiple buses in the 

multiprocessor system increases system performance. After bus utilization readies 

saturation, the system power is approximately proportional to the number of buses. 

The results also show that, before bus utilization starts to saturate, the system 

power increases almost linearly with the number of processors in the system. As 

the system power increases, the number of processors in the multiprocessor system 

required to produce full bus saturation increases. Thus, use of multiple buses and 

more efficient coherence protocols can greatly reduce bus traffic and improve the 

system performance.

In order to further improve the system performance, an increase in system power 

and bus ability can be achieved as follows: First, the use of multiple busses would 

significantly increase system performance, because the waiting time of each cache for 

use of the system bus would certainly be decreased. Second, a multiple port memory 

system would be used to increase performance and the memory competition caused 

by multiple buses is easer to handle. Each bus can be connected with a pod; of the 

memory, which decreases the memory delay time. The major drawback of multiport 

memory is their cost.

In order to improve the reliability of the proposed cache, the tag selhpurge 

mechanism, the comparator checker, are designed as part of the cache management 

unit. Also a new CMOS design for the combinational TSO checkers' for both !/n  

codes and (l-n )/u  codes is described. This design can also be used to build the TSO 

checkers for the 1/3 code and 2/3 code. A comprehensive fault model is created, 

in which most physical defects which are likely to occur in MOS implementations 

are included. Both analysis and circuit simulation show that the checkers retain the
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T o ta l O verh ead  o f  th e  D u a l-P o rt D irec to ry  C ache

T a g  R ange 16 B its  —  32 B its

O v erh ead  R ange 4 1 .8 %  —  3 8 .2 %

A verage O verh ead 39.7 %

E x tra  O v erh ead A deco d er, a  reg is te r

Table 8.1: Total Overhead of the Dual-Port-Directory Cache Management Unit

TSC properties for any of the faults or fault sequences in the fault model, The total 

hardware increase for fault-tolerance and on-line concurrent checking is less than 6 

percent of the cache management unit with the single directory.

8.2 Total Overhead Estim ates

In order to calculate the percentage of the total hardware overhead in the cache 

management unit over the cost for the tag array of a single directory cache, we com

bine the hardware overheads for both performance and fault-tolerance in Chapters 

3 and 5. The percentage of the total hardware overhead can be obtained using the 

equation:

C“ ^ r a  + 9FT 28)X!00% r
In the above equation, the first term is the overhead for performance while the 

second one is for fault tolerance. The equation can be simplified to:

,Y 3N  T 24 - t n n i w

C to ta i < 9iV + 28 x m %

Assuming the length of cache tags, N , ranges from 16 bits to 32 bits, Table 8.1 shows 

f he corresponding total overhead of the dual-port directory cache management unit. 

The liable gives the average overhead of less than 40%, which means that the total
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average overhead is relatively small. Also the extra overhead is listed in. the table 

for reference.

A new optimal test algorithm with a linear test time complexity is presented 

which can be used to test the cache management unit by either the associated 

processor in a multiprocessor system or external test equipment. An efficient variant 

of the proposed algorithm which is suitable for the BIST cache management unit 

is also discussed. The hardware overhead of such a BIST scheme is much less than 

that of a traditional BIST implementation for other circuits, Furthermore, this 

arrangement spends less time for self-testing. The test algorithm and the .BIST 

implementation can also be employed for a single directory cache with only minor 

changes.

8.3 System  Applications

Architectures of tightly-coupled multiprocessor systems with shared memory pro

vide dynamic hardware redundancy, modularity and self-tuning so that the workload 

in the systems can be smoothly switched and balanced automatically among pro

cessors. Therefore, such systems offer high performance, and, as well, usually have 

a certain degree of fault-tolerance. A system has dynamic hardware redundancy 

because, when there are no faults, all the processors in the system can do useful 

work simultaneously. The system is running with no redundancy. However, if a 

processor fails, another one picks up the task of the faulty processor, by self-tuning, 

so that the system can continue correct operations with minimal degradation of its 

performance. Therefore, tightly-coupled multiprocessors fit not only scientific appli

cations, but also applications requiring high performance with high reliability and 

availability, such as transaction processing.

Use of the proposed cache in a multiprocessor system can detect faults not only
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in cache data momory(by using EDO), but also in the cache management unit. This 

is important, from the fault-tolerant point of view, because any errors occurring in 

the directory will eventually pollute data in the main memory system. Pollution is 

more serious if coherence protocols based on write-back are employed since the lines 

to be purged from the cache to make room for the new requested lines during line 

misses are flushed into main memory. If a line to be flushed has a wrong address 

because of a faulty tag, the line will be written into the wrong location of shared main 

memory. Furthermore, the polluted data may be used by other processors without 

knowledge, which is one of major concerns in a multiprocessor system with shared 

memory. The cache can improve the fault confinement in a multiprocessor system. 

Erroneous data are limited to a faulty cache before the errors are detected; and when 

data in the cache are written back to the main memory it is checked for any faults. 

Thereby contamination of other areas in the system is prevented. Usually, whenever 

the system senses a faulty Component, the component is purged from the system and 

the system is able to continue operations with some degradation of performance. A 

fault in a tag of the cache causes the corresponding processing element to be purged 

from the system so that the system performance greatly decreases. The self-purging 

of faulty tags in the cache can avoid some of degradation of system performance 

because the cache is still able to work correctly. The cache performance slightly 

decreases because of the purging of the faulty tags.

Note that there are multiprocessor systems, such as Sequoia in [10], in which 

all processors are paired. In these systems, the paired processors are doing the 

same computation during operations, and the results from the paired processors are 

compared lot consistency. The use of the proposed caches in these systems may 

not yield the best solution, because the faults in tags of a cache can be detected by 

result-compariSons of the two corresponding paired-processors if the faulty data are 

accessed by the paired-processors before the faulty data, are flushed from the faulty
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cache back into the shared memory to make room for new line requests. However, 

the use of the proposed caches can help the system to confine erroneous data within 

faulty caches to prevent information in the main memory from, pollution caused by 

the faulty caches. Thus, the proposed fault-tolerant cache can improve the system 

reliability. That is, it increases the system’s fault-tolerant ability.

I

8.4 Further Work

As we know, network traffic is caused by write references and data transfer for cache 

misses. Since the coherence protocols are one of the major factors affecting network' 

traffic and the system performance, it would be valuable to evaluate the effects of 

efficient protocols such as the Berkeley protocols on performance obtained by the 

proposed caches, and to study the impacts of data sharing rate and write reference 

rate, and cache design parameters on the system performance.

In addition, the trend of processors is moving to fii-bit address and data paths, 

and their efFects on the proposed cache memory and the cache-based multiprocessor 

systems, specifically the effect on miss ratio, cache sizes, line size, bus width, data 

sharing, and write reference rate should be studied. Also, v/e would like to investigate 

the efFects of the increased addressing range on the cache.
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