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ABSTRACT

The visualization of the high-dimensional feature landscapes that are encountered

when analyzing audio data is a challenging problem and is the focus of much research

in the field of Music Information Retrieval. Typical feature sets extracted from sound

have anywhere from dozens to hundreds of dimensions and have complex interrela-

tionships between data elements. In this work, we apply various modern techniques

for the visualization of audio data to a number of diverse problem domains, including

the bioacoustics of Orcinus Orca (killer whale) song, partially annotated chant tradi-

tions including Torah recitation and the the analysis of music collections and live DJ

sets. We also develop a number of graphical user interfaces to allow users to interact

with these visualizations. These interfaces include Flash-enabled web applications,

desktop applications, and novel interfaces including the use of the Radiodrum, a

three-dimension position sensing musical interface.
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Chapter 1

Introduction

In this work, I will describe my work in applying advanced audio feature extraction,

analysis and visualization tools to a variety of different problem domains. These

domains include the study of Orca vocalizations, chant traditions from around the

world, and the analysis and visualization of large music collections.

Although these application areas are quite different, the tools and techniques that

we use to study each of them are very similar. There are two distinct types of tools

that will be demonstrated, the first are tools to extract features and analyze audio.

The second set of tools are web-based and allow users from around the world to

collaboratively view and analyze the results obtained from the first set of tools.

An aspect characterizing this work is the need to collaborate with domain experts,

and a large amount of the effort in this project is devoted to interfaces that allow

domain experts with varying degrees of computer sophistication to access and make

sense of the extracted data that our tools produce. Thus, the core part of this

work is to bring together tools, data and scientists together into a highly effective

collaborative team.

This work draws on ideas and concepts from many disciplines. Because of this it

is essential to include not only definitions of these concepts, but also the fields from

which them come. These are presented in the Glossary chapter.

1.1 Motivation

Web-based software has been helping connect communities of researchers since its

inception. Recently, advances in software and in computer power have dramatically
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widened its possible applications to include a wide variety of multimedia content.

These advances have been primarily in the business community, and the tools de-

veloped are just starting to be used by academics. We have been working on ap-

plying these technologies to ongoing collaborative projects that we are involved in

[NWMT08]. By leveraging several new technologies including Flash, haXe, AJAX

and Ruby on Rails, we have been able to rapidly develop web-based tools. Rapid

prototyping and iterative development have been key elements of our collaborative

strategy. Although our number of users is limited compared to other areas of mul-

timedia analysis and retrieval, this is to some degree compensated by their passion

and willingness to work closely with us in developing these tools.

1.2 Scope of this work

The fields of Music Information Retrieval (MIR), Visualization and web-based Human

Computer Interaction (HCI) are each vast topics in their own right, not to mention

the application areas of Ethnomusicology and bioacoustics. So as to make the present

work tractable, we will focus on three very specific problems and will apply a carefully

selected subset of some of the tools in MIR, Visualization and HCI to help us in

developing solutions for these areas.

In the field of the analysis of bioacoustic signals from Orcinus Orca vocalizations,

we will use tools from MIR, including Fast Fourier Transforms (FFT) to analyze and

display spectrograms, along with tools such as Mel-Frequency Cepstral Coefficients

(MFCC), average zero crossing rate, and spectral centroid, along with many other

such tools, to help us visualize and analyze orca vocalizations. We will be also using

techniques from the fields of Visualization and HCI, including the micro-macro view,

draggable panes, multi-resolution browsing, tagging and the layered presentation of

data.

We will use many of these same tools in the analysis of audio from chant traditions

around the world, and will in addition be using techniques such as Fundamental

Frequency Estimation and Dynamic Time Warping.

In the area of the analysis of large music collections, we will use many of the

previous tools, including the FFT and MFCC coefficients to extract features from the

songs, and will primarily be using the technique of Self-Organizing Maps to reduce

the dimensionality of the high dimension spaces created by feature extraction to two

dimensions.
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Chapter 2

Related Work

As this thesis is divided into the three main areas of research into partially notated

chants from traditions around the world, music browsing using novel interfaces and

research into orca vocalizations, I discuss the related work to each of these fields.

2.1 Partially Annotated Chants

In the section of this thesis dealing with Partially Annotated Chants we examine

examples from improvised, partially improvised, partially notated and gesture-based

notational chant traditions: Hungarian siratok (laments), Torah cantillation, tenth

century St. Gallen plainchant, and Koran recitation. These various types of chant

employ melodic formulae, which help to define syntax, pronunciation, and expression.

Each of these traditions melodic framework is governed by the particular context from

which they came. For example, the recitation of the Torah obeys long established

rules, some more strict and some less strict.

For many generations scholars have studied music, and this discipline is known

as Musicology [Ker85]. Traditionally, Musicologists would study the written score

of music, and would use a variety of ethnological and statistical tools to discover

correlations and differences between different scores. Computers have been applied

to this task for many years [Pop92]. One book that describes the field of symbolic and

empirical musicology in detail is “Empirical musicology: aims, methods, prospects”

[MDC03], which gives a detailed view of a wide cross-section of this field. One recent

paper describes the JRing system [Kor01] which enables the study of symbolic music

with computer systems, and concludes that this system is highly flexible for studying
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music.

Ethnomusicology [Gre76] has traditionally focused on the sociological [Lom62] and

stylistic [Lom56] aspects of these types of music. One interesting study of the singing

style of performers around the world was published in 1958 by Charles Seeger [See58].

In this article the author investigates the differences in singing style in a wide variety

of cultures, and breaks down these differences to pitch, loudness, tempo, proportion,

phrase-breath, timbre, and accentuation. In this study, these quantities are quantified

by a human observer, which is a time-consuming and subjective method of study.

Another excellent article is “Folk Song Style” by Alan Lomax [Lom59], in which folk

songs from around the world are studied. In this article, one of the examples that is

discussed is a comparison between American White Folk and American Negro Folk

music, and the author investigates a number of different dimensions including if the

music is primarily solo or choral, what the facial expressions of the singers are, and

the pitch quality of the voices. One physical measuring instrument that was used in

the study of ethnomusicology was the melograph [Lis63] , a device that plots a graph

of sound versus time, which is typically an estimate of the pitch or fundamental

frequency of a sound, or can be a description of all the partials in the sound [Hoo00].

These early studies and others [Met26] paved the way for our later work by providing

an extensive qualitative language on which to base our work.

The field of Computational Ethnomusicology, where musical traditions from around

the world are studied with computers, is a relatively new [TASW07] field of study,

and takes advantage of the development of new algorithms to extract features di-

rectly from an audio source [Tza08]. Symbolic musicology is largely unable to deal

with the complex, partially notated, musical traditions found in non-western cultures

due to its reliance on an absolute symbolic representation of music. An early study

of timbre in music was performed by John Grey [Gre78]. In this paper the author

examines some of the many facets of timbre using the assistance of computers, one

of the algorithms that is used is heterodyne analysis, which produces time-varying

amplitude and frequency functions for each partial in the tone of an instrument.

Chant scholars have investigated historical and phenomenological aspects of chant

formulae to discover how improvised melodies might have developed to become stable

melodic entities, paving the way for the development of notation. A main aspect of

such investigations has been to explore the ways in which melodic contour defines

melodic identities [Kar98]. We hope that our computational tools will allow for

new possibilities for paradigmatic and syntagmatic chant analysis in both culturally
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defined and cross-cultural contexts. This might give us a better sense of the role

of melodic gesture in melodic formulae and possibly a new understanding of the

evolution from improvised to notation-based singing in and amongst these divergent

chant traditions.

2.2 Novel Music Browsing Interfaces

Audioscapes is the evolution of several research efforts by our group [MT06, SHT07]

to create novel content and context-aware music browsing interfaces. We have tried to

combine our previous experience with knowledge from state-of-the-art systems in this

domain to design a flexible framework to explore this new and fascinating interface

design problem.

In the field of Music Information Retrieval, data of high dimensionality and of

considerable complexity is generated. Various visualization interfaces have been pro-

posed to make this data accessible and useful to users. Frequently these interfaces rely

on automatically extracted audio features. Islands of Music [PDW03] is an example of

such a visualization of audio information which uses the technique of Self-Organizing

Maps (SOMs) to generate a two-dimensional representation of a collection of music.

MusiCream [GG05] is an interface that allows users to interact with a music collection

using a dynamic visualization interface. MusicRainbow [PG06] is a similar system

that uses web-based labelling and audio similarity to visualize music collections. An-

other relevant system is MusicSun [PG07] which combines three different similarity

measures to generate music recommendations for users. The Databionic/MusicMiner

system [MUNS05] allows users to organize large collections of music and employs

Emergent Self-Organizing Maps to generate visualizations of the data involved. A

very large web based system for helping users find new music is part of the LastFM

website http://playground.last.fm/iom which provides advanced functionality for

music recommendation and visualization based on tag data. A 2006 review of some

of the recent trends in visualization in audio based music information retrieval can

be found in Cooper [CFPT06].

Self organizing maps have been used extensively in the visualization of data for

audio based music information retrieval [CFPT06]. They have been used to analyze

and organize music archives [RF01] [RM98b] [RM98a] [RPM02a], and to visualize

the resulting music collections [RPM03] [ESG04] [RPM02b]. A particularly relevant

study was that of Palmalk in his paper Islands of Music [PDW03]. SOMs have also
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been used for audio retrieval, browsing and constructivist learning in several papers

[CKGB02] [FR01] [HLLR00]. While the previous mentioned studies concentrated on

organizing whole classes of music, SOMs have also been applied to smaller audio

segments, including timbre [Toi97], energy-spectrum [Mas03], and musical time series

analysis [Car98].

There has been considerable recent interest in the development of touch-based

and gesture based interfaces[IU97]. This represents a movement from traditional

Graphic User Interfaces (GUI) to Touch-Based User Interfaces (TUI) [Gol07]. These

new forms of interfaces help to bring together the virtual world with the real world,

providing a more inclusive and immersive interaction environment for users. The

iPhone is a device that supports multitouch interaction, a system where multiple

fingers are tracked to provide different types of functionality. For example, a touch

on the surface with one finger would produce a different effect than when three fingers

are used. In addition gestures such as pinching two fingers can be used for actions

such as zooming.

This is a type of reality-based interaction [JGH+08], a new field that attempts

to bridge the world of the virtual with users in the real world. Many such reality-

based interaction models use small mobile devices. Another pertinent example is that

of ThinSight [HIB+07], a technology that allows for multi-touch sensing on small,

ubiquitous computing devices.

Another very popular new gesture based interface is the Wii remote controller (wi-

imote) [SG07], a wireless game controller that contains the traditional buttons and

gamepads of other game controllers, but also contains a three dimensional accelerome-

ter and an infrared sensor, which is capable of tracking up to four independent infrared

light sources in real time. Previous research has included work to detect and track

fingers [LKJK08] and also to track two handed interaction in open space [VSI08].

This type of interaction has also been explored with the WISP system [TBL07]. The

wiimote has been used to control [WYC08] music generation in an interactive music

performance system, and as a way to track the movement of the hands of orchestra

conductors [BN08]. The wiimote has been also been used in collaborative computing

scenarios as an interactive whiteboard [WL08].

Another relevant research area is surface based interaction. Surface based interac-

tion uses an interface that resembles a tabletop, but contains some sort of projection

device to render an image on the surface, and also a way of tracking one or multi-

ple input sources on that surface. The reacTable [JKGB05] is one such collabora-



7

tive interface that has been used by musicians such as Björk in live musical concert

settings. Other such surface based interfaces include DiamondSpin [SVFR04] and

SmartSkin [Rek02]. These systems have paved the way for commercial surface com-

puting platforms such as the Microsoft Surface 1 and the SMART Table 2. This type

of interaction has been studied in depth in a collaborative setting with multiple users

with various constraints [MHM+08], with elderly users [HWI+07], and as an image

classification interface [LGTS+04]. Another related project was the AudioBrowser

[CTL+06] which developed a touch based interface coupled with audio feedback to

help blind users access information. Another interesting study is the PHASE in-

stallation [CRL05], an interface that used haptic feedback to produce music using a

game-based metaphor for interaction. There has also been research into the use of

collaborative interfaces for the generation of music from large crowds of participants

[FP07] in a dance club like setting. A relevant study to the present work is the MU-

SICTable [SGVF05], an interface that used multidimensional scaling to map music

onto a two dimensional surface.

There has been considerable research on the automatic generation of music, in-

cluding the generation of background music [CZJ+07] [YLC04], the creation of rhyth-

mic patterns [Lab12] [KSH12] and more general automated music generation systems

[Erb11] [UN01]. An excellent study was conducted back in 1970 by Howe [How70]

about compositional considerations when creating electronic music.

A particularly relevant study was recently conducted [KSH12]. In this paper the

authors describe a self-organizing map system that allows users to create rhythms

co-creatively and interactively. Also closely related was the [TM07] SENEgal project,

which used genetic algorithms to create rhythms from western Africa.

Often the previously described systems have their user interaction paradigm cen-

tered on the computer system. In this study we are interested in bringing the creation

of music into the physical environment. The creation of new methods of interacting

with the computer has seen much activity, including projects using the radiodrum

[BMD07] [MT06] , SmartSkin [Rek02] and Cyber composer [ILK04]. A particularly

relevant paper involved the use of large numbers of giveaway sensors in a large rave

dance setting [FP07].

1http://www.microsoft.com/surface
2http://www2.smarttech.com/st/en-US/Products/SMART+Table/default.htm
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2.3 Computer analysis of Orca Vocalizations

There are four distinct aspects of work related to our study of Orca Vocalizations.

These are Bioacoustics, Computer Supported Collaborative Work, Crowdsourcing

and Machine Learning. The following four subsections outline the work related to

our research for each of these areas.

2.3.1 Bioacoustics

Bioacoustics is a scientific field of study that combines the fields of biology and acous-

tics. Although humans have used the sounds of animals to identify and track them

for many years, one of the first researchers in this field was Ivan Regen who in 1925

systematically studied the sounds of insects [Zar29]. In the later half of the 20th

century, advances in electronic means of recording and producing sound dramatically

increased the breadth and scope of the field of bioacoustics. In recent years, the ap-

plication of the computational tools used in Music Information Retrieval have further

extended the possibilities of analyzing sound from biological sources.

For a number of years, computers have been applied to the study of orca vo-

calizations. One early work [VDS99] used neural networks to determine similarity

between orca vocalizations. In this paper, they found that neural networks were able

to predict similarity between calls with an accuracy comparable to that of expert

human listeners. Another algorithm that has been applied to this problem domain is

that of Dynamic Time Warping [BHDM06][BM07]. In these two papers, Brown et al.

investigate the use of DTW for calculating similarity between two orca vocalizations

and find that this algorithm performs very well. DTW is used frequently in the field

of MIR, and this thesis discusses its use as applied to chant traditions from cultures

around the world in another chapter.

The mathematical foundations of the pulsed vocalizations by orcas have also been

studied [JC.08]. In this paper, formulas for their spectra are rigorously derived from

the basic formulas of Fourier analysis. This paper describes in detail the complex

spectra that are able to produced by orcas and the biological foundations that un-

derlie them. Another mathematical method that has been used to describe orca

vocalizations is the Hilbert-Huang transform, which has been shown [Ada06] to have

advantages over using traditional Fourier based methods of calculating spectra.

One important pitfall in the automated classification of orca vocalizations [DJ06] is

that there exist non-linearities in sound perception in all animals, including orcas[NRH+99].
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When designing tools and algorithms to study these vocalizations, it is important to

recognize the differences between human and orca perception of sound.

However, most of the work in analyzing orca vocalizations has been painstak-

ingly done by hand, sometimes using audio cassettes and expert knowledge of orca

vocalizations, and sometimes by digitizing vocalizations into a computer and then

analyzing spectrograms. It would be of advantage to the field to be able to apply

these algorithms to a large dataset and provide collaborative visualization tools to

explore it.

2.3.2 Computer Supported Collaborative Work

Although it is a positive thing that this archive of data is now available in electronic

form, what would make it even more useful to scientists would be the ability to collab-

orate together on the process of annotating audio, running experiments and analyzing

results. This type of work falls under the rubric of Computer Supported Collabora-

tive Work [BS91] (CSCW), a field which studies multiple individuals working together

with computer systems.

In this particular case, we have a number of different communities who have shown

interest in this archive, these include Orcalab and its collaborators, whale biologists,

developers of bioacoustic and Music Information Retrieval algorithms, and the part of

the general public who enjoy listening to whales and might like to help the scientists

who are working on this project.

As the scientists in this project are located all over the world, having a system

that enables them to work together collaboratively even though they are separated

by large distances will be a worthwhile challenge [BM02] [OO00]. There are a number

of pitfalls that have been identified [Gru88] including the disparity between who per-

forms the work and who gets the benefits, the breakdown of intuitive decision-making

and the difficulty in evaluating the application. To overcome these problems, we are

eliciting feedback at every stage of the design process from stakeholders, including the

members of Orcalab, and we incorporate this feedback using an iterative development

methodology.

In the first phase of the project, which we have just begun, our user community

consists solely of the expert scientists who are part of the Orcalab and their close col-

laborators. Important design goals for this section of the project include the ability

to view and annotate any recording in the database and to perform searches using



10

different criteria, such as year, time, type of call and the type of observation (acous-

tic/visual) along with other quantities from the daily incidence report. In addition,

in this phase, we will begin to run Machine Learning algorithms on the data manually

and will use the interface to present these results to the scientists involved.

In the second phase of the project we will open up access to the Orchive to the

broader whale biologist and developers of bioacoustic and algorithms communities.

The whale biologist community will have many of the same needs as the original Or-

calab scientists, but will have less experience with this dataset, and will thus require

more structured information on how to find and analyze the information they are

looking for. The developers of bioacoustic algorithm community will be more inter-

ested in running different audio feature extraction and machine learning algorithms

on this data, and a framework for examining and downloading these results and the

original audio recordings, in order to analyze them on their local computers.

2.3.3 Crowdsourcing

In the third phase of the project we would like to invite general members of the

public to participate by first providing an interface to allow them to find and listen

to interesting recordings of orcas. In addition, because of the truly enormous number

of recordings, it would be interesting to see if we could get the general public to help

with efforts to both locate orca vocalizations on the tape and eventually even label

call types.

This type of work, where non-specialists help expert scientists is called Crowd-

sourcing [Tra08] [Bra08] [How08] [Sur05] and has been used to great advantage in a

number of research programs. One of the most successful such programs is Galaxy

Zoo [SLB+08]. In this project, astronomers had collected images of many thousands

of galaxies and wanted to characterize them by the chiral handedness of their spiral

structure, that is, were they spinning clockwise or counterclockwise? It was assumed

that there would be an even distribution of these the two chiral hands, left and right,

and any deviations from this would be an important and surprising result. Even the

most advanced current computer algorithms are not able to categorize galaxies based

on their handedness, but humans can do this classification easily. In this paper, the

authors describe their system and results, and present results that indicate that there

is a hint of positive correlation for galaxies nearer than 0.5 Megaparsecs.

Another research program that benefited from crowdsourcing was the Stardust@home
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project [BM06]. Stardust [ABD+97] was a NASA space mission that flew a spacecraft

through the tail of comet Wild 2, collected dust from the comet and from interstellar

matter using an aerogel, which is a very lightweight clear foam-like material, and then

returned the satellite to earth. Comet dust was collected on one side of the aerogel,

and the other side of the aerogel was exposed to interstellar matter during the entire

mission. The analysis of the particles from the comet were straightforward due to

the high number of particles, but the analysis of interstellar grains was much more

difficult due to the small size and number of particles. The Stardust@home project

allowed users from around the world to signup on a website and interactively view and

annotate microscopic images of the aerogel. There was overwhelming participation

by the public, and they were able to generate results that were useful to the scientists

on the project [ABD+97].

There have been a number of articles that investigate the benefits of crowdsourc-

ing. Hong [HP04] presents results that show that a group of problem solvers with

a diverse background can outperform smaller groups of experts. This is of interest

because there are only a very small number of orca vocalization experts in the world,

but there is a large number of people who are interested in listening to orca calls, as

is evidenced by the traffic on the Orca Live http://orcalive.net forums.

A recent article [KCS08] describes crowdsourcing with the Amazon Mechanical

Turk system, a web based system where people can sign up to work on small tasks

in return for micropayments. The advantage with using the Mechanical Turk system

is that because people are paid for their work and have to pass a scientist defined

test, the results obtained might be of higher quality. The drawback to this system is

that the workers must be paid. It would be not extremely difficult to integrate the

Mechanical Turk with the Orchive, and a future pilot project to test this is planned.

Because the researchers from Orcalab have devoted so much time and care to the

recording and documenting the audio in the Orchive, an important design criteria

is to ensure that data entered from non-specialist users will not interfere with the

data from expert users and scientists. To this end, we have implemented a reputation

management and filtering system, along with roles for various users.

In the current implementation of the Orchive, only expert scientists are allowed to

make annotations, and only members of Orcalab and their collaborators are allowed

to edit the start date of each recording. As well, users can choose exactly which

user’s annotations they want to view. In light of the fact that everyone in the current

user community knows each other personally, reputation management is handled by
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offline personal interactions. When the general public is allowed to contribute using

a crowdsourcing model, this system will be expanded and enhanced.

2.3.4 Machine Learning

In addition to the presentation and collaborative annotation that the Orchive sup-

ports, we have also developed a set of Music Information Retrieval and Machine

Learning tools that are available for researchers to run on the data in the Orchive.

All of these tools are part of the Marsyas [Tza08] MIR framework

The first set of tools are audio feature extraction tools that have been adapted

from the field of Music Information Retrieval (MIR) [FD02] to the study of orca

vocalizations. In particular we have added support for the generation of spectral

statistics including FFT spectrum, MFCC coefficients, Zero Crossing Rate, Spectral

Centroid, Flux and Rolloff. In section 5.4 we detail some results that were obtained

using some of these features and show that they perform well on this class of problems.

We also support classification of audio using Support Vector Machines [ME05],

an advanced type of Machine Learning technique that finds optimal hyperplanes in

high dimensional datasets, which we then use to classify audio. This classification

can be as simple as either “orca”, “voiceover” or “background”, or can be as complex

as classifying different call types or even different pods through their call repertoires.

One important design goal in this project is to make our system as flexible and

extensible as possible, to this end, we have come up with a tag-based system that

allows researchers to construct their own ontologies. Some of these ontologies would

overlap, like “orca” or “voiceover”, and some would be distinct to different areas

of study. By allowing a user defined structure to emerge, we empower individual

research communities to ask and answer the questions most pertinent to them. The

obvious drawback to this is that within communities researchers must agree on the

same language and syntax to annotate calls. We hope to provide tools within and

external to the site to help encourage the collaboration necessary to converge on the

same vocabulary.
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Chapter 3

Computer Analysis of

Partially-Annotated Chants

I will first focus on the analysis of partially annotated chants from a variety of music

traditions. This section of the thesis brings together techniques from Music Informa-

tion Retrieval with web-based collaborative technologies to help experts in the field

of Ethnomusicology. In particular, in this chapter we make use of a new algorithm

to do fundamental frequency estimation to extract the pitch of vocal performances,

do a variety of analysis techniques on this data, and then build a custom designed

interface for musicologists. It is by bringing together all these tools along with a

flexible user interface that allows these expert users to ask new questions about these

diverse chant traditions.

This research is important because the symbolic techniques used in traditional

musicology research are not well suited to research into these partially notated chants

from cultures around the world. One of the primary reasons for this is that although

western music is often fully annotated, and the score was designed by the composer

precisely for the purpose of the transmission of their music, these chants are still

primarily passed on via an oral tradition that is only partially annotated. I present a

tool that allows researchers to examine these chants with both the written and aural

components presented in combination with each other.
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3.1 Introduction to Partially-Annotated Chant re-

search

The field of Ethnomusicology is a sub-discipline of Musicology that focuses on the

study of the socio-cultural aspects of music in societies around the world. Com-

putational Ethnomusicology [TASW07] is a new field that uses the computational

techniques commonly used in Music Information Retrieval (MIR) to analyse music

and audio from social and cultural traditions from around the world. In the present

work I am interested in applying the tools of MIR to the analysis of partially an-

notated chant traditions from around the world, including Torah cantillation, Koran

recitation, St. Gallen plainchant and Hungarian laments.

Our work in developing tools to assist with chant research is a collaboration with

Dr. Daniel Biro, a professor in the School of Music at the University of Victoria. He

has been collecting and studying recordings of chant with specific focus on how music

transmission based on oral transmission and ritual was gradually changed to one

based on writing and music notation. The examples studied come from improvised,

partially notated, and gesture-based [Kru90] notational chant traditions: Hungarian

siratok (laments) Torah cantillation [Zim00], tenth century St. Gallen plainchant

[Tre82] and Koran recitation.

The application of computerized analysis tools to these partially annotated chant

traditions is at an early stage, so early in fact, that many of the main research

questions have not yet been formulated. It is therefore important to have, as a first

step, an interface that lets a group of ethnomusicologists to explore the data and

develop the research questions that will then be investigated using more automated

methods.

This work presents a series of offline tools that take the audio from these chant

recordings and analyze it using a variety of algorithms, experiments showing the

effectiveness of these tools, and also presents a rich web-based interface to let groups

of ethnomusicologists around the world investigate and explore this data and the

whole collection of chants from four culturally diverse chant traditions.
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3.2 Background Information for Partially-Annotated

Chants

During the development of musical notation, there was an evolving relationship be-

tween the way that the music was notated, or the syntax, and the way that the music

was understood by the people in the culture, or semiotics. The transmission of culture

that was initially performed orally was transformed to one based on interpretation of

writing or hermeneutics.

Musical notation could either function as a mental tool to help people reconstruct

a melody that they remembered, or could help them construct a new melody. Chant

scholars study the question of how exactly melodies, or melodic formuale, became

solidified into musical material.

In our research, we examine examples from improvised, partially improvised, par-

tially notated and gesture-based notational chant traditions including Hungarian sir-

atok (laments), Torah cantillation, tenth century St. Gallen plainchant, and Koran

recitation. We are building tools to help musicologists study examples from these

various traditions.

Each of these traditions has a certain alphabet of different signs. For example,

in Torah recitation, there are approximately 20 different pitch contours, or gestures.

These signs, and the rules by which they can be joined together, is called by musicol-

ogists the syntagmatic structure, because these signs form the syntax of the language.

Syntagmatic analysis is the analysis of the surface structure of a text, or in this case,

of a song.

An additional word or two must be said about the word “gesture”. In it’s simplest

definition, a gesture is simply the pitch contour of a sung musical phrase. The reason

the word gesture was chosen by the musicologists that study these songs is because

in a number of traditions, including the Torah chant, there would be a singer at the

front of the room, and at the back of the room would be the old rabbis who would act

sort of like conductors and would gesture with their hands as to how the words should

be intoned. In time, the word “gesture” has become imbued with subtle meanings,

and a precise definition of gesture is hard to pin down, but in general, it means the

shape of the pitch contour.

On the other hand, the analysis of the underlying meaning of a song, where one

attempts to look at the relationships between these different signs, both in one song

and between songs, is known as paradigmatic analysis. In paradigmatic analysis, one
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is concerned both with the meanings of the words and with the way that words or

phrases are repeated and varied.

Both syntagmatic and paradigmatic analysis come to us from the field of semiotics,

which is the study of signs and signifiers. Semiotics is a field that developed in the

20th century which merged the study of the syntax of language with the idea that

there were deep relations between the representations of the signs that made up a

language.

Although semiotics is a field quite foreign to Computer Scientists and to penetrate

because of its highly specialized vocabulary it holds great promise for the study of

chant. We support semiotic analysis by building tools that allow researchers to exam-

ine the syntagmatic (syntax) and paradigmatic (underlying meaning and repetition

of signs) properties of these songs.

In this thesis, we explore examples from these various traditions through computa-

tional tools for paradigmatic analysis of melody (melodic formulae) and the way that

various words are sung in terms of pitch contours (gesture). We can then enhance

our understanding of these traditions by synthesizing the ideas of melody, melodic

syntax and musical semotics into a coherent whole.

3.3 Melodic Contour Analysis Tool for Chant Re-

search

Our tool takes in a (digitized) monophonic (one voice) or heterophonic (more than one

voice) recording and produces a series of successively more refined and abstract repre-

sentations of the segments it contains as well as the corresponding melodic contours.

More specifically the following analysis stages are performed:

• Hand Labeling of Audio Segments

• First Order Markov Model of Sign Sequences

• F0 Estimation

• F0 Pruning

• Scale Derivation: Kernel Density Estimation

• Quantization in Pitch
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• Scale-Degree Histogram

• Histogram-Based Contour Abstraction

• Dynamic Time Warping for Contour Similarity

• Plotting and Recombining the Segments

Hand Labeling of Audio Segments

The recordings are manually segmented and annotated by the expert. Even though we

considered the possibility of creating an automatic segmentation tool, it was decided

that the task was too subjective and critical to automate. Each segment is annotated

with a word/symbol that is related to the corresponding text or performance symbols

(for example cantillation marks) used during the recitation.

Figure 3.1: Syntagmatic analysis with a first-order Markov model of the sequence of
Torah trope signs for the text Shir Ha Shirim (“Song of Songs”).

First Order Markov Model of Sign Sequences

In order to study the transitions between signs/symbols we calculate a first order

Markov model of the sign sequence for each recording. We were asked to perform this
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type of syntagmatic analysis by Dr. Biro. Although it is completely straightforward

to perform automatically using the annotation, it would be hard, if not impossible,

to calculate manually. Figure 3.1 shows an example transition matrix. For a given

trope sign (a row) it shows how many total times it appears in the example (numeral

after row label), and in what fraction of those appearances is it followed by each of the

other trope signs. The darkness of each cell corresponds to the fraction of times that

the trope sign in the given row is followed by the trope sign in the given column. (NB:

Cell shading is relative to the total number of occurrences of the trope sign in the

row, so, e.g., the black square saying that “darga” always precedes “revia” represents

1/1, while the black square saying that “zakef” always precedes “katon” represents

9/9.) This type of analysis can help identify the syntactic role that different signs

have.

F0 Estimation

After the segments have been identified, the fundamental frequency (“F0” in this case

equivalent to pitch) and signal energy (related to loudness) are calculated for each

segment as functions of time. We use the SWIPEP fundamental frequency estimator

[Cam07] with all default parameters except for upper and lower frequency bounds

that are hand-tuned for each example. For signal energy we simply take the sum of

squares of signal values in each non-overlapping 10-ms rectangular window.

The SWIPEP algorithm [Cam07] uses an algorithm that is related to autocor-

relation, and using a cosine as the kernel, performs an integral transform of the

spectrum. An integral transform is defined as a function that takes one function and

transforms it to give another function. Unlike autocorrelation, which uses the square

of the magnitude of the spectrum, SWIPEP uses the square root of the magnitude

of the spectrum. SWIPEP also modifies the cosine kernel in order to avoid some

of the problems associated with autocorrelation. These involve first zeroing the first

quarter of the first cycle of the cosine, this allows it to avoid the maximum value

at zero lag that occurs when using autocorrelation. It then avoids the periodicity

that autocorrelation experiences when analyzing periodic signals by multiplying the

kernel by a 1/f envelope. To force the width of the main spectral lobes to match the

width of the positive cosine lobes, it also normalizes the cosine kernel and applies a

pitch-dependant window size.
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Figure 3.2: F0 contour

F0 Pruning

The next step is to identify pauses between phrases, so as to eliminate the meaningless

and wildly varying F0 estimates during these noisy regions. We define an energy

threshold, generally 40 decibels below each recording’s maximum. If the signal energy

stays below this threshold for at least 100 ms then the quiet region is treated as silence

and its F0 estimates are ignored. Figure 3.2 shows an excerpt of the F0 and energy

curves for an excerpt from the Koran sura (“section”) Al-Qadr (“destiny”) recited by

the renowned Sheikh Mahmud Khalil al-Husari from Egypt.

Quantization in Pitch

Following the pitch contour extraction is pitch quantization, which is the discretiza-

tion of the continuous pitch contour into discrete notes of a scale. Rather than

externally imposing a particular set of pitches, such as an equal-tempered chromatic

(the piano keys) or diatonic scale, we have developed a novel method for extracting

a scale from an F0 envelope that is continuous (or at least very densely sampled)

in both time and pitch. Our method is inspired by Krumhansl’s time-on-pitch his-

tograms adding up the total amount of time spent on each pitch [Kru90]. For this

application we decided to have a pitch resolution of one cent 1, so we cannot use a

simple histogram. Instead we use a statistical technique known as non-parametric

1One cent is 1/100 of a semitone, corresponding to a frequency difference of about 0.06%
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Figure 3.3: Recording-specific scale derivation

kernel density estimation, with a Gaussian kernel 2. More specifically a Gaussian

(with standard deviation of 33 cents) is centered on each sample of the frequency

estimate and the Gaussians of all the samples are added to form the kernel density

estimate. We chose the standard deviation of 33 cents as a result of an empirical

investigation of this problem domain, of which this value gave us the most useful

histogram for this application. The resulting curve is our density estimate; like a

histogram, it can be interpreted as the relative probability of each pitch appearing at

any given point in time. Figure 3.3 shows this method’s density estimate given the

F0 curve from Figure 3.2.

Scale-Degree Histogram

We interpret each peak in the density estimate as a note of the scale. We restrict the

minimum interval between scale pitches which was set to 80 cents in this application

using an empirical method that attempted to make sure that all peaks in the derived

histogram had an associated scale degree, but that no false positives corresponding

to split peaks were created. We did this by choosing only the higher peak when

there are two or more very close peaks. This method’s free parameter is the standard

deviation of the Gaussian kernel, which provides an adjustable level of smoothness to

2Thinking statistically, our scale is related to a distribution given the relative probability of
each possible pitch. We can think of each F0 estimate (i.e each sampled value of the F0 envelope)
as a sample drawn from this unknown distribution so our problem becomes one of estimation the
unknown distribution given the samples
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our density estimate; we have obtained good results with a standard deviation of 30

cents.

Once we have determined the scale, pitch quantization is the trivial task of con-

verting each F0 estimate to the nearest note of the scale. In our opinion these de-

rived scales are more true to the actual nature of pitch-contour relationships within

oral/aural and semi-notated musical traditions. Instead of viewing these pitches to

be deviations of pre-existing “normalized” scales our method defines a more differ-

entiated scale from the outset. With our approach the scale tones do not require

“normalization” and thereby exist in an autonomous microtonal environment defined

solely on statistical occurrence of pitch within the performance. Once the pitch con-

tour is quantized into the recording-specific scale calculated using Kernel density

estimation, we can calculate how many times a particular scale degree appears dur-

ing an excerpt. The resulting data is a scale-degree histogram which is used create

simplified abstract visual contour representations.

Figure 3.4: Melodic contours at different levels of abstraction (top: original, middle:
quantized, bottom: simplified using 3 most prominent scale degrees

Histogram-Based Contour Abstraction

The basic idea of histogram-based contour abstraction is to only use the most salient

discrete scale degrees (the histogram bins with the highest magnitude) as significant

points to simplify the representation of the contour. By adjusting the number of

prominent scale degrees used to represent the simplified representation the researchers
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can view/listen to the melodic contour at different levels of abstraction and detail.

Figure 3.4 shows an original continuous contour, the quantized representation using

the recording-specific derived scale and the abstracted representation using only the

3 most prominent scale degrees. In our future work on this topic, we wish to add the

ability to pitch shift the actual singers performance to our simplified pitch contour.

With this we can imagine that we are interacting with the ghosts of the performers,

distant from us in time and space. We anticipate this will be much more satisfying

than simply playing a generated sine tone, which is rather unpleasant to listen to.

Figure 3.5: One example of the F0 contour for the pashta gesture

Figure 3.6: Another example of the F0 contour for the pashta gesture

In the next section we show that these simplified abstract contour representations

result in better retrieval performance than the original “continuous” pitch contours.

One of the main aspects in the studying of signs in the context of chant and

recitation is to what extent they convey gesture information that is invariant with

respect to the underlying text. To study this question it was necessary to develop a

method to compare the pitch contours of different realizations from different parts of

the audio recording of the same sign.
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Figure 3.7: An example of the F0 contour for the sof pasuq gesture

Figure 3.8: An example of the F0 contour for the first pashta gesture but doubled in
length

Dynamic Time Warping for Contour Similarity Calculation

Dynamic Time Warping (DTW) is a technique by which the similarity between two

different time sequences can be measured. It allows a computer to find an optimal

match between two sequences by performing a non-linear warping of one sequence to

the other. The technique of dynamic programming is used for efficient implementa-

tion. An example of DTW in Music Information Retrieval is to compare the tempo

variations between two different performances of a classical symphony. The DTW

algorithm would identify the parts of the two symphonies that were played at the

same tempo as a diagonal line, with the line varying above and below the diagonal

when the tempo was different between the two pieces.

First the similarity matrix between the two pitch contours we are comparing is cal-

culated by comparing the values of the two pitch contours at each time index. Based

on the calculated similarity matrix the DTW algorithm finds the optimal alignment

path of the two sequences and calculates the cost of that alignment. When the con-
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Figure 3.9: The Similarity Matrix of one pashta gesture (11pashta) compared to
itself. Superimposed on the figure is the Dynamic Time Warping curve showing the
optimally matching path between the two songs.

tours are similar the alignment cost will be small compared to when the contours are

dissimilar. The matching process is pitch shift invariant and allows variations and

tempo stretching. That way for any particular sign (pitch contour) we can sort the

sign (pitch contours) by similarity.

Plotting and Recombining the Segments

To illustrate the technique we use the gestures of two separate annotated recordings

of a section of the Torah. One of these was recorded in Morocco, and the other was

recorded in Hungary. Figures 3.5, 3.6, 3.7 and 3.8 show the F0 contour of the

sections of the audio file from a Torah recording from Hungary. Figure 3.5 shows a

“pashta” sign (one of the cantillation signs from the Torah which means “Stretching

out”)., Figure 3.6 shows another pashta sign from further along in the audio file.

Figure 3.7 shows a “sof pasuq” (a cantillation sign which means “End of verse”)

gesture and Figure 3.8 shows the first pashta gesture, but with the sample stretched

by a factor of two.

The figures 3.9, 3.10, 3.11 and 3.12 show Similarity Matricies and the alignment

paths computed using DTW for these four gestures compared to the first pashta

gesture. White areas are highly similar and black areas have low similarity. In Figure

3.9 the first pashta gesture is compared to itself. The DTW curve is overlaid in

black and is basically a straight diagonal line from one corner to the opposite corner,

showing that the optimal path between the start and the end of the file is a direct
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Figure 3.10: The Similarity Matrix of one pashta gesture (11pashta) compared to
another pashta gesture (42pashta). Superimposed on the figure is the Dynamic Time
Warping curve showing the optimally matching path between the two songs.

alignment of one file to the other. Figure 3.12 shows a similar behavior, except

that the slope of the line is shallower. Figure 3.10 shows the comparison of one

pashta gesture to another. This path had a DTW cost of 23.8. Figure 3.11 shows an

alignment between the pashta gesture and a sof pasuq gesture. One can see that the

line is not only not diagonal, but that the line is often on dark areas which denote

high alignment cost.

Table 3.1 shows the average precision for particular signs for two recordings of

the same excerpt from the Torah - one from Hungary and one from Morocco. The

average precision here is simply the average of all the precision values for a particular

sign.

Each recording contains approximately 130 realizations of each sign with a total

of 12 unique signs. Two pitch contours are considered relevant to each other if they

are annotated by the same sign. For each “query” contour we return a list of results

which are the pitch contours sorted by the alignment cost of the DTW. Average

precision emphasizes returning more relevant contours earlier. It is the average of

all the precisions computed after truncating the list of returned results after each of

the relevant documents in turn. Unlike traditional retrieval systems where the mean

average precision can be used to characterize the overall system performance, in our

case we are more interested in the individual difference in precision among different
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Gesture Average Gesture Average
(Hungary) Precision (Morocco) Precision

(Hungary) (Morocco)
tipha 0.662 katon 0.453
pashta 0.647 mapah 0.347
mapah 0.641 tipha 0.303
katon 0.604 sofpasuq 0.285
etnachta 0.601 pashta 0.242
sofpasuq 0.591 merha 0.251
merha 0.537 etnachta 0.150
revia 0.372 zakef 0.125
zakef 0.201 revia 0.091
kadma 0.200 kadma 0.043

Table 3.1: Average precision for different signs
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Figure 3.11: The Similarity Matrix of one pashta gesture (11pashta) compared to a
sof pasuq gesture (18sofpasuq). Superimposed on the figure is the Dynamic Time
Warping curve showing the optimally matching path between the two songs.

signs.

The mean average precision is calculated using the following equation:

AveragePrecision =

∑N
r=1 P (r)

M

Where r is the rank of each document, N is the number of documents retrieved,

P is the precision of the given document, and M is the total number of relevant

documents.

These differences show which signs have well-defined gestural characteristics and

which signs are not interpreted consistently.

Ultimately the numbers are only meaningful after careful interpretation by an

expert. For example based on Table 3.1 one can infer that the performer in the

Hungarian version had more consistent interpretations of the signs than the performer

in the Moroccan version.

We have also investigated the retrieval effectiveness of quantized contour repre-

sentations at different levels of abstraction using the approach described above. In

this case it makes sense to use Mean Average Precision across queries to explore what

is the best level of abstraction for this task.

This first DTW analysis was conducted using the continuous pitch values deter-

mined by the SWIPEP algorithm. We then extended this analysis by quantizing the

pitch contours, calculating the pairwise score between each contour and then cal-
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Figure 3.12: The Similarity Matrix of one pashta gesture (11pashta) compared to
itself, doubled in length. Superimposed on the figure is the Dynamic Time Warping
curve showing the optimally matching path between the two songs.

culating the mean average precision recall. We did this for all possible number of

histogram bins, from the maximum number of scale degrees of 13, down to only the

most popular histogram bin. We chose the number 13 because it provided us with

the most direct comparison between our derived scale and an equal tempered scale.

We then repeated this analysis with notes from a western equal-tempered scale. The

total range of notes was from the A2# (the A# two octaves below middle C) to C4

(middle C). This gave a total of 16 semitones, of which we used the most common

13 scale degrees. For all of these possible histogram bin numbers, we converted all

notes to these quantized values and did a pairwise DTW comparison between all of

them. We then calculated the mean average precision recall for each histogram bin

quantization level. These results are presented in Figure 3.13.

From this graph and Table 3.2, we can see that the optimal number of histogram



29

bins is 2 when notes are quantized to our derived scale. The mean average precision

recall at this level is 0.493. After this, the curve quickly drops, and then remains

at a steady state level of approximately 0.41. This is significantly better than using

the “continuous” contour mean average precision of 0.2951. When we quantize the

notes to the equal-tempered scale, the maximum value of 0.443 is also obtained with

2 histogram bins. It is important to note that the value of 0.493 that is derived when

the data-driven approach of using the notes that are actual chanted is higher than

the value derived from using the equal-tempered scale. Obviously, the singers do not

tune themselves to a western scale. This shows the fundamental utility of our method

of deriving the quantized scale from the notes that are actually sung.

These results are shown in a more intuitive way in Figure 3.14. In this figure

three “sof pasuq” and three “pashta” contours were chosen, and were quantized to

the derived, data-driven scale using the optimal value of 2 histogram bins. One can

see that the “sof pasuq” contours have quite a different shape. This visualization

shows the utility of our approach.
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Figure 3.13: Mean average precision recall when quantizing the notes before DTW
analysis. Shown are the results for quantizing to a song specific scale versus an equal
tempered scale versus the mean average precision recall in the continuous case.
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Number Data Equal
of Bins Driven Temperment

1 0.1931 0.26581
2 0.4932 0.44356
3 0.4479 0.35044
4 0.4057 0.37572
5 0.4097 0.39797
6 0.4061 0.41386
7 0.4026 0.41350
8 0.3941 0.41791
9 0.3953 0.41655

10 0.3947 0.41931
11 0.3948 0.41584
12 0.3948 0.41594
13 0.3948 0.41617

Table 3.2: Table of mean average precision values when quantizing the notes be-
fore DTW analysis. Shows the calculated values for the Data-driven and Equal-
temperment approaches.
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Figure 3.14: Comparison of contour quantized to the two most prevalent scale de-
grees in a data-driven approach to the original continuous contour. Shown are three
examples of the signs “sof pasuq” and “pashta”

Cantillion interface

We have developed a browsing interface that allows researchers to organize and ana-

lyze chant segments in a variety of ways. The user manually segments each recording

into the appropriate units for each chant type (such as trope sign, neumes, semantic

units, or words). The pitch contours of these segments can be viewed at different

levels of detail and smoothness using a histogram-based method. The segments can

also be rearranged in a variety of ways both manually and automatically. That way

one can compare the beginning and ending pitches of any trope sign, neume or word

or compare the relationships of one neume or trope sign to its neighbors.

Our eventual goal is to explore the stability of melodic gesture and pitch content

in a variety of contexts both within a given chant style and across chant styles. In

addition we want to explore how the stability related to the chant texts and textual

syntax. These are hard questions without clear answers. The user interface has been

designed to assist and support the analysis conducted by expert musicologists without

trying to impose a specific approach. Being able to categorize melodic formulae in a

variety of ways allows for a larger database of their gestural identities, their function-

ality to parse syntax, and their regional traits and relations. A better understanding

of how pitch and contour helps to create gesture in chant might allow for a more

comprehensive view of the role of gesture in improvised, semi-improvised and notated
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Figure 3.15: Web-based Flash interface to allow users to listen to audio, and to enable
interactive querying of gesture contour diagrams.

chant examples.

We have chosen to implement the interface as a web-based Flash program 3. Such

web based interfaces can increase the accessibility and usability of a program, make

it easier to provide updates, and can enhance collaboration between colleagues by

providing functionality that lets researchers more easily communicate their results

to each other. The interface (shown in Figure 3.15) has four main sections: a

sound player, a main window to display the pitch contours, a control window, and a

histogram window.

The sound player window displays a spectrogram representation of the sound file

with shuttle controls to let the user choose the current playback position in the sound

file. It also provides controls to start and pause playback of the sound, to change the

volume.

The main window shows all the pitch contours for the song as icons that can be

repositioned automatically based on a variety of sorting criteria, or alternatively can

be manually positioned by the user. The name of each segment (from the initial

segmentation step) appears above its F0 contour. The shuttle control of the main

sound player is linked to the shuttle controls in each of these icons, allowing the user

to set the current playback state either by clicking on the sound player window, or

3Cantillion Website - http://cantillion.sness.net
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directly in the icon of interest. When the user mouses over these icons, some salient

data about the sign is displayed at the bottom of the screen.

The control window has a variety of buttons that control the sorting order of

the icons in the main F0 display window. A user can sort the icons in playback

order, alphabetical order, length order, and also by the beginning, ending, highest

and lowest F0. The user can also display the sounds in an X-Y graph, with the x-axis

representing highest F0 minus lowest F0, and the y-axis showing the ending F0 pitch

minus the beginning F0 pitch. Also in this section are controls to toggle a mode

to hear individual sounds when they are clicking on, and controls to hide the pitch

contour window leaving just the label. There are also buttons allowing the user to

choose to hear the original sound file, the F0 curve applied to a sine wave, or the

quantized F0 curve applied to a sine wave.4

When an icon in the main F0 display window is clicked, the histogram window

shows a histogram of the distribution of quantized pitches in the selected sign. Below

this histogram is a slider to choose how many of the largest histogram bins will be

used to generate a simplified contour representation of the F0 curve. In the limiting

case of selecting all histogram bins, the reduced curve is exactly the quantized F0

curve. At lower values, only the histogram bins with the most items are used to draw

the reduced curve, which has the effect of reducing the impact of outlier values and

providing a smoother “abstract” contour.

Shift-clicking selects multiple signs; in this case the histogram window includes

the data from all the selected signs. We often select all segments with the same

word, trope sign, or neume; this causes the simplified contour representation to be

calculated using the sum of all the pitches found in that particular sign, enhancing

the quality of the simplified contour representation.

Below the histogram window is a window that shows a zoomed-in graph of the

selected F0 contours. When more than one F0 contour is selected, the lines in the

graph are color coded to make it possible to easily distinguish the different selected

signs.

4Thinking statistically, our scale is related to a distribution giving the relative probability of
each possible pitch. We can think of each F0 estimate (i.e., each sampled value of the F0 envelope)
as a sample drawn from this unknown distribution, so our problem becomes one of estimating the
unknown distribution given the observations.
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3.4 Conclusions and Future Work

The identity of chant formulae in oral and aural chant traditions is to a large extent

determined by gesture and contour rather than by discrete pitches. As described in

the introduction, the word gesture for musicologists has many subtle gradations of

meaning, and it is the role of our tool to provide as much subtly in the visualization

and description of this gesture as possible.

Computational approaches assist with the analysis of these gestures/contours and

enables the juxtaposition of multiple views at different levels of detail in a variety

of analytical (paradigmatic and syntagmatic) contexts. The possibilities for such

complex analysis methods would be difficult if not impossible without such computer-

assisted analysis. Employing these tools we hope to better understand the role of and

interchange between melodic formulae in oral/aural and written chant cultures. While

our present analysis investigates melodic formulae primarily in terms of their gestural

content and semantic functionality, we hope that these methods might allow scholars

to reach a better understanding of the historical development of melodic formulae

within various chant traditions.

By combining the expert knowledge of our scientific collaborators with new mul-

timedia web-based tools in an agile development strategy, we have been able to ask

new questions that had previously been out of reach. Chant research is a challenging

domain where problem seeking, that is, the search for the precise question to ask,

is important. Participatory design together with content-aware visualizations and

analysis tools can help researchers interact with large collections of annotated audio

recordings of chant in interesting new ways. The integration of all the different com-

ponents in a single web-based interface is critical for an effective system. Given the

subjective interpretive nature of musicological research, each algorithm in isolation

would be of little use. This necessitates the development of the system as a whole

and makes evaluation harder. Ultimately there are only few experts users (one in our

case) and the only feedback we can receive is through them. By including them in

the design we have been able to create a system that our expert finds useful and is

willing to spend significant time interacting with the tool.

There are many directions for future work. We are planning to explore the

histogram-based contour simplification in conjunction with the dynamic time warp-

ing alignment process to identify what is the “optimal” simplification of the pitch

contours. More careful study of the results by musicologists is also required. Making
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the system available on the web can help collaborative approaches and reduce the

learning curve required for usage. We also hope to make the annotation process part

of the web interface and enable uploading of recordings from researchers around the

world.
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Chapter 4

Novel Interfaces for Music

Exploration

In this chapter I present work that takes the high-dimensional feature vectors pro-

duced by music feature extraction algorithms common to Music Information Retrieval

and use the algorithmic technique of Self-Organizing Maps to project those high di-

mensional feature vectors onto a two dimensional grid.

Based on this two-dimensional map of songs a number of interfaces were developed

that allow users to browse this map. I present a system that allows a variety of

different input interfaces and output views to be used to navigate this space, which

include the wiimote, radiodrum, iPhone and keyboard/mouse.

In addition the generated 2-D map is combined with tag information associated

with the songs to generate a novel Self-Organizing Tag Cloud. A standard tag cloud

is a two-dimensional graphical representation of words related to a topic where words

are typically arranged alphabetically or randomly. Our Self-Organizing Tag Cloud

takes the words in a tag cloud and arranges them based on their audio similarity to

each other, and does this by finding the centroid of all the tag instances over the

Self-Organized Map.

4.1 Introduction to Music Exploration with Novel

Interfaces

There is a growing interest in touch-based and gestural interfaces as alternatives to

the dominant mouse, keyboard and monitor interaction. Content and context-aware
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visualizations of audio collections have been proposed as a more effective way to in-

teract with the increasing amounts of audio data available digitally. Audioscapes is

a framework for prototyping and exploring how touch-based and gestural controllers

can be used with state-of-the-art content and context-aware visualizations. By pro-

viding well-defined interfaces and conventions, a variety of different audio collections,

controllers and visualization methods can be combined to create innovative ways of

interacting with large audio collections. We describe the overall system architecture,

the currently available components and specific case studies.

Personal digital music collections are continuously growing and frequently feature

thousands of tracks. Browsing and navigating these large collections is challenging.

The most common way of interaction is using textual meta-data such as artist name

or genre. More recently tag folksonomies have also been utilized. A folksonomy is

a system of classification that comes from a group of users collaboratively creating

and managing tags in an effort to annotate and categorize content, and are a new

phenomenon made possible by collaborative technologies on the web. A variety of

visualizations based on automatically analyzed musical content have also been pro-

posed. Tag clouds are a two-dimensional stylized visual representation of a list of

words with different visual design characteristics for each word. Tag clouds are com-

monly ordered either alphabetically or randomly, and in this chapter I examine the

utility and engageability of placing similar tags next to each other. In order to de-

termine similarity of tags we use a self-organizing map based on acoustical features

derived from songs rather than using the more common tag co-occurrence to measure

similarity. To evaluate the proposed approach, a subset of the Magnatune database
1 tagged using the Tag-a-tune game-with-a-purpose. Experimental results are pre-

sented which show that using a self-organizing tag cloud is both faster and more

fun.

In several cases these are content and context aware interfaces that rely on au-

tomatic analysis of the audio signal to extract high-level content information. Many

of these interfaces are proof-of-concept prototypes that, although capable of demon-

strating the potential of this approach, are not directly practical and usable.

Recently there has been an increasing interest in alternatives to the traditional

mouse/keyboard human-computer interaction. Touch-based and gestural interfaces

have changed status from research curiosities to being part of many mainstream

consumer computing devices.

1http://magnatune.com
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A closely related trend is the diversification of form factors beyond the tradi-

tional desktop/laptop design. Representative examples range from mobile phones to

immersive displays and tabletop-surfaces.

We believe that browsing and navigation of large audio and especially music col-

lections is a domain that would significantly benefit from the use of interfaces that

go beyond [FR82] the traditional keyboard,mouse and monitor paradigm. Unfortu-

nately, the large variety of different protocols, programming environments and op-

erating systems make development of such interfaces more challenging. In addition,

the content and context-aware visualizations required demand state-of-art signal pro-

cessing and machine learning techniques which are not familiar to most researchers

in human-computer interaction.

AudioScapes [NT09] is a framework developed to explore the design space of non-

traditional interfaces for audio and music collection browsing based on the metaphor

of a surface. In this metaphor the individual audio recordings or music tracks are

mapped onto a 2-dimensional surface which can be navigated using different controller

interfaces. The overall abstract architecture captures the structure of the majority of

existing systems and provides significant design flexibility in the choice of individual

specific components. By providing well-defined interfaces and conventions, a variety

of different audio collections, controllers and visualization methods can be combined

to create innovative ways of interacting with large audio collections.

Our design goal is to provide effective interaction without relying on textual meta-

data. There are many usage scenarios where having to know artist names and album

titles or having to read text is impractical. Currently the most common approach in

these cases is just playing random songs (the so-called “shuffle”). Although satisfac-

tory for small and homogeneous collections, this approach is not particularly effective

for larger audio collections. These issues become even more pronounced when the

users have vision and/or motion disabilities. For example, finding a particular artist

out of a long list of text using a scroll-wheel can be very difficult or even impossible

for a user with motor disabilities. Similarly, reading text on a screen is not directly

possible for a blind user. We have used AudioScapes to design and prototype inter-

faces for such users. Although we do not focus on textual metadata, the proposed

interfaces can be used in conjunction with standard text-based interfaces.

Tagging-based systems rely on users for categorizing objects by means of tags

(freely chosen words). Tags are aggregated from many users, primarily using web

based interfaces, forming “folksonomies” which, although not as accurate as well-
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designed ontologies, have the advantage of reflecting how users perceive the data and

how their vocabulary and perception evolve over time. Tagging is simple and does

not require a lot of thinking. Tags form an essential part of personalized internet

radio and music community websites such as Last.fm 2. Tag clouds are the most

common way of visualizing tags. They are two-dimensional stylized visual represen-

tations of a list of words where the more prominent words are typically assigned

a larger font. They are useful for quickly giving users the gist of a set of words.

Tag clouds are in common usage on a number of different social networks, including

Flickr 3 , del.icio.us 4 and wordle 5, but trace their origins back at least 90 years to

Soviet Constructivist art [VW08]. The first true example may be that of a psycho-

logical experiment where participants were asked to create a collective mental map

of landmarks in Paris [MJ76]. Later, tag clouds were featured prominently in the

book Microserfs [Cou57], and first were introduced onto the web by Jim Flanagan in

the program “Search Referral Zeitgeist”. However, it was the use of tag clouds on

the popular photo sharing site Flickr that made their use ubiquitous on Web 2.0 sites

[Bru96]. Today, many social websites use tag clouds as a way to make large quantities

of data more accessible and as a friendly interface for users.

Interacting with large music collections like most information retrieval tasks in-

volves both querying (or direct search) in which the user has a well-defined search

goal in mind as well as browsing (or indirect search) in which the goal is to explore,

with some degree of serendipity, an information space. Summarization is the ability

to extract the gist of a collection without going into details. Interfaces based on long

sortable lists of text are effective for querying but provide little support for browsing

and especially for finding music by artists that are not known to the user. In contrast,

content-aware visualization-based interfaces can be quite effective for browsing, and

music discovery but have weak support for direct searching. Tag clouds provide both

an overview of the information space as well as direct search support. In order to

satisfy all these possibly conflicting user information needs, a straightforward solution

would be to provide all these three different ways of interacting with a music collection

as separate views/interface components that are coupled. The disadvantage of such

a design is that the user interface becomes unnecessary complicated and confusing.

In this chapter, we introduce content-aware self-organizing tag clouds, a technique

2http://www.last.fm
3http://www.flickr.com
4http://dilicius.com
5http://www.wordle.net
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that attempts to support querying, browsing, and summarization using the familiar

information model of a tag cloud. Tag clouds are commonly ordered either alphabet-

ically or randomly. In some cases, tag clouds are ordered based on clustering using

some kind of tag similarity metric such as tag co-occurrence. In other applications,

like wordle (6), users position each word in a tag cloud by hand. In this chapter,

I examine the utility and engagedness of placing similar (based on content not co-

occurrence) tags next to each other using the Self-Organizing Map (SOM) [Koh95]

algorithm. Specifically, we use techniques from Music Information Retrieval (MIR)

to extract high-dimensional feature vectors characterizing each song, and then use

the SOM algorithm to map these high dimensional feature vectors onto coordinates

on a discrete 2D grid. The tags are then placed by using the centroid of the 2D

grid coordinates of each set of songs associated with a particular tag. A final post-

processing step using force-directed placement is utilized for better visual appearance

and overlap removal.

A proof-of-concept implementation in the music collection browsing domain is

described. Most existing music browsing interfaces proposed in the literature are

prototype systems that have not been evaluated with user studies. This can be

partly attributed to their publication in other fields in which user evaluation is not as

important. However, it is also caused by the challenge of evaluating such interfaces

due to the highly subjective nature of music similarity. We tried to address some of

these challenges in the design of our user study and we hope that the insights gained

will be of value for future research. Evaluation of the proposed interface shows that

self-organizing tag clouds can result in more effective browsing especially for the case

of music by artists that are unfamiliar to the user. This is supported by reporting

both quantitative results as well as discussing qualitative reactions to the interface.

To close, we discuss lessons learned and directions for future work.

6http://www.wordle.net
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4.2 Background Information for Novel Interfaces

for Music Exploration

4.2.1 Music Collection Browsing Interfaces

Currently the most common interfaces for browsing music collections such as iTunes

by Apple are based on long sortable lists of text. Although effective for direct search-

ing they provide limited support for music discovery and exploration. In the field of

Music Information Retrieval, data of high dimensionality and of considerable com-

plexity is generated. Various visualization interfaces have been proposed to make this

data accessible and useful to users. Frequently these interfaces rely on automatically

extracted audio features.

Islands of Music [PDW03] is an example of such a visualization of audio informa-

tion which uses Self-Organizing Maps to generate a two-dimensional representation

of a collection of music. MusiCream [GG05] is an interface that allows users to in-

teract with a music collection using a dynamic visualization interface. MusicRainbow

[PG06] is a similar system that uses web-based labelling and audio similarity to visu-

alize music collections. Another relevant system is MusicSun [PG07] which combines

three different similarity measures to generate music recommendations for users. The

Databionic/MusicMiner system [MUNS05] allows users to organize large collections

of music and employs Emergent Self-Organizing Maps to generate visualizations of

the data involved. A very large web based system for helping users find new music is

part of the Last.fm website 7 which provides advanced functionality for music recom-

mendation and visualization based on a self-organized map calculated solely based on

tag data. A simplified 2D grid representation with no text support based on audio

content analysis has been proposed for Assistive music browsing [TBN+09].

Conceptually, the closest work to our approach is Salonen [Sal07] in a work where

tag clouds are constructed using self-organizing maps. The two main differences from

our work are 1) tag instead of content information is used for training the SOM 2)

the lack of user evaluation. A 2006 review of visualization in audio based music

information retrieval can be found in Cooper [CFPT06]. Examples of visualizations

for music discovery in commercial and research systems can be found in the Visualizing

Music blog 8.

7http://playground.last.fm/iom
8http://visualizingmusic.com/
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Two new commerical developments in music recommendation that have recently

produced interest are Apple’s iTunes Genuis 9 and Pandora 10. iTunes Genius works

off of lists of song purchase histories of their customers. It has the premise that if

many people who purchased song A also purchased song B, then song B is similar to

song A. This simple system works well in many cases, for example, if someone is a

huge Rush fan, then they will have bought a lot of Rush albums, and probably a lot

of Yes and Led Zeppelin. Pandora on the other hand has a very different strategy, in

which they employ a large staff of trained musicologists who, for each song in their

collection, exhaustively rate this song on almost 400 different attributes. Similar

songs are then found by comparing this multidimensional feature vector.

4.2.2 Tagging and Tag Clouds

Tagging systems allow users to add keywords, or tags, to resources without relying on

a controlled vocabulary [JS06] and have become ubiquitous in web-based systems. It

has been observed that they have the potential to enhance many types of online inter-

action and because of their free-form nature, they take advantage of the underlying

and pre-existing social organization of web communities [MNBD06]. While controlled

ontologies and taxonomies hold the promise of providing a regular and well-defined

structure for organizing knowledge, in practice this taxonomic rigidity becomes too

heavyweight and can stifle input and collaboration from user communities. Tag clouds

are one of the most common methods of visualizing tag information.

There has been considerable research in recent years into the design, use and ef-

fectiveness of tag clouds. The Dogear system [MFK06], uses tags to organize social

bookmarks for large enterprise organizations. A system that uses tags in an eCom-

merce application is described in Ganesan et al. [GSD08], and has the feature that it

automatically mines tags from feedback and presents the results in a visually appeal-

ing manner. In Halvey and Keane [HK07], a variety of tag presentation techniques

are evaluated, and show that the use of different techniques can affect the ease with

which users can find tags. A historical look at tag clouds is presented in Viegas and

Wattenburg [VW08], which looks at the development of tag clouds since their incep-

tion a decade ago, and speculates about their development in the future. A novel way

of determining the size of tags in a tag cloud by examining the informational entropy

9http://apple.com/genius
10http://pandora.com
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of the tag, which is then related to the emotional impact of the tag, is presented in

Eda et al. [EUUY09]. Another study examined tag clouds derived from Automatic

Speech Recognition (ASR) as surrogates for tag clouds generated by human listeners

and found that the ASR determined tag clouds perform equally well [TLdR08]. In the

paper “Seeing things in clouds” [BGN08], an extensive evaluation of different types

of visual features in tag clouds, including font size, font weight, intensity, number of

characters and area were investigated, and while font size and font weight had the

largest impact, when multiple variables were changed at once, no one property stood

out amongst the others. Tag navigation in general has been examined in detail with

particular focus on “last.fm”, an online social community for music [MC09]. The Qtag

[LSH07] system investigates collaborative tagging in the domains of Information Fil-

tering and Information Retrieval and presents a tag visualization model [LSH07]. A

context aware browser for mobile devices that uses tag clouds is presented in Mizzaro

et al. [MNV09].

Music databases are typically very large, containing thousands to millions of songs,

and the number of users interested in listening to and browsing music is similarly

large. The effectiveness of browsing large scale social annotations has been examined

using the Effective Large Scale Annotation Browser (ELSABer) algorithm [LBY+07].

Another paper describes the Topiography system, a visualization for large scale tag

cloud [FFM+08].

More artistic applications of tagging and tag clouds have also been explored,

one of these is ArsMeteo [ABB+09], a Web 2.0 portal that allows users to collect

and share digital artworks, including videos, pictures and music. Tag-based retrieval

of video content has been explored using a variety of tag sources including social

tags, professional metadata and automatically generated metadata [MGvSV08]. The

paper “Your place or mine?” [DVWK08] explores the Many Eyes website, a place

that allows for collaborative visualization of datasets, and examines the themes that

reoccur across various scenarios of the use of the data in the visualizations.

There are a large number of papers that focus on the application of various math-

ematical techniques to tagging in general, of which we have chosen only two as a

very small representative sample. The Folksoviz [LKJK08] project uses a statisti-

cal method for deriving subsumption relationships based on the frequency of tags

in Wikipedia texts and also uses the Tag Sense Disambiguation (TSD) method for

mapping each tag to a Wikipedia article.

An exploration of information seeking in the socio-semantic web shows how items
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can be viewed semiotically depending on tags, topics and points of view [CZZ07].

4.2.3 Motivation and Design Goals

Music browsing and discovery in large digital collections is a particularly interesting

domain with unique challenges and opportunities for interaction design. It is an

activity that many computer users engage daily. As the primary goal is entertainment

in many cases the user can be satisfied with little effort. For example most portable

music players feature a shuffle button that just plays random songs from a collection.

It is highly unlikely that the user of a text search engine would be in any way satisfied

with such random retrieval. At the same time, the notion of music similarity is highly

personal and subjective compared to relevance in other fields of information retrieval.

Music from unfamiliar styles or cultures is typically perceived as sounding all the

same by listeners and the same pair of tracks might be considered similar by one

listener and dissimilar by another. As in most information retrieval tasks there is a

need for both querying (direct search) and browsing (indirect search). However, in

browsing, listeners frequently have only a vague idea of what they want to hear so

the ability to quickly and effectively explore a large information space and discover

new music by unfamiliar artists is important.

The technique of content-aware self-organizing maps, proposed in this chapter,

evolved over experimentation with the ideas and techniques presented in the previous

subsections and informal feedback through participatory design activities. It can

be viewed as a fusion of concepts from text-based visualization interfaces and more

abstract content-aware visualization interfaces. In order to motivate the design goals

we briefly mention some of the issues that users raised when experimenting with

various different interfaces for browsing large music collections. A rough classification

of existing systems along two dimensions will be used to illustrate these issues. An

additional simplification used throughout this chapter is the use of the word tags

to denote any textual data associated with a particular music track. For example

the genre of a song, the year of release, or the artist can be viewed as tags (albeit

with some constraints such as that a track can only be associated with a single

artist). Existing systems can be characterized either as tag-based (using the more

generalized tag definition) or content-based. In addition they can be characterized

either as simple or complex. Simple interfaces have minimum requirements in terms

of screen real-estate and can be navigated using simple mouse or even just keyboard
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interaction. In contrast complex interfaces require large screen real-estate and require

complex user interactions and gestures to control. Existing systems are combinations

of these extremes.

Traditional complex tag-based systems based on long lists of sortable text such

as iTunes provide very little support for browsing, discovery and summarization,

even though progress using the previously described iTunes Genius feature is being

made. An alternative is visualization interfaces that are based on automatic anal-

ysis of musical content. By mapping the music collection onto a visual 2D or 3D

representation they enable quick browsing and navigation especially in the case of

music that is not known to the user or that has not been tagged. Simple content-

based interfaces typically only provide tag data once a particular track is selected

[PDW03, TBN+09, MUNS05]. User quickly learn a mental map of the representa-

tion (such as the lower corner of the display contains mostly fast, energetic rap songs)

but have trouble understanding the display (for example a frequent question might be

what is the meaning of the x-axis or how are the tracks placed). Some of the proposed

content-based interfaces can be visually complex (for example displaying hundreds of

dots representing songs in a 3D space) and require complex interactions such as 3D

rotation and zooming [GG05, PG06]. Even though such interfaces make great demos

they are frustrating to use regularly. Adding text/tags on the visualization further

increases complexity.

Tag-clouds provide a simple, familiar interface that partly overcomes these lim-

itations. For example they support both direct searching as well as browsing and

navigation. However they come with their own problems. In order for a tag to assist

search or browsing it is necessary for the user to have some notion of its meaning.

For example a specialized term such as indie pop might be completely unfamiliar to a

particular listener while at the same time essential to another. This problem becomes

even more acute using the more generalized notion of tags that includes information

such as artist or album. As one of the goals for an effective interface of music collec-

tion browsing is the discovery of new music by artists not known to the listener this

is an important disadvantage. Simple tag clouds also do not provide the user with

any information about the connections and similarity relations between tags. More

sophisticated approaches rely on analyzing and visualizing tag similarity calculated

based on co-occurrence relations. A final problem with any system based solely on

tag information is that there is no way to access music tracks that have not been

tagged (the so-called cold start problem). In contrast content-based visualizations
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allow any track to be accessed and do not require familiarity with the music explored.

Based on these considerations, we identified five distinct design goals for our music

discovery interface:

• Simplicity: Both the visual display and the user interaction should be simple,

straightforward and familiar to users. The design should not hinder implemen-

tation on small displays, touch surfaces or general accessibility by users with

special needs. Both direct and indirect search should be supported by the same

user actions.

• Discovery: The interface should support browsing, discovery and exploration

of music not familiar to the user without this support affecting direct search-

ing and retrieval. Tracks that have not been tagged should be integrated and

accessible.

• Consistency: Frequently multiple views of a music collection are desired. For

example a listener might want to see all the artists in a particular collection

or playlist as well as all the associated tags. Using existing techniques the tag

clouds generated for these two views (facets) would have no relation to each

other. Although clustering approaches that rely on tag similarity based on co-

occurance provide a more semantically meaningful layout they can not provide

layout consistency among different facets.

• Disambiguation: Typically there is no imposed structure or consistency in

tagging especially in a highly subjective fields such as music listening. Polysemy

and synonyms are well known problems of tagging. For example some music

tracks might be labeled with the tag “female voice” and some with the tag

“woman singing” even though they essentially refer to the same type of musical

content. It is likely users will use one or the other therefore tag similarity

based on co-occurance will not provide any help. Furthermore frequently tags

might be completely unfamiliar to a user. Such disambiguation problems can be

addressed if tags are placed based on analyzing musical content. For example a

listener unfamiliar with the tag “motet” should be able to use neighboring tags

such as “classical” or “vocal music” to infer the meaning.

Using these goals as requirements we propose a hybrid of text-based and content-

based approaches to music collection browsing that we term content-aware self-organizing

tags. In the following sections we describe the various processing steps required to
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create the visualization interface and present a proof-of-concept prototype implemen-

tation. There is a lack of empirical data offering insights into the design of music

discovery interfaces. We present the results of a user study evaluating our proposed

design and discuss some of the methodological issues we had to deal with.

4.3 System Architecture of Audioscapes

The goal of Audioscapes is to design a framework for exploring content and context-

aware user interfaces for browsing large audio collections using controllers beyond the

mouse and keyboard. The abstract system architecture distills the common func-

tional blocks required to build such interfaces. A large number of existing audio and

music browsing systems fit this architecture which is shown in Figure 4.1. The un-

derlying metaphor is that each track in an audio collection is mapped to a discrete

location on a rectangular grid. More than one track can be mapped to the same lo-

cation. Different algorithms for clustering and dimensionality reduction can be used

to map automatically extracted audio features to the grid coordinates. Controllers

take input from the user and either interact with the audio collection (for example

by initiating playback or by applying digital audio effects such as pitch-shifting and

time-stretching) or move around on the mapped grid representing the audio collec-

tion. Views are different ways/devices used to display the grid map. The communica-

tion between processing blocks is mainly accomplished through Open Sound Control

(OSC) [WFM03] messages or alternatively custom XML or text files.

Open Sound Control is a new content format for sending musical data between

computers. XML is popular tree-tree based format for encoding data.

The modular nature of the system provides flexibility and extensibility which are

crucial in this exploratory domain. In the following subsections the currently available

components of the framework are described.

4.3.1 Audio Processing

There are two main aspects of audio processing: digital audio effects and audio feature

extraction. For digital audio effects we currently support pitch-shifting and time-

stretching using a state-of-the-art phase vocoder algorithm [LD99] as well as tunable

filters.
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Figure 4.1: System Architecture

A phase vocoder is a type of digital audio filter which can scale audio in both time

and frequency.

These would be useful to have available to artists to enhance their creativity with

and control over the system. The goal of audio feature extraction is to represent

each song in a music collection as a single vector of features that characterize musical

content. Using suitable features, songs that “sound” similar should have vectors that

are “close” in the high dimensional feature space. The features used are the Spectral

Centroid, Rolloff, Flux and the Mel-Frequency Cepstral Coefficients (MFCC) as well

as time-domain zero crossings [Tza08].
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The Spectral Centroid is a measure of the “center of mass” of a spectrum, and

shows where the most common frequencies are distributed in a spectrum. Rolloff is

a measure of the steepness of falloff in an audio spectrum. Flux is the norm of the

difference vector between two successive magnitue/power spectra. MFCC coefficients

are a way to transform a standard spectrum into one that more closely approximates

how the human ear perceives sound.

To capture the feature dynamics we compute a running mean and standard devi-

ation over the past M frames:

mΦ(t) = mean[Φ(t−M + 1), ..,Φ(t)] (4.1)

sΦ(t) = std[Φ(t−M + 1), ..,Φ(t)] (4.2)

where Φ(t) is the original feature vector. Notice that the dynamics features are

computed at the same rate as the original feature vector but depend on the past M

frames (40 in our case corresponding to approximately a so called “texture window”

of 1 second). This results in a feature vector of 32 dimensions at the same rate as the

original 16-dimensional feature vector. The sequence of feature vectors is collapsed

into a single feature vector representing the entire audio clip by taking again the mean

and standard deviation across the 30 seconds (of the sequence of dynamics features)

resulting in the final 64-dimensional feature vector per audio clip.

A more detailed description of the features and their motivation can be found in

Tzanetakis and Cook [TC02].

For the calculation of the self-organizing map described in the next section all fea-

tures are normalized so that the minimum of each feature across the music collection

is 0 and the maximum value is 1. This feature set has shown state-of-the-art perfor-

mance in audio retrieval and classification tasks in the Music Information Retrieval

Evaluation Exchange (MIREX) 2008 11.

The exact details of the feature extraction for the Freesound collection and the

samba percussive instruments are slightly different from the process described above

(which is designed for music).

11http://www.music-ir.org/mirex/
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Figure 4.2: Topological mapping of musical content by the Self-Organizing Map for
Classical music

Figure 4.3: Topological mapping of musical content by the Self-Organizing Map for
Metal music

4.3.2 Visualization

The primary method used for visualization is the self organizing map (SOM) which

is a type of neural network used to map a high dimensional input feature space to

a lower dimensional representation while preserving the topology of the high dimen-

sional feature space. This facilitates both similarity quantization and visualization

simultaneously. The SOM was first documented in 1982 by T. Kohonen, and since

then, it has been applied to a wide variety of diverse clustering tasks [Koh95]. In

our system the SOM is used to map the audio features (64-dimensions, which is a

standard number of features often used in Marsyas to do music genre classification)
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Figure 4.4: Topological mapping of musical content by the Self-Organizing Map for
Hiphop music

to two discrete coordinates on a rectangular grid. The traditional SOM consists of a

2D grid of neural nodes each containing an n-dimensional vector, x(t) of data. The

goal of learning in the SOM is to cause different neighbouring parts of the network to

respond similarly to certain input patterns. This is partly motivated by how visual,

auditory and other sensory information is handled in separate parts of the cerebral

cortex in the human brain. The network must be fed a large number of example

vectors that represent, as closely as possible, the kinds of vectors expected during

mapping. The examples are usually applied several times. The data associated with

each node is initialized to small random values before training. During training, a

series of n-dimensional vectors of sample data are added to the map. The “winning”

node of the map, known as the best matching unit (BMU), is found by computing the

distance between the added training vector and each of the nodes in the SOM. This

distance is calculated according to some pre-defined distance metric which in our case

is the standard Euclidean distance on the normalized feature vectors.

Once the winning node has been defined, it and its surrounding nodes reorganize

their vector data to more closely resemble the added training sample. The training

utilizes competitive learning. The weights of the BMU and neurons close to it in the

SOM lattice are adjusted towards the input vector. The magnitude of the change

decreases with time and with distance from the BMU.

The update formula for a neuron with representative vector N(t) can be written

as follows:
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Figure 4.5: Topological mapping of musical content by the Self-Organizing Map for
Rock music

N(t+ 1) = N(t) + Θ(v, t)α(t)(x(t)−N(t)) (4.3)

where α(t) is a monotonically decreasing learning coefficient and x(t) is the input

vector. The neighborhood function Θ(v, t) depends on the lattice distance between the

BMU and neuron v. We utilize a Gaussian neighborhood function that shrinks over

time. The time-varying learning rate and neighborhood function allow the SOM to

gradually converge and form clusters at different granularities. In our implementation,

α(t) is a linearly-decaying function with t. Once a SOM has been trained, data may

be added to the map simply by locating the node whose data is most similar to that

of the presented sample, ie. the winner. The reorganization phase is omitted when

the SOM is not in the training mode. Another interesting property of SOMs for our

application is that they can be personalized by user initialization rather than random

initialization.

We also have explored other possibilities for mapping the high-dimensional space

to a 2D dimensional grid. Principal Component Analysis (PCA) can be used to map

the input feature space to the two “highest” (corresponding to the largest eigen-

values) principal components followed by quantization to the grid. The main advan-

tage of the SOM is that there is no need for quantization and there is better coverage

of the surface area as it mainly preserves the topology of the input space rather than

the distance characteristics.

Figures 4.2, 4.3, 4.4, 4.5, 4.6, 4.7, 4.8, 4.9 illustrates the ability of the extracted

musical content-features and the SOM to represent musical content. Figures 4.2, 4.3,
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Figure 4.6: Topological mapping of musical content by the Self-Organizing Map for
a selection of music by Bob Marley

4.4 and 4.5 show how different musical genres are mapped to different regions of the

SOM grid (the black squares are the ones containing one or more songs from each

specific genre). As can be seen Classical, Heavy Metal and HipHop are well-localized

and distinct whereas Rock is more spread out reflecting its wide diversity. The SOM

is trained on a collection of 1000 songs spanning 10 genres.

The figures 4.6 4.7 4.8 4.9 show how different artists are mapped to different

regions of the SOM grid. The SOM in this case is trained on a diverse personal

collection of 3000 songs spanning many artists and genres. It is important to note

that in all these cases the only information used is the automatically analyzed actual

audio signal and the locations of the genres are emergent properties of the SOM.

4.3.3 View and Control Interfaces

The common functionality among view interfaces is to display the automatically cal-

culated grid, respond to navigation events and handle audio playback and effects.

Typically the grid squares are colored darker or lighter based on the number of tracks

that they contain. The most powerful view is a desktop graphical user interface writ-

ten in Qt 12. In addition to standard view functionality it provides the ability to

write iTunes music library XML files, advanced coloring modes based on metadata,

and continuous playback mode in which tracks change automatically when the cursor

moves to a different grid square without requiring explicit clicking by the user. In ad-

12http://www.qtsoftware.com/products
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Figure 4.7: Topological mapping of musical content by the Self-Organizing Map for
a selection of music by Radiohead

dition we also provide a web-interface that although more limited has the advantage

that anyone on the internet can access and interact with the particular AudioScape

deployed. As the audio is streamed, the audio collection remains on the server, this

can be an important factor in commercial applications. It also provides an accessible

platform to conduct demonstrations and user studies that can be updated frequently

without requiring any user action.

In order to explore non-standard form factors we have developed a implementation

specific to the iPhone 13. Having a touch-based display surface facilitates spatial

awareness especially for blind or limited vision users. As the user moves his/her

finger across the various squares, songs from each corresponding node cross-fade with

each other to help her navigate the music collection by hearing how the songs in each

grid location are changing. By laying out a music collection in this spatial fashion,

navigation with only the knowledge of a few reference points is needed. For example,

if it is known that Rock music is in the upper left corner, and jazz music is in the

lower left corner, by dragging from top to bottom along the left edge of the grid, rock

music will slowly transition into jazz music. The use of multi-touch (two or more

fingers) may also be used to control playback. Swiping the surface with two fingers

in the right direction skips to another song in the same node while swiping left plays

the previous song in that node. Figure 4.10 shows the iPhone view. Finally we have

also explored tabletop views based on the desktop and web implementations on a

Smart Table system and well as a Mitsubishi Diamond Touch. However we did not

13http://www.apple.com/iphone
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Figure 4.8: Topological mapping of musical content by the Self-Organizing Map for
a selection of music by Led Zeppelin

take advantage of their multi-touch capabilities as it would require writing specialized

versions of the software.

4.3.4 Control interfaces

In addition to the traditional mouse/keyboard based control, we have explored various

alternative control interfaces. The radiodrum [SD01] is a novel three dimensional

controller that uses capacitive sensing to detect the positions of two radio frequency

oscillators, usually attached to drum sticks or other similar objects. Developed by

Max Matthews and Bob Boie, it was originally designed as the first three dimensional

computer mouse, but found a more pertinent application in the area of the production

of computer music [NDS03]. It has also been used as a controller to facilitate the

browsing of music collections [MT06]. In our prototype, we have mapped the x, y

and z axes of the sticks of the radiodrum to our the user interface. Movement of

the sticks in the x and y axes moves the audio track selector cursor on the GUI, and

movement in z controls the volume of that track. Each stick controls a different music

track. We use both of the sticks of the radiodrum, each of which can independently

select a different musical track. With the addition of volume control, the interface

transforms from a simple music browsing interface to a more DJ-like experience. with

the performer able to control the sound mix between two different audio tracks by

moving the sticks up and down on the z axis.

Some preliminary tests of this interface show that it is a potent and exciting way
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Figure 4.9: Topological mapping of musical content by the Self-Organizing Map for
a selection of music by Dexter Gordon

to create mashups and mixes of a variety of different music styles, with styles like

reggae, rock and hiphop.

The Wii remote, or wiimote, is a multimodal interface device developed by Nin-

tendo for use with the Wii game system. The wiimote has traditional buttons and

rumble functionality, but also contains a speaker, an 3-dimensional accelerometer, and

an Infrared (IR) sensor. This IR sensor has the ability to track up to 4 independent

sources of infrared light, and reports back the positions and intensities of the detected

points. All data from the wiimote is sent back to the computer via Bluetooth.

In order to enhance the configurability and expandability of this project, we use the

OSC protocol [WFM03] to transmit messages received from the wiimote controller.

Using OSC, we have added functionality that allows for the use of multiple wiimotes

at once, each one returning the positions of four different people in a space. As an

example we have developed SOMba, a system for collaborative creation of Samba

rhythms by dancers in a space. The rhythms and instrument sounds are arranged

in a grid using a Self-Organizing Map. In the canonical SOMba system, we use two

wiimotes, allowing up to 8 dancers to be tracked, but this number could easily be

expanded. It is important to align the sensors of the wiimotes accurately with the

performance space and with each other, so that an individual dancer is only tracked by

one wiimote at once. In our current system we use the wiimote for position tracking

of the dancers, but the use of OSC allows us to use a variety of other position trackers

quite easily.
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Figure 4.10: iPhone control interface

4.3.5 Data Collections and Implementation

In order to explore different configurations we have created AudioScapes for several

large audio data collections which are known to the Music Information Retrieval

(MIR) and Computer Music community. The Freesound Project 14 is a huge collec-

tion of sound effects, music and environmental songs all licenced under the Creative

Commons licence.

The website makes extensive use of folksonomy based methods of audio classifi-

cation primarily through a process of collaborative tagging of audio files as well as

through geotagging, sample packs, and a remix tree view. The audio in this database

is an wide variety of formats, including .wav, .mp3, .aiff and .au, amongst others,

and is recorded at many different sample rates and bit depths. For our current re-

search, we selected a well-behaved subset of the audio in the Freesound database, and

converted all the audio to a common format, sample rate, and bit depth.

The RWC (Real World Computing) Music Database [GN03] is a database of music

that has been copyright cleared and made available to the Music Information Retrieval

community.

It contains large amounts of high quality audio samples and musical pieces. There

are large numbers of short samples of audio from different musical instruments around

the world, including both tonal and percussive instruments.

14http://freesound.org
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The music in the RWC database is from a wide variety of genres, with many

classical and jazz pieces, as well as a sampling of the genres of popular, rock, dance,

jazz, latin, classical, marches, world music, vocals, and traditional Japanese music. A

collection of 1000 music tracks from 10 genres was gathered and described in [TC02].

The music in this collection includes such diverse genres as blues, classical, country,

disco, hiphop, jazz, metal, pop, reggae and rock. It has been used extensively by

the Music Information Retrieval community. We have also used a large database of

3000 30-second snippets from the personal collection of one of the authors. Another

collection consists of samples of percussion instruments of Samba music.

The Marsyas 15 audio processing software framework has been used for the audio

feature extraction, digital audio effects, calculation of the SOM, the desktop graphical

user interface and handling of controller data. The calculation of the SOM in Marsyas

is carried out after the feature extraction in a data-flow architecture. This architecture

allows for easy integration and rapid execution of all the required processing steps, and

is readily extensible to support a diverse set of different experimental parameters. The

Qt interface to Marsyas is used for display of the generated data and user interaction.

For the web based interface we employ an XHTML/CSS and Flash based interface.

The user is presented with a simple XHTML/CSS web page that has been designed to

be standards compliant which will facilitate accessibility by the research community

on a wide variety of different web browsers and computer platforms. The Flash based

interface is written in the haXe [MSP08] programming language, which compiles the

ECMAScript language haXe down to Flash bytecodes. The Flash interface presents

a simple interface to the user with an interface similar to the Qt based MarGrid

interface.

The Open Sound Control (OSC) protocol [WFM03] is used in this project to fa-

cilitate communication between the various components of the system. The main

MarGrid Qt interface presents an OSC listener which all other controllers send mes-

sages to. The wiimote Bluetooth messages are translated to OSC to update the grid

position. In a similar manner, the MIDI messages from the RadioDrum are translated

into OSC messages. This system architecture lets us easily add new controllers to our

system. Because OSC is able to send its messages over a network, we are able to run

the controller programs on different machines than the machine producing the audio,

thus facilitating experimentation and collaboration between multiple users.

15http://marsyas.sourceforge.net
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Figure 4.11: Audio Feature Extraction

4.4 Self-Organizing Tag Clouds as a Novel Music

Exploration Tool

We describe a new method for organizing music tag clouds that makes a persistent

map that takes into account the musical similarity between songs. Figure 1 shows the

various stages of the process of creating a content-aware self-organizing tag cloud. The

first step (Figure 4.11) uses techniques from the field of Music Information Retrieval

(MIR) to calculate a high-dimensional feature vector representation for each track in

the music collection. Once all the feature vectors are calculated each track is mapped

onto a discrete position on a 2D grid using a Self-Organizing Map (Figure 4.12).

Each generalized tag is associated with a set of tracks that have been annotated

with it. As the tracks have been mapped to feature vectors and subsequently to

2D grid coordinates each tag can be associated with a set of 2D grid coordinates.

The self-organized map process ensures that neighboring points (tracks) will have

similar high-dimensional audio features and therefore similar musical content. In

the third step the tags are placed on the centroids of their corresponding set of 2D

grid coordinates. Their placement will reflect the underlying musical content but

results in visual overlap between them (Figure 4.13). The final step (Figure 4.14)

is applying a force-based layout drawing algorithm to reduce overlap and result in a
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Flute Electronic

Flute
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Figure 4.12: Self Organizing Map

more aesthetically pleasing tag cloud.

4.4.1 Self-Organizing Maps for Layout of Tag Clouds

For creating the visualization layout we utilized the self-organizing map (SOM) which

is a type of neural network used to map a high dimensional input feature space to

a lower dimensional representation while preserving the topology of the high dimen-

sional feature space. This facilitates both similarity quantization and visualization

simultaneously. The theory behind the SOM was described in detail in an earlier

chapter.

Once the self-organized map of tracks is created, each track is mapped to a set of

2D coordinates (x, y). The centroid of this set of 2D coordinates is used as the position

of the corresponding tag. To generate the content-aware self-organized tag cloud we

iterate over each of the songs in the collection and place it using the centroid. Figure
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Figure 4.13: Self-Organizing Tag Cloud before Mass-Spring-Damper

4.12 shows how the self-organizing map can move tags using an underlying content

space. The top of the figure shows a random distribution of songs for the tags “Flute”

and “Electronic”. As can be seen after the SOM processes the songs corresponding

to each tag are clustered although there is some overlap (for example an electronic

piece might contain flute) and the corresponding tag positions are moved.

This initial layout contains many overlapping words, so the position of each tag

is repositioned using a mass, spring and damper force-based algorithm for drawing

[EGK+01]. In our implementation each tag is anchored to its original position using

a spring and an electrostatic-like force is applied between every pair of tags that

is proportional to the inverse of their squared distance. Therefore tags that are

close and overlapping will be pushed away while still trying to remain close to their

original location. An additional wall force term was added to keep all tags within the

designated window. Figures 4.13,4.14 shows the self-organizing tag cloud before and

after applying the Mass-Spring damper algorithm.

In order to present this data to users, we designed an interactive web-based inter-

face which utilizes a multiple facet view of synchronized tags clouds [HFS+08]. Three

views/panes that are coupled are provided: 1) a track view 2) an artist view and 3) a

tag view. The interface is shown in Figure 4.15. On the right is the tag pane, and in

this figure the tags are organized according to the Self-Organizing Map. In the center

is the artist pane, which shows the names of the artists that created the tracks, and

the songs are shown in the left hand pane. Because there are many more tags than
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Figure 4.14: Self-Organizing Tag Cloud After Mass-Spring-Damper

Figure 4.15: Play Tag Now! Interface

can be shown in either the tag pane or the song pane, only a small subset of the tags

are displayed at any one time, and above each pane is a “Shake” button which selects

a different random subset of tags to show the user. The display area is partitioned

into a 5x5 grid and tags in each subgrid are rotated during each “Shake”. In Figure

4.15, the user has clicked on the “Flute” tag in the tag window, which then displays

all the songs that have the tag “Flute” associated with them in orange. To give the

user a feeling of the overall song organization, a subset of tracks is shown in black in

the track pane.
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Figure 4.16: Random Tag Cloud
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Figure 4.18: Alphabetical Tag Cloud



65

4.5 Evaluation of Self-Organizing Tag Clouds

The goal of the evaluation was to compare the effectiveness of three different ways

of tag clouds visualization: random placement, alphabetical layout, and the self-

organized tag clouds based on music content similarity proposed in this chapter.

Figures 4.16, 4.18 and 4.17 show these three configurations.

The evaluation of music browsing and discovery interfaces is challenging. Fre-

quently the effectiveness of the interface is evaluated indirectly through specific tasks

which tend to be more related to directed search. Examples of such tasks include

finding a song of a particular genre or artist or using the interface to create a playlist.

One methodological problem with such tasks is that the stopping condition from the

task is dictated by the experiment designer and does not take into account individual

patterns of usage. Although the artificial nature of such tasks for evaluation is to some

extent unavoidable, they can be designed to be more open and flexible. Throughout

our participatory design process and pilot study we observed that users tend to have

very different behaviors when interacting with large collections. Some users are easily

satisfied with a quick match that approximately corresponds to what they are looking

for while others spend considerable time refining and narrowing their search in order

to find a much more tighter match.

In order to accommodate this variety in usage patterns we decided to let the users

specify the stopping criterion rather than the experimenter. For all tasks the users

were asked to indicate when they locate a music track that was similar to the provided

query according to them. In contrast other user studies frequently ask the user to

keep looking for tracks until the “correct” answer is found and measure the time to

complete such task. In our opinion our approach provides a more valid assessment

of browsing effectiveness across different usage patterns but has the unfortunate side

effect of largely varying task completion times among users. For this experiment,

we studied a total of 14 users selected from Graduate students and Professors in the

Department of Computer Science at the University of Victoria. Therefore, in order

to compare the three configurations across different users we normalized the task

completion times. For each task the “slowest” configuration was used to normalize

the task completion times for a particular user. As an example a user with task

completion times (A : 60, B : 14, C : 30) in seconds would have normalized task

completion times of (A : 1, B : 0.23, C : 05) which can be interpreted that the time

to complete the task using configuration B was 0.23 faster than using configuration
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A (or 14 seconds for configuration B compared to 60 seconds for configuration A).

When examining the results of the user study, we found that the average time to

complete the tasks varied widely between different users. The time to complete all the

tasks averaged across all the participants was 436 seconds with a standard deviation

of 224.35 seconds. The shortest time to complete all the tasks was 202 seconds, and

the longest time was 1162 seconds. The times did not follow a normal distribution

curve.

Another issue we had to wrestle with was whether the configuration used was

known to the users. The problem was that unless the users were aware of the under-

lying content-based mapping they would not expect similar tags to be located near

each other. Therefore we decided that the users would see which configuration was

used each time. Given that the differences between each configuration are obvious

anyway we don’t think that this choice affected our results. We collected both quan-

titative data such as task completion times as well as qualitative data. The following

sections describe the experimental setup and results.

4.5.1 Experimental Setup

Fourteen participants were recruited from graduate Computer Science students. Three

were female and 11 were male. All subjects had normal or corrected-to-normal vi-

sion, enjoyed listening to music and were experienced computer users. None of the

participants had previous knowledge of the Magnatunes 16 dataset.

The Magnatagatune dataset is a new dataset for MIR applications that contains

a large collection of songs that has associated tags generated by users. It contains

songs from the Magnatunes record label that aims to treat both artists and customers

fairly by releasing music under permissive licences. Magnatunes made available a

large number of songs to the scientific community for use in research. The Tagatune

game [LvA09] is a new game-with-a-purpose [vAD08] in which two users are both

presented with a song. Both users are then asked to guess what tag the other user

would select for this song, and if both users agree, the tag is added to the song. This

tag is then not allowed to be used for this song by subsequent pairs of players. The

Magnatagatune dataset contains over 25,000 songs and over 180 of the most common

tags derived from the Tagatune game and is freely available for research. 17 One

16http://magnatunes.com
17http://tagatune.org/Magnatagatune.html
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Table 4.1: Task 1 - Similar song, different tag
Sorting Mean SE
Random 0.73 0.33

SOM 0.48 0.34
Alphabetical 0.73 0.32

thousand clips were randomly chosen from the Magnatunes dataset and were placed

on a self-organizing map using music feature similarity. These 1000 clips represented

278 songs by 24 artists and have 188 different tags.

Subjects were instructed in the use of the interface and were then asked to first

practice with the interface for 5-10 minutes. Subjects then performed each task in se-

quence. During all tasks, subjects were encouraged to speak aloud and their comments

were recorded along with the completion times for each task. After the experiments,

users filled in a 5-point System Usability Survey (SUS) and were interviewed.

4.5.2 Task 1

In Task 1, subjects were asked the question: “Play a classical music track by clicking

on the classical tag.” After the corresponding tag was clicked, a piece of classical music

was played. The subjects were than asked to: “Find another track that sounds similar,

according to you, using a different tag.” and the time required was recorded. The

mean and standard deviations of response times are detailed in Table 4.1. From this

table we can see that the SOM condition had the lowest mean normalized time, of 0.48,

which is considerably better than the mean normalized times of either the Random

or Alphabetical conditions. A one-way between subject ANOVA was conducted.

A one-way ANOVA, or Analysis of Variance between groups, is a statistical tech-

niques that is used to test hypotheses about a certain experiment in order to reject

or tentatively accept the hypothesis. In it, one examines the hypothesis the means

of two experimental variables are equal, under the assumption that the two variables

follow a standard distribution. It is a commonly used technique in the analysis of

experimental results in a wide number of fields, including Human Computer Interac-

tions.

There was no significant effect of tag cloud configuration for this task (F(2,39)=2.66,

p=0.0830>0.05). This task is more representative of direct searching and therefore

participants did not need to utilize the underlying representation. For example a

user could locate the “Baroque” tag visually in any configuration and know that it
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Table 4.2: Task 2 - Similar song, different artist
Sorting Mean SE

Task 2a
Random 0.9 0.23

SOM 0.4 0.28
Alphabetical 0.53 0.31

Task 2b
Random 0.70 0.34

SOM 0.42 0.24
Alphabetical 0.69 0.34

probably contains similar tracks.

4.5.3 Task 2

In Task 2, subjects were asked the question: “Play Asteria by clicking on Asteria

in the artists pane.” After the corresponding tag was clicked, a piece of music by

the artist Asteria was played. The subjects were asked to: “Find another track that

sounds similar, according to you, using a different artist.” and the response time was

recorded. The subject was then asked to “Find another track that sounds similar,

according to you, using a tag.”

The mean and standard deviations of response times are detailed in Table 4.2.

From this table we can see that for Task 2a the SOM condition had the lowest

mean normalized time, of 0.4, which is considerably better than the mean normal-

ized times of either the Random or Alphabetical conditions. A one-way between

subjects ANOVA was conducted showing that this result was statistically significant

(F(2,39)=12.38, p<0.001). For Task 2b, the SOM condition also had the lowest

mean normalized time (0.42), which was considerably better than the mean normal-

ized times of either the Random or Alphabetical conditions. We also found that this

result was statistically significant (F(2,39)=3.56, p<0.05). This task was the most

representative of browsing unfamiliar music as the participants had no knowledge of

the artists involved. It also illustrates the importance of visual consistency in different

facets. For example as can be seen in Figure 4.15 the tags “Monks” and “Opera”

are probably relevant for the artists “Asteria” and “Ensemble Sreteniye”.
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Table 4.3: Task 3 - Similar song, user guided search
Sorting Mean SE

Task 3a
Random 0.68 0.33

SOM 0.52 0.33
Alphabetical 0.68 0.35

Task 3b
Random 0.83 0.26

SOM 0.60 0.29
Alphabetical 0.65 0.31

4.5.4 Task 3

In Task 3, subjects were asked the question: “In the next exercise, I’ll ask you to find

a song that you enjoy using the interface in any way you like.” The response time

was intentionally not recorded. The subjects were then asked to “Find another song

that sounds similar to your selection, according to you in any way you want using

the interface.” as well as “Find a song that sounds very different to it, according to

you.”. Both response times were recorded.

The mean and standard deviations of response times are detailed in Table 4.3.

From this table we can see that for Task 3a the SOM condition had the lowest mean

normalized time, of 0.52, which is considerably better than the mean normalized

times of either the Random or Alphabetical conditions. A one-way between subjects

ANOVA was conducted showing no statistically significant difference (F(2,39)=1.04,

p=0.3640>0.05). For Task 2b, the SOM condition also had the lowest mean nor-

malized time (0.42), which was considerably better than the mean normalized times

of either the Random or Alphabetical conditions. This result was also not statis-

tically significant (F(2,39)=2.71, p=0.0794>0.05). For similar reasons to the ones

described in Task 1 this can be attributed to knowledge of tag semantics. At the

same time it shows that there is no significant penalty in any of these tasks by using

the self-organizing tag cloud.

4.5.5 System Usability Survey

After the conclusion of the three timed tasks, the participants were asked to fill out

a short System Usability Survey [Bro96] consisting of 6 questions, each rated on a 5

point scale, where “1” was labelled “Strongly disagree” and “5” was labelled “Strongly
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Table 4.4: System Usability Survey
Question 1 2 3 4 5 Mean SE

1 0 1 3 8 2 3.79 0.8
2 5 7 1 1 0 1.86 0.86
3 5 3 3 1 2 2.43 1.45
4 0 0 2 6 6 4.29 0.73
5 0 2 1 4 7 4.14 1.1
6 0 2 0 6 6 4.14 1.03

agree”. The 6 questions were as follows:

1. I thought the application was easy to use

2. I needed to learn a lot before I could accomplish tasks with the application

3. I think people would need technical support to be able to learn how to use the

application

4. I think most people would learn to user the application very quickly

5. Overall, accomplishing tasks using the self-organizing map was easier than with

other methods

6. Overall, accomplishing tasks using the self-organizing map was more fun than

with other methods

The results from the survey are detailed in Table 4.4. On average users rated

Question 4 highest, which indicated that they thought most other people would be

able to learn the application quickly. This question also had the lowest variance. In

Table 4.4 we detail all the responses from the participants, and we can see that 2

participants chose the middle check box, 6 chose the next one to the right, and 6

chose the checkbox labelled “Strongly agree”.

In a similar vein, participants also rated questions 5 and 6 highly, although notably,

two participants rated this question as one box to the right of “Strongly Disagree”.

This shows that certain users found our interface facile to use and fit in well with

their expectations of an interface to explore music collections, but for other users it

did not. Different people enjoy different ways of interacting with media, some are

more spatially oriented, and others prefer to have options presented in a linear form.

In subsequent versions of this application, we would like to explore the possibility of
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using different visual design strategies to make this an enclusive environment for a

wide community of users.

For Question 2, the average response was 1.85, which means that on average, users

mostly strongly disagree that they would have to learn a lot before accomplishing

tasks with this application. It is important to include negative examples on such

a user study to ensure that participants are not just choosing answers to questions

randomly, and this question performs this control function.

4.5.6 Interview

We also carried out an interview with all the participants after the SUS survey. The

participants were first asked which of the three conditions they felt took the least

amount of time to complete, and were then asked which of the three conditions they

found most fun. We then asked the participants to feel free to give us feedback on

the software and algorithms.

Of the 14 users, 10 users felt the Self-Organized Map condition was the fastest,

2 users felt the random condition was the fastest, 1 felt the alphabetical condition

was the fastest, and 1 expressed no preference. When asked which condition was the

most fun, 9 users felt the Self-Organized Map condition was the most fun, 2 users

felt the random condition was the most fun, 1 felt the alphabetical condition was the

most fun, and 2 expressed no preference. This type of qualitative data is very useful

in testing interfaces such as this, because of the subtle and not easily measurable

behaviour of people in a task as subjective as music listening and browsing.

4.6 Conclusions and Future Directions for Music

Exploration

In this chapter we describe our investigations in designing an interface for content-

aware music browsing and discovery based on faceted self-organizing tag clouds. The

experimental results show that self-organizing tag clouds can result in more effective

retrieval especially in the case of browsing unknown artists and relating different

facets such as artists and tags. We also discuss evaluation issues for music browsing

interfaces. The proposed interface provides a simple, consistent interface for music

discovery that can easily be adapted to small screen real-estate and touch surfaces.
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There are many directions for future work. We are planning to explore visualizing

tag-based similarities as edges between tags with proportional thickness. Another

interesting direction is the use of more complex layout algorithms that take into ac-

count the shape of words to approximate the aesthetic seen in manually created tag

clouds. Several of the user study participants suggested using the same interface for

tag annotation. Another interesting possibility is the use of self-organizing tag clouds

for collaborative music browsing and comparison of collections between different lis-

teners. Finally, although we focus on music browsing in this work, we hope the ideas

in this chapter can be applied to any application domain where the underlying objects

that are tagged can be automatically analyzed based on their content.
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Chapter 5

Computer Assistance for Analysis

of Orca Vocalizations

In this chapter I use techniques from Music Information Retrieval and Machine Learn-

ing on the problem domain of the vocalizations of Orcas. I present a web-based system

that I built called “The Orchive” that takes a huge archive of over 20,000 hours of

orca vocalizations and and presents it to researchers around the world. This sys-

tem allows users to view and listen to any recording, and also lets them annotate

these recordings. These annotations would typically be either the call type or the

name of the matriline or pod that made these vocalizations. This web based system

then links into a set of powerful Music Information Retrieval and Machine Learning

algorithm that allow researchers to extract features from the audio, train machine

learning classifiers and make predictions on other audio files.

5.1 Introduction to Orca Vocalizations and The

Orchive

The whale species Orcinus orca, commonly known as Killer Whales [JFB00], are

large toothed whales found around the world, in places as far afield as Antarctica

and Alaska[EDSW09]. There are three distinct types of Orcas, Transients, Residents

and Offshores, each of which have different feeding behaviours and different styles of

communication. The vocalizations of orcas are complex and diverse, and consist of

a wide variety of vocalizations, which include echolocation clicks, tonal whistles and

pulsed calls [DFS00].
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Around Vancouver Island there are two distinct communities of Orcas, the North-

ern Residents, which have a range north of Campbell River, and the Southern Res-

idents, which spend time around Victoria. Orcalab is a research station located on

Hanson Island, a small island up near the top of Vancouver Island, directed by Dr.

Paul Spong and Helena Symonds and which studies the Northern Resident population

of Orcas. Orcalab has been recording Orca vocalizations for over 20 years, and has

amassed a huge archive of over 20,000 hours of audio on magnetic cassette tapes. In

a collaboration with them, we are digitizing and analyzing this huge and rich archive

in a project called ”The Orchive”.

Although these recordings contain large amounts of Orca vocalizations, the record-

ings also contain other sources of audio, including voice-overs describing the current

observing conditions, boat and cruise-ship noise, and large sections of silence. Finding

the Orca vocalizations on these tapes is a labor-intensive and time-consuming task.

In the current work, we present a web-based collaborative system to assist with the

task of identifying and annotating the sections of these audio recordings that contain

Orca vocalizations. This system consists of a dynamic and user-informed front end

written in XHTML/CSS and Flash which lets a researcher identify and label sections

of audio as Orca vocalization, voice-over or background noise. By using annotation

boot-strapping [Tza04], an approach inspired by semi-supervised learning, we show

that it is possible to obtain good classification results while annotating only a small

subset of the data. This is critical as it would take several human years to fully

annotate the entire archive, a daunting task even with the use of crowdsourcing to

help annotate the archive.

Once the data is annotated it will be easier to focus on data of interest such as

all the orca vocalizations for a particular year without having to manually search

through the audio file to find the corresponding relevant sections.

5.2 Relevance of this work to Orcas and their Vo-

calizations

This work is of importance to a number of different scientific communities. The

primary scientific community that will benefit from this work will be cetacean biol-

ogists. In order to study the rich archive orca vocalizations that have been recorded

by Orcalab, researchers must travel to Hanson Island, search through the lab books
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and incidence reports to find which recordings contain the data they are interested

in, locate the physical cassette tape corresponding to this recording, and then either

manually listen to the tape, or perhaps digitize the tape and analyze it in the com-

puter. Each researcher typically then keeps the annotations and data generated from

this procedure themselves, if future researchers want to obtain this data for further

analysis, they must first be aware of the fact that this researcher has the data, and

then request it from them.

With the distributed collaborative system we have designed, not only can these

biologists easily listen to any recording in the entire archive from any internet con-

nected computer in the world, and compare different recordings, they can also add

their annotations to the system. These annotations can be either private or public, if

they are for use in a publication, after the article has been accepted for publication,

the researcher can make their private annotations public.

Another scientific community that will receive benefits from this archive are the

developers of bioacoustic algorithms. These scientists are typically computer scien-

tists with interests in Music Information Retrieval and bioacoustics. This archive

represents a site where researchers can get large amounts of high quality and uni-

formly collected data.

Another group of scientists that have expressed interest in the Orchive are Envi-

ronmental and Conservation scientists [FOH04]. Of particular interest is the effect

of boat noise on cetaceans and on the marine environment in general. For these re-

searchers, the data they will be most interested in is the frequency and nature of orca

vocalizations, and the intensity and spectral characteristics of boat noise. There are

large differences in the intensity and frequency content of boat noise depending on

the type of boat that creates it, speed pleasure craft often create a high pitched noise

that quickly moves away, tug boats have a lower pitched sound and take a long time

to move through an area, and cruise ships make a loud and distinctively high pitched

sound. Analyzing the effects of these various types of boat noise will help researchers

to establish guidelines for boat noise as it affects this sensitive population of marine

mammals.

Another group of scientists that this work will benefit are those studying the social

organization of whale communities [BOE+90]. There have been studies that investi-

gate the transmission of culture in orca societies [DFS00] and have found evidence of

this through the examination of dialect change. In a similar vein, other studies have

investigated social learning [JS00] in communities of orcas. With a large database
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such as this, more of these type of studies will be made possible in the future.

5.3 The Orchive

The Orchive (1) is a web-based collaborative system designed to assist with the task

of identifying and annotating sections of audio recordings that contain orca vocal-

izations. This system consists of a dynamic front end written in XHTML/CSS and

Flash. The interface allows the user to annotate regions of the recording with any tag

they choose, for example “orca” and “voiceover”. It automatically assigns the “back-

ground” label to unlabeled regions of the audio. In voiceover sections the observer

that started the tape recording talks about the details of the particular recording such

as the geographic location of the Orcas, the time of the day, the weather conditions

and other items of note. A sample section of audio with voiceover, orca vocalizations

and background is shown in Figure 5.3. Although we also provide ways for users to

enter more a detailed classification scheme, such as the type of orca calls, in practical

terms this basic classification to three categories is very important to the researchers

involved. We are working on classification algorithms to automate this process of

segmentation and labelling.

This web server then runs audio feature extraction and performs supervised and

semi-supervised learning using the Marsyas [TC00] (2) open source software frame-

work for audio analysis.

OrcaAnnotator is a Model-View-Controller system containing well-defined and

well-separated sections, each of which presents a uniform interface to the other sec-

tions of the system. Each part is made to be a simple and well-defined unit, making

them easier to test and maintain.

The primary mode of communication with the user is via an XHTML/CSS and

Flash based interface. The user is presented with a simple and attractive XHTML/CSS

web page that has been designed to be standards compliant which will facilitate ac-

cessibility by the research community on a wide variety of different web browsers and

computer platforms. The Flash based interface is written in the haXe [MSP08] pro-

gramming language, which compiles the ECMAScript language haXe down to Flash

bytecodes. The Flash interface presents a simple interface to the user with a spectro-

gram of the sound file, shuttle and volume controls, a time display, and an interface

1http://orchive.cs.uvic.ca
2http://marsyas.sness.net
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Figure 5.1: An annotated region of audio from the Orchive, with regions of background
and orca vocalization shown. Unlabeled regions are automatically assigned a label of
background noise.

for labeling the audio file. We used the labeling functionality in Audacity [MD02]

as a model for our user-interaction paradigm. To add a label, the user simply clicks

and drags the mouse on the label region. This creates a label with left and right

extents, and a text region where the user can enter a text description of the audio.

In addition, a pull-down menu with labels can be used for quick annotation.

Labels are saved to the database with the user that created them and the time

that they were created. This user can be an actual user on the system, or can be

labeled with Marsyas and the name and parameters of the classifier that was used

for labeling. Marsyas contains a number of machine-learning classifiers, including

Gaussian (MAP), Gaussian Mixture-Model (GMM), and Support Vector Machines

(SVM). We used the “bextract” program which is part of Marsyas, which now includes

a new Timeline module that allows the import of human-annotated sections of audio

into Marsyas as a start for a bootstrapping approach. A variety of standard audio
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feature extraction algorithms such as Mel-Frequency Cepstral Coefficients (MFCC)

as well as various types of spectral features are also provided. The integration of

machine learning and audio signal processing is essential in creating a semi-automatic

annotation interface.

To provide communication between the Flash user-interface and the Marsyas clas-

sifier algorithms, we have employed the Ruby on Rails web framework[THB+06]. Ruby

on Rails allows for quick and easy development and deployment of websites, and it

provides a tight interface layer to an underlying database like MySQL.

Ruby on Rails also has the advantage that it makes it simple to build REST based

applications[Fie]. REST is the model on which the internet is built and has the ability

to minimize latency and network communication, while simultaneously maximizing

the independence and scalability of network services. Ruby on Rails queries the

database for user data, label data and locations of audio files. It then generates

all the XHTML/CSS files displayed to the user and sends the required XML data

to the Flash application. Once the user submits their annotated data back to the

web server, it first stores this data in the database and then queues this data for

Marsyas to run in a separate background process, perhaps on another machine, or

network of machines. Once Marsyas completes processing the audio, the results are

automatically sent back to the web server using REST web services.

Being able to segment and label the audio recordings into the three main cat-

egories (voiceover, orca vocalizations and background noise) is immensly useful to

researchers working with this vast amount of data. For example background noise

comprises approximately 64% of the recordings, and is much higher in some individ-

ual recordings. Fully annotating the data even using a well-designed user interface is

out of the question given the size of the archive. To address this problem we have

designed a semi-supervised learning system that only requires manual annotation of

a small percentage of the data and utilizes machine learning techniques to annotate

the other part. This recording-specific annotation bootstrapping can potentially be

used with other types of time-based multimedia data.
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5.4 Annotation Bootstrapping applied to Orca Vo-

calizations

Annotation bootstrapping is inspired by semi-supervised learning [CSZ06]. It has

been shown that unlabeled data, when used in conjuction with a small amount of

labeled data, can produce considerable improvements in learning accuracy. The ac-

quisition of labeled data for a learning problem often requires manual annotation

which is a time consuming process so semi-supervised learning can significantly re-

duce annotation time for large multimedia archives.

We extend the idea of semi-supervised learning to take advantage of the strong

correlation between feature vectors from the same audio recording. In the Orchive

each audio recording has a duration of 45 minutes and corresponds to a particular

date and time. There is considerable consistency within a recording as the same

person is doing the voiceover sections, the mixing settings are the same and the

orcas that are vocalizing typically come from the same group. A recording-specific

bootstrap classifier is trained as follows: a small percentage of the specific audio

recording is manually annotated and used to train a recording-specific classifier. This

classifier is then used to label the remaining parts of the recording. Due to the

consistency of the recording this classifier will be to some extent overfitted to the

recording and will not generalize well to other recordings. However, that is not a

problem in our case as we are mainly interested in obtained labels for the entire

recording. This process is repeated for each recording. Once all the recordings have

been semi-automatically fully labeled then feature extraction is performed for the

entire archive and a generalizing classifier is trained using the full dataset.

In order to explore whether this idea would work for our data, we created a rep-

resentative database consisting of 10 excerpts from our recordings with each excerpt

lasting between 5 and 10 minutes. Table 5.1 shows classification results using 10-fold

cross-validation for each particular recording using a recording specific classifier as

well as using a classifier trained on the entire dataset.

Cross validation is a technique used to test the accuracy of machine learning clas-

sifiers by separating a dataset into examples used to train the classifier and examples

used to test the classifier. In 10 fold cross-validation, one breaks up a dataset into

10 folds, each containing 1/10 of the dataset. One then trains the machine learning

classifier with 9 of the folds, and tests with the remaining fold. This process is re-

peated for all combinations of folds, training on 9 folds each time, and testing on the
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Table 5.1: Recording-specific classification performance
Naive bayes SMO
% correct % correct

self train with self train with
remaining remaining

446A 89.42 93.10 95.00 73.39
446B 63.45 77.66 85.85 70.23
447B 75.46 57.32 82.02 68.17
448A 52.18 61.02 81.57 62.24
448B 84.63 67.62 83.64 67.87
449B 82.24 51.85 86.41 75.72
450A 94.66 90.91 96.12 91.58
450B 83.65 96.27 99.29 94.92
451A 70.92 89.58 97.04 78.72
451B 74.18 33.73 82.34 50.88
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Table 5.2: Classification performance using annotation-bootstrapping (SVM classi-
fier)

% data %correct F-measure
used
100 82.38 0.876
10 81.98 0.874
5 82.04 0.874
1 79.95 0.864

0.1 78.08 0.857
0.01 71.42 0.800

remaining fold.

Two classifiers are used: a simple Naive Bayes classifier (NBS), as well as a Support

Vector Machine (SVM). The results shown are based on the use of the standard Mel-

Frequency Cepstral Coefficients (MFCC) as audio features. The “self” column shows

the classification accuracy results of using a recording-specific classifier, whereas the

“remaining” columns shows the classification accuracy results using the remaining

nine recordings. As can be seen, recording-specific classifier can generate significantly

better results than generalized classifiers, which is not surprising as they adapt to

the specific data of the recording. This justifies the use of their annotation results to

labeled the unlabeled parts of the audio recording.

The goal of annotation bootstrapping is to only label a small part of each recording

to train a recording-specific classifier which is then used to annotate the remainder

of the recording. Table 5.2 shows the results in terms of classification accuracy and

F-measure over the entire dataset for different amounts of labeled data. As one can

see the classification accuracy remains quite good, even when only a small percentage

of the data is labeled and annotation bootstrapping is used to label the rest. The

first row shows the classification accuracy when all the data is used for training.

The F-measure is the weighted harmonic mean of precision and recall, and is

described by the following formula:

F =
2 ∗ precision ∗ recall
precision+ recall

Figure 5.4 shows graphically how the classification accuracy increases with the

amount of labeled data used for training. In both the table and the figure, the

classifier used is a Support Vector Machine (SVM) and for evaluation a variation of
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10-fold cross-validation where each of the 10 recordings is held out for testing, the

remaining ones are used for training, and the process is iterated 10 times. We also

experimented with different choices of window size for the feature calculation as well

as different audio feature parametrization but there was no significant difference in

the obtained results.

To make the importance of annotation bootstrapping concrete, fully annotating

the archive would take approximately 2 and half years (assuming 24/7 manual an-

notation) whereas using one percent annotation bootstrapping would take 3 months

(assuming 24/7 manual annotation) without significantly affecting the ability of the

system to succesfully label all the recordings in the 3 classes of interest.

5.5 Conclusions for Computer Assisted Analysis

of Orca Vocalizations

By combining the expert knowledge of our scientific collaborators with new multime-

dia web-based tools in an agile development strategy, we have been able to ask new

questions that had previously been out of reach. The large and multi-dimensional

datasets in both the chant community and in orca vocalization research provide chal-

lenging fields for study, and new web-based technologies provide the flexibility to allow

true collaboration between scientific partners in widely disparate fields of study. We

described an automatic technique for simplifying melodic contours based on kernel

density estimation. Annotation of the archive of orca vocalizations is very time-

consuming, we proposed annotation bootstrapping and show that it is an effective

technique for automatically annotating recordings.
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Chapter 6

Conclusions

In this thesis, I have explored a variety of different areas where tools and ideas from

Music Information Retrieval (MIR) and web based collaborative software can be used.

In addition, developed tools that support these investigations have been presented.

Although the application areas, from Orca vocalizations, to chant traditions from

around the world, to browsing of large music collections at first seem quite disparate,

the same tools and analysis can be applied to all of them. These tools, which include

algorithms such as Audio Feature Extraction, Self-Organizing Maps, Support Vector

Machines, were developed in a variety of areas, and only recently have been applied

to the analysis of audio signals and music. This thesis outlines only the preliminary

stages of applying these tools to these three application areas, and in the future, we

anticipate that many more useful results will arise from more detailed analysis with

these and other tools.

The use of online, web-based tools to present these results to scientists is a very

important new development in the dissemination of advanced algorithms, developed

in Computer Science, to researchers in other fields, such as Biology, Ethnomusicology

and Music. In the past, these powerful algorithms were often too difficult to use

and therefore basically unavailable to be used by these other scientists. However,

web-based tools are often easier to use and are less intimidating for less sophisticated

users, and thus open up whole new avenues for collaboration between disciplines.

In this thesis I present results that show the power of these methods, first, by

demonstrating that real users find these systems useful, but also in terms of the results

of machine learning algorithms on various datasets. These results are summarized

below.

In the chapter on analyzing chants, I present results in Table 3.1 that show the



85

average precision of gestures performed by two speakers, one in Morocco and one in

Hungary. From this table we see that the average precision is consistently higher with

the speaker from Hungary, which can be interpreted to mean that this speaker has a

more consistent vocal interpretation of the signs. Later, in 3.13 we show results that

compare our method of simplifying a pitch contour is superior to using a continuous

pitch contour. This figure also shows that our method of using a data derived scale is

better than using an equally tempered scale, which can be easily seen by comparing

the upper two curves. In addition, we show that the optimal number of scale degrees

to quantize to using our method is 2 scale degrees.

AudioScapes is an extensible framework and architecture for surface-based inter-

faces for browsing large audio and music collections. Given the exploratory nature

of the work we have not yet been able to conduct detailed quantitative user studies

which are planned for the future. It is our hope that the developed interfaces have

the potential to make browsing of audio collections much more effective. As it is

difficult to convey how the system works in paper we have collected videos and web

demonstrations on a web-page http://audioscapes.sness.net.

In the chapter on novel music browsing interfaces we present a variety of novel

interfaces to help people explore their music collections. One of these is a new organi-

zational method for tag clouds that uses Self-Organizing Maps. We conducted a user

study that compared traditional tag clouds, with tags organized either alphabetically

or randomly to this new method, and obtained promising results. In Table 4.2 results

are presented from an experiment where subjects were asked the question: “Play

Asteria by clicking on Asteria in the artists pane.” After the corresponding tag was

clicked, a piece of music by the artist Asteria was played. The subjects were asked to:

“Find another track that sounds similar, according to you, using a different artist.”

and the response time was recorded. The subject was then asked to “Find another

track that sounds similar, according to you, using a tag.”. The mean and standard

deviations of response times are detailed in Table 4.2. Both Task 2a and Task2b

had results that were statistically significant, with an ANOVA analysis of the results

from Task 2a being (F(2,39)=12.38, p<0.001) and for Task 2b being (F(2,39)=3.56,

p<0.05). Of all the tasks, this task was the most representative of browsing unfamiliar

music as the participants had no knowledge of the artists involved.

During this experiment, we also conducted a System Usability Survey with 6

questions rated on a 5 point scale. The results from the survey are detailed in Table

4.4, and show that participants enjoyed using the interface and found it an interesting
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and fun way to browse their music collections. The results from this usability study

are significant because for a task that involves people listening to music collections, it

is important to consider not just quantitative measures, such as time to completion,

but also qualitative measures, which can more accurately gauge people’s experiences.

By combining both quantitative and qualitative measures within this study, we hope

to combine the relative strengths of both methods.

In this thesis, I have done preliminary investigations and applications of some

advanced algorithms to three diverse problem domains, using easily accessible web-

based tools. I look forward to the further extension of these results, both by myself

and the scientific community at large.
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Chapter 7

Glossary

ANOVA (Science) - Analysis of Variance between groups - A group of statistical tech-

niques to test hypotheses based on experimental results. It tests the distribution of

the means of variables to see if they are the same, assuming the variables are normally

distributed.

Computational Ethnomusicology (Musicology) - a new field that uses the compu-

tational techniques commonly used in Music Information Retrieval (MIR) to analyse

music and audio from social and cultural traditions from around the world.

Cross-validation (Computer Science) - A method used to test the accuracy of

machine learning classifiers by separating a dataset into examples used to train the

classifier and examples used to test the classifier.

Ethnomusicology (Musicology) - a sub-discipline of Musicology that focuses on

the study of the socio-cultural aspects of music in societies around the world.

Folksonomy (Computer Science) - a system of classification that comes from a

group of users collaboratively creating and managing tags in an effort to annotate

and categorize content

Flux (MIR) - In this work, is the norm of the difference vector between two suc-

cessive magnitue/power spectra.

Gesture (Musicology) - In it’s simplest definition, a gesture is simply the pitch
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contour of a sung musical phrase. However, this word has become imbuded with

subtle meanings in Ethnomusicology, and can be thought of as not just the pitch

contour, but is also related to the gesture of the conductor of the piece of music and

the intention of the performer.

Hermeneutic (Musicology) - The study of interpretation, particularily the inter-

pretation of the Bible and Torah.

Heterophonic (Musicology) - Two voice singing a melody (or harmonies of that

melody) at one time

MFCC coefficients (MIR) - A way to transform a standard spectrum into one that

more closely approximates how the human ear perceives sound.

Monophonic (Musicology) - One voice singing a melody at one time

Music Information Retrieval (Computer Science) - also known by the acronym

MIR, a new field of study where one applies tools from areas such as Digital Signal

Processing, Audio Feature Extraction and Machine Learning to help people under-

stand and retrieve information from music or audio.

Ontology (Computer Science) - a formal representation of ideas or concepts and

the relation between them. This Computer Science definition of ontology is a subset

of the broader philosophical idea of ontology, which is a study of what exists and

what can exist.

Open Sound Control (Computer Science + Music) - A new content format for

sending musical data between computers

Paradigmatic (Musicology) - In a text or a song, the relationships between sym-

bols, and the analysis of how symbols relate to each other both in one text and

amongst a group of texts.

Pashta (Musicology) - One of the cantillation signs from the Torah - It means

“Stretching out”, because its shape leans forward.
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Phase Vocoder (Computer Science + Music) - A type of digital audio filter which

can scale audio in both time and frequency

Rolloff (MIR) - A measure of the steepness of falloff in an audio spectrum

Semiotics (Musicology) - The study of signs and signifiers

Self-Organizing Map (Computer Science) - A technique that maps a high dimen-

sional feature space to a lower space. It is a similar technique to artifical neural

networks.

Siratok (Musicology) - A form of lament song found in Hungary

Sof Pasuq (Musicology) - One of the cantillation signs from the Torah. It means

“End of verse”

Spectral Centroid (MIR) - A measure of the “center of mass” of a spectrum.

Syntagmatic (Musicology) - In a text or song, the symbols and the way that they

can be joined together. The surface structure of a text or a song.

Tag Cloud (Computer Science) - a two-dimensional graphical representation of

words related to a topic where words are typically arranged alphabetically or ran-

domly. Words that are of higher relevance are usually shown in a larger font.

Wii remote (Computer Science) - The Wii is a new computer gaming system de-

veloped by Nintendo, which has a novel input controllers containing not just buttons,

but a 3D accellerometer, an infrared camera, a speaker and a vibration generator. The

Wii remote is wireless, communicating with the base station via bluetooth, which can

be received by a standard computer with a bluetooth receiver.

XML (Computer Science) - eXtensible Markup Language - A popular tree-tree

based format for encoding data
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Chapter 8

Web Links

The following are web links to the various web-based tools developed in the course of

this research:

Cantillion : http://cantillion.sness.net.

Orchive : http://orchive.cs.uvic.ca

Audioscapes : http://audioscapes.sness.net
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Chapter 9

Publications from this Research

Presented here is a list of all the publications that come from the research presented

in this thesis:

Steven R. Ness, Daniel Peter Biro and George Tzanetakis Computer-assisted can-

tillation and chant research using content-aware web visualization tools, Multimedia

Tools and Applications, Accepted for publication

S. R. Ness, A. Theocharis, G. Tzanetakis, L. G. Martins Improving Automatic

Music Tag Annotation Using Stacked Generalization Of Probabilistic SVM Outputs,

ACM Multimedia 2009

Steven R. Ness, George Tzanetakis, Audioscapes: exploring surface interfaces for

music exploration - ICMC 2009

Steven R. Ness, George Tzanetakis, SOMba : Multiuser music creation using Self-

Organizing Maps and motion tracking - ICMC 2009

Steven R. Ness, Daniel Peter Biro, George Tzanetakis : Content-aware web brows-

ing and visualization tools for cantillation and chant research, 7th International Work-

shop on Content-Based Multimedia Indexing

George Tzanetakis, Manjinder Singh Benning, Steven R. Ness, Darren Minifie,

Nigel Livingston : Assistive Music Browsing using Self-Organizing Maps - PETRA

2009 : 2nd International Conference on PErvasive Technologies Related to Assistive
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Environments

Steven R. Ness, Matthew Wright, Luis Gustavo Martins, George Tzanetakis:

Chants and Orcas: semi-automatic tools for audio annotation and analysis in niche

domains. ACM Multimedia 2008: 9-16

Daniel Peter Biro, Steven Ness, Matthew Wright, W. Andrew Schloss and George

Tzanetakis Decoding the Song: Histogram-Based Paradigmatic and Syntagmatic

Analysis of Melodic Formulae in Hungarian Laments, Jewish Torah Trope, Tenth

Century Plainchant and Koran Recitation EMUS Expressivity in MUsic and Speech

: IRCAM - Institut de Recherche et de Coordination Acoustique/Musique - Paris,

France
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