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Exchange of private information over a public medium must incorporate a method 

for data protection against unauthorized access. Elliptic curve cryptography (ECC) has 

become widely accepted as an efficient mechanism to secure private data using public-

key protocols. Scalar multiplication (which translates into a sequence of point operations 

each involving several modular arithmetic operations) is the main ECC computation, 

where the scalar value is secret and must be secured. In this dissertation, we consider 

ECC over five standard prime finite fields recommended by the National Institute of 

Standard and Technology (NIST), with the corresponding prime sizes of 192, 224, 256, 

384, and 521 bits. 

This dissertation presents our general hardware-software approach and technical 

details of our novel hardware processor design, aimed at accelerating scalar 

multiplications with flexible security-performance tradeoffs. To enhance performance, 

our processor exploits parallelism by pipelining modular arithmetic computations and 

associated input/output data transfers. To enhance security, modular arithmetic 

computations and associated data transfers are grouped into atomically executed 

computational blocks, in order to make curve point operations indistinguishable and thus 

mask the scalar value. The flexibility of our processor is achieved through the software-

controlled hardware programmability, which allows for different scenarios of computing 

atomic block sequences. Each scenario is characterized by a certain trade-off between the 

processor’s security and performance. As the best trade-off scenario is specific to the user 

and/or application requirements, our approach allows for such a scenario to be chosen 

dynamically by the system software, thus facilitating system adaptation to dynamically 



 iv
changing requirements. Since modular multiplications are the most critical low-level 

operation in ECC computations, we also propose a novel modular multiplier specifically 

optimized to take full advantage of the fast reduction algorithms associated with the five 

NIST primes.  

The proposed architecture has been prototyped on a Xilinx Virtex-6 FPGA and 

takes between 0.30 ms and 3.91 ms to perform a typical scalar multiplication. Such 

performance figures demonstrate both flexibility and efficiency of our proposed design 

and compares favourably against other systems reported in the literature.  
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Chapter 1  
Introduction 

 

Public-key protocols based on elliptic curve cryptography (ECC) have become 

widely accepted and standardized due to their efficiency [1]. The main ECC operation is 

scalar multiplication Q = kP, where some point P on an elliptic curve is added to itself (k 

− 1) times to yield another point Q on the same curve. Points P and Q are public, while 

scalar k is private. Given the values of P and Q, it is computationally hard to obtain the 

value of k, provided that the involved cryptographic parameters are chosen properly [5]. 

This fact establishes the mathematical security of scalar multiplications. Actual 

implementations, however, may inadvertently reveal the secret scalar value to an attacker 

analyzing the system’s execution profile (e.g., dynamic power consumption). ECC 

hardware and software must incorporate certain countermeasures against such side-

channel attacks. The extent of these countermeasures establishes the physical security of 

scalar multiplications.  

This dissertation presents a hardware-software approach aimed at accelerating 

expensive scalar multiplications with flexible security-performance tradeoffs. We 

enhance performance by using a novel pipelined programmable hardware processor that 

exploits temporal and spatial parallelism among modular arithmetic computations and 

associated input/output data transfers. We enhance security by grouping modular 

arithmetic computations and associated data transfers into novel atomic blocks, in order 

to make point operations indistinguishable and thus mask the scalar value. The flexibility 

of our processor is achieved through the software-controlled hardware programmability, 

which allows for different scenarios of computing atomic block sequences. Each scenario 

is characterized by a trade-off between its security (both mathematical and physical) and 

performance1. The best trade-off scenario depends on the application requirements, and it 

can be chosen dynamically by the system software, thus facilitating system adaptation to 

changing requirements.  

                                                 
1 Increasing mathematical and/or physical security may require more computations, which may make scalar 

multiplications more time-consuming, thus decreasing system performance. 
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We target ECC that uses elliptic curves over five prime finite fields GF(p) 

recommended by the National Institute of Science and Technology (NIST) for the digital 

signature standard [1]. The NIST curves over GF(p) satisfy y2 ≡ x3 − 3x + b mod p where 

p is a prime > 3, x and y are affine point coordinates, and 4a3 + 27b2 ≠ 0. The NIST 

primes are of sizes 192, 224, 256, 384, and 521 bits; they are specified below: 

p192 = 2192 − 264 − 1 

p224 = 2224 − 296 + 1 

p256 = 2256 − 2224 + 2192 + 296 − 1 

p384 = 2384 − 2128 − 296 + 232 − 1 

p521 = 2521 − 1 

We note that the choice of a prime affects the mathematical security of scalar 

multiplications, while the choice of arithmetic operation sequences affects the physical 

security. These can be changed dynamically by reprogramming our hardware processor.  

One of the most critical components in any ECC system is a modular multiplier. 

Our ECC processor features a novel multiplier specifically optimized to perform modular 

multiplications over all NIST prime fields GF(p), taking full advantage of the fast 

reduction algorithms associated with those fields [110]. As opposed to conventional 

general-prime Montgomery type modular multiplications [105], our multiplier offers 

higher performance with standard NIST primes, but it currently does not support non-

standard primes. Given that the NIST primes are standardized and widely used, we argue 

that such a limitation is justifiable, as it enables performance improvements through 

specialized hardware optimizations. 

 

1.1 Dissertation Contribution 
The main operations of elliptic curve cryptographic system can be organized into 

four distinct layers as shown in Figure 1.1 [11]: 

1. Finite-field arithmetic, e.g., modular addition, subtraction, multiplication, and 

inversion (see Chapters 2 and 6);  

2. Elliptic curve point arithmetic, e.g., point addition, subtraction, and doubling 

(see Chapter 2); 



 

 

3
3. Scalar multiplications using various scalar representations, e.g., binary, non-

adjacent form (NAF), joint sparse form (JSF), etc. (see Chapters 2 and 4). 

4. ECC protocols, e.g., ECDH, ECDSA, ECMQV, etc. (see Chapter 2), whose 

design and implementation strongly depend on application requirements. 

We focus on the lower two levels, using optimized hardware to accelerate finite-field 

arithmetic operations and using software to control the flow of point operations. 

 

 
Figure  1.1 Hierarchy of operations in ECC. 

 

The main contributions of this work are as follows: 

• We propose a novel arrangement of modular arithmetic computations and 

associated data transfers into atomic blocks to resist side-channel attacks (Chapter 

4); 

• We propose a novel ECC processor architecture that combines programmability, 

parallelism, and security features within a single high-performance system 

(Chapter 5 and 7); 

• We propose a novel modular multiplier extensively optimized to support fast 

modular multiplications over all NIST prime fields (Chapter 6). 

The main limitation of this work is that our proposed modular multiplier is currently 

specific to the NIST prime fields GF(p). In the future extensions of our proposed 
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processor architecture, we plan to incorporate hardware support for modular arithmetic 

operations over general prime fields, as well as over binary fields GF(2q), whose 

elements are defined as q-bit binary vectors. 

 

1.2 Summary of Related Work 
Software-based implementations of ECC, such as described in [5], are flexible but 

inefficient; as a general-purpose instruction set architecture (ISA) of the underlying 

hardware is not optimized for cryptographic computations. An ISA can be extended to 

provide partial support for ECC-related arithmetic operations [44]. A more aggressive 

approach would be to introduce a special arithmetic unit for accelerating modular 

operations [16, 25, 39, 40] or even complete scalar multiplications [33, 35, 41, 45]. 

Obviously, as computational architectures become more specialized, their efficiency 

increase and flexibility decrease.  The aim of our hardware-software approach is to strike 

a proper balance between application-specific efficiency and flexibility.  

Table 1.1 summarizes related work with respect to the following three highly 

desirable architectural features: parallelism (concurrent modular or point operations), 

security (resistance to side-channel attacks), and programmability (programmable 

sequencing of multiple operations). We focus exclusively on publications that report 

hardware architectures targeting ECC over GF(p), but we omit those that do not address 

at least one of the aforementioned features (such as [17], [38], [40] to name a few). We 

also do not consider numerous other architectures targeting ECC over GF(2q) (such as 

[19], [20], [65] to name a few), as the underlying binary-field arithmetic operations are 

different from those over prime fields, which gives rise to different hardware design 

challenges. Among the references summarized in Table 1.1, we briefly highlight [21]-

[24], [26]-[29], [31], [32], and our previous work [36].  These references report ECC 

systems that feature at least two of the three features of interest (i.e., parallelism, security, 

and programmability).  Note that only [21] and our work presented in this dissertation 

have all three of these architectural features, which is indicative of the technical novelty 

of our proposed system design. 
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Table  1.1 Comparative Summary of Related Work. 

Ref. Parallel Secure Programmable Lowest 
Level 

Highest 
Level 

Supported 
Prime 

[16] No Yes No Modular 
Op. 

Scalar 
Mult. 

Any ≤ 256 
bits 

[18] No No Yes Modular 
Op. 

Scalar 
Mult. 

Any ≤ 1024 
bits 

[21] Yes Yes Yes Modular 
Op. 

Scalar 
Mult. 

Any ≤ 2048 
bits 

[22] Yes Yes No Modular 
Op. 

Scalar 
Mult. 

Any ≤ 256 
bits 

[23] Yes Yes No Point Op. − Any ≤ 512 
bits 

[24] Yes Yes No Modular 
Op. Point Op. Any ≤ 256 

bits 

[25] Yes No No Modular 
Op. − Any ≤ 256 

bits 

[26] Yes No Yes Modular 
Op. 

Scalar 
Mult. 

Any ≤ 256 
bits 

[27] Yes No Yes Point Op. Scalar 
Mult. 

Any ≤ 256 
bits 

[28] Yes No Yes Modular 
Op. Point Op. p192 

[29] Yes Yes No Scalar 
Mult. − Any ≤ 256 

bits 

[30] Yes No No Point Op. Scalar 
Mult. 

Any ≤ 256 
bits 

[31] No Yes Yes Modular 
Op. 

Scalar 
Mult. 

Any ≤ 256 
bits 
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Ref. Parallel Secure Programmable Lowest 
Level 

Highest 
Level 

Supported 
Prime 

[32] No Yes Yes Modular 
Op. Point Op. Any ≤ 256 

bits 

[33] No No Yes Modular 
Op. Protocol Any ≤ 256 

bits 

[34] No Yes No Scalar 
Mult. − Any ≤ 192 

bits 

[35] No No Yes Modular 
Op. 

Scalar 
Mult. p192 

[36] No Yes Yes Modular 
Op. 

Scalar 
Mult. 

All NIST 
primes 

This 
Work Yes Yes Yes Atomic 

Block 
Scalar 
Mult. 

All NIST 
primes 

 

 

SafeNet Inc. [21] reports a commercial IP core engine that can handle primes up 

to 2048-bit in size. It features a multiplier-based Public-Key Crypto Processor (PKCP) 

and a Montgomery-type Large Number Multiplier and Exponentiator (LNME). The 

PCKP can perform add, subtract, multiply, divide, and compare operations, while the 

LNME consists of a selectable number of Processing Elements (PEs) that can operate 

simultaneously in pipelined fashion resistant against power and timing analysis attacks. 

Unfortunately, [21] does not provide sufficient technical details to enable qualitative 

comparisons against our hardware architecture. Quantitatively, however, our processor’s 

100-MHz FPGA implementation is approximately five times faster (1.18 ms for p384) 

than the 230-MHz ASIC implementation from [21] (6.30 ms for p384).  Such a large 

quantitative discrepancy suggests that our hardware design is qualitatively different and 

better.  

Ghosh et al. [22] propose a programmable arithmetic unit (PGAU) for ECC over 

GF(p) that performs modular addition/subtraction, multiplication, and inversion/division 
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operations. Modular multiplications are performed using bit-serial interleaved modular 

multiplication algorithm (see Section 2.3.2), and modular inversions are performed using 

binary inversion algorithm (see Section 2.3.4). The overall architecture features two 

PGAUs running in parallel: one for performing point doubling, and the other for 

performing point addition. To resist power analysis and timing attacks, the PGAUs 

implement a Montgomery Ladder scalar multiplication algorithm (see Section 3.1.3) and 

use point randomization (see Section 3.2.1). Typical 256-bit scalar multiplications are 

reported to take 6.26 ms on a 54-MHz Virtex-4 FPGA implementation, as opposed to 

0.40 ms of our 100-MHz Virtex-6 FPGA implementation.  Even if we equalize the clock 

frequency for [22] to 100 MHz (thus, reducing the reported delay to 3.38 ms), our design 

is much faster. The authors of [22] have reported their earlier related work in [24], where 

scalar multiplications are based on an always-double-and-add algorithm (see Section 

3.1.3). As in [22], the architecture from [24] lacks programmability, but it supports 

parallelism by performing independent point operations concurrently. Typical 256-bit 

scalar multiplications are reported to take 7.70 ms on a 43-MHz Virtex-4 FPGA 

implementation, which is still inferior to the 0.40-ms performance of our 100-MHz 

Virtex-6 FPGA implementation.  (We also note that the area reported in [24] is almost 

double in comparison to ours, as detailed in Chapter 8.)  Qualitatively, our hardware is 

different from [22] and [24] in three aspects: it exploits parallelism at the modular 

arithmetic level through pipelining, it utilizes atomic blocking to resist power analysis 

attacks, and it provides support for fully programmable point operations.   

Guillermin [23] proposed hardware architecture to compute scalar multiplication 

over prime field based on the Residue Number System (RNS) [6].  The main advantage 

of using RNS relies on the inherent parallelism of faster computations in independent 

rings 
iqΖ , with co-prime integers q1, q2 …, qm such that 2

1 pqi
m
i >∏ = . At the start of 

RNS-based computations, all inputs must be reduced modulo qi, and at the end, the final 

result in GF(p) is obtained using Chinese Remainder Theorem [6]. The design from [23] 

uses a Montgomery Ladder (with point randomization) to compute scalar multiplications 

in a pipelined fashion.  Modular multiplications is based on the Montgomery method (see 

Section 2.3.2), whereas modular inverse is based on Fermat’s Little Theorem [7] (see 

Section 2.3.4). Typical 512-bit scalar multiplications are reported to take 2.23 ms on a 
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145-MHz Altera Stratix II FPGA implementation, whereas our 100-MHz Xilinx Virtex-6 

FPGA implementation offers a smaller delay of 1.60 ms for scalar multiplications in 

GF(p521).  Qualitatively, our hardware is different from [23] in three aspects: we do not 

use RNS, we utilize atomic blocking to resist power analysis attacks, and we provide 

support for fully programmable point operations. Schinianakis et al [29] also make use of 

the RNS-based arithmetic in their architecture that features RNS input and output 

converters, an RNS-based adder/subtractor running in parallel with an RNS-based 

modular multiplier based on [10], and a modular inverter based on [87]. Unlike our 

design, however, [29] lacks programmability and its security features are limited to 

equalizing the number of modular operations (including expensive modular 

multiplications) performed for point addition and point doubling. Typical 256-bit scalar 

multiplications are reported to take 3.95 ms on a 40-MHz Virtex-E FPGA 

implementation.  For comparison purposes, we equalize this delay to 1.58 ms assuming 

the same 100-MH clock as in our Virtex-6 FPGA prototype.  Nevertheless, our 

implementation remains almost four-times faster. 

Sakiyama et al. [26] improve their earlier cryptographic processor from [25] to 

allow dual-field parallel processing. It is comprised of a main controller, several modular 

arithmetic-logic units (MALUs), and a RAM shared between all MALUs. Each MALU 

consists of a bit-serial Montgomery-type modular multiplier and four 4-to-2 carry save 

adders (see [6]). Modular inversion is performed using Fermat’s Little Theorem. The 

design from [26] does not have any security features (unlike our design), but it supports 

parallel and programmable execution.  Typical 256-bit scalar multiplications are reported 

to take 2.7 ms on a 100-MHz Virtex-II Pro FPGA implementation, as opposed to 0.40 ms 

of our 100-MHz Virtex-6 FPGA implementation.  

Lai and Huang [27] report a dual-field ECC architecture with four Arithmetic 

Units (AUs), each consisting of a word-based Montgomery multiplier (see Section 2.3.2), 

and a modular adder, with modular inversions performed using Fermat’s Little Theorem. 

The proposed architecture features a two-phase scheduling methodology (coarse-grained 

and fine-grained) to speed up parallelized and programmable point operations. The 

drawback of their approach is that point additions are distinguishable from point doubling 

operations, which compromises the physical security of their architecture.  Implemented 



 

 

9
using a Virtex-II Pro FPGA and running at 95 MHz, the design from [27] takes 2.66 ms 

to perform typical 256-bit scalar multiplications, whereas our design’s 100-MHz Virtex-6 

FPGA implementation takes 0.40 ms in GF(p256). (We also note that the area reported in 

[27] is almost four times larger than ours, as detailed in Chapter 8.) 

Fan et al [28] report another four-core processor, where each core includes an 

instruction decoder, 16-bit registers, and a 16-bit arithmetic unit.  The processor features 

operation scheduling methods to exploit horizontal parallelism (performing the same 

Montgomery-type multiplication on multiple cores in parallel) and vertical parallelism 

(performing different independent Montgomery-type multiplications on multiple cores in 

parallel). However, as in [27], the proposed architecture lacks security features, as 

opposed to our hardware design. Typical 192-bit scalar multiplications are reported to 

take 9.9 ms on a 93-MHz Virtex-II Pro FPGA implementation, which is 33-times slower 

than our 0.30-ms delay for GF(p192) on a 100-MHz Virtex-6 FPGA implementation. Our 

area, however, is almost three times larger (see Chapter 8). 

Mentens et al [31] reports an FPGA implementation of a dual-field programmable 

coprocessor for public key cryptography (PKC) that can support both ECC and RSA [7]. 

The proposed PKC coprocessor is programmable and consists of a Logic Controller (LC), 

a Datapath (DP), and a Data Memory (DM). The DP includes a prime-field arithmetic 

unit and a binary-filed arithmetic unit (unfortunately, very few details are provided on 

how prime-field operations are performed). To resist side-channel attacks, the proposed 

architecture uses balanced point operation formulas, point randomization, and scalar 

randomization (see Chapter 3). Typical 256-bit scalar multiplications are reported 

(ignoring a non-negligible cost of modular addition/subtraction) to take 26.8 ms on a 66-

MHz Spartan-3 FPGA implementation, which is 67-times slower than our delays of 0.40 

ms.  We note, however, that a relatively small portion of this large discrepancy can be 

attributed to the inferior FPGA technology of Spartan-3 vs. Virtex-6 device families.  

Nevertheless, our design has one major advantage: it exploits parallelism through 

datapath pipelining. 

Vliegen et al [32] describes a compact Virtex-II Pro FPGA implementation of 

processor, whose area is approximately five times smaller than ours (see Chapter 8). The 

proposed processor includes a microcode control unit, instruction and work memories, a 
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communication unit, a modular adder, and a modular Montgomery-type multiplier.  

Security features are limited to the use of Montgomery Ladder for scalar multiplications, 

and parallel execution is not supported (as opposed to our hardware design). Typical 256-

bit scalar multiplications are reported to take 15.76 ms on a 68-MHz Virtex-II Pro FPGA 

implementation, as opposed to 0.40 ms of our 100-MHz Virtex-6 FPGA implementation 

(i.e., ours is almost 40-times faster).  

The parallel hardware processor presented in this dissertation is a complete re-

design of our earlier sequential hardware processor reported in [36], which is the closest 

related work. Ananyi et al [36] proposed a sequential hardware processor that also 

supports all five NIST prime fields.  Its instruction set features two control instructions 

(jump and stop) and four modular operation instructions (add, sub, mult, and inv). 

Modular multiplications are performed using a regular (non-modular) multiplier followed 

by a NIST-specific reductor that can handle all NIST primes, while modular inversions 

are performed using a binary inversion algorithm. The key architectural differences 

between [36] and our work presented in this dissertation are as follows: (1) our current 

processor uses two instructions, whereas [36] uses six lower-level instructions, (2) our 

current processor can execute an atomic block of six modular operations as a single 

instruction in a pipelined fashion, whereas [36] can execute only one modular operation 

at a time, (3) unlike [36], in our current processor, the execution timing of modular 

reduction and inversion are data-independent, thus reducing system vulnerability to side-

channel attacks, (4) our current processor does not include a dedicated modular inverter, 

which significantly reduces the demand for FPGA resources in comparison to [36], and 

(5) our current processor, unlike [36], incorporates basic countermeasures against fault 

attacks through data address virtualization.  Quantitatively, our current 100-MHz Virtex-

6 FPGA implementation offers, e.g., 1.18-ms delays per typical 384-bit scalar 

multiplications, whereas our previous 60-MHz Virtex-4 FPGA implementation from [36] 

is 15-times slower and occupies almost three-times more area (see Chapter 8).  

Table 1.2 summarizes recent work in relation to our pipelined modular multiplier 

presented in Chapter 6. The implementation efficiency of modular multiplication (x × y) 

mod p is one of the most important factors that determine the performance of public-key 

cryptosystems. Numerous papers have been published on different algorithms and their 
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hardware realizations. The most common methods can be classified into three categories 

(see Section 2.3.2): Standard modular multiplication (SMM), Interleaved modular 

multiplication (IMM), and Montgomery modular multiplication (MMM), although other 

methods have been implemented in hardware as well [101, 120].  As we can see in Table 

1.2, the MMM method is the most commonly used one. 

 

Table  1.2 Comparative Summary of Related Work on Modular Multiplier.  

Ref. Multiplication 
Algorithm Radix Subword 

Size (bits) 
Supported 

Prime 
[16] Montgomery 2 32 Any ≤ 256 bits 

[17] Montgomery 2 160 Any ≤ 160 bits 

[18] Montgomery 2 160 Any ≤ 1024 bits 
[25] Montgomery 2 256 Any ≤ 256 bits 

[26] Montgomery 2 258 Any ≤ 256 bits 

[27] Montgomery 2 32 Any ≤ 256 bits 

[31] Montgomery 2 256 Any ≤ 256 bits 

[32] Montgomery 2 64 Any ≤ 256 bits 

[38] Montgomery 2 256 Any ≤ 256 bits 

[40] Montgomery 2 258 Any ≤ 256 bits 

[41] Montgomery 2 32 Any ≤ 192 bits 

[46] Montgomery 2 8 Any ≤ 1024 bits 

[71] Montgomery 2 16 Any ≤ 256 bits 

[106] Montgomery 2 16 Any ≤ 1024 bits 

[30] Montgomery 4 256 Any ≤ 256 bits 

[34] Montgomery 4 192 Any ≤ 192 bits 

[118] Montgomery 4 8 Any ≤ 1024 bits 

[28] Montgomery 8 16 Any ≤ 192 bits 

[35] Montgomery 8 32 Any ≤ 521 bits 

[107] Montgomery 8 8 Any ≤ 1024 bits 

[109] Montgomery 8 32 Any ≤ 256 bits 
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Ref. Multiplication 
Algorithm Radix Subword 

Size (bits) 
Supported 

Prime 
[117] Montgomery 16 16 Any ≤ 1024 bits 

[33] Montgomery 64 64 Any ≤ 256 bits 

[22] Interleaved 2 192 Any ≤ 256 bits 

[24] Interleaved 2 256 Any ≤ 256 bits 

[39] Interleaved 2 256 Any ≤ 256 bits 

[116] Interleaved 2 256 Any ≤ 1024 bits 

Standard  224 224 p224 [15] 
Standard  256 256 p256 

[36] Standard  256 256 All NIST primes 
[111] Standard  256 256 All NIST primes 

This Work Interleaved 272 272 All NIST 
primes 

 

Tenca and Koç [46, 106] describe a scalable and flexible radix-2 Montgomery 

multiplier that can handle general primes and arbitrary-width operands (partitioned into 

8-bit or 16-bit subwords and not exceeding 1024 bits in total), provided that more time is 

allowed to process larger inputs. Other radix-2 MMM implementations are reported in 

[17, 18, 25, 26, 27, 31, 32, 38, 40, 41, 71], among which Ors et al [17] and Chen et al 

[38] have used a systolic array-based hardware architecture. References [118] and [107, 

109] extend the design ideas from [106] to radix-4 and radix-8 MMM, respectively, while 

McIvor et al [16] have combine a radix-2 MMM and a modular inversion algorithms into 

a single FPGA-based circuit. Orlando and Paar [35] have implemented a radix-8 MMM 

using Booth recoding [6] and a memory of pre-computed frequently used values.  Other 

radix-4 and radix-8 implementations have been reported in [28, 30, 34].  Kelley and 

Harris [117] use two (w×v)-bit multipliers, two 3-to-2 carry save adders and one (w+v)-

bit carry propagate adder to implement a scalable radix-16 MMM.  Satoh and Takano 

[33] have proposed a dual-field non-systolic ASIC-based MMM design that uses the 

largest reported radix of 64.  Among the MMM references mentioned above, McIvor et al 

[16] reports the smallest delay of 0.70 μs  for a 256-bit modular multiplication on a 46-
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MHz Virtex-II Pro FPGA implementation (see Chapter 8), or 0.32 μs if adjusted to a 100-

MHz clock.  This is significantly worse than the 0.08-μs delay of a 100-MHz Virtex-6 

FPGA implementation of our proposed multiplier.  (We note that both implementations 

require approximately the same FPGA area.)  Such a discrepancy is partly due to the key 

differentiating feature of our multiplier: instead of using the general-prime Montgomery 

method, it is extensively optimized to work with five special NIST primes that enable fast 

modular reductions. 

Another popular choice for performing modular multiplications is the IMM 

method, where accumulated partial products are reduced at each shift-and-add iteration of 

a standard multiplication algorithm (see Section 2.3.2).  Hardware implementations of 

different radix-2 IMM variants have been proposed in [22, 24, 39, 116], among which 

Ghosh at al [24] reports the smallest 256-bit modular multiplication delay of 5.90 μs on a 

43-MHz Virtex-4 FPGA implementation (see Chapter 8), or 2.54 μs if adjusted to a 100-

MHz clock.  This is significantly worse than our multiplier’s 0.08-μs delay on a 100-

MHz Virtex-6 FPGA implementation, while requiring approximately half the area in 

comparison to [24].  We note that our multiplier design adopts a general IMM paradigm, 

performing modular reductions on the intermediate data during pipelined computations.  

Its substantial performance and area advantage can partly be attributed to the use of 

special fast-reduction NIST prime fields.   

Ananyi et al [36, 111] have also taken advantage of the special structure of the 

five NIST prime fields and proposed a hardware implementation of the SMM method, 

where a standard (non-modular) multiplication operation (generating a full double-sized 

product), is followed by a prime-specific fast modular reduction (see Algorithms 2.12-

2.16 in Section 2.3.3).  The 256-bit modular multiplier from [36] has been built using 

eight 32-bit semisystolic multiplier blocks to generate partial products, followed by a 

two-stage carry-propagate product accumulator, followed by a modular reductor using 

eight addition/subtraction trees that can handle all five NIST primes p192, p224, p256, 

p384, and p521.  Alternatively, Güneysu and Paar [15] have proposed two versions of a 

high-performance ECC core with a built-in SMM circuit: one using NIST prime p224, 

and the other using NIST prime p256. The core’s design is comprised of a regular (non-

modular) multiplier followed by a NIST-specific modular reductor (similar to our 
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previous work [36]), a modular adder/subtractor, a control FSM, and dual-port memory.  

It has been manually optimized to take advantage of Xilinx-specific FPGA structures, 

such as embedded 18×18-bit DSP blocks and built-in RAM blocks, which has lead to 

very good area and performance characteristics for targeted Xilinx Virtex-4 FPGA. 

However, such vendor-specific optimizations make the proposed design hard to port to 

other implementation fabrics.  Our design, on the other hand, is fully portable, i.e., we do 

not manually optimize for any specific vendor or device features.  More importantly, our 

multiplier is pipelined and can handle all five NIST primes, i.e., it offers parallelism and 

additional flexibility.  Although [15] suggest the possibility that multiple cores can be 

used in parallel, no system-level details have been provided to clarify the mechanism of 

parallelized computations and associated overhead in terms of area and performance.  In 

qualitative terms, [15] reports 256-bit scalar multiplication delay of 0.14 μs on a 490-

MHz Virtex-4 FPGA implementation, as opposed to our delay of 0.08 μs on a 100-MHz 

Virtex-6 FPGA implementation (see Chapter 8). While our design is faster, we note that 

[15] reports almost seven-times smaller implementation area, which can partly be 

attributed to the fact that the design from [15] supports only one specific reduction 

algorithm, either for p224 or p256 (as opposed to all five reduction algorithms for NIST 

primes supported by our multiplier). 

 

1.3 Dissertation Organization 
This dissertation is organized as follows. Chapter 2 provides background 

information on ECC operations, while Chapter 3 introduces side-channel attacks and 

related countermeasures. Chapter 4 discusses ECC security and performance issues and 

presents our proposed grouping of modular arithmetic computations and associated data 

transfers into atomic blocks (our first contribution). Chapter 5 describes our proposed 

processor architecture and highlights its key design details and features (our second 

contribution). Chapter 6 presents our proposed modular adder/subtractor, modular 

multiplier, and pipelined atomic unit (our third contribution). Chapter 7 provides several 

examples of the processor programming, which demonstrates the extent of the processor 

flexibility and the security performance tradeoffs. Chapter 8 compares the performance 

and area of Xilinx Virtex-6 FPGA implementations of our proposed multiplier and 
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processor to other hardware architectures reported in the literature. Chapter 9 concludes 

the dissertation and highlights the future work. 
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Chapter 2  
Basics of Elliptic Curve Cryptography 

 
 

ECC is asymmetric public key cryptography, based on the algebraic structure of 

elliptic curves over finite fields and proposed in 1985 by Koblitz [53] and Miller [54].  

The strength of ECC relies upon the difficulty of solving the Elliptic Curve Discrete 

Logarithm Problem (ECDLP) [10].   ECC offers an attractive mechanism for protecting 

information in resource-constrained embedded systems. In comparison with other public-

key cryptosystems (e.g. RSA [8]), ECC achieves equivalent security using fewer bits, 

which translates into smaller and faster hardware and software implementations. Table 

2.1 shows the key size ratio between ECC and RSA in Elliptic Curve Digital Signature 

Algorithm (ECDSA) [8], and Table 2.2 summarizes several ECC applications and related 

protocols for equivalent security [5, 10, 13]. 

 

Table  2.1 NIST Guidelines for Public Key Sizes [8]. 

ECC Key Size (bits) RSA Key Size (bits) Key Size ratio 
163 1024 1:6 
256 2072 1:12 
384 7680 1:20 
512 15360 1:30 

 

 

Table  2.2 ECC Applications and Protocols [5, 10, 13]. 

Application Protocol 

Elliptic Curve Diffie-Hellman (ECDH) Key Negotiation /  
Key Exchange Elliptic Curve Menezes-Qu-Vanstone (ECMQV) 

Elliptic Curve Integrated Encryption Standard (ECIES) Encryption / 
Decryption  Elliptic Curve Massey-Omura Encryption (ECMOE) 

Elliptic Curve Digital Signature Algorithm (ECDSA) Digital Signing / 
Signature 

Verification Elliptic Curve ElGamal Digital Signature Algorithm (ECEGDSA) 
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Elliptic Curve Diffie-Hellman (ECDH) Protocol [5]: 

The ECDH key exchange protocol is a variant of the Diffie–Hellman protocol [4] that 

can be used when two parties, Alice and Bob, want to agree on a common private key to 

use for encrypted data exchange over an insecure public channels. The ECDH protocol is 

as follows: 

1. Alice and Bob agree on elliptic curve E and point P on the curve. These 

parameters are public and must be chosen carefully. 

2. Alice picks secret integer ka, computes Qa = kaP, and sends Qa to Bob. 

3. Bob picks secret integer kb, computes Qb = kbP, and sends Qb to Alice. 

4. Alice computes Qab = kaQb = kakbP, while Bob computes Qba = kbQa = kbkaP. 

Points Qab and Qba are equivalent. 

5. Alice and Bob extract the private key using an agreed method such as letting the 

x-coordinate of Qab be the key value. 

 

Elliptic Curve Menezes-Qu-Vanstone (ECMQV) protocol [5]: 

The ECMQV protocol is an authenticate procedure for key agreement based on the 

Diffie–Hellman scheme. When two parties, Alice and Bob, want to agree on a common 

private key to use for encrypted data exchange, they can use ECMQV as follows: 

1. Alice and Bob agree on elliptic curve E with cofactor h (see Section 2.2) and 

point P on the curve. These parameters are public and must be chosen carefully. 

2. Alice picks secret integer da, computes Da = daP, and makes public the 

following information: P, h, Da. 

3. Alice picks another secret integer ka, computes Qa = kaP = (xa, ya), calculate Sa 

= ka + xa da, and sends public Qa to Bob. 

4. Bob picks secret integer db, computes Db = dbP, and makes public the 

following information: P, Db. 

5. Bob picks another secret integer kb, computes Qb = kbP = (xb, yb), and Sb = kb 

+ xb db, and sends public Qb to Alice. 

6. Alice finds K = h ⋅ Sa (Qb + xbDb) = h ⋅ Sa (kbP + xb dbP) = h ⋅ Sa ⋅ (kb + xb db) P = 

h⋅SaSbP, and takes the secret key to be K (or derives it from K). 
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7. Bob finds K = h ⋅ Sb (Qa + xaDa) = h ⋅ Sb (kaP + xa daP) = h ⋅ Sb ⋅ (ka + xa da) P = 

h⋅SbSaP, and takes the secret key to be K (or derives it from K). 

 

Elliptic Curve Massey-Omura Encryption (ECMOE) protocol [10]: 

The ECMOE protocol is a three-pass protocol that allows one party to securely send a 

message to another party without the need to exchange or distribute encryption keys. For 

example, if Alice wants to send Bob a message over insecure public communication 

channel (without setting up a private key), then ECMOE protocol can be used as follows: 

1. Alice and Bob agree on elliptic curve E. 

2. Alice represents her message as point P on the curve. 

3. Alice picks secret integer ka, computes Qa = kaP, and sends Qa to Bob. 

4. Bob picks secret integer kb, computes Qb = kb(kaP), and sends Qb to Alice. 

5. Alice finds 1−
ak , compute Qa = 1−

ak (kbkaP), and sends it to Bob. 

6. Bob finds 1−
bk , computes Qba = 1−

bk ( 1−
ak kbkaP) = P, and takes the result P to be the 

message. 

 

Elliptic Curve Digital Signature Algorithm (ECDSA) [5]: 

The ECDSA is the elliptic curve analogue of the Digital Signature Algorithm (DSA) 

[1]. It is most widely standardized elliptic-curve signature scheme, appearing in the ANSI 

X9.62 [3], FIPS 186-2 [1], IEEE 1363-2000 [114] and ISO/IEC 15946-2 [5] standards. It 

works as follows:  

1. When Alice wants to sign a document m (or the hash of the document h(m)), she 

chooses an elliptic curve E (over a finite field F) and point P of order n (see 

Section 2.2) on the curve. 

2. Alice picks secret integer d, computes Qa = dP, and makes public the following 

information: E, F, P, n, Qa. 

3. Alice picks another secret integer ka, computes R = kaP = (x, y) and 

)(mod)(1 ndxmks a +≡ − , and sends the signed document (m, R, s) publicly to Bob. 

4. To verify the signature, Bob computes )(mod1
1 nmsu −≡ , )(mod1

2 nxsu −≡ , and 

aQuPuV 21 += , and declares the signature valid if V = R. 
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5. If the message is signed correctly, the verification equation will hold: 

RPkxdPmPsxQmPsxQsmPsQuPuV aaaa ==+=+=+=+= −−−− )()( 1111
21 . 

 

Elliptic Curve ElGamal Digital Signature Algorithm (ECEGDSA) [37]: 

The ECEGDSA is based on the discrete logarithm problem and works as follows:  

1. When Alice wants to sign a document m (or the hash of the document h(m)), she 

chooses an elliptic curve E (over a finite field F) and point P of order n (see 

Section 2.2) on the curve. 

2. Alice picks secret integer d, computes Qa = dP, and makes public the following 

information: E, F, P, n, Qa. 

3. Alice picks another secret integer ka, computes R = kaP = (x, y), and 

)(mod)(1 ndxmks a −≡ − , and sends the signed document (m, R, s) to Bob. 

4. To verify the signature, Bob computes V1 = xQa + sR and V2 = mP, and declares 

the signature valid if V1 = V2. 

5. If the message is signed correctly, the verification equation will hold: 

21 )( VmPPdxmxdPPskxdPsRxQV aa ==−+=+=+= . 

 

2.1 Elliptic Curve Scalar Multiplication 
As we have seen in the beginning of this chapter, the key operation in ECC 

applications is scalar multiplication Q = kP, i.e., adding point P to itself (k – 1) times. It 

can be computed using a simple repeated-square-and-multiply method, where scalar k is a 

binary number of length |k|. There are two basic versions shown below: Algorithm 2.1 

processes the bits of k from left to right, and Algorithm 2.2 from right to left.  (Note that 

P ≠ P∞, where P∞ is defined in Section 2.2.) 
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Algorithm  2.1 Left-to-right binary scalar multiplication algorithm, adopted from [5]. 

 

 
Algorithm  2.2 Right-to-left binary scalar multiplication algorithm, adopted from [5]. 

 

The average Hamming weight (the number of 1's) of binary k is |k|/2. If the 

running times for point addition (PA) and point doubling (PD) are given by cost(PA) and 

cost(PD), then the total cost for binary scalar multiplication is (|k| − 1) cost(PD) + (|k|/2) 

cost(PA). 

A binary representation of k also has a unique non-adjacent form (NAF), whose 

digits are either 0, or 1, or –1. The NAF representation has the following properties [5]: 

1. k has a unique NAF denoted NAF(k); 

2. NAF(k) has the fewest nonzero digits of any signed digit representation of k; 

3. The length of NAF(k) is at most one more than the length of binary k; 

4. The average density of nonzero digits (i.e., the average Hamming weight) among 

all NAFs of length |k| is approximately |k|/3.   

Algorithm 2.3 shows an efficient way to compute the NAF representation of k [5]. The 

digits of NAF(k) are generated by repeatedly dividing k by 2, allowing remainders of 0 or 

Algorithm: SM-Binary-RL 
Input: P ≠ P∞, binary k with no leading 0’s 
Output: Q = kP 
 
1. Q ← P∞ 
2. for l = 0, 1, …, |k| – 1: 

2.1. if kl = 1 then Q ← P + Q 
2.2. P ← 2P 

3. return Q 

Algorithm: SM-Binary-LR 
Input: P ≠ P∞, binary k with no leading 0’s 
Output: Q = kP 
 
1. Q ← P 
2. for l = |k| – 2, …, 1, 0: 

2.1. Q ← 2Q 
2.2. if kl = 1 then Q ← P + Q 

3. return Q 
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±1. If k is odd, then the remainder r ∈ {−1, 1} is chosen so that the quotient (k − r )/2 is 

even – this ensures that the next NAF digit is 0. 

 

 
Algorithm  2.3 Binary-to-NAF conversion algorithm, adopted from [5]. 

 

Algorithm 2.4 shows the standard left-to-right scalar multiplication algorithm for 

NAF k. At each iteration of the for-loop, we must perform point doubling Q ← 2Q. If the 

l-th digit of k is non-zero, then we must also perform point addition Q ← P + Q or point 

subtraction Q← –P + Q. The advantage of NAF is that no two consecutive digits are 

nonzero, which typically reduces the number of point additions/subtractions during scalar 

multiplication. For NAF algorithms, we assume that all leading zeros (if they exist) in the 

representation of k have been removed to avoid unnecessary computations. The number 

of point doublings Q ← 2Q is equal to |k| – 1, where |k| denotes the number of digits in 

the scalar representation. The number of point additions/subtractions Q ← ±P + Q is 

equal to number of non-zero digits of the NAF representation of the scalar k. For 

example, k = 215 can be represented as binary (11010111) or NAF (100101001), where 1 

denotes –1. While computing Q = 215P, the binary algorithm in Algorithm 2.1 and 

Algorithm 2.2 will perform 7 point doublings and 5 point additions. On the other hand, 

the NAF algorithm in Algorithm 2.4 will perform 8 point doublings and 3 point 

subtractions. This example demonstrates that the number of point operations performed 

per scalar multiplication depends on not only the scalar value, but also on the scalar 

representation. On average, the total expected cost for NAF-based scalar multiplication is 

Algorithm: NAF-Conversion 
Input: Binary k with no leading 0’s 
Output: NAF(k) 
 
1. i ← 0 
2. while k ≥ 1 do: 

2.1. if k is odd then  
2.1.1. NAF(ki) ← 2 − (k mod 4) 
2.1.2. k ← k − NAF(ki) 

2.2. else NAF(ki) ← 0 
2.3. k ← k/2 
2.4. i ← i + 1 

3. return  NAF(k) 
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(|k| − 1) cost(PD) + (|k|/3) cost(PA), where PD stands for point doubling, and PA stands 

for point addition and point subtraction. 

 

 
Algorithm  2.4 NAF scalar multiplication algorithm, adopted from [5]. 

 

In certain situations (for security reasons), k is randomized as the sum k = r + s, 

where r < k is a random positive integer such that the sizes of r and s are comparable 

with the size of k. The pair of positive integers r and s can be represented using the joint 

sparse form (JSF), where each digit of r is paired with the corresponding digit of s and 

can be written as:  

⎟⎟
⎠

⎞
⎜⎜
⎝

⎛
=

−

−

0121

0121

...

...
),(

ssss
rrrr

srJSF
l

l , 

The JSF of r and s is characterized by the following properties [5, 113]: 

1. At least one of any three consecutive columns is zero; 

2. Consecutive terms in a row do not have opposite signs; 

3. If rj+1 rj ≠ 0 then sj+1 ≠ 0 and sj = 0. If sj+1 sj ≠ 0 then rj+1 ≠ 0 and rj = 0; 

4. JSF(r, s) has minimal weight among all joint signed binary expansions of r and s, 

where the weight is defined to be the number of nonzero columns.  

Algorithm 2.5 can be used to find JSF(r, s) of positive integers r and s. Evaluation of li 

mods 4 in Step 2.2 is equivalent to restricting the values of li to {−1, 0, 1, 2}, and ⎣r/2⎦ 

and ⎣s/2⎦ in Step 2.7 and 2.9 correspond to a  simple right shift. For instance, r = 100 and 

s = 115 (k = r + s = 215) will have the following JSF representation: [(1, 1) (0, 0) (1, 0) 

(0, 1) (0, 0) (1, 1) (0, 0) (0, 1)], where 1 denotes –1.  

Algorithm: SM-NAF 
Input: P ≠ P∞, NAF k with no leading 0’s 
Output: Q = kP 
 
1. Q ← P 
2. for l = |k| – 2, …, 1, 0: 

2.1. Q ← 2Q 
2.2. if kl = 1 then Q ← P + Q 

 else if kl = –1 then Q ← –P + Q 
3. return Q 
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Algorithm  2.5 Binary-to-JSF conversion algorithm, adopted from [5]. 

 

Algorithm 2.6 shows the JSF scalar multiplication algorithm [5, 113]. In our 

example, the JSF scalar size is |(r, s)| = 8, and the algorithm performs 1 doubling of P, 7 

doublings of Q, 3 subtractions of P, and 1 addition of R. A point addition/subtraction is 

performed only if rl + sl ≠ 0. In other words, the number of PAs is equal to the number of 

nonzero-sum digit pairs in the JSF scalar representation, denoted by |(r, s)|ø, minus 1. In 

our example, |(r, s)|ø = 5, which implies 4 point additions/subtractions. Thus, the total 

cost for JSF scalar multiplication is (|(r, s)| − 1) cost(PD) + (|(r, s)|ø − 1) cost(PA). 

Algorithm: JSF-Conversion 
Input: Binary r with no leading 0’s, binary s with no leading 0’s 
Output: JSF(r, s) 
 
1. l ← 0,  d0 ← 0,  d1 ← 0 
2. while (r + d0 > 0  or  s + d1 > 0) do: 

2.1. l0 ← r + d0,  l1 ← s + d1 
2.2. if l0 even then u ← 0 

else  
u ← l0 mods 4 
if (l0 ≡ ±3 mod 8  and  l2  ≡ 2 mod 4) then u ← − u 

2.3. rl ← u  
2.4. if l1 even then u ← 0 

else  
u ← l1 mods 4 
if (l1 ≡ ±3 mod 8  and  l0  ≡ 2 mod 4) then u ← − u 

2.5. sl ← u 
2.6. if 2d0 = 1 +  rl  then d0 ← 1 − d0 
2.7. r ← ⎣r ⁄ 2⎦ 
2.8. if 2d1 = 1 +  sl  then d1 ← 1 − d1 
2.9. s ← ⎣s ⁄ 2⎦ 
2.10. l ← l + 1 

3. return JSF(r, s) 
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Algorithm  2.6 JSF scalar multiplication algorithm, adopted from [5]. 

 

2.2 Elliptic Curve Point Operations 
As we have seen in the previous section, scalar multiplications involve point 

addition/subtraction (PA) and doubling (PD) operations, which translate into modular 

arithmetic operations on point coordinates over a finite field. In this dissertation, we 

focus on prime fields only.  

Let equation Ep: y2 ≡ x3 + ax + b mod p describe a non-supersingular elliptic curve 

over GF(p), where p is a prime larger than 3, and 4a3+27b2 ≠ 0.  The elliptic curve is a set 

of all points (x, y) that satisfy the above equation, provided that both x and y are elements 

of GF(p) [1]. Table 2.3 shows NIST recommendations that we use in our work: five 

primes p, coefficients a = −3 and b of the elliptic curve equation, the coordinates of the 

base point P (x and y), the order n of the base point P, and the curve cofactor h = 

#E(GF(p))/n, where #E(GF(p)) denotes the number of points in the curve Ep. The 

corresponding five curve equations have the same h = 1. 

 

Table  2.3 Domain Parameters for Five NIST Primes [5]. 

P-192: 
p = 2192 − 264 − 1,   h = 1,   a = −3 
b = 0x 64210519  E59C80E7  0FA7E9AB  72243049  FEB8DEEC  C146B9B1 
x = 0x 188DA80E B03090F6 7CBF20EB 43A18800 F4FF0AFD 82FF1012 
y = 0x 07192B95 FFC8DA78 631011ED 6B24CDD5 73F977A1 1E794811 
n = 0x FFFFFFFF FFFFFFFF FFFFFFFF 99DEF836 146BC9B1 B4D22831 

Algorithm: SM-JSF 
Input: P ≠ P∞, JSF(r, s) with no leading (0, 0)’s 
Output: Q = rP + sP 
 
1. R ← 2P, n = |(r, s)| – 1 
2. if  rl + sl = 2  then Q ← R else Q ← P 
3. for l = n – 2, …, 1, 0: 

3.1. Q ← 2Q 
3.2. if rl + sl = 1 then Q ←   P + Q 

else if rl + sl = –1 then Q ← –P + Q 
 else if rl + sl = 2   then Q ← R + Q 
 else if rl + sl = –2 then Q ← –R + Q 

4. return Q 
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P-224: 
p = 2224 − 296 + 1,   h = 1,   a = −3 
b = 0x B4050A85 0C04B3AB F5413256 5044B0B7 D7BFD8BA 270B3943 2355FFB4 
x = 0x B70E0CBD 6BB4BF7F 321390B9 4A03C1D3 56C21122 343280D6 115C1D21 
y = 0x BD376388 B5F723FB 4C22DFE6 CD4375A0 5A074764 44D58199 85007E34 
n = 0x FFFFFFFF FFFFFFFF FFFFFFFF FFFF16A2 E0B8F03E 13DD2945 5C5C2A3D 
P-256: 
p = 2256 − 2224 + 2192 + 296 − 1,   h = 1,   a = −3 
b = 0x 5AC635D8 AA3A93E7 B3EBBD55 769886BC 651D06B0 CC53B0F6 3BCE3C3E 

27D2604B 
x = 0x 6B17D1F2 E12C4247 F8BCE6E5 63A440F2 77037D81 2DEB33A0 F4A13945 

D898C296 
y = 0x 4FE342E2 FE1A7F9B 8EE7EB4A 7C0F9E16 2BCE3357 6B315ECE CBB64068 

37BF51F5 
n = 0x FFFFFFFF 00000000 FFFFFFFF FFFFFFFF BCE6FAAD A7179E84 F3B9CAC2 

FC632551 
P-384: 
p = 2384 − 2128 − 296 + 232 − 1,   h = 1,   a = −3 
b = 0x B3312FA7 E23EE7E4 988E056B E3F82D19 181D9C6E FE814112 0314088F 5013875A 

C656398D 8A2ED19D 2A85C8ED D3EC2AEF 
x = 0x AA87CA22 BE8B0537 8EB1C71E F320AD74 6E1D3B62 8BA79B98 59F741E0 

82542A38 5502F25D BF55296C 3A545E38 72760AB7 
y = 0x 3617DE4A 96262C6F 5D9E98BF 9292DC29 F8F41DBD 289A147C E9DA3113 

B5F0B8C0 0A60B1CE 1D7E819D 7A431D7C 90EA0E5F 
n = 0x FFFFFFFF FFFFFFFF FFFFFFFF FFFFFFFF FFFFFFFF FFFFFFFF C7634D81 

F4372DDF 581A0DB2 48B0A77A ECEC196A CCC52973 
P-521: 
p = 2521 − 1,   h = 1,   a = −3 
b = 0x 00000051 953EB961 8E1C9A1F 929A21A0 B68540EE A2DA725B 99B315F3 

B8B48991 8EF109E1 56193951 EC7E937B 1652C0BD 3BB1BF07 3573DF88 
3D2C34F1 EF451FD4 6B503F00 

x = 0x 000000C6 858E06B7 0404E9CD 9E3ECB66 2395B442 9C648139 053FB521 F828AF60 
6B4D3DBA A14B5E77 EFE75928 FE1DC127 A2FFA8DE 3348B3C1 856A429B 
F97E7E31 C2E5BD66 

y = 0x 00000118 39296A78 9A3BC004 5C8A5FB4 2C7D1BD9 98F54449 579B4468 
17AFBD17 273E662C 97EE7299 5EF42640 C550B901 3FAD0761 353C7086 
A272C240 88BE9476 9FD16650 

n = 0x 000001FF FFFFFFFF FFFFFFFF FFFFFFFF FFFFFFFF FFFFFFFF FFFFFFFF 
FFFFFFFF FFFFFFFA 51868783 BF2F966B 7FCC0148 F709A5D0 3BB5C9B8 
899C47AE BB6FB71E 91386409 

 

The curve point addition law is defined as follows: adding P1 = (x1, y1) ∈Ep and 

P2 = (x2, y2) ∈Ep yields P3 = (x3, y3) ∈Ep, whose coordinates are [13]: 

x3 = λ2 − x1 − x2 ,  y3 = λ(x1 − x3) − y1, where    (2.1) 

λ = (y2 − y1)(x2 − x1)−1 if P1 ≠ P2, or (3x1
2 − a)(2y1) if P1 = P2. (2.2) 
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This addition law is associative and commutative. Point doubling is a special case of 

point addition where P1 = P2. Point subtraction P3 = P1 − P2 is performed by adding 

negated point −P2 = (x2, −y2). There is a special point at infinity P∞ that serves as an 

additive identity, i.e., P ± P∞ = P, for all points P on the curve Ep.  

According to Equations (2.1) and (2.2), each point addition involves a certain 

number of modular arithmetic operations: additions, subtractions, multiplications, and 

inversions modulo p. For example, computing λ given P1 ≠ P2 requires two modular 

subtractions and one modular inversion, followed by one modular multiplication.  For 

example, let p = 5, P1 = (1, 4) and P2 = (3, 1). Then, λ = (1 − 4) × (3 − 1)−1 = (−3) × 2−1 = 

(−3) × 3 = (−9) ≡ 1 mod 5, x3 = 12 − 1 − 3 = (−3) ≡ 2 mod 5, y3 = 1 × (1 − 2) − 4 = (−5) ≡ 

0 mod 5. Thus, P3 = P1 + P2 = (2, 0). 

The number of modular operations performed per point operation depends not 

only on the point operation type, but also on the point representation. Affine coordinates 

are not the only choice for point representations. One should also consider the following 

projective coordinates [5, 63]: 

• Standard projective points (x, y, z) correspond to affine points (xz−1, yz−1), where 

z ≠ 0. Affine points (x, y) correspond to standard projective points (xz, yz, z). 

Converting from standard projective to affine coordinates requires one modular 

inversion z−1 and two modular multiplications: x(z−1) and y(z−1). 

• Jacobian projective points (x, y, z) correspond to affine points (xz−2, yz−3), where 

z ≠ 0. Affine points (x, y) correspond to Jacobian points (xz2, yz3, z). Converting 

from Jacobian to affine coordinates requires one modular inversion z−1 and four 

modular multiplications: (z−1)2, x(z−1)2, (z−1)3, and y(z−1)3. 

• Chudnovsky projective points (x, y, z, u, v) correspond to Jacobian points (x, y, z) 

with two redundant coordinates u = z2 and v = z3. Affine points (x, y) correspond 

to Chudnovsky points (xz2, yz3, z, z2, z3). Converting from Chudnovsky to affine 

coordinates requires one modular inversion z−1 and four multiplications: (z−1)2, 

x(z−1)2, (z−1)3, and y(z−1)3. 

Table 2.4 shows the equations for computing point doubling, addition, and subtraction 

using Affine, Standard Projective, Jacobian, Chudnovsky, and mixed coordinate for 
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points Q and P used in the scalar multiplication algorithms described in Section 2.1. As Q 

appears on both sides of the expressions Q ← 2Q and Q ← ±P + Q, we use the (∼)Q 

notation to differentiate between the new coordinate values of Q (left-hand side) and the 

old coordinate values of Q (right-hand side). Among various representations of points P 

and Q, we consider the mix of the Affine, Jacobian, and Chudnovsky coordinates. To 

obtain QJ ← ±PA + QJ, we use the equations for QJ ← ±PJ + QJ and let zP = 1. To obtain 

QJ ← ±PC + QJ, we use the equations for QC ← ±PC + QC and replace uQ and vQ by zQ
2 

and zQ
3, respectively. Each combination leads to the minimal number of modular 

multiplications in comparison to the other listed alternatives. Working with Affine P is 

cheaper than working with Chudnovsky P; however, we may need to use PC for security 

reasons discussed in Chapter 4. Table 2.5 summarizes the computation cost per point 

operation. Note that the most expensive modular operation, inversion, is not required in 

any projective coordinates. 

 

Table  2.4 Equations for Computing ECC Point Operations [5, 13, 37]. 

 (a) Affine Coordinates 

QA ← 2QA 
(Affine PD) 

QQQQ xyxx 2])2)(33[(~ 212 −−= −  

QQQQQQ yxxyxy −−−= − )~()2)(33(~ 12  

QA ← ±PA + QA 
(Affine PA) 

QPPQPQQ xxxxyyx −−−+= − 21 ]))([(~  

PQPPQPQQ yxxxxyyy +−−+= − )~())((~ 1  
 

(b) Standard Projective Coordinates 

QS ← 2QS 
(Std. Projective PD) 

QQQQQQQQ zyxzxzyx 2242 8)33)(2(~ −−=  
24342422 8)33()33(12~
QQQQQQQQQQ zyzxzxzyyy −−−−=  

338~
QQQ zzz =  

QS ← ±PS + QS 
(Std. Projective PA) 

−−= QPQPPQQPPQQ zzzyzyzxzxx 2))((~ m  

QPQPPQQPPQ zxzxzxzxzx 34 )(2)( −−−  

−−= QPQPPQQPPQQ zxzxzxzyzyy 2)(3)((~ m  

−−+ ))()( 32
QPPQQPQPPQ zxzxzzzyzy m  

QPQPPQ zyzxzx 3)( −  

QPQPPQQ zzzxzxz 3)(~ −=  
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QS ← ±PA + QS 
(Affine- Std. Projective PA) 

−−−−= 42 )())((~
QPQQQPQQPQQ zxxzzyyzxxx m  

QPQPQ zxzxx 3)(2 −  

−−= QPQPQQPQQ zxzxxzyyy 2)(3)((~ m  

−−+ ))()( 32
QPQQQPQ zxxzzyy m  

QPQPQ zyzxx 3)( −  

QQPQQ zzxxz 3)(~ −=  
 

(c) Jacobian Coordinates 

QJ ← 2QJ 
(Jacobian PD) 

2242 8)33(~
QQQQQ yxzxx −−=  

4242 8)~4)(33(~
QQQQQQQ yxyxzxy −−−=  

QQQ zyz 2~ =  

QJ ← ±PJ + QJ 
(Jacobian PA) 

)()()(~ 22223
PQPPPQPPQQ zxxxzxyzyx +−−= m  

32223 )()~)()((~
PPQPQPPQPPPQQ xzxyxxzxxyzyy −−−= mm  

PPPQQ zxzxz )(~ 2 −=  

QJ ← ±PA + QJ 
(Affine-Jacobian PA) 

)()()(~ 22223
PQPPPQPPQQ zxxxzxyzyx +−−= m  

32223 )()~)()((~
PPQPQPPQPPPQQ xzxyxxzxxyzyy −−−= mm  

PPPQQ zxzxz )(~ 2 −=  
 

(d) Chudnovsky Coordinates 

QC ← 2QC 
(Chudnovsky PD) 

2222 8)33(~
QQQQQ yxuxx −−=  

4222 8)~4)(33(~
QQQQQQQ yxyxuxy −−−=  

QQQ zyz 2~ =  

QC ← ±PC + QC 
(Chudnovsky PA) 

)()()(~ 22
PQPPPQPPQQ uxxxuxyvyx +−−= m  

32 )()~)()((~
PPQPQPPQPPPQQ xuxyxxuxxyvyy −−−= mm

PPPQQ zxuxz )(~ −=  

QC ← ±PA + QC 
(Affine-Chudnovsky PA) 

)()()(~ 22223
PQPPPQPPQQ zxxxzxyzyx +−−= m  

32223 )()~)()((~
PPQPQPPQPPPQQ xzxyxxzxxyzyy −−−= mm  

PPPQQ zxzxz )(~ 2 −=  

QJ ← ±PC + QJ 
(Chudnovsky-Jacobian PA) 

)()()(~ 22
PQPPPQPPQQ uxxxuxyvyx +−−= m  

32 )()~)()((~
PPQPQPPQPPPQQ xuxyxxuxxyvyy −−−= mm  

PPPQQ zxuxz )(~ −=  
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(e) Coordinate Conversion 

PS ← PA 
(Affine-to-Std. Projective) 0~,~~,~~ ≠== PPPPPPP zyzyxzx  

PJ ← PA 
(Affine-to-Jacobian) 0~,~~,~~ 232 ≠== PPPPPPP zyzyxzx  

PC ← PA 
(Affine-to-Chudnovsky) 

,0~,~~,~~ 32 ≠== PPPPPPP zyzyxzx  
32 ~~,~~
PPPP zvzu ==  

QA ← QS 
(Std. Projective-to-Affine) 

,~ 1
QQQ xzx −= QQQ yzy 1~ −=  

QA ← QJ 
(Jacobian-to-Affine) 

,)(~ 21
QQQ xzx −= QQQ yzy 31 )(~ −=  

QA ← QC 
(Chudnovsky-to-Affine) 

,)(~ 21
QQQ xzx −= QQQ yzy 31 )(~ −=  

 

 

Table  2.5 Computational Requirements for Performing Point Operations [5, 13, 37]. 

 (a) Point Doubling (PD) 
Number of Operations 

Coordinate Choice Modular  
Inversion 

Modular  
Multiplication 

Modular  
Add/Sub. 

QA ← 2QA 
(Affine) 1 4 9 

QS ← 2QS 
(Std. Projective) 0 10 11 

QJ ← 2QJ 
(Jacobian) 0 8 12 

QC← 2QC 
(Chudnovsky) 0 9 12 

 

 

(b) Point Addition/Subtraction (PA) 
Number of Operations 

Coordinate Choice Modular  
Inversion 

Modular  
Multiplication 

Modular  
Add/Sub. 

QA ← ±PA + QA 
(Affine-Affine) 1 3 6 

QS ← ±PS + QS 
(Std. Projective-Std. Projective) 0 14 7 

QJ ← ±PJ + QJ 
(Jacobian-Jacobian) 0 16 7 
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QC ← ±PC + QC 

(Chudnovsky-Chudnovsky) 0 14 7 

QS ← ±PA + QS 
(Affine-Std. Projective) 0 11 7 

QJ ← ±PA + QJ 
(Affine-Jacobian) 0 11 7 

QC ← ±PA + QC 
(Affine-Chudnovsky) 0 11 7 

QJ ← ±PC + QJ 
(Chudnovsky-Jacobian) 0 14 7 

 

 

(c) Point Conversion 
Number of Operations 

Coordinate Choice Modular  
Inverter 

Modular  
Multiplier 

Modular  
Adder/Subtractotr

QS ← QA 
(Affine-to-Std. Projective) 0 0 0 

QJ ← QA 
(Affine-to-Jacobian) 0 0 0 

QC ← QA 
(Affine-to-Chudnovsky) 0 0 0 

QA ← QS 
(Std. Projective-to-Affine) 1 2 0 

QA ← QJ 
(Jacobian-to-Affine) 1 4 0 

QA ← QC 
(Chudnovsky-to-Affine) 1 4 0 

 

 

2.3 Finite Field Arithmetic 
In this section, we describe basic algorithms for modular arithmetic operations 

needed to perform point doubling and point addition/subtraction computations presented 

in Section 2.2. 

 

2.3.1 Modular Addition and Subtraction 

 The modular addition operation R ≡ (x + y) mod p adds two inputs, x and y where 

x, y ∈ [0, p − 1], and subtracts p from the result if (x + y) ≥ p. Likewise, the modular 

subtraction operation R ≡ (x − y) mod p subtracts y from x, where x, y ∈ [0, p − 1], and 
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then adds p to the result if (x − y) < 0. A combined modular addition/subtraction (MAS) 

operation is specified by Algorithm 2.7 below.  

 

 
Algorithm  2.7 Combined modular addition/subtraction [5, 11]. 

 

 

2.3.2 Modular Multiplication 

Modular multiplication R ≡ (x × y) mod p, where operands x, y ∈ [0, p − 1], is the 

most critical operation in prime-field cryptography. There are several methods to perform 

modular multiplications, e.g., Standard (Algorithm 2.8), Interleaved (Algorithm 2.9), and 

Montgomery (Algorithm 2.11) methods.  

 
Algorithm  2.8 Standard modular multiplication (SMM) [11, 13]. 

 

Algorithm: SMM 
Input: l-bit x, y ∈ [0, p−1], prime p 
Output: R ≡ (x × y) mod p 
 
1. Z  ← 0 
2. for i = 0, 1, …, l − 1 do: 

2.1. Z ← (2Z + xl−i−1 ⋅ y) 
3. R ≡ Z mod p 
4. return R 

Algorithm: MAS 
Input: x, y ∈ [0, p−1], ADDSUB ∈ {0, 1}, prime p 
Output: R ≡ x + y mod p (if ADDSUB = 0), or R ≡ x − y mod p (if ADDSUB = 1) 
 
1. if  ADDSUB = 0  then  

1.1. R ← x + y 
1.2. if  R ≥ p  then  R ← R − p 

2. else    
2.1. R ← x − y 
2.2. if  R < 0  then  R ← R + p 

3. return R 
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Algorithm  2.9 Interleaving modular multiplication (IMM) [11, 87]. 

 

Algorithm 2.8 is an example of the Standard modular multiplication algorithm 

using shift-and-add operations applied to l-bit inputs x and y. Step 2 generates a 2l-bit 

result Z by iteratively generating a partial product (xl−i−1 ⋅ y), left-shifting the previous 

intermediate result (2Z), and then computing the new intermediate result Z ← 2Z + xl−i−1 ⋅ 

y. Step 3 performs a modular reduction of final Z to compute output R ∈ [0, p − 1].  

Algorithm 2.9 is an example of the Interleaving multiplication algorithm, where 

the partial product accumulation step is immediately followed by a modular reduction. 

Given l-bit inputs x and y in [0, p − 1], ∑
−

=

⋅≡×≡
1

0

mod)2)((mod)(
l

i

i
i pyxpyxR , where at 

each iteration i partial product Z = 2Z + xl−i−1 ⋅ y  ≤  2 (p − 1) + (p − 1) = 3p − 3. 

Therefore, at most two subtractions of p are required to bring Z back into the range 0 ≤ Z 

< p, as shown by Steps 2.2 and 2.3 of Algorithm 2.9. 

Algorithm 2.11 is an example of the Montgomery multiplication algorithm [105] 

that computes R ≡ (x · y · m−1) mod p, where 2l−1 ≤ p < 2l and m = 2l. Before performing 

such a modular multiplication, inputs x and y must be transformed into the Montgomery 

representation. The Montgomery representation of x, denoted by xMont, can be computed 

by performing a special-case Montgomery multiplication of x and m2, denoted by Mont(x, 

m2), i.e., xMont = Mont(x, m2) ≡ (x ⋅ m2 ⋅ m−1) mod p ≡ (x ⋅ m) mod p. Likewise, y can be 

transformed into the Montgomery representation yMont = Mont(y, m2) ≡ (y ⋅ m) mod p. 

After computing R in the Montgomery representation, it must be converted back. This is 

Algorithm: IMM 
Input: l-bit x, y ∈ [0, p−1], prime p 
Output: R ≡ (x × y) mod p 
 
1. Z  ← 0 
2. for i = 0, 1, …, l − 1 do: 

2.1. Z ← (2Z + xl−i−1 ⋅ y) 
2.2. if   Z ≥ p   then   Z = Z − p 
2.3. if   Z ≥ p   then   Z = Z − p 

3. return R = Z 
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accomplished by computing Mont(R, 1).  These steps are summarized below (also, see 

Algorithm 2.11). 

 Convert input x into Montgomery representation xMont: 

xMont  = Mont(x, m2)  

≡ (x ⋅ m2 ⋅ m−1) mod p  

≡ (x ⋅ m) mod p 

 Convert input y into Montgomery representation yMont: 

yMont  = Mont(y, m2)  

≡ (y ⋅ m2 ⋅ m−1) mod p  

≡ (y⋅ m) mod p 

 Compute Montgomery product RMont: 

RMont  = Mont(xMont, yMont)  

≡ (xMont ⋅ yMont ⋅ m−1) mod p  

≡ (x ⋅ m ⋅ y ⋅ m ⋅ m−1) mod p 

≡ (x ⋅ y ⋅ m) mod p 

 Convert result RMont to normal representation of output R: 

R  = Mont(RMont, 1)  

≡ (x ⋅ y ⋅ m ⋅ 1 ⋅ m−1) mod p 

≡ (x ⋅ y) mod p 

Algorithm 2.10 shows how to compute a Montgomery product Mont(x, y), where pre-

computed p′ is such that m ⋅ m−1 − p ⋅ p′ = 1. 

 

 
Algorithm  2.10 Montgomery product computation [11, 105]. 

 

Algorithm: Mont 
Input: l-bit x, y ∈ [0, p − 1], prime p such that 2l−1 ≤ p < 2l, m = 2l, pre-computed p′ 
Output: R ≡ (x ⋅ y ⋅ m−1) mod p 
 
1. u  ← x ⋅ y 
2. v  ← u ⋅ p′ mod m 
3. R  ← (u + v ⋅ p) / m 
4. if  u ≥ p  then  return (R − p)  else  return R 
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Algorithm  2.11 Montgomery modular multiplication (MMM) [11, 105]. 

 

2.3.3 Modular Reduction 

Recall that standard modular multiplication (SMM) Algorithm 2.8 first multiplies 

l-bit x with l-bit y to obtain 2l-bit result Z, and then reduces Z modulo p.  The final 

reduction step can be done using one of several division algorithms, e.g. Restoring 

Division Algorithm, Non-restoring Division Algorithm, Barrett Reduction Algorithm, 

etc. [5, 11, 13, 14]. However, if p is a so-called generalized Mersenne prime (such as 

those recommended by NIST and used in this dissertation), then modular reductions 

become very fast, following special computation procedures as shown Algorithm 2.12-

2.16 for NIST primes p192, p224, p256, p384, and p521.  

 

 
Algorithm  2.12 Reduction modulo NIST prime p192 [5]. 

 

Algorithm: MMM 
Input: l-bit x, y ∈ [0, p − 1], prime p such that 2l−1 ≤ p < 2l, m = 2l. 
Output: R ≡ (x × y) mod p 
 
1. xMont ← Mont(x, m2)  
2. yMont ← Mont(y, m2) 
3. RMont ← Mont(xMont, yMont)  
4. R       ← Mont(RMont, 1) 
5. return R 

Algorithm: Reduce-p192 
Input: 384-bit product Z = (z11 …z1 z0), where each zi is a 32-bit word 
Output: 192-bit result R ≡ Z mod p192 
 
1. define 192-bit 3220124450 )( zzzzzzW ← , 32267671 )00( zzzzW ← , 

32289892 )00( zzzzW ← , 3221011101110113 )( zzzzzzW ←  
2. U ← W0+ W1 + W2 + W3 
3. R ≡ U  mod  p192 
4. return R 
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Algorithm  2.13 Reduction modulo NIST prime p224 [5]. 

 

 

 

 

 
Algorithm  2.14 Reduction modulo NIST prime p256 [5]. 

 

Algorithm: Reduce-p256 
Input: 512-bit product Z = (z15 …z1 z0), where each zi is a 32-bit word 
Output: 256-bit result R ≡ Z mod p256 
 
1. define 256-bit 322012445670 )( zzzzzzzzW ← , 32211121314151 )000( zzzzzW ← , 

322121314152 )0000( zzzzW ← , 322891014153 )000( zzzzzW ← , 

322910111314151384 )( zzzzzzzzW ← , 3221112138105 )000( zzzzzW ← , 

322121314159116 )00( zzzzzzW ← , 3221314158910127 )0( zzzzzzzW ← , 

322141591011138 )00( zzzzzzW ←  
2. U ← W0 + W1 + W1 + W2 + W2 + W3 + W4, 
3. V ← W5 + W6 + W7 + W8 
4. R ≡ (U − V)  mod  p256 
5. return R 

Algorithm: Reduce-p224 
Input: 448-bit product Z = (z13 …z1 z0), where each zi is a 32-bit word 
Output: 224-bit result R ≡ Z mod p224 
 
1. define 224-bit 32201244560 )( zzzzzzzW ← , 322789101 )000( zzzzW ← , 

3221112132 )0000( zzzW ← , 322789101112133 )( zzzzzzzW ← , 

3221112134 )0000( zzzW ←  
2. U ← W0+ W1 + W2, 
3. V ← W3+ W4 
4.  R ≡ (U − V)  mod  p224 
5. return R 
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Algorithm  2.15 Reduction modulo NIST prime p384 [5]. 

 

 

 
Algorithm  2.16 Reduction modulo NIST prime p521 [5]. 

 

 
2.3.4 Modular Inversion 

Modular inversion (x−1 mod p) operation of an integer x, exists if and only if x and 

p are relatively prime, i.e., their greatest common divisor is 1. We can classify inversion 

algorithms into two main types: those based on the Euclidean algorithm [5, 13] (e.g., 

Algorithms 2.17 and 2.18), and those based on repeated modular multiplication using 

Algorithm: Reduce-p521 
Input: 1042-bit product 329329 201152162171832233 )...()()...()( zzzzzzzzZ = , where each zi 
is a 32-bit word, except for z33 and z16 that are 9-bit words 
Output: 521-bit result R ≡ Z mod p521 
 
1. define 521-bit 329 21718322330 )...()( zzzzW ← , 329 201152161 )...()( zzzzW ←  
2. U ← W0 + W1 
3. R ≡ U  mod  p521 
4. return R 

Algorithm: Reduce-p384 
Input: 768-bit product Z = (z23 …z1 z0), where each zi is a 32-bit word 
Output: 384-bit result R ≡ Z mod p384 
 
1. define 384-bit 322012445678910110 )( zzzzzzzzzzzzW ← , 

3222122231 )000000000( zzzW ← , 

3221213141516171819202122232 )( zzzzzzzzzzzzW ← , 

3222122231213141516171819203 )( zzzzzzzzzzzzW ← , 

322232012131415161718194 )00( zzzzzzzzzzW ← , 

322202122235 )00000000( zzzzW ← , 322202122236 )00000000( zzzzW ← , 

3222312131415161718192021227 )( zzzzzzzzzzzzW ← , 

322202122238 )00000000( zzzzW ← , 32223239 )0000000000( zzW ←  
2. U ← W0 + W1 + W1 + W2 + W3 + W4 + W5 + W6, 
3. V ← W7 + W8 + W9 
4. R ≡ (U − V)  mod  p384 
5. return R 
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Fermat’s Little Theorem [7] (e.g., Algorithm 2.19).  In this dissertation, we use 

Algorithm 2.19 to compute modular inverses (see Chapter 6), which allows us to reuse 

our high-performance modular multiplication hardware (see Chapter 6) instead of 

introducing expensive area-consuming circuitry (e.g., see [36]) used solely for modular 

inversions. 

 

 
Algorithm  2.17 Extended Euclidean algorithm for modular inversion [5, 13]. 

 

 

 
Algorithm  2.18 Binary inversion algorithm for modular inversion [5, 13]. 

 

Algorithm: Binary-Invert 
Input: x ∈ [0, p−1], prime p 
Output: R ≡ x−1 mod p 
 
1. u  ← x,  v  ← p 
2. x1 ← 1,  x2 ← 0 
3. while  (u ≠ 0 and v ≠ 0)   do: 

3.1. while  u is even  do: 
3.1.1. u ← u ⁄ 2 
3.1.2. if  x1 is even  then  x1 ← x1 ⁄ 2  else  x1 ← (x1 + p) ⁄ 2 

3.2. while  v is even  do: 
3.2.1. v ← v ⁄ 2 
3.2.2. if  x2 is even  then  x2 ← x2 ⁄ 2  else  x2 ← (x2 + p) ⁄ 2 

3.3. if  u ≥ v  then  u ← u − v,  x1 ← x1 − x2  else  u ← u − v,  x1 ← x1 − x2 
4. if u = 1 then  return  R ≡ (x1 mod p)  else  return  R ≡ (x2 mod p) 

Algorithm: Euclidean-Invert 
Input: x ∈ [0, p−1], prime p 
Output: R ≡ x−1 mod p 
 
1. u  ← x,  v  ← p 
2. x1 ← 1,  x2 ← 0 
3. while u ≠ 0 do: 

3.1. q ← ⎣ ⎦v
u ,  r ← v – qu,  t ← x2 – qx1 

3.2. v ← u,  u ← r,  x2 ← x1, x1 ← t. 
4. return R ≡ (x1 mod p) 
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Algorithm  2.19 Modular inversion algorithm based on Fermat’s Little Theorem [7]. 

 
 
 
 

Algorithm: FLT-Invert 
Input: x ∈ [0, p−1], prime p 
Output: R ≡ x−1 mod p ≡ xp− 2 mod p 
 
1. R  ← 1,  e  ←  p − 2 
2. for i = 0, 1, …, |e| − 1: 

2.1. if ei = 1 then R ← (R × x) mod p 
2.2. x ← (x × x) mod p 

3. return R 
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Chapter 3  
Countermeasures against Side Channel Attacks  

 
Side-channel attacks (SCA) exploit dependencies between the secret information 

being processed by a cryptographic hardware device and physical parameters measured 

on or around that device (e.g., power consumption, timing information, electromagnetic 

radiation, or response to fault injection). There are many SCA types and corresponding 

countermeasures [13, 37]. In this dissertation, we focus mainly on countermeasures 

against power analysis attacks at the algorithmic level.  

 

3.1 Countermeasures against Simple Power Analysis 
In simple power analysis (SPA) attacks, information about a secret key is 

obtained directly from a single execution power trace by observing the difference 

between the EC point operations (i.e., point doubling PD and point addition/subtraction 

PA). Straightforward implementations of scalar multiplication, as shown in Algorithm 

2.1 and Algorithm 2.4 for example, are particularly vulnerable to SPA attacks. Recall that 

PA is performed only if the underlying digit of the scalar is non-zero (i.e., 1 or −1), 

whereas PD is computed unconditionally. Computation sequences of modular arithmetic 

operations for PA and PD are quite different; therefore, PA may have an execution 

power trace which can readily be distinguishable from that of PD. In order to resist the 

SPA, one has to ensure that the attacker only sees indistinguishable sequences of point 

operations with their associated data transfers which generate a uniform power trace 

(with respect to the type and sequencing of performed operations) that is hard to link to 

the scalar value. There are several key techniques that can be used for this purpose: 

 Inserting dummy modular arithmetic operations [13, 37]; 

 Unifying the PA and PD formulas [13, 37]; 

 Using scalar multiplication algorithms that behave regularly, such as Always-

Double-and-Add Algorithm [89] and Montgomery Ladder [64]. 
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3.1.1 Dummy Modular Arithmetic Operations 

The easiest way to counter SPA attacks is to insert dummy modular operations to 

equalize computational footprints of PA and PD operations. For example, Table 3.1 

shows the indistinguishable operation for calculating QJ ← PJ + QJ and QJ ← 2QJ, where 

the computational overhead is eight dummy modular multiplications and five dummy 

modular adders/subtractors. 

 

Table  3.1 Example 1: SPA Countermeasure Using Dummy Modular Operations [13, 37]. 

QJ ← PJ + QJ QJ ← 2QJ 
1. t1 = yP × zQ  1. t1 = zQ × zQ  
2. t2 = zQ × zQ  2. t2 = yQ × yQ  
3. tD = t1 − t2 (Dummy) 3. t3 = xQ − t1  
4. tD = t1 + t2 (Dummy) 4. t4 = t2 + t2  
5. tD = t1 − t2 (Dummy) 5. t5 = t1 − xQ  
6. t3 = zP × zP  6. t6 = t6 × xQ  
7. t4 = zQ × zP  7. t7 = t3 × t4  
8. t5 = t3 × xQ  6. tD = t1 × t2 (Dummy) 
9. t6 = t3 × t4  7. tD = t1 × t2 (Dummy) 
10. t7 = t1 × t2  8. tD = t1 × t2 (Dummy) 
11. t8 = t2 × xP  9. tD = t1 × t2 (Dummy) 
12. t9 = t6 − t7  10. t8 = t7 + t7  
13. t10 = t5 − t8  11. t9 = t8 + t8  
14. tD = t1 + t2 (Dummy) 14. t10 = t8 + t8  
15. tD = t1 + t2 (Dummy) 15. t11 = t7 + t9  
16. t11 = t9 × t9  16. t12 = t11 × t11  
17. t12 = t10 × t10  17. t13 = t4 × t4  
18. t13 = t10 × t12  18. tD = t1 × t2 (Dummy) 
19. t14 = t8 × t12  19. tD = t1 × t2 (Dummy) 
20. t15 = t14 + t14  20. t14 = t13 + t13  
21. t16 = t11 − t15  21. t15 = t12 − t10  
22. t17 = t7 × t13  22. tD = t1 × t2 (Dummy) 
23. t18 = t10 × zQ  23. tD = t1 × t2 (Dummy) 
24. t19 = t16 − t13  24. t16 = t8 − t15  
25. t20 = t19 − t16  25. t17 = yQ × zQ  
26. t21 = t8 × t12  26. t18 = t11 × t16  
27. t22 = t18 × zP  27. t19 = t10 × t12  
28. t23 = t21 − t17  28. t20 = t19 − t14  

 

A more cost-effective way to resist SPA attacks (used in this dissertation) is to use atomic 

blocks of modular operations [61]: we group modular operations into computationally 
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identical blocks, e.g. one modular multiplication followed by two modular 

additions/subtractions (modular additions and subtractions are assumed to be 

computationally equivalent). An attacker can only observe a sequence of identical atomic 

blocks, which makes it difficult to link them to a particular type of the point operation 

being performed. Table 3.2 shows an example of atomic blocking for QJ ← PJ + QJ and 

QJ ← 2QJ, where each atomic block is comprised of a modular multiplication followed 

by two modular additions/subtractions.  Note, however, that such a countermeasure has a 

flaw: by counting the total number of atomic blocks. The attackers can determine the 

total number of non-zero digits (Hamming weight) in the scalar; however, the Hamming 

weight can be obscured using standard scalar randomization techniques [37]. 
 

 

Table  3.2 Example 2: SPA Countermeasure Using Atomic Blocks of Modular Operations. 

QJ ← PJ + QJ QJ ← 2QJ 
1. t1 = yP × zQ  1. t1 = zQ × zQ  
2. tD = t1 + t1 (Dummy) 2. t2 = xQ − t1  
3. tD = t1 + t1 (Dummy) 3. t3 = t1 + xQ  
4. t2 = zQ × zQ  4. t4 = yQ × yQ  
5. tD = t1 + t1 (Dummy) 5. t5 = t4 + t4  
6. tD = t1 + t1 (Dummy) 6. tD = t1 + t1 (Dummy) 
7. t3 = yQ × zP  7. t6 = t5 × xQ  
8. tD = t1 + t1 (Dummy) 6. t7 = t6 + t6  
9. tD = t1 + t1 (Dummy) 7. t8 = t7 + t7  
10. t4 = zP × zP  8. t9 = t2 × t3  
11. tD = t1 + t1 (Dummy) 9. t10 = t9 + t9  
12. tD = t1 + t1 (Dummy) 10. t11 = t9 + t10  
13. t5 = t3 × t4  11. t12 = t11 × t11  
14. tD = t1 + t1 (Dummy) 14. t13 = t12 − t8  
15. tD = t1 + t1 (Dummy) 15. t14 = t7 − t13  
16. t6 = t4 × xQ  16. t15 = t5 × t5  
17. tD = t1 + t1 (Dummy) 17. t16 = t15 + t15  
18. tD = t1 + t1 (Dummy) 18. tD = t1 + t1 (Dummy) 
19. t7 = t1 × t2  19. t17 = t11 × t14  
20. t8 = t5 − t7  20. t18 = t17 − t16  
21. tD = t1 + t1 (Dummy) 21. tD = t1 + t1 (Dummy) 
22. t9 = t2 × xP  22. t19 = yQ × zQ  
23. t10 = t6 − t9  23. t20 = t19 + t19  
24. tD = t1 + t1 (Dummy) 24. tD = t1 + t1 (Dummy) 
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QJ ← PJ + QJ QJ ← 2QJ 
25. t11 = t10 × t10  25. --- --- 
26. tD = t1 + t1 (Dummy) 26. --- --- 
27. tD = t1 + t1 (Dummy) 27. --- --- 
28. t12 = t8 × t8  28. --- --- 
29. tD = t1 + t1 (Dummy) 29. --- --- 
30. tD = t1 + t1 (Dummy) 30. --- --- 
31. t13 = t10 × t11  31. --- --- 
32. tD = t1 + t1 (Dummy) 32. --- --- 
33. tD = t1 + t1 (Dummy) 33. --- --- 
34. t14 = t9 × t11  34. --- --- 
35. t15 = t14 + t14  35. --- --- 
36. t16 = t12 − t15  36. --- --- 
37. t17 = t10 × zQ  37. --- --- 
38. tD = t1 + t1 (Dummy) 38. --- --- 
39. tD = t1 + t1 (Dummy) 39. --- --- 
40. t18 = t7 × t13  40. --- --- 
41. t19 = t16 − t13  41. --- --- 
42. t20 = t19 − t15  42. --- --- 
43. t21 = t17 × zP  43. --- --- 
44. tD = t1 + t1 (Dummy) 44. --- --- 
45. tD = t1 + t1 (Dummy) 45. --- --- 
46. t22 = t8 × t20  46. --- --- 
47. t23 = t22 − t18  47. --- --- 
48. tD = t1 + t1 (Dummy) 48. --- --- 

 

 

3.1.2 Unified Point Operation Formula 

By using unified PA and PD formulas, scalar multiplication algorithms employ 

the same set of modular operations regardless of the point operation type. Brier and Joye 

[37, 112] observed that for elliptic curve given by 

64
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Using equations (3.1)-(3.3) and rewriting 
32121
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obtain the following unified expression for λ for both PA (P1 ≠ P2) and PD (P1 = P2): 
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Table 3.2 lists the unified sequence of modular operations for Jacobian PA and PD. The 

computation cost for this countermeasure is more expensive in comparison with the other 

two techniques mentioned earlier. 

 

Table  3.3 Example 3: Unified Jacobian Point Addition and Doubling [37, 112]. 

Unified QJ ← PJ + QJ  and QJ ← 2QJ 
1. t1 = x1 × z2  
2. t2 = x2 × z1  
3. t3 = y1 × z2  
4. t4 = y2 × z1 
5. t5 = z1 × z2 
6. t6 = t1 + t2 
7. t7 = t3 + t4 
8. t8 = t6 × t6 
9. t9 = t1 × t2 
10. t10 = t5 × t5 
11. t11 = a4 × t10 
12. t12 = t8 − t9 
13. t13 = t12 + t11 
14. t14 = t5 × t7 
15. t15 = t7 × t14 
16. t16 = t6 × t15 
17. t17 = t13 × t13 
18. t18 = t17 − t16 
19. t19 = t14 × t18 
20. t20 = t19 + t19 = x3 
21. t21 = t18 + t18 
22. t22 = t15 × t15 
23. t23 = t16 − t21 
24. t24 = t13 × t23 
25. t25 = t24 − t22 = y3 
26. t26 = t14 × t14 
27. t27 = t14 × t26 
28. t28 = t27 + t27 = z3 
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3.1.3 Uniform Scalar Multiplication 

In uniform scalar multiplication algorithms, PA and PD operations are allowed to 

have different power traces as long as zero and non-zero scalar digits still remain 

indistinguishable (i.e. both PA and PD are performed for every scalar digit). One 

straightforward approach is illustrated by Algorithm 3.1 [89], where each iteration 

contains PD followed by PA. 

 

 
Algorithm  3.1 Always-Double-and-Add algorithm [5, 89]. 

 

Another popular algorithm is Montgomery Ladder (see Algorithm 3.2) [64, 93]. It 

can be viewed as a variant of always-double-and-add algorithm, since point doubling and 

point addition are performed for every scalar bit. Montgomery Ladder (ML) is based on 

the fact that the sum of two points whose difference is a known point can be computed 

without the y-coordinates of the two points. For example, reference [93] applied ML to 

the elliptic curve arithmetic specified by Equations 3.1-3.3 and proposed the following 

formulas for Standard Projective point operations, where DS = PS − QS: 
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Note that at the end of each ML scalar multiplication we need to recover the y-

coordinate of Q = kP, which can be accomplished using Equation 3.5 [93].  
22

)2( )())((2 PPDQPPDPDPQPQP xzxxxzxxxazzzbzy −−+++=    (3.5) 

Algorithm: SM-ADA 
Input: P ≠ P∞, binary k with no leading 0’s 
Output: Q = kP 
 
1. Q ← P 
2. for l = |k| – 2, …, 1, 0: 

2.1. Q0 ← 2Q 
2.2. Q1 ← P + Q0 
2.3. Q ← 

lkQ  
3. return Q 
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Algorithm  3.2 Montgomery Ladder algorithm [64]. 

 

 

3.2 Countermeasures against Differential Power Analysis 
Even if a cryptosystem is resistant to SPA attacks, it may still be vulnerable to the 

differential power analysis (DPA), first introduced by Kocher et al. [99]. DPA attacks are 

multi-trace attacks where attacker may be able to manipulate point P and collect multiple 

power traces of several scalar multiplications kP. Then, the attacker may be able to 

correlate differences between these power traces to the value of k.  Two common 

countermeasures against DPA attacks are point randomization and scalar randomization. 

 

3.2.1 Projective Point Randomization 

To counter DPA attacks, Coron [89] suggested that before each new scalar 

multiplication Q = kP, the base point P should have its coordinate zP chosen randomly 

between 1 and (p − 1). This makes it difficult to predict any specific bit in the binary 

representation of P. The randomization may also occur prior to each point operation (i.e., 

PD and PA) or at random during the course of the scalar multiplication algorithm. In this 

dissertation, we apply this technique as follows: at the beginning of each scalar 

multiplication, we convert Affine PA = (xP, yP) to randomize Chudnovsky PC = 

( 3232 ,,,, PPPPPPP zzzyzxz ), where zP is a random integer between 1 and (p − 1). 

 

 

 

Algorithm: SM-ML 
Input: P ≠ P∞, binary k with no leading 0’s 
Output: Q = kP 
 
1. Q0 ← P 
2. Q1 ← 2P 
3. for l = |k| – 2, …, 1, 0: 

3.1. 101 QQQ
lk +←−  

3.2. 
ll kk QQ 2←  

4. Q ← Q0 with yQ recovered based on Equation 3.5 
5. return Q  
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3.2.2 Scalar Randomization 

Scalar randomization aims to change the scalar bit patterns between different 

scalar multiplications that use the same scalar value but different base points.  This can be 

achieved by decomposing the scalar k into two or more random components [37, 89, 94, 

95]. In this dissertation, we split scalar k additively, letting kP = rP + sP (where r < k is a 

random positive integer and s = k − r, whose sizes are comparable to size of k) and then 

execute an appropriate scalar multiplication algorithm. 

 

3.3 Countermeasures against Fault Attacks 
To mount a fault attack, the attacker needs physical access to a cryptographic 

device and must be able to induce a certain type of fault. The purpose of fault attacks is to 

force execution errors at certain times and/or locations (e.g., by using a strong magnetic 

pulse emission) during scalar multiplications.  Such errors may reveal whether the fault-

injected operation was dummy or not (e.g., by comparing the outputs of the fault-free 

computation of kP to the output of faulty computation of kP). In this dissertation, we 

consider two common types of fault attacks and their related countermeasures: safe-error 

attack [84, 85, 86] and weak curve attack [13, 37].  

 Safe-error attacks introduced by Yen and Joye [86] are based on the observation 

that some errors will not change the output results. For example, point-addition Step 2.2 

of always-double-and-add Algorithm 3.1 can be a potential site for mounting a safe-error 

attack (i.e., inducing temporary faults in the computational unit during execution of that 

step). If kl = 1, then the result will be faulty; otherwise, the results will not be affected. 

Thus, the attacker can distinguish between kl being 1 or 0.  In this dissertation, we counter 

safe-error attacks by making all the dummy operations fail-unsafe. In other words, any 

faults injected during previously dummy modular operations will necessarily yield 

incorrect outputs, thus obscuring the difference between dummy and non-dummy 

modular operations (see Chapter 4). 

Weak curve attacks are based on trying to perform a scalar multiplication using a 

weaker curve by modifying the curve parameters or by changing the point coordinates 

stored in known memory locations. In this dissertation, we counter this type of fault 

attacks by virtualizing static addresses of point coordinates and temporary variables, so 
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that their corresponding physical addresses become dynamic, which is realized by using 

pseudo-random address generators (see Chapter 5). 

 

3.4 Our Interpretation of “Security” 
In this dissertation, we make no formal claims that our proposed programmable 

architecture and associated programming algorithms are secure against power analysis or 

fault attacks.  Our main objective is to provide a fast and flexible computational platform 

that allows the user to exploit security-performance tradeoffs (see Section 4.3).  We 

interpret the term “security” somewhat loosely, simply referring to common algorithmic 

countermeasures being present or not.  Experimental evaluations of the strength of the 

security features described in this dissertation against various attack scenarios are the 

subject of our future work. 
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Chapter 4  
ECC Security and Performance Issues 
 

Among various representations of scalar k, we focus on the binary and non-

adjacent form (NAF) representations to illustrate ECC security and performance issues. 

Among various representations of points P and Q, we consider Jacobian QJ = (xQ, yQ, zQ) 

and Standard Projective QS = (xQ, yQ, zQ), as well as Affine PA = (xP, yP), Standard 

Projective PS = (xP, yP, zP), and Chudnovsky PC = (xP, yP, zP, uP, vP). Recall from Chapter 

2 that Affine-Jacobian and Chudnovsky-Jacobian PA (i.e., QJ ← ±PA + QJ and QJ ← ±PC 

+ QJ) with Jacobian PD (i.e., QJ ← 2QJ) yield the minimal number of modular 

multiplications in comparison to other alternatives.  Although working with PA is cheaper 

than working with PC, we may need to use the latter for security reasons that are 

described in Section 4.1. In the case of Montgomery Ladder (see Algorithm 3.2), we use 

Standard Projective coordinates while computing (Q0, Q1)S ← (2Q0, Q0 + Q1)S and (Q0, 

Q1)S ← (Q0 + Q1, 2Q1)S, with a subsequent recovery of the y-coordinate. As the user 

normally provides Affine input point PA and expects Affine output point QA in return, our 

choice of non-affine coordinates entails the following coordinate conversions (see Table 

2.4): Affine-to-Chudnovsky PC ← PA, Affine-to-Standard-Projective PS ← PA, Jacobian-

to-Affine QA ← QJ, and Standard-Projective-to-Affine QA ← QS. Conversions from 

Affine P coordinates are performed at the beginning of the scalar multiplication, while 

conversions to Affine Q coordinates are performed at the end of the scalar multiplication. 

 

4.1 Security Issues 
As we have mentioned in Chapter 2, the computational requirements for different 

point operations are not the same. This leads to different system execution profiles for 

different point operations. The attacker may be able to measure, for example, the 

system’s power consumption during scalar multiplications. By analyzing this power 

trace, the attacker may be able to identify point additions/subtractions and correlate them 

to non-zero digits of secret k. To decouple the system’s execution profiles from the scalar 

value during scalar multiplications, point operations must be indistinguishable [37]. For 
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that purpose, we employ a common practice of breaking down point operations into 

atomic blocks of modular operations. There are many possibilities of atomic blocking, 

and we propose the novel one shown in Figure 4.1. Each block consists of an odd-

numbered group (2i − 1) paired with an even-numbered group (2i), where i = 1, 2, …, 30 

− we denote such blocks as 12
2

−i
iβ  (e.g., 1

2β  is the pair of groups 1 and 2). Thus, each block 

includes 2 modular multiplications and 4 modular additions/subtractions. According to 

Figure 4.1, one Jacobian PD requires 4 atomic blocks, one Affine-Jacobian PA requires 6 

atomic blocks, and one Chudnovsky-Jacobian PA requires 7 atomic blocks. Note that the 

groups in question may contain dummy modular additions (shown in small boxes). Using 

larger or smaller groups will introduce expensive dummy modular multiplications, which 

will significantly increase the overhead associated with computational atomicity. Since 

our atomic blocks have a double-group structure, we have also introduced entirely 

dummy group 22/24 (to match group 21/23) for Affine-Jacobian PA. Having two groups 

per atomic block will allow us to explore spatial and temporal parallelism during group 

execution, as described in Section 4.2.  

Making PD and PA indistinguishable protects k against simple power attacks 

based on a single execution trace, but the system may still be vulnerable to differential 

power attacks based on multiple execution traces (see Chapter 3). The attacker may be 

able to manipulate input P and collect power traces of several scalar multiplications kP. 

Then, the attacker may be able to use probabilistic techniques to correlate differences 

between these power traces to the value of k. A common countermeasure against this 

attack is randomization of P (see Section 3.2.1). We convert Affine PA = (xP, yP) to 

randomized Chudnovsky PC = ( 3232 ,,,, PPPPPPP zzzyzxz ), where zP is a random integer 

between 1 and (p − 1). While using Chudnovsky PC, we must ensure that QJ  ← 2QJ and 

QJ ← ±PC + QJ employ the same type of indistinguishable blocks of modular operations, 

as shown in Figure 4.1. 

 



 

 

50

  
 (a) QJ = 2QJ 
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 (b) QJ = ± PA + QJ 
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 (c) QJ = ± PC + QJ 
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Figure  4.1 Point operations using proposed atomic blocks. Each atomic block 12
2

−i
iβ  

consists of two groups labelled (2i − 1) and (2i), i = 1, 2 … 30. Boxes with [−/+] 

represent [−] in blocks 57
58

49
50

39
40

31
32

21
22

13
14 ,,,,, ββββββ , used for point additions, or [+] 

blocks 59
60

51
52

41
42

33
34

23
24

15
16 ,,,,, ββββββ  used for point subtractions. Dummy modular 

operations are shown in small boxes. 

(d) QJ = ± RC + QJ 
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Randomization of P is often accompanied by randomization of k: for example, we 

can let kP = rP + sP, where r < k is a random positive integer and s = k − r, whose sizes 

are comparable to the size of k [25]2.  The corresponding scalar multiplication algorithm 

is shown in Algorithm 4.1: it is labelled RSM-ML and uses Montgomery Ladder with 

Standard Projective PS, Q0S, and Q1S. Alternatively, instead of computing rP and sP 

separately, we can represent r and s in joint sparse form (JSF). This allows for processing 

both scalars simultaneously: Algorithm 4.2 shows the corresponding always-double-and-

add scalar multiplication algorithm labelled RSM-JSF (with Chudnovsky PC and 

Jacobian QJ), which is a combination of Algorithms 2.4 and 3.1 (with dummy point 

additions). Note that both Montgomery Ladder and always-double-and-add algorithms 

are also resistant to timing attacks, even if scalar k is not randomized.   

Another important type of attack on ECC implementations is based on fault 

injection (see Section 3.3). The attacker may be able to induce a computational or data 

error at a certain time or location during execution (e.g., by using a strong magnetic pulse 

emission). By observing the resulting changes in the system output, the attacker may be 

able to identify which induced errors pertain to dummy operations. Thus, the attacker 

may be able to detect a difference between point operations, since atomic PD and PA can 

still be differentiated by the number and placement of dummy operations. One possible 

countermeasure against such fault attacks is shown in Figure 4.2, where all the atomic 

blocks with dummy modular operations from Figure 4.1 are made fail-unsafe. In other 

words, any faults injected during previously dummy additions will yield incorrect 

outputs, thus obscuring the difference between atomic blocks with dummy and non-

dummy additions/subtractions. 

There exist many other attacks and counter-measures reported in the literature 

[37]; however, we restrict our technical discussions to the system that uses only the 

aforementioned techniques to increase its physical security. Since the system architecture 

proposed in this dissertation is both programmable and extensible (see Chapter 5), it is 

possible for the user to implement additional counter-measures as needed. Note that our 

                                                 
2 Although one can randomize scalar k without randomizing point P, it is better to randomize both for stronger 

security. 
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system can also increase its mathematical security by switching to a larger NIST prime p 

(if applicable), thus allowing for a larger size of k. 

 

 
Algorithm  4.1 Randomized ML scalar multiplication algorithm. 

 

 

 

 
Algorithm  4.2 Randomized always-double-and-add JSF scalar multiplication algorithm. 

 

Algorithm: RSM-ADA-JSF 
Input: P ≠ P∞, binary k with no leading 0’s 
Output: Q = kP 
 
1. Randomize k = r + s 
2. Compute JSF (r, s) using Algorithm 2.5 and let n = |(r, s)| 
3. R ← 2P 
4. if rl + sl = 2 then Q ← R else Q ← P 
5. for l = n – 2, …, 1, 0: 

5.1. Q ← 2Q 
5.2. if  rl + sl = 1 then Q ← P + Q 

else if rl + sl =  –1 then Q ← –P + Q 
else if rl + sl = 2  then Q ← R + Q 
else if rl + sl = –2  then Q ← –R + Q  
else Q ← Pdummy + Q 

6. return Q 

Algorithm: RSM-ML 
Input: P ≠ P∞, binary k with no leading 0’s 
Output: Q = kP 
 
1. Randomize k = r + s 
2. Q ← SM-ML(P, r) 
3. R ← SM-ML(P, s) 
4. Q ← Q + R 
5. return Q 
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(a) QJ = 2QJ 
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  (b) QJ = ± PA + QJ 
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(c) QJ = ± PC + QJ 
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(d) QJ = ± RC + QJ 
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 (e) QJ = 

dummyCP + QJ 
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Figure  4.2 Proposed atomic point operations with fail-unsafe dummy operations. 

(g) kl = 1: (Q0, Q1)S = (Q0 + Q1, 2Q1)S 
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4.2 Performance Issues 

Let Mp and Ap denote the respective computational costs of one modular 

multiplication and one modular addition/subtraction for a given prime p. Then, (2Mp + 

4Ap) is the computational cost of a single atomic block, as proposed in Figure 4.2. Each 

atomic block involves reading data inputs and writing data outputs. Such data 

communication should also be atomic to ensure indistinguishability of point operations, 

i.e., the worst-case communication pattern is to be applied to all atomic blocks (with 

dummy reads and writes if needed). Let Rp and Wp denote the respective communication 

costs of one data input read and one data output write for a given prime p. Then, the 

communication cost of a single atomic block is (5Rp + 3Wp), e.g., see block 19
20β . Note that 

the atomic block’s communication cost includes only data transfers external to that block. 

If we interpret both computational and communication costs as execution delays, 

we can reduce the total atomic block cost by exploiting spatial and temporal parallelism, 

enabled by a double-group structure of each atomic block 12
2

−i
iβ , where i = 1, 2, …, 30. 

The main idea is to interleave the execution of block groups (2i − 1) and (2i) in time, 

using an atomic hardware unit comprised of one multistage pipelined modular multiplier 

and two modular adders/subtractors, and to allow data communication to partially overlap 

with group computation. Figure 4.3 illustrates this idea, assuming that the modular 

multiplier has S pipeline stages, the memory supports concurrent dual-port data accesses, 

and Rp = Wp ≤ Ap ≤ Mp ⁄ S (i.e., modular multiplications are at least S-times slower than 

modular additions/subtractions, and the latter are no faster than data read/writes). The 

execution delay of a single atomic block becomes approximately (Rp + Mp ⁄ S + Mp + 2Ap 

+ Wp), assuming that S-stage pipelining has a negligible impact on Mp.  For the sake of 

simplicity, Figure 4.3 omits many important details related to the actual hardware design 

and implementation – these details are provided in Chapter 6.   

 



 

 

64

MEMORY

IN1 IN2 IN3 IN4 IN5

OUT1 OUT2 OUT3

×(1) ×(2) . . . ×(s)

+/ +/

ATOMIC 
UNIT

IN1 IN3 IN5

IN2 IN4

OUT1 OUT3

OUT2

Time

SCHEDULE

×(1) ×(2)

×(1) ×(2)

. . . ×(s) +/ +/

. . . ×(s) +/ +/

 
Figure  4.3 Example: Architecture template (Rp = Wp ≤ Ap ≤ Mp / S). 

 

4.3 Security-Performance Tradeoffs 
To examine the security-performance tradeoffs arising in ECC applications, we 

first introduce the following examples of so-called physical security setting pl  for a 

given prime p: 

• 1=pl : Masked NAF k (atomic fail-unsafe Jacobian PD and Affine-Jacobian 

PA), to resist SPA (via atomic computations) and fault attacks mentioned in 

Chapter 3; 

• 2=pl : Masked NAF k and randomized P (atomic fail-unsafe Jacobian PD 

and Chudnovsky-Jacobian PA), to resist SPA (via atomic computations), DPA 

(via point randomization), and fault attacks mentioned in Chapter 3; 

• 3=pl : Masked binary k and randomized P using Montgomery Ladder 

(atomic fail-unsafe Standard Projective PD/PA), to resist SPA (via atomic 

computations and Montgomery Ladder), DPA (by point randomization), and 

fault attacks mentioned in Chapter 3; 

• 4=pl : Masked randomized JSF k = (r, s) and randomized P using always-

double-and-add (atomic fail-unsafe Jacobian PD and Chudnovsky-Jacobian 
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PA), to resist SPA (via atomic computations and always-double-and-add), 

DPA (by point and scalar randomizations), and fault attacks mentioned in 

Chapter 3; 

• 5=pl : Masked randomized binary k = r + s and randomized P using 

Montgomery Ladder (atomic fail-unsafe Standard Projective PD/PA), to resist 

SPA (via atomic computations and Montgomery Ladder), DPA (by point and 

scalar randomizations), and fault attacks mentioned in Chapter 3; 

Thus, there are 25 possible security configurations, each being a combination of one of 

the five mathematical security settings determined by p = {p192, p224, p256, p384, 

p521} and one of the five physical security settings determined by pl  = {1, 2, 3, 4, 5}. 

Table 4.1 summarizes approximate execution delays per scalar multiplication for 

each security setting pl  = {1, 2, 3, 4, 5}, which clearly illustrates associated security-

performance tradeoffs. We let nk + 1 and mk + 1 represent, respectively, the total number 

of digits and the number of nonzero digits of NAF k. Similarly for randomized binary k = 

r + s, we let nr + 1 and mr + 1 represent the total number of bits and the number of 

nonzero bits of r, whereas ns + 1 and ms + 1 represent the total number of bits and the 

number of nonzero bits of s, respectively. For randomized JSF k = (r, s), we let n(r, s) + 1 

and m(r, s) + 1 represent the total number of digit pairs and the number of nonzero-sum 

digit pairs of JSF k, respectively. For 1=pl , we need to perform nk 4-block Jacobian PD 

and mk 6-block Affine-Jacobian PA operations; for 4and 2=pl , however, we need to 

replace 6-block Affine-Jacobian PA operations by 7-block Chudnovsky-Jacobian PA 

operations. For 4=pl , there are n(r,s) 4-block Jacobian PD operations and n(r,s) 7-block 

Jacobian-Chudnovsky PA operations required, plus an extra point doubling R ← 2P 

using 4-block Jacobian PD (see Algorithm 4.2). For 3=pl , we need to perform (nk + 1) 

8-block Standard Projective PD/PA operations, while for 5=pl , we need to perform (nr 

+ ns + 2) 8-block Standard Projective PD/PA operations, plus an extra point addition Q 

← Q + R using 7-block Jacobian-Chudnovsky PA (see Algorithm 4.1). 

There are many variants of basic scalar multiplication algorithms (e.g., see [5]) 

other than those discussed in this dissertation.  It is highly desirable to have some degree 
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of flexibility in terms of how scalar multiplications are performed (e.g., select pl  based 

on the user’s needs or application requirements), which suggests that the computational 

flow of scalar multiplications should be software-controlled. For efficiency purposes, on 

the other hand, expensive and pre-determined atomic block computations should be 

handled by a dedicated hardware processor that should also be programmable by its 

software-based controller. In the next chapter, we present and analyze our processor 

design that facilitates such a hardware-software approach. 

 

Table  4.1 Approximate Execution Delays per Scalar Multiplication. 

pl  Atomic Execution Delay No. Executed Atomic Blocks 

1 pppp WAM
S

SR ++
+

+ 21  kk mn 64 +  

2 pppp WAM
S

SR ++
+

+ 21  kk mn 74 +  

3 pppp WAM
S

SR ++
+

+ 21  kn8 + 8 

4 pppp WAM
S

SR ++
+

+ 21  411 ),( +srn  

5 pppp WAM
S

SR ++
+

+ 21  2388 ++ sr nn  
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Chapter 5  
Proposed Processor Architecture 

 

Our approach to software-controlled hardware-based acceleration of scalar 

multiplications calls for the three system components [36]: 

• Processor: Programmable hardware that can automatically execute scheduled 

blocks of modular operations; 

• Scheduler: System software that can schedule blocks of modular operations 

according to the required sequence of point operations; 

• Supervisor: General-purpose microprocessor running the scheduler and 

controlling the processor. 

The supervisor is responsible for protocol-level ECC computations that involve scalar 

multiplications. To accelerate point operations required by a specific scalar 

multiplication, it takes advantage of the processor. Each point operation is a 

programmable sequence of blocks of modular operations. Such blocks are essentially 

hardware instructions to be executed by the processor, which is triggered by the 

scheduler. The scheduler’s responsibility is to examine the scalar value and determine the 

sequence of point operations accordingly. While the processor is executing its assigned 

blocks of modular operations, the supervisor can run the scheduler to generate the next 

set of processor instructions. Thus, the latency overhead of the supervisor running the 

scheduler can be hidden by useful computations performed by the processor. 

The three basic components mentioned above were first introduced in our 

previous work that featured a sequential hardware processor [36]. Our new processor 

presented here is a completely different design, specifically targeting parallel atomic 

block computations. It is derived from the basic architecture template and atomic 

blocking shown in Figures 4.2 and 4.3, after applying extensive design refinements and 

optimizations detailed in this chapter. 
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5.1 Processor Instructions and I/O signals 

Our processor currently supports two instruction types, block and jump, whose 

formatting details are given in Tables 5.1 and 5.2. Their application to processor 

programming is illustrated in Chapter 7. The length of jump instructions is one 32-bit 

instruction word, while the length of block instructions is three 32-bit instruction words. 

The instructions reside in the processor’s I-MEMORY (instruction memory) that can store 

up to 216 instruction words. The data resides in separate D-MEMORY (data memory) that 

can store up to 28 data words. Each data word is 272-bit long, so that input/output data 

can fit either within one word (for p = p192, p224, p256), or within two words (for p = 

p384, p521). The processor also features C-MEMORY (configuration memory) that can 

store up to 216 configuration words. These 32-bit words are organized into sequential 

configuration microcodes, with each microcode controlling the execution of a specific 

block or jump instruction. 

 

Table  5.1 Processor Instruction BLOCK. 

Word Field Definition 
0 OP[31:30] 2-bit operation code: 00 → block. 
0 U[29:27] Unused (reserved for future extensions). 
0 PRIME[26:24] 3-bit code of prime in use. 
0 U[23:16] Unused (reserved for future extensions). 

0 C[15:0] 16-bit address of block’s configuration microcode stored in C-
MEMORY. 

1 &IN1[31:24] 8-bit virtual address of IN1 in D-MEMORY. 
1 &IN2[23:16] 8-bit virtual address of IN2 in D-MEMORY. 
1 &IN3[15:8] 8-bit virtual address of IN3 in D-MEMORY. 
1 &IN4[7:0] 8-bit virtual address of IN4 in D-MEMORY. 
2 &IN5[31:24] 8-bit virtual address of IN5 in D-MEMORY. 
2 &OUT1[23:16] 8-bit virtual address of OUT1 in D-MEMORY. 
2 &OUT2[15:8] 8-bit virtual address of OUT2 in D-MEMORY. 
2 &OUT3[7:0] 8-bit virtual address of OUT3 in D-MEMORY. 

 

Table  5.2 Processor Instruction JUMP. 

Word Field Definition 
0 OP[31:30] 2-bit operation code: 01 → jump. 
0 U[29:28] Unused (reserved for future extensions). 
0 L[27:16] 12-bit run length (program size). 
0 I[15:0] 16-bit starting address in I-MEMORY. 
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Note that in Table 5.1 words 1-2 of the block instruction specify virtual addresses 

in D-MEMORY. The physical addresses of IN1-IN5 and OU1-OUT3 are different from 

their respective virtual address: the virtual-to-physical translation is performed by T-

MEMORY (translation memory), as described in Section 5.3. Such address virtualization is 

a distinctive feature of our processor architecture, intended to make fault attacks more 

difficult (see Section 3.3).  

Figure 5.1 shows an example of instruction, data, and microcode mapping to the 

processor’s I-MEMORY, D-MEMORY, and C-MEMORY, respectively. According to Table 

5.3, we use instruction pointers I1-4, I5-10, and I11-16 to locate block instruction sequences 

in I-MEMORY needed, respectively, for point doubling QJ ← 2QJ, point addition QJ ← PA 

+ QJ, and point subtraction QJ ← −PA + QJ. Similarly, pointers I17-30 and I31-44 are used to 

locate atomic block sequences needed for QJ ← ±PC + QJ and QJ ← ±RC + QJ, 

respectively. Finally, pointers I45-51, I52-59, and I60-67 are used to locate atomic block 

sequences needed for QJ ← 
dummyCP  + QJ , (Q0, Q1)S ← (2Q0, Q0 + Q1)S, and (Q0, Q1)S ← 

(Q0 + Q1, 2Q1)S, respectively (see Figure 4.2).  

Table 5.4 shows an example of data mapping to the atomic block’s inputs IN1-

IN5 and outputs OUT1-OUT3 during point operations QJ ← 2QJ, QJ ← ±PA + QJ, QJ ← 

±PC + QJ, QJ ← ±RC + QJ, QJ ← 
dummyCP  + QJ, (Q0, Q1)S ← (2Q0, Q0 + Q1)S, and (Q0, Q1)S 

← (Q0 + Q1, 2Q1)S. Coordinates (xP, yP, zP, uP, vP), (xR, yR, zR, uR, vR), (xQ, yQ, zQ)0, and 

(xQ, yQ, zQ)1 are found in D-MEMORY using appropriate offsets with respect to data 

pointers D1, D2, D3, and D4, respectively. Temporary variables t1-7 are also found in D-

MEMORY using appropriate offsets from the D5 base. We point out again that the D-

MEMORY view presented here is as seen by the supervisor, using virtual addressing. The 

actual physical addresses of the accessed data words are obtained via T-MEMORY, which 

is "hidden" from the supervisor. 
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Figure  5.1 Processor’s memory mapping example. 
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Table  5.3 Programming of Point Operations Using Atomic Blocks. 

Atomic Block Sequence 
(Fig. 4.1) 

I-MEMORY Pointers 
(Fig. 5.1) 

QJ ←2QJ: 7
8

5
6

3
4

1
2 ββββ  I1, I2, I3, I4 

QJ ← PA + QJ: 21
22

19
20

17
18

13
14

11
12

9
10 ββββββ  I5, I6, …, I10 

QJ ← −PA + QJ: 23
24

19
20

17
18

15
16

11
12

9
10 ββββββ  I11, I12, …, I16 

QJ ← PC + QJ: 39
40

37
38

35
36

31
32

29
30

27
28

25
26 βββββββ  I17, I18, …, I23 

QJ ← −PC + QJ: 41
42

37
38

35
36

33
34

29
30

27
28

25
26 βββββββ  I24, I25, …, I30 

QJ ← RC + QJ: 57
58

55
56

53
54

49
50

47
48

45
46

43
44 βββββββ  I31, I32, …, I37 

QJ ← −RC + QJ: 59
60

55
56

53
54

51
52

47
48

45
46

43
44 βββββββ  I38, I39, …, I44 

QJ ← 
dummyCP  + QJ: 73

74
71
72

69
70

67
68

65
66

63
64

61
62 βββββββ  I45, I46, …, I51 

(Q0, Q1)S ← (2Q0, Q0 + Q1)S: 
89
90

87
88

85
86

83
84

81
82

79
80

77
78

75
76 ββββββββ  I52, I53, …, I59 

(Q0, Q1)S ← (Q0 + Q1, 2Q1)S: 
105
106

103
104

101
102

99
100

97
98

95
96

93
94

91
92 ββββββββ  I60, I61, …, I67 

 

 

 

 

Table  5.4 Example: D-MEMORY Mapping of Atomic Block’s Input/Output Data for QJ ← 

2QJ, QJ ← ±PA + QJ, QJ ← ±PC + QJ, QJ ← ±RC + QJ, QJ ← 
dummyCP  + QJ, (Q0, Q1)S ← (2Q0, Q0 

+ Q1)S, and (Q0, Q1)S ← (Q0 + Q1, 2Q1)S (cf. Fig. 4.2). 

(a) QJ ← 2QJ 
Input Data Output Data Atomic 

Block IN1 IN2 IN3 IN4 IN5 OUT1 OUT2 OUT3 
1
2β  zQ zQ yQ xQ xQ t0 t1 t2 
3
4β  t2 xQ t1 t0 (tP) t0 t1 t3 
5
6β  t3 t3 t2 t1 t0 t0 xQ t1 
7
8β  t0 t3 yQ zQ t1 yQ (t0) zQ 
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(b) QJ ← ±PA + QJ 
Input Data Output Data Atomic 

Block IN1 IN2 IN3 IN4 IN5 OUT1 OUT2 OUT3 
9

10β  zQ yP zQ zQ (tP) t0 (t1) t2 
11
12β  t2 t0 xP t2 xQ t0 t1 t2 

13
14β / 15

16β  t2 zQ t2 t0 yQ zQ t3 t4 
17
18β  t3 t1 t3 t2 (tP) t1 t2 t3 
19
20β  t0 t2 t4 t3 t1 t0 t1 t2 

21
22β / 23

24β  t2 t4 t1 (tP+1) t0 yQ (t0) xQ 
 

 

 

(c) QJ ← ±PC + QJ 
Input Data Output Data Atomic 

Block IN1 IN2 IN3 IN4 IN5 OUT1 OUT2 OUT3
25
26β  vP yQ uP xQ (tP) t0 (t1) t2 
27
28β  yP zQ zQ zQ (tP) t1 (t3) t4 
29
30β  t1 t4 xP t4 t2 t1 t2 t3 

31
32β / 33

34β  t3 zQ t3 t1 t0 t0 t4 t5 
35
36β  t2 t4 t4 t3 (tP) t2 t3 t4 
37
38β  t3 t1 t5 t4 t2 t1 xQ t2 

39
40β / 41

42β  t2 t5 t0 zP t1 yQ (t0) zQ 
 

 

(d) QJ ← ±RC + QJ 
Input Data Output Data Atomic 

Block IN1 IN2 IN3 IN4 IN5 OUT1 OUT2 OUT3
43
44β  vR yQ uR xQ (tP) t0 (t1) t2 
45
46β  yR zQ zQ zQ (tP) t1 (t3) t4 
47
48β  t1 t4 xR t4 t2 t1 t2 t3 

49
50β / 51

52β  t3 zQ t3 t1 t0 t0 t4 t5 
53
54β  t2 t4 t4 t3 (tP) t2 t3 t4 
55
56β  t3 t1 t5 t4 t2 t1 xQ t2 

57
58β / 59

60β  t2 t5 t0 zR t1 yQ (t0) zQ 
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(e) QJ ← 
dummyCP + QJ 

Input Data Output Data Atomic 
Block IN1 IN2 IN3 IN4 IN5 OUT1 OUT2 OUT3 

61
62β  vP yQ uP xQ yQ t0 (t1) t2 
63
64β  yP zQ zQ zQ zQ t1 (t3) t4 
65
66β  xP t4 t4 t2 t1 t1 t2 t3 
67
68β  t3 t3 t1 t0 zQ t0 t4 t5 
69
70β  t4 t4 t2 t3 t3 t2 t3 t4 
71
72β  t1 t3 t2 t4 t5 t1 xQ t2 
73
74β  t2 t5 zP t0 t1 yQ (t0) zQ 

 

 

 

 

 

(f) (Q0, Q1)S ← (2Q0, Q0 + Q1)S 
Input Data Output Data Atomic 

Block IN1 IN2 IN3 IN4 IN5 OUT1 OUT2 OUT3
75
76β  x0 z1 x1 z0 (tp) t0 t1 t2 
77
78β  z0 z1 x1 x0 (tp) t3 t4 t5 
79
80β  t3 t3 t5 t2 (tp) t2 t5 t6 
81
82β  b t2 t1 t1 (tp) t1 z1 t2 
83
84β  xD z1 t0 t6 t2 t2 t6 t7 
85
86β  t0 t6 t3 t1 t0 t0 t1 t3 
87
88β  t1 t0 t7 t5 t2 x1 t0 x0 
89
90β  t4 t3 x0 (tp+1) (tp) z0 t0 x0 
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(g) (Q0, Q1)S ← (Q0 + Q1, 2Q1)S 
Input Data Output Data Atomic 

Block IN1 IN2 IN3 IN4 IN5 OUT1 OUT2 OUT3
91
92β  x1 z0 x0 z1 (tp) t0 t1 t2 
93
94β  z1 z0 x0 x1 (tp) t3 t4 t5 
95
96β  t3 t3 t5 t2 (tp) t2 t5 t6 
97
98β  b t2 t1 t1 (tp) t1 z0 t2 
99

100β  xD z0 t0 t6 t2 t2 t6 t7 
101
102β  t0 t6 t3 t1 t0 t0 t1 t3 
103
104β  t1 t0 t7 t5 t2 x1 t0 x0 
105
106β  t4 t3 x1 (tp+1) (tp) z1 t0 x1 

 

The external interface between our processor and its supervisor includes eight 

signals summarized in Table 5.5. The 18-bit ADDR signal is used to access the 

processor’s D-MEMORY, I-MEMORY, or C-MEMORY. The 32-bit DATA signal is used to 

transfer data, instruction, and configuration information between the processor and the 

supervisor. Note that 32-bit instruction words in I-MEMORY and 32-bit configuration 

words in C-MEMORY fit within DATA, but 272-bit data words in D-MEMORY do not. One 

such data word transfer requires nine 32-bit subword transfers using DATA. 

Consequently, when D-MEMORY is accessed, the ADDR signal contains the 4-bit 

identifier of a 32-bit subword within a 272-bit data word (in addition to the data word’s 

8-bit address in D-MEMORY). If the processor’s memories are accessed by the supervisor 

(rather than the processor itself), signal SUPERVISOR is '1' and signal BUSY is '0'. Signal 

WE = '1' indicates a write access, and WE = '0' indicates a read access. After the 

supervisor deasserts SUPERVISOR, the processor is allowed to start the execution of an 

atomic block, which is triggered by asserting signal START3. Once started, the processor 

asserts BUSY, until it finishes its computations and updates D-MEMORY accordingly. The 

supervisor is not allowed to assert SUPERVISOR as long as BUSY is asserted. The 

processor can be reset at any time by asserting signal RESET.  

                                                 
3 We call a single-bit signal "asserted" when it is 1, and "deasserted" when it is 0. 
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Table  5.5 Processor Interface Signals. 

Name Definition 

ADDR[17:16] 2-bit memory map: 00 → D-MEMORY, 01 → I-MEMORY, 10 → C-
MEMORY. 

ADDR[15:0] 
(8+4)-bit address in D-MEMORY, or 16-bit address in I-MEMORY or C-
MEMORY. 

DATA[31:0] 
32-bit input/output (sub)word, transferred between the processor and 
the supervisor. 

SUPERVISOR Asserted to signal that the processor’s memories are accessed 
externally by the supervisor. 

WE If  SUPERVISOR = '1', asserted to enable writing to the processor’s 
memories: 0 → read, 1 → write.  

BUSY Asserted to signal that the processor is busy (its memories are accessed 
internally). 

START Asserted to start the execution of an atomic block. 

RESET Asserted to reset the processor. 

 

 

5.2 Processor Block Diagram and Operation 

Figure 5.2 shows the block diagram of our hardware processor. All the interface 

signals, except for DATA, are processed by CONTROLUNIT. To access a 32-bit instruction 

or configuration word, CONTROLUNIT simply forwards the external ADDR[15:0] signal to 

either I-MEMORY (if ADDR[17:16] = "01"), or C-MEMORY (if ADDR[17:16] = "10").  

To facilitate transfers of 272-bit data words using 32-bit DATA, we have 

introduced 288-bit BUFFER that can hold nine 32-bit data subwords of the same data 

word (extra 16 bits beyond the required 272 are simply discarded). Each subword is 

addressable through ADDR[3:0] during writes or reads (if ADDR[17:16] = "00"), while 

ADDR[11:4] identifies which data word is to be accessed in D-MEMORY. The 8-bit value 

of ADDR[11:4] is a virtual address, supplied to T-MEMORY in order to obtain a physical 

address of the data word in question. 

Input register file RFA contains two 272-bit registers R0-R1 and has two input 

ports connected to the two 272-bit output ports of D-MEMORY. Similarly, output register 

two output ports connected to the two 272-bit input ports of D-MEMORY. During the 
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execution of an atomic block, inputs IN1-IN5 are transferred from D-MEMORY to RFA, 

while outputs OUT1-OUT3 are transferred from RFB to D-MEMORY. The flow of data 

from RFA to RFB through ATOMICUNIT is controlled by SWITCHBOARD, whose internal 

structure is shown in Figure 5.3. It includes eight multiplexors that are dynamically 

reconfigured according to an appropriately timed sequence of control signals (see 

Chapter 6). 

Atomic block specifications are contained in the three 32-bit words of every 

block instruction stored in I-MEMORY (see Table 5.1). The 3-bit PRIME field indicates 

which NIST prime is to be used, and the 16-bit C field contains an address pointer to the 

instruction’s microcode stored in C-MEMORY. During the instruction fetch and decode 

steps, CONTROLUNIT reads the block’s first word, configures PNG (Prime Number 

Generator) according to PRIME, and finds the corresponding microcode in C-MEMORY. 

Each microcode is a list of 32-bit configuration words that are sequentially read out one-

by-one every clock cycle, thus implementing the instruction execution specifications. 

Each word encodes a collection of control signals to be asserted at the corresponding 

clock cycle.  

A particular block instruction is found in I-MEMORY by executing jump(Ι) (see 

Table 5.2), where the jump target Ι[15:0] is the block’s 16-bit address. A jump 

instruction itself can also be stored in I-MEMORY, and there is always one jump found at 

address 0 by default. This address is read automatically by CONTROLUNIT after the 

assertion of RESET. During normal operation (i.e., RESET is deasserted) CONTROLUNIT 

will wait for the assertion of START to begin the execution of a block instruction. In such 

cases, upon the assertion of START, CONTROLUNIT will sample the 32-bit DATA signal 

and decode it as a 32-bit jump instruction. Thus, this “on-the-fly” jump is read out 

externally from DATA, rather than internally from the processor’s I-MEMORY. The jump 

target is normally a block instruction, but it can also be another jump instruction stored 

in I-MEMORY. The processor can use a single jump to execute multiple sequentially 

stored instructions by letting the L field be greater than 1 (default). After the execution of 

L instructions, the control is passed back to the supervisor (i.e., BUSY is deasserted). We 

present a complete example of processor programming in Chapter 7. 
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Figure  5.2 Proposed processor architecture. 
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Figure  5.3 Internal structure of SWITCHBOARD. 

 

5.3 Translation of Virtual Data Addresses 
To counter certain types of fault attacks that rely on observing and/or controlling 

the contents of specific physical memory locations we introduce data address 

virtualization (mentioned in Section 5.1): data address specified in the block instruction 

(as seen by the supervisor) are not the same as actual addresses used to store that data in 

D-MEMORY. The corresponding virtual-to-physical address translation is performed by 
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means of T-MEMORY. It acts as a dynamic mapping table, updated on every write access. 

The basic idea of T-MEMORY is as follows: The T-MEMORY entries are indexed in 

accordance with virtual addresses: for example, if the 8-bit virtual address is 0xF0, its 

corresponding 8-bit physical address is stored in T-MEMORY at location 0xF0. When the 

data is read from D-MEMORY its virtual address is simply replaced by the corresponding 

physical address currently residing in T-MEMORY. However, when the data is written to 

D-MEMORY its physical address is first generated using a permutation memory block 

(PM), then loaded into T-MEMORY, and finally used in translation. Thus, every time a 

data is written into D-MEMORY, the corresponding T-MEMORY entry is automatically 

updated. In other words, a physical location of a data in D-MEMORY changes before each 

write access to that data.   

As shown in Figure 5.1, we partition D-MEMORY into two parts, each containing 

128 physical locations: the system variable part contains coordinates of input points P 

and R, and prime value p, while the execution variables part contains coordinates of 

output point Q, and intermediate variables. Both parts have their own permutation 

memory blocks, PM0 and PM1, which are essentially 127-entry look-up tables, each filled 

with unique physical address values between 1 to 127 in arbitrary order.  A permutation 

memory entry (i.e., a physical address) of a given PM is accessed using a 7-bit address 

generated by the corresponding cellular automaton (CA) serving as a pseudo-random 

number generator with the period of 127 cycles [136]. Thus, the same sequence of virtual 

addresses pseudo-randomly translates into different sequences of physical addresses 

during different execution runs, which makes fault attacks more difficult. 

To show that using 7-bit CAs with a period of 127 cycles does not leads to 

memory collision, we next examine the lifetime of data variables for the worst case 

scenario of always-double-and-add point multiplication algorithm for large primes (i.e., 

p384 and p521). Since we need to execute a 4-blocks PD followed by a 7-block PA, there 

are total of 11 atomic blocks required per scalar digit, with each atomic block entailing 6 

write accesses (i.e., 3 double-length data word writes).  This yields the total of 66 CA 

cycles, after which intermediate variables are no longer needed, except for (xQ, yQ, zQ) 

that must be carried over to and live during the next 4-block PD, i.e., the maximum 

lifetime of any data variable never exceeds 66 + (4×3×2) < 127 cycles of the CA period. 
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Chapter 6  
Pipelined Atomic Unit 
 
 

The computational core of our processor, called ATOMICUNIT (see Figure 5.2), is 

comprised of novel pipelined modular multiplier MM and two instances MAS0 and 

MAS1 of a modular adder/subtractor. The programmable connections among the 

ATOMICUNIT components are implemented by configuring eight routing multiplexors 

MUX0-7 inside SWITCHBOARD, as shown in Figure 5.3. The unique feature of our 

ATOMICUNIT is that it specialized to handle all five NIST primes. For primes p192, p224, 

and p256, its 272-bit datapath will produce all the outputs after one pass. For primes p384 

and p521, certain datapath stages will require multiple passes.  

Table 6.1 shows the corresponding execution schedules: one block instruction 

takes 16 clock cycles for p = p192, p224, p256, and 38 clock cycles for p = p384, p521. 

During clock cycles 4-9 (p = p192, p224, p256) or 17-25 (p = p384, p521), ATOMICUNIT 

waits for the MM pipeline to output its first result. For large primes p384 and p521, the 

data is divided into the low-half (L) and high-half (H) parts, each fitting within the 272-

bit datapath width4. Consequently, one modular multiplication involves processing of 

four half pairs (LL, LH, HL, HH) and one modular addition/subtraction involves 

processing of two half pairs (LL, HH), as indicated in Table 6.1. Note that once certain 

multiplexors inside SWITCHBOARD are configured, the state of their input-select signals 

remains unchanged until the next configuration takes place. Also note that randomization 

of a write address &OUTx involves generation of the next pseudo-random CA pattern, 

which is used to find the next entry (i.e., the next physical address) stored in the 

corresponding permutation look-up memory. 

 

 

 

 

                                                 
4 For the data in GF(p384), the low half is 192-bits, and the high half is 192 bits. For the data in GF(p521), the 

low half is 272 bits, and the high half is 249 bits. The unused 23 bits are reserved for future extensions. 
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Table  6.1 Block Execution Schedules. 

(a) p = p192, p224, p256 

Step Scheduled Action 

1 R0 ← IN1, R1 ← IN2, Configure Mux6-7 
2 R0 ← IN3, R1 ← IN4, Configure Mux0-1, Load MM (1st [×]), Start MM 
3 R0 ← IN5, Configure Mux0-1, Load MM (2nd [×]) 

4-9 Wait 
10 Configure Mux2-3, Load MAS0 (1st [+/−]), Start MAS0 
11 Configure Mux2-3, Load MAS0 (2nd [+/−]) , Randomize &OUT1 
12 Configure Mux4-5, Load MAS1 (3rd [+/−]), Start MAS1, Randomize &OUT2 
13 Configure Mux4-5, Load MAS1 (4th [+/−]),Randomize &OUT3 
14 Load R2-R3 
15 Load R3, OUT1 ← R2, OUT2 ← R3, Configure Mux7 
16 OUT3 ← R3 

 

(b) p = P384, P521 
Step Scheduled Action 

1 R0 ← IN1L, R1 ← IN2L, Configure Mux6-7 

2 Configure Mux0-1, Load MM (1st [×] LL), Start MM 

3 R0 ← IN1L, R1 ← IN2H 

4 Load MM (1st [×] LH) 

5 R0 ← IN1H, R1 ← IN2L 

6 Load MM (1st [×] HL) 

7 R0 ← IN1H, R1 ← IN2H 

8 Load MM (1st [×] HH) 

9 R0 ← IN3L, R1 ← IN4L 

10 Configure Mux0, Load MM (2nd [×] LL) 

11 R0 ← IN3L, R1 ← IN4H 

12 Load MM (2nd [×] LH) 

13 R0 ← IN3H, R1 ← IN4L 

14 Load MM (2nd [×] HL) 

15 R0 ← IN3H, R1 ← IN4H 
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(b) p = P384, P521 
Step Scheduled Action 

16 Load MM (2nd [×] HH) 

17-25 Wait 

26 R0 ← IN5L, R1 ← IN4L 

27 R0 ← IN5H, R1 ← IN4H, Configure Mux2-3, Load MAS0 (1st [+/−] LL), Start 
MAS0 

28 R0 ← IN5L, R1 ← IN4L, Load MAS0 (1st [+/−] HH),  Randomize &OUT1L 

29 R0 ← IN5H, R1 ← IN4H, Configure Mux2-3, Load MAS0 (2nd [+/−] LL),  
Randomize &OUT1H 

30 R0 ← IN5L, R1 ← IN4L, Load MAS0 (2nd [+/−] HH),  Randomize &OUT2L 

31 R0 ← IN5H, R1 ← IN4H, Configure Mux4-5, Load MAS1 (3rd [+/−] LL), Start 
MAS1,  Randomize &OUT2H 

32 R0 ← IN5L, R1 ← IN4L, Load MAS1 (3rd [+/−] HH),  Randomize &OUT3L 

33 R0 ← IN5H, R1 ← IN4H, Configure Mux4-5, Load MAS1 (4th [+/−] LL),  
Randomize &OUT3H 

34 Load MAS1 (4th [+/−] HH), Load R2−R3 

35 Load R2−R3, OUT1H ← R2, OUT2H ← R3 

36 Load R3, OUT1L ← R2, OUT2L ← R3, Configure Mux7 

37 Load R3, OUT3L ← R3 

38 OUT3H ← R3 
 

 
6.1 Modular Adder/Subtractor 

Figure 6.1 shows our Modular Adder/Subtractor (MAS) that has one 3-operand 

272-bit Carry Save Adder (CSA), two 2-operand 272-bit Carry Propagate Adders (CPA), 

two 272-bit XOR2 gates, and three multiplexers5. The type of the operation is determined 

by 1-bit control signal ADDSUB (0 → addition, 1 → subtraction), and m is set to 2|p| − p. 

The following two examples illustrate the MAS operation:  

 Let p = (5)10 = (101)2, x = (4)10 = (100)2, and y = (4)10 = (100)2. Then, CPA0 

produces x + y = 4 + 4 = 8 > p (i.e., Sum0 = 0 and Cout0 = 1), while CPA1 

produces x + y + m = 4 + 4 + 3 = 11 (i.e., Sum1 = 3 and Cout1 = 1), where m = 23 − 

                                                 
5 The logic design of standard CSA and CPA circuits can be found in [6]. 
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5 = (3)10 = (011)2.  As Cout1 acts as the selector of the output multiplexer, our 

MAS will output Sum1 = 3.  

 Let p = (5)10 = (101)2, x = (3)10 = (011)2, and y = (4)10 = (100)2. Then, CPA0 

produces x + (−y) = 3 + (− 4) = −1 < 0 (i.e., Sum0 = 3 and Cout0 = 0), while CPA1 

produces x + (−y) + p = 3 + (−4) + 5 = 4 (i.e., Sum1 = 4 and Cout1 = 1).  As /Cout0 

acts as the selector of the output multiplexer, our MAS will output Sum1 = 4. Note 

that during subtraction (ADDSUB = 1), we use 2's complement representation, 

whereby complementation y → y − 1 is accomplished by inverting bits of y (using 

XOR gates) and adding 1 (using ADDSUB as a carry-in). In this example, adding 

2's complement x = (0) (011)2 and −y = (1) (100)2 yields (1) (111)2, with no carry-

out into the implicit signed bit position (Cout0 = 0), which indicates a negative 

result. To obtain a positive result Cout0 must be 1. 

More generally, given two inputs x, y ∈ [0, p − 1] our 272-bit MAS datapath first 

computes (x + y) and (x + y + m) if ADDSUB = 0, or (x − y) and (x − y + p) if ADDSUB = 

1. The final result is chosen based on Cout1 (overflow) if ADDSUB = 0, or /Cout0 

(negative) if ADDSUB = 1.  Our method is similar to the one proposed by Omura [115]. 

For primes p192, p224, and p256, our MAS produces the output after one pass, while for 

primes p384 and p521, it requires two passes to add/subtract the input operands in two 

halve pairs, i.e., L+L and H+H.  

 

CSA

CPA1

xy

1 0

(x ± y) mod p

SumCout

Sum1 Sum0

CPA0

ADDSUB

1 0

A
D

D
SU

B

0
1

ADDSUB

Cout1

Cout0

p m x

Cout0

Cout1

y ADDSUB

 
 

Figure  6.1 Proposed modular adder/subtractor (MAS).  (Internal registers and control 

circuitry are not shown). 
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6.2 Modular Multiplier 
 Modular multiplications are the key operations in a variety of computationally-

intensive cryptographic applications. One of the most critical objectives of a modular 

multiplier design is high performance. It is also desirable for a modular multiplier to offer 

a certain degree of flexibility, supporting multiplications over finite fields of varying size. 

Since larger fields enable stronger encryption, but at an increased computational cost, the 

user can exploit such flexibility to switch between finite fields of different sizes 

depending on the relative importance of cryptographic versus performance requirements. 

We propose a fast and flexible modular multiplier over five prime fields GF(p), where 

the five special primes p are of size 192, 224, 256, 384, and 521 bits. These prime fields 

have been standardized by NIST, allow for fast modular reduction schemes, and are 

widely used in ECC. While our multiplier compares favourably against other designs 

reported in the literature, its practical usefulness is ultimately determined by the user’s 

needs for restricted multi-field modular arithmetic over standard prime fields. Before we 

describe our pipelined modular multiplier we first define the following parameters (also 

see Table 6.2): 

• w − subword size in bits, in our case w = 16; 

• M − prime size in w-bit subwords, i.e., M = ⎡|p|/w⎤; 

• N − prime size in 2w-bit words, i.e., N = ⎡|p|/(2w)⎤; 

• K − size (in bits) of each half of large primes p384 and p521, i.e., K = 16N. 

 

Table  6.2 Modular Multiplier Parameters. 

Prime |p| M N K 
p192 192 12 6 --- 
p224 224 14 7 --- 
p256 256 16 8 --- 
p384 384 24 12 192 
p521 521 33 17 272 

 

Let two modular multiplication inputs X, Y ∈ [0, p − 1] be represented as 

162011 )...( xxxX M −=  and  162011 )...( yyyY M −=  using M 16-bit subwords xi and yi.  Then, 

their regular (non-modular) product can be expressed as: 
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the corresponding inter-word saved carries (i.e., the carries to be propagated from each 

less-significant word to the next more-significant word to complete the sum).  Recall that 

to reduce 2N-word Z modulo p we simply need to calculate (U − V) mod p of specially 

constructed N-word quantities U and V, as shown in Algorithms 2.12-2.16 (V = 0 for 

p192 and p521).  Next, we consider three cases: (1) reduction modulo small primes p192, 

p224, p256, (2) reduction modulo p384, and (3) reduction modulo p521. 
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where the values of l are given in Table 6.4.  To obtain the final result R ≡ Z mod p, we 

first compute the following two quantities: ppSpSR vu
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For large prime p384 (K = 192), the inputs X and Y are each divided into their 
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As Z has four components, U and V will each have four components as well.  The main 

idea is to perform separate reduction rounds for individual components of U and V. For 

each round r = LL, LH, HL, HH, we define rr uu
r CSU ][][ += and rr vv

r CSV ][][ += with 

{ } ( )∑ −+=
l

z
l

z
l

u
k

u
k

rrrr cscs ][
1

][][][ ,  and { } ( )∑ −+=
l

z
l

z
l

v
k

v
k

rrrr cscs ][
1

][][][ , , where the corresponding 

values of l are given in Tables 6.3 and 6.4, respectively. We obtain the final result 



 

 

86

as ∑ +≡
r CS pRRR

rr
mod)( )()(  , where ppSpSR rr

r

vu
S mod))mod()mod(( ][][

)( −≡  and 

ppCpCR rr

r

vu
C mod))mod()mod(( ][][

)( −≡ . 

For large prime p521 (K = 272), we define the four components of Z as follows: 
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Table  6.3 Mapping between Indices l and k = 1, 2, …, N − 1, in { } ( )∑ −+=
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Given Primes p192, p224, p256, p384. 

(a) p192, p224, p256 

Indices l,  Given Prime: Index 
k p192 p224 p256 

0 0, 6, 10 0 0, 8, 9 
1 1, 7, 11 1 1, 9, 10 
2 2, 6, 8, 10 2 2, 10, 11 
3 3, 7, 9, 11 3, 7, 11 2, 11, 11, 12, 12, 13 
4 4, 8, 10 4, 8, 12 4, 12, 12, 13, 13, 14 
5 5, 9, 11 5, 9, 13 5, 13, 13, 14, 14, 15 
6 − 6, 10 6, 13, 14, 14, 14, 15, 15 
7 − − 7, 8, 15, 15, 15 
8 − − − 
9 − − − 
10 − − − 
11 − − − 
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(b) p384 

Indices l,  Given Prime: Index 
k p384 (LL) p384 (LH) p384 (HL) p384 (HH) 
0 0 12 12 12, 20, 21 
1 1 13 13 13, 22, 23 
2 2 14 14 14, 23 
3 3 12, 15 12, 15 12, 15, 20, 21 
4 4 12, 13, 16 12, 13, 16 12, 13, 16, 20, 21, 21, 22 
5 5 13, 14, 17 13, 14, 17 13, 14, 17, 21, 22, 22, 23 
6 6 6, 14, 15 6, 14, 15 14, 15, 18, 22, 23, 23 
7 7 7, 15, 16 7, 15, 16 15, 16, 19, 23 
8 8 8, 16, 17 8, 16, 17 16, 17, 20 
9 9 9, 17 9, 17 17, 18, 21 
10 10 10 10 18, 19, 22 
11 11 11 11 19, 20, 23 

 

 

 

 

 

Table  6.4 Mapping between Indices l and k = 1, 2, …, N − 1, in { } ( )∑ −+=
l

z
l

z
l

v
k

v
k cscs ][

1
][][][ , , 

Given Primes p192, p224, p256, p384. 

(a) p192, p224, p256 

Indices l,  Given Prime: Index 
k p192 p224 p256 

0 − 7, 11 11, 12, 13, 14 
1 − 8, 12 12, 13, 14, 15 
2 − 9, 13 13, 14, 15 
3 − 10 8, 9, 15 
4 − 11 9, 10 
5 − 12 10, 11 
6 − 13 8, 9 
7 − − 10, 11, 12, 13 
8 − − − 
9 − − − 
10 − − − 
11 − − − 
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(b) p384 

Indices l,  Given Prime: Index 
k p384 (LL) p384 (LH) p384 (HL) p384 (HH) 
0 − − − 23 
1 − 12 12 12, 20 
2 − 13 13 13, 21 
3 − 14 14 14, 22, 23 
4 − 15 15 15, 23, 23 
5 − 16 16 16 
6 − 17 17 17 
7 − − − 18 
8 − − − 19 
9 − − − 20 
10 − − − 21 
11 − − − 22 

 

 

 
Figure  6.2 Pipeline stages of our modular multiplier. 

 

Figure 6.2 shows the block diagram of our modular multiplier (MM) 

implementing our basic design ideas described above. The multiplier datapath is 272-bit 

wide, and to reduce dynamic power consumption, we enable shut-down of unused 

resources when working with input operands less than 272 bits in size.  There are eight 
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pipeline stages, labelled from A to H, not including the first stage (I) whose purpose is to 

simply register input operands. To illustrate the operation of our multiplier, we first 

describe the internal architecture of each stage, and then give an example of 

multiplication in GF(p384). 

Stage I: Two inputs (X and Y) are first written into R0 and R1 registers. At the 

next clock cycle, Stage A will be activated and the pipelined processing will start. The 

content of R0 and R1 are automatically copied into auxiliary registers R0* and R1*. Such 

duplication of input data provides for alternative routing pathways between Stages I and 

A, which helps reduce routing congestion and improve performance. Each 272-bit 

register is partitioned into seventeen 16-bit sub-registers.  

Stage A: The partitioned inputs 1620116 )...( xxxX =  and 1620116 )...( yyyY =  from 

Stage I are fed into 289 regular 16×16-bit multipliers M0-288, producing 289 32-bit 

partial product words, as shown in Figure 6.3. These words are stored in 289 registers 

R0-288. 

 

...

...

...

 
Figure  6.3 Stage A - partial product generation. 

 

Stage B: Following Comba’s method [119], we accumulate the partial products 

column-by-column (as opposed to standard schoolbook method [6] that accumulates the 
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partial products row-by-row).  The 289 partial product words from Stage A are arranged 

and grouped into columns as shown Figure 6.4 and then fed into 17 multioperand 32-bit 

adder trees TB0-16 specified in Table 6.5. These adder trees (TB0-16) perform partial 

product accumulation, producing individual word pairs{ }][
1

][ , z
i

z
i cs + . These words represent 

][][ zz CSZ +=  with 322
][

0
][

1
][

1
][ )...( zzz

M
z sssS −=  and 322

][
1

][
1

][ )0...( zz
M

z ccC −= . The 16 saved 

carries vary in size from 2 bits to 5 bits (due to the use of the multioperand adders), and 

their cumulative size does not exceed 69 bits in the worst case. (Even though we refer to 

the saved carries as 32-bit words, we simply discard the higher-order bits that are always 

zero.) Note that ][
0

zc  and ][ z
Mc are always 0.  The resulting ][ z

is and ][ z
ic  words are stored in 

33 registers R0-32. Note that these words contain all the information needed to construct 

the complete double-precision ∑ ∑= =
+ ==⋅=

16

0

16

0 20116
)(16

32)...(2
i j

ji
ii zzzyxYXZ . 

 
...

...

...

 
Figure  6.4 Stage B - partial product accumulation. 
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Table  6.5 Stage B – Multioperand Partial Product Accumulation Trees TB0-16. (The black 

and the white circles in the last column indicate the tree arrangement of CSAs and CPAs, 

respectively.)  

Sub-word 
Column 

Depth 
Partial Products 

Tree 

Depth 
Tree Arrangement 

TB0:  

{ }][
1

][
0 , zz cs  

3 
∑

=

0

0i
ii yx  

∑
=

−+
1

0

16
1 2mod

i
ii yx  

2 o•  

TB1:  

{ }][
2

][
1 , zz cs  

7 

∑
=

−
⎥⎦
⎥

⎢⎣
⎢1

0
16

1
2i

ii yx  

∑
=

−+
2

0
2

i
ii yx  

∑
=

−+
3

0

16
3 2mod

i
ii yx  

5 
•

•••• o
 

TB2:  

{ }][
3

][
2 , zz cs  

11 

∑
=

−
⎥⎦
⎥

⎢⎣
⎢3

0
16

3
2i

ii yx  

∑
=

−+
4

0
4

i
ii yx  

∑
=

−+
5

0

16
5 2mod

i
ii yx  

6 
•

•••
••••• o

 

TB3:  

{ }][
4

][
3 , zz cs  

15 

∑
=

−
⎥⎦
⎥

⎢⎣
⎢5

0
16

5
2i

ii yx  

∑
=

−+
6

0
6

i
ii yx  

∑
=

−+
7

0

16
7 2mod

i
ii yx  

7 

•
•

••
•••

•••••• o
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Sub-word 
Column 

Depth 
Partial Products 

Tree 

Depth 
Tree Arrangement 

TB4:  

{ }][
5

][
4 , zz cs  

19 

∑
=

−
⎥⎦
⎥

⎢⎣
⎢7

0
16

7
2i

ii yx  

∑
=

−+
8

0
8

i
ii yx  

∑
=

−+
9

0

16
9 2mod

i
ii yx  

7 

•
•

••
•••

••••
•••••• o

 

TB5:  

{ }][
6

][
5 , zz cs  

23 

∑
=

−
⎥⎦
⎥

⎢⎣
⎢9

0
16

9
2i

ii yx  

∑
=

−+
10

0
10

i
ii yx

∑
=

−+
11

0

16
11 2mod

i
ii yx  

8 

•
•

••
••

•••
•••••

••••••• o

 

TB6:  

{ }][
7

][
6 , zz cs  

27 

∑
=

−
⎥⎦
⎥

⎢⎣
⎢11

0
16

11
2i

ii yx  

∑
=

−+
12

0
12

i
ii yx

∑
=

−+
13

0

16
13 2mod

i
ii yx  

8 

•
•
•

••
••

•••
•••

•••••
••••••• o

 

TB7:  

{ }][
8

][
7 , zz cs  

31 

∑
=

−
⎥⎦
⎥

⎢⎣
⎢13

0
16

13
2i

ii yx  

∑
=

−+
14

0
14

i
ii yx

∑
=

−+
15

0

16
15 2mod

i
ii yx  

9 

•
•
•
•

••
••

•••
••••

••••••
•••••••• o
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Sub-word 
Column 

Depth 
Partial Products 

Tree 

Depth 
Tree Arrangement 

TB8:  

{ }][
9

][
8 , zz cs  

33 

∑
=

−
⎥⎦
⎥

⎢⎣
⎢15

0
16

15
2i

ii yx  

∑
=

−+
16

0
16

i
ii yx

∑
=

−+
16

1

16
17 2mod

i
ii yx  

9 

•
•
•
•

••
••

•••
•••

••••
•••••

•••••••• o

 

TB9: 

{ }][
10

][
9 , zz cs  

31 

∑
=

−
⎥⎦
⎥

⎢⎣
⎢16

1
16

17
2i

ii yx  

∑
=

−+
16

2
18

i
ii yx

∑
=

−+
16

3

16
19 2mod

i
ii yx  

9 

•
•
•

••
••
••

•••
••••

•••••
•••••••• o

 

TB10: 

{ }][
11

][
10 , zz cs  

27 

∑
=

−
⎥⎦
⎥

⎢⎣
⎢16

3
16

19
2i

ii yx  

∑
=

−+
16

4
20

i
ii yx

∑
=

−+
16

5

16
21 2mod

i
ii yx  

8 

•
•
•

••
••

•••
•••

•••••
••••••• o
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Sub-word 
Column 

Depth 
Partial Products 

Tree 

Depth 
Tree Arrangement 

TB11: 

{ }][
12

][
11 , zz cs  

23 

∑
=

−
⎥⎦
⎥

⎢⎣
⎢16

5
16

21
2i

ii yx  

∑
=

−+
16

6
22

i
ii yx

∑
=

−+
16

7

16
23 2mod

i
ii yx

8 

•
•

••
••

•••
•••••

••••••• o

 

TB12: 

{ }][
13

][
12 , zz cs  

19 

∑
=

−
⎥⎦
⎥

⎢⎣
⎢16

7
16

23
2i

ii yx  

∑
=

−+
16

8
24

i
ii yx

∑
=

−+
16

9

16
25 2mod

i
ii yx  

7 

•
•

••
•••

••••
•••••• o

 

TB13: 

{ }][
14

][
13 , zz cs  

15 

∑
=

−
⎥⎦
⎥

⎢⎣
⎢16

9
16

25
2i

ii yx  

∑
=

−+
16

10
26

i
ii yx

∑
=

−+
16

11

16
27 2mod

i
ii yx  

7 

•
•

••
•••

•••••• o

 

TB14: 

{ }][
15

][
14 , zz cs  

11 

∑
=

−
⎥⎦
⎥

⎢⎣
⎢16

11
16

27
2i

ii yx  

∑
=

−+
16

12
28

i
ii yx

∑
=

−+
16

13

16
29 2mod

i
ii yx  

6 
•

•••
••••• o

 

TB15: 

{ }][
16

][
15 , zz cs  

7 

∑
=

−
⎥⎦
⎥

⎢⎣
⎢16

13
16

29
2i

ii yx  

∑
=

−+
16

14
30

i
ii yx

∑
=

−+
16

15

16
31 2mod

i
ii yx  

5 
•

•••• o
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Sub-word 
Column 

Depth 
Partial Products 

Tree 

Depth 
Tree Arrangement 

TB16:  

{ }0,][
16

zs  
3 

∑
=

−
⎥⎦
⎥

⎢⎣
⎢16

15
16

31
2i

ii yx   

∑
=

−+
16

16
32

i
ii yx  

2 o•  

 

In Table 6.5, ⎥⎦
⎥

⎢⎣
⎢

162
ii yx  represents a 16-bit right shift, and (xiyi mod 216) 

represents the 16 least significant bits of xiyi. The tree depth refers to the number of levels 

in the tree.  Our tree arrangement is based on the Wallace-Dadda approach [6], 

characterized by using the lowest-delay tree of CSAs (denoted by the black circles), 

terminated by a CPA (denoted by the white circle).  As an example, Figure 6.5 shows the 

detailed view of TB4, producing the pair { }][
5

][
4 , zz cs  , where P1-19 denote 32-bit partial 

products to be processed.  

Stage C: The ][ z
is and ][ z

ic  words from Stage B are fed into 17 addition tree pairs 

TC0-16. The purpose of each pair TCk is to generate four numbers { }][][][][ ,,, v
k

v
k

u
k

u
k cscs  

according to Tables 6.3 and 6.4. The resulting 32-bit words are stored in registers R0-67. 

Note that at this point we switch to representing saved carries as full-length 32-bit words 

(by simply prepending higher-order zero bits).  Thus, Stage C produces four 272-bit 

quantities: 322
][

0
][

1
][
1

][ )...( uuu
N

u sssS −= , 322
][

1
][
1

][ )0...( uu
N

u ccC −= , 322
][

0
][

1
][
1

][ )...( vvv
N

v sssS −= , and 

322
][

1
][
1

][ )0...( vv
N

v ccC −= .  They are of interest because  ][][ uu CSU +=  and ][][ vv CSV += . 

Stage D: 272-bit ][uS and ][vS  from Stage C are fed into two optimized modular 

adders/substractors MAS0 and MAS1 that compute pSS uu mod)0( ][*][ +≡  and 

pSS vv mod)0( ][*][ +≡ . The internal structure of MAS0 and MAS1 is optimized to take 

advantage of having a zero-valued operand. At the same time, 272-bit ][uC and ][vC  from 

Stage C are fed into two regular subtractors S0 and S1 that compute pfCC U
uu ⋅−= ][*][  

and pfCC V
vv ⋅−= ][*][ , where fU and fV are appropriate factors such that 0 ≤ *][uC < p 

and 0 ≤ *][vC < p. These factors are determined automatically by hardware, based on the 
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respective values of the most significant carry words ][
1

u
Nc −  and ][

1
v

Nc − . The resulting four 

272-bit quantities *][uS , *][vS , *][uC , and *][vC  are stored in registers R0-3.  This stage is 

the slowest, according to our FPGA implementation results reported in Table 8.2 (see 

Chapter 8). 

Stage E: The four outputs of Stage D are fed into MAS0 and MAS1 that compute 

pSSR vu
S mod)( *][*][

)( −≡  and pCCR vu
C mod)( *][*][

)( −≡ . The two 272-bit results are 

then stored in registers R0 and R1. 

Stage F: The two 272-bit quantities R(S) and R(C) from Stage E are fed into MAS 

to compute pRR CS mod)( )()( + , which is the same as the final desired result R ≡ (U − V) 

mod p. It is stored in register R. 

 Stage G: This stage is active only if p384 and p521 are used; otherwise, it is 

simply bypassed. 

Stage H: The two outputs of Stages F and G are fed into a 2:1 multiplexor that 

selects the latter only if p384 and p521 are used. For p192, p224, p256, the output of 

Stage F is selected and stored in one of the four available registers R0-3. One clock cycle 

later, the result of the second pipelined (trailing) modular multiplication will be stored in 

a different register among R0-3. At this point, both outputs are read out and stored in D-

MEMORY. 
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Figure  6.5 Example: Addition tree TB4.  
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Remark (Pipelining Diagrams): Modular multiplications in GF(p192), GF(p224) and 

GF(p256) are performed in one single-pass fashion, as shown in Figure 6.6. However, 

modular multiplications in GF(p384) and GF(p521) require four pipelined passes through 

our 272-bit modular multiplier (see Figure 6.7), as four input half pairs (LL, LH, HL, HH) 

must be processed. Starting from Stage C, the pipeline includes 2:1 multiplexors that 

select either low- or high-halves of output data words for subsequent processing. Stage G 

will be active, featuring modular adder/subtractor MAS and accumulator ACC − their 

purpose is to reduce the low- and high-half of the intermediate result (generated by Stage 

F) to its final form (i.e., either modulo p384 or modulo p521). Note that each atomic 

block involves two full-length modular multiplications; hence, for large primes p384 and 

p521, our modular multiplier will be performing eight pipelined half-length (i.e., less than 

272-bit) multiplications over 28 clock cycles (see Table 6.1), with the corresponding two 

full-length results stored in four half-length registers R0-3 in Stage H.  Figure 6.7 shows 

that during cycles 11-16, as many as 6 pipeline stages are performing 6 simultaneous 

operations associated with 6 distinct half-length multiplications. If we ignore Stages I and 

H that do not perform any computation, the overall speedup factors due to pipelining are 

3.5 for multi-pass multiplications mod p384 or p521 (25 pipelined cycles vs. 88 non-

pipelined cycles) and 1.7 for single-pass multiplications  mod p192, p224, or p256 (7 

pipelined cycles vs. 12 non-pipelined cycles). 
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O
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Figure  6.6 Pipeline execution pattern for our modular multiplier (p192, p224, p256). 
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Figure  6.7 Pipeline execution pattern for our modular multiplier (p384, p521). 

 

Illustrative Example (384-bit Modular Multiplication): This example illustrate our 

pipelined modular multiplication in GF(p384) to multiply two 384-bit operands X and Y. 

As shown in Figure 6.8, we apply a divide-and-conquer strategy [6] to multiply 

1922
)( LH XXX =  and 1922

)( LH YYY = .  Four pipelined passes through our 272-bit 

multiplier datapath (see Figure 6.7) are required in order to process four 192-bit input 

half pairs (LL, LH, HL, HH):  

HHHLLHLLHHLHHLLL ZZZZYXYXYXYXYXZ +++=+++=⋅= 384192192 222 . 

 

 
Figure  6.8 384×384-bit Multiplication using 192×192-bit multipliers [6]. 

 

The resulting four partial products can be expressed as follows:   

32201234567891011 )000000000000( zzzzzzzzzzzzYXZ LLLL == ; 

32267891011121314151617
192 )000000000000(2 zzzzzzzzzzzzYXZ HLLH == ; 
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32267891011121314151617
192 )000000000000(2 zzzzzzzzzzzzYXZ LHHL == ; 

322121314151617181920212223
384 )000000000000(2 zzzzzzzzzzzzYXZ HHHH == . 

Note that the same zi words appearing in different partial products (e.g., z12 appears in 

ZHH, ZHL, and ZLH) do not represent the same numerical values: index i simply indicates 

that zi of a particular partial product is a contributor to the i-th word of Z.  Since Z must 

be reduced modulo p, we can reduce partial products first, and then sum them (rather than 

summing them first, and then reducing the result): 

ppZpZpZpZpZ HHHLLHLL mod)modmodmodmod(mod +++≡ . 

Reducing individual partial products separately not only simplifies the final summation, 

but also allows us to use an optimized version of Algorithm 2.15 exploiting the fact that 

each partial product has twelve zi words that are always zero.  The corresponding four 

passes through our multiplier datapath can be summarized as follows: 

• Pass 1: Compute ZLL = XLYL (Stages A-B),  reduce R ≡ ZLL mod p384 (Stage C-

F), let Acc = R (Stage G); 

• Pass 2: Compute ZLH = XLYH (Stages A-B), reduce R ≡ (ZLH 2192) mod p384 

(Stage C-F), let Acc ≡ (Acc + R) mod p384 (Stage G); 

• Pass 3: Compute ZHL = XHYL (Stages A-B), reduce R ≡ (ZHL 2192) mod p384 

(Stage C-F), let Acc ≡ (Acc + R) mod p384 (Stage G); 

• Pass 4: Compute ZHH = XHYH (Stages A-B), reduce R ≡ (ZHH 2384) mod p384 

(Stage C-F), let Acc ≡ (Acc + R) mod p384 (Stage G). 

It is important to re-iterate here that these four passes are fully pipelined, as depicted in 

Figure 6.7, which is a distinctive architectural feature of our modular multiplier design, 

resulting in its very high computational throughput.  Next, we revisit the pipeline stages 

to detail their operation in this example of 384-bit modular multiplication. 

Stage I: Two 192-bit inputs XL and YL (for the first multiplication) are written into 

registers R0 and R1 (also copied into R0* and R1*). At the next clock cycle, Stage A will 

be activated to start the first multiplication, and after another clock cycle, the next pair of 

192-bit inputs XL and YH (for the second multiplication) will arrive into Stage I, to be 

forwarded to Stage A in the following clock cycle, and so on. Thus, Stage I receives new 

input operands every two clock cycles (see Figure 6.7).  



 

 

101
Stage A: For each round r = LL, LH, HL, HH, incoming 1620111 )...( xxxX r =  and 

1620111 )...( yyyYr =  are fed into 144 activated 16×16-bit multipliers M0-143, producing 

32-bit partial product words that are stored in 144 registers R0-143.  Stage A will receive 

a new pair of inputs every two clock cycles (see Figure 6.7). 

Stage B:  The 144 partial product words from Stage A are fed (column-wise) into 

12 multioperand 32-bit adder trees TB0-11. These adder trees produce individual word 

pairs{ }rr z
i

z
i cs ][

1
][ , + , where i = 0, 1, …, 11, and 0][

12
][

0 == rr zz cc  for each r = LL, LH, HL, HH. 

Recall that these words represent rr zz
r CSZ ][][ += , where 322

][
0

][
1

][
11

][ )...( rrrr zzzz sssS =  and 

322
][

1
][

11
][ )0...( rrr zzz ccC = . They are stored in registers R0-22. Every two clock cycles these 

registers will be updated with a new set of rz
is ][ and rz

ic ][ words. 

Stage C: The rz
is ][ and rz

ic ][  words from Stage B are fed into 12 addition tree pairs 

TC0-11.  Each tree pair TCk produces four numbers { }rrrr v
k

v
k

u
k

u
k cscs ][][][][ ,,,  according to 

Tables 6.3 and 6.4, where index k refers to the 32-bit word position within W0, W1, …, W9 

defined in Algorithm 2.15.  For example, k = 11 refers to z11 of W0, 0 of W1, z23 of W2, 

etc.  Therefore,  

{ }rr uu cs ][
12

][
11 ,     =  z11 + 0 + 0 + z23 + z20 + z19 + 0 + 0,   (6.1) 

{ }rr vv cs ][
12

][
11 ,   = z22 + 0 + 0.     (6.2) 

Recall that the numerical values of the zi words are specific to the partial product being 

processed.  For example, z11 = 0 for r = HH and z19-20 = z22-23 = 0 for r = LL, LH, HL (in 

such situations Algorithm 2.15 is optimized accordingly).   The resulting four 384-bit 

quantities 322
][

0
][

1
][

11
][ )...( rrrr uuuu sssS = , 322

][
1

][
11

][ )0...( rrr uuu ccC = , 322
][

0
][

1
][

11
][ )...( rrrr vvvv sssS = , 

and 322
][

1
][

11
][ )0...( rrr vvv ccC =  (representing  rr uu

r CSU ][][ +=  and rr vv
r CSV ][][ += ) are 

stored in 32-bit registers R0-47. Starting from this stage (see Figures 6.2 and 6.7), the 

pipeline includes 2:1 multiplexers that select either the low halves (e.g., L
u rS ][ , L

v rS ][ , 

L
u rC ][ , L

v rC ][ ) or the high halves (e.g., H
u rS ][ , H

v rS ][ , H
u rC ][ , H

v rC ][ ) of the output data 

to be forwarded to the next stage one after another.  
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Stage D: 384-bit ruS ][ and rvS ][  from Stage C are fed into MAS0 and MAS1 that 

produce 384mod)0( ][][ *

pSS rr uu +≡  and 384mod)0( ][][ *

pSS rr vv +≡ . Meanwhile, 384-

bit ruC ][ and rvC ][  from Stage C are fed into two regular subtractors (S0 and S1) that 

compute 384][][ *

pfCC U
uu rr ⋅−=  and 384][][ *

pfCC V
vv rr ⋅−= , where fU and fV are such 

that 0 ≤ 
*][ ruC < p384 and 0 ≤ 

*][ rvC < p384. The resulting 384-bit quantities 
*][ ruS , 

*][ rvS , 
*][ ruC , and 

*][ rvC  are computed in two steps: first, Stage D processes the low halves 

( L
u rS ][ , L

v rS ][ , L
u rC ][ , L

v rC ][ ), and then the high halves ( L
u rS ][ , L

v rS ][ , L
u rC ][ , L

v rC ][ ) of 

the input data. Output registers R0-3 first latch the low halves of 
*][ ruS , 

*][ rvS , 
*][ ruC , 

*][ rvC  

(to be forwarded to Stage E first), and after one clock cycle, R0-3 latch the high halves of 
*][ ruS , 

*][ rvS , 
*][ ruC , 

*][ rvC  (to be forwarded to Stage E next). 

Stage E: The four 384-bit outputs of Stage D are fed into MAS0 and MAS1 that 

compute 384mod)(
** ][][

)( pSSR rr vu
rS −≡  and 384mod)(

** ][][
)( pCCR rr vu
rC −≡ . Stage E 

operates a two-step fashion similar to that of Stage D.  The low halves of 384-bit 
rSR )(  

and 
rCR )(  are then stored in registers R0 and R1 first, and one clock cycle later, R0 and 

R1 will hold the high halves of 
rSR )(  and 

rCR )( . 

Stage F: The two 384-bit quantities 
rSR )(  and 

rCR )(  from Stage E are fed into 

MAS to compute Rr ≡ 384mod)( )()( pRR
rCrS +  ≡ Zr mod p384, which is stored in 

register R.  Similarly to Stages D and E, Stage F processes its input data in two steps 

(i.e., first L+L, then H+H) and produces its output data in two steps (i.e., first L, then H). 

Stage G: At each pass r (i.e., LL, LH, HL, HH) through the pipeline, the 384-bit 

output Rr from Stage F is fed through MAS into the accumulating register Acc that will 

produce (in two steps) the final result ∑r r pR 384mod . 

Stage H: The 2:1 multiplexor selects the Acc output of Stage G (rather than the R 

output of Stage F), to be stored in registers R0 and R1. Eight clock cycles later, the low-

half then high-half results of the second pipelined modular multiplication will arrive and 

be stored in registers R2 and R3. These registered results are then read out and stored in 

D-MEMORY. 
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6.3 Modular Inversion 

Modular inversion is the most expensive and time consuming finite field 

operation to implement in hardware. Instead of introducing a dedicated inversion circuit 

(which would significantly add to the hardware area and routing congestion), we reuse 

our fast and flexible modular multiplier to compute the modular inverse x−1 as xp−2 mod p 

(see Section 2.3.4 and Algorithm 2.19).   
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Chapter 7  
Processor Programming 

 

 
In this chapter we present several examples of scheduling algorithms that can be 

run by the supervisor to control computations performed by the processor in an atomic 

fashion.  As mentioned in Chapter 4, we illustrate our hardware-software approach using 

five physical security settings pl , for each prime p among p192, p224, p256, p384, and 

p521: 

• 1=pl : Masked NAF k (atomic fail-unsafe Jacobian PD and Affine-Jacobian 

PA); 

• 2=pl : Masked NAF k and randomized P (atomic fail-unsafe Jacobian PD 

and Chudnovsky-Jacobian PA); 

• 3=pl : Masked binary k and randomized P using Montgomery Ladder 

(atomic fail-unsafe Standard Projective PD/PA); 

• 4=pl : Masked randomized JSF k = (r, s) and randomized P using always-

double-and-add (atomic fail-unsafe Jacobian PD and Chudnovsky-Jacobian 

PA); 

• 5=pl : Masked randomized binary k = r + s and randomized P using 

Montgomery Ladder (atomic fail-unsafe Standard Projective PD/PA); 

 

The processor’s memory mapping assumptions used in our programming examples are 

shown in Figure 5.1 and Table 5.3. 

 

7.1 Scheduling Algorithm Examples 

Algorithm 7.1 shows the scheduler’s SM-ATOMICNAF algorithm (run by the 

supervisor) for performing an atomic scalar multiplication Q ← kP given 1=pl , which 

corresponds to Algorithm 2.4 (see Chapter 2) using Affine-Jacobian point coordinates. It 

involves performing PD QJ ← 2QJ  and conditional PA QJ ← PA + QJ (if kl = 1) or QJ ← 
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−PA + QJ (if kl = −1). To maintain a uniform execution profile (independent of the point 

operation type), the corresponding atomic blocks must be scheduled for execution 

atomically as well, without using the if-else statements. This is accomplished by the 

while-loop in Algorithm 7.1: each iteration has the same running time and always 

schedules one block at a time. An atomic block is scheduled by selecting appropriate I-

MEMORY address α (i.e., the instruction pointer value) and calling the EXECUTE(α, 1) 

subroutine shown in Table 7.3. This subroutine generates appropriate interface signals for 

the processor and waits until the execution of the scheduled block has been completed. 

Inside the while-loop, we represent the 3-valued NAF digit kl using the 2-bit signed 

magnitude format, and denote individual bits by kl[0] and kl[1]. Then, we apply bitwise 

operations NOT (′) and AND (^) to compute 0-1 variables  τ1-3 to indicate whether kl is 0 

or not ( τ1), 1 or not ( τ2), −1 or not ( τ3). Other 0-1 variables  τ4−6 are used to indicate that 

a particular point operation has been completed, i.e., we check whether the last iteration’s 

α  points to the last atomic block for that point operation. For example, α = I10 would 

indicate that the last atomic block of QJ ← PA + QJ has been finished. To perform this 

check, we first XOR the values of α and I10 bitwise, then NOT and AND the bits of the 

result. This operation is symbolized by ⊗ in Algorithm 7.1. If no point operation has been 

finished (i.e., none of τ4-6 is 1), we increase α by 3, as each atomic block corresponds to a 

3-word block instruction. If a point addition/subtraction has been finished (either τ5 or τ6 

is 1), we assign α to I1. If point doubling has been finished (τ4 is 1), we assign α to either 

I1, or I5, or I11, depending on which one of τ1-3 is 1. We decrement control variable l only 

if: a point addition/subtraction has been completed, OR (∨) a point doubling has been 

completed and kl = 0. Once l becomes negative, the while-loop is terminated. The 

resulting values of (xQ, yQ, zQ) are then converted to the Affine coordinates by calling the 

EXECUTE(IJA, Lp) subroutine. This scalar-independent subroutine, consisting of Lp 

block instructions and stored in I-MEMORY[IJA], is responsible for Jacobian-to-Affine 

coordinate conversion that involves modular inversion. The value of Lp is prime-

dependent (as per prime-dependent Algorithm 2.19 and Table 2.4). In other words, there 

are five versions of this subroutine for the five NIST primes.  Finally, the QA coordinates 

are read from the D-MEMORY [D3], thus concluding the scalar multiplication. At the 
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beginning of each scalar multiplication, the QJ coordinates are initialized as (xQ, yQ, zQ) 

← (xP, yP, 1). 

 

 
Algorithm  7.1 Example: Atomic scalar multiplication algorithm given 1=pl . 

 

Table  7.1 Supervisor’s Subroutine EXECUTE(Ι, L). 

Step Supervisor’s Action 
1. Deassert SUPERVISOR and place jump(Ι, L) on DATA 
2. Assert START and wait for BUSY to be asserted 
3. Deassert START and wait for BUSY to be deasserted 
4. Assert SUPERVISOR 

 

Algorithm 7.2 shows the RSM-ATOMICNAF scalar multiplication algorithm given 

2=pl . It is based on Algorithm 2.4 (see Chapter 2) and involves randomization of PC 

(using randomized Chudnovsky zP).  The block instructions for Chudnovsky-Jacobian 

point operations QJ ← PC + QJ and QJ ← −PC + QJ are stored in I-MEMORY specified by 

Algorithm: SM-ATOMICNAF 
Input: PA = (xP, yP), NAF k, I-MEMORY pointers {I1-4, I5-10, I11-16, IJA},  
D-MEMORY pointers {D1, D3} 
Output: QA = kPA 
 
1. Initialize: (xQ, yQ, zQ) ← (xP, yP, 1) 
2. Write PA  = (xP, yP) to D-MEMORY[D1] and write QJ  = (xQ, yQ, zQ) to D-

MEMORY[D3] 
3. Let α = I1, l = |k| − 2  
4. while l ≥ 0 do: 

4.1. Call EXECUTE (α, 1) 
4.2. Let   ,]0[

'
]1[2

'
]0[1 , lll kkk ∧== ττ ,]0[]1[3 ll kk ∧=τ ,, 10544 II ⊗=⊗= ατατ  

166 I⊗=ατ  

4.3. Let  +∧⋅+∧⋅+′∨∨⋅+= )()()()3( 425411654 ττττττταα II  

65416214311 )( ),()( ττττττττ ∨∨∧−=∨⋅+∧⋅ llII  

5. Call EXECUTE (IJA, Lp) 
6. Read QA = (xQ, yQ) from D-MEMORY[D3] 
7. return QA
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pointers I17-23 and I24-30, respectively.  The block instructions for QJ ← 2QJ are found by 

pointers I1-4, as in Algorithm 7.1.  The while-loop execution of Algorithm 7.2 proceeds in 

the same fashion as that of Algorithm 7.1, except for differences in I-MEMORY pointers 

involved. 

 

 
Algorithm  7.2 Example: Atomic scalar multiplication algorithm given .2=pl  

 

Given 5 and 4, 3,=pl , Algorithms 7.3, 7.4, and 7.5 show the corresponding SM-

ATOMICML, RSM-ATOMICADA-JSF, and RSM-ATOMICML scalar multiplication 

algorithms. They are based on Algorithms 3.2, 4.2, and 4.1 (see Chapters 3 and 4), 

respectively.  

Algorithm 7.3 first converts Affine PA to Standard-Projective PS with randomized 

zP.  Then, it initializes Q1S to 2PS by calling EXECUTE (I60, 8), thus executing an 8-block 

program for computing (Q0, Q1)S ← (Q0 + Q1, 2Q1)S, which is stored in I-MEMORY at I60. 

(see Table 5.3). Note that the resulting value of Q0S is discarded, as we initialize it to PS.  

Next, we start processing individual bits of binary k by executing an 8-block program for 

Algorithm: RSM-ATOMICNAF 
Input: PA = (xP, yP), NAF k, I-MEMORY pointers {I1-4, I17-23, I24-30, IJA},  
D-MEMORY pointers {D1, D3} 
Output: QA = kPA 
 
1. Convert PC ← PA using randomized zP and initialize: (xQ, yQ, zQ) ← (xP, yP, zP) 
2. Write PC  = (xP, yP, zP, uP, vP) to D-MEMORY[D1] and write QJ  = (xQ, yQ, zQ) to 

D-MEMORY[D3] 
3. Let  α = I1, l = |k| − 2  
4. while l ≥ 0 do: 

4.1. Call EXECUTE (α, 1) 
4.2. Let   ,]0[

'
]1[2

'
]0[1 , lll kkk ∧== ττ ,]0[]1[3 ll kk ∧=τ ,, 23544 II ⊗=⊗= ατατ  

306 I⊗=ατ  

4.3. Let  +∧⋅+∧⋅+′∨∨⋅+= )()()()3( 4217411654 ττττττταα II  

65416214324 )(),()( ττττττττ ∨∨∧−=∨⋅+∧⋅ llII  

5. Call EXECUTE (IJA, Lp) 
6. Read QA = (xQ, yQ) from D-MEMORY[D3] 
7. return QA
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either (Q0, Q1)S ← (Q0 + Q1, 2Q1)S if kl = 1, or (Q0, Q1)S ← (2Q0 , Q0 + Q1)S if kl = 0 

where the latter is found in I-MEMORY at I52.  At the end of the scalar multiplication, the 

y-coordinate of Q0S is recovered by calling EXECUTE (Iy, 7), thus executing a 7-block 

program implementing Equation 3.5 and stored in I-MEMORY at Iy.  This is followed by 

calling EXECUTE (ISA, Lp), which executes the corresponding program for converting 

Standard-Projective Q0S to Affine QA (see Table 2.4). 

Algorithm 7.5 involves randomizing k as the sum (r + s) and is, essentially, 

Algorithm 7.3 repeated twice.  It computes QS ← rPS and RS ← sPS separately, converts 

them to Jacobian QJ and Chudnovsky RC, respectively, and then calls EXECUTE(I31, 7) 

to obtain QJ ← RC + QJ.  Finally, QJ is converted to QA by calling EXECUTE (IJA, Lp). 

This algorithm is a good candidate for parallelization at the scalar multiplication level, 

where rP and sP can be computed concurrently, using two of our hardware processors.  

Such possible future extensions are outlined in Chapter 9. 

Algorithm 7.4 also randomizes k as the sum (r + s) and processes additional point 

R whose coordinates are stored in D-MEMORY[D2].  It uses Chudnovsky-Jacobian PA 

with randomized zP, and Jacobian PD. First, it translates k into JSF(r, s), computes QJ ← 

2QJ (initialized with xQ = xP, yQ = yP, and zQ = 1), saves QJ as RJ, and then converts 

Jacobian RJ to Chudnovsky RC (see Table 2.4). Recall that according to Algorithm 4.2, QJ 

← ±PC + QJ if rl + sl = ±1, QJ ← ±RC + QJ if rl + sl = ±2, and  QJ ← 
dummyCP + QJ if rl + sl = 

0. Consequently, we introduce 5-valued  σl = (rl + sl), represented using the 3-bit signed 

magnitude format, and denote its individual bits by σl[0], σl[1], and σl[2]. Five 0-1 variables 

τ1-5 are computed based on individual bit values of σl to indicate whether σl is 0 or not 

(τ1), 1 or not (τ2), −1 or not (τ3), 2 or not (τ4), −2 or not (τ5). Other 0-1 variables τ6-11 are 

used to indicate that a particular point operation has been finished. If no point operation 

has been finished (none of τ6-11 is 1), we increase α by 3. If a point addition/subtraction 

has been finished (one of τ7-11 is 1), we assign α to I1. If point doubling has been finished 

(τ6 is 1), we assign α to either I17, or I24, or I31, or I38 , or I45 (see Table 5.3), depending on 

which one of τ1-5 is 1. Control variable l is decremented once a point addition/subtraction 

has been completed. 
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 Remark (Security-Related Assumptions): The five algorithms described above 

(Algorithms 7.1-7.5) rely on one important assumption: the attacker must be unable to 

probe the interface signals between the supervisor and the processor.  Otherwise, the 

scalar value can be obtained by examining the sequence of generated jump targets α 

placed on DATA. This assumption can be satisfied by sealing the supervisor and 

processor cores within a monolithic system-on-chip.  It is also assumed that the 

supervisor itself is: (1) resistant against side-channel and fault attacks, (2) not 

interruptible during scalar multiplications, and (3) responsible for programming the 

processor by writing programs specified in Table 5.3 as contiguous segments, but in 

arbitrary order (to resist fault attacks on the processor’s I-MEMORY).  Finally, we also 

assume that the processor’s permutation memories PM0-1 and C-MEMORY are filled only 

once and are not subjected to faults attacks.  

 

 
Algorithm  7.3 Example: Atomic scalar multiplication algorithm given 3=pl . 

Algorithm: SM-ATOMICML 
Input: PA = (xP, yP), binary k, I-MEMORY pointers {I52-59, I60-67, Iy, ISA}, D-MEMORY 
pointers {D3, D4} 
Output: QA = kPA 
 
1. Convert PS ← PA using randomized zP and initialize: (xQ, zQ) ← (xP, zP) 
2. Write Q0S = (xQ, zQ) to D-MEMORY[D3] and write Q1S = (xQ, zQ) to D-

MEMORY[D4] 
3. Call EXECUTE (I60, 8)  
4. Write Q0S = (xP, zP) to D-MEMORY[D3] 
5. Let l = |k| − 2  
6. while l ≥ 0 do: 

6.1. Let   ll kIkI ⋅+⋅= 60
'

52α , 1 −= ll  
6.2. Call EXECUTE (α, 8)  

7. Call EXECUTE (Iy, 7) 
8. Call EXECUTE (ISA, Lp) 
9. Read QA = (xQ, yQ) from D-MEMORY[D3] 
10. return QA 
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Algorithm  7.4 Example: Atomic scalar multiplication algorithm given 4=pl . 

 

Algorithm: RSM-ATOMICADA-JSF 
Input: PA = (xP, yP), binary k, I-MEMORY pointers {I1-4, I17-23, I24-30, I31-37, I38-44, I45-

51, IJA},  
D-MEMORY pointers {D1, D2, D3} 
Output: QA = kPA 
 
1. Randomize k = r + s, compute JSF(r, s), and let n = ⏐(r, s)⏐ 
2. Convert PC ← PA using randomized zP and initialize: (xQ, yQ, zQ) ← (xP, yP, zP) 
3. Write QJ  = (xQ, yQ, zQ) to D-MEMORY[D3]  
4. Let α = I1, l = 3  
5. while l ≥ 0 do: 

5.1. Call EXECUTE (α, 1)  
5.2. Let  1,3 −=+= llαα   

6. Read QJ  = (xQ, yQ, zQ) from D-MEMORY[D3], let RJ ← QJ, and convert RC ← RJ 
7. Initialize: if rn +  sn = 2 then (xQ, yQ, zQ) ← (xR, yR, zR) else (xQ, yQ, zQ) ← (xP, yP, 

zP) 
8. Write PC  = (xP, yP, zP, uP, vP) to D-MEMORY[D1], write RC  = (xR, yR, zR, uR, vR) to 

D-MEMORY[D2], and write QJ  = (xQ, yQ, zQ) to D-MEMORY[D3] 
9. Let a = I1, l = n − 2  
10. while l ≥ 0 do: 

10.1. Call EXECUTE (α, 1) 
10.2. Let   lll sr +=σ  
10.3. Let 

,,, ]0[
'

]1[]2[3]0[
'

]1[
'

]2[2
'

]0[
'

]1[
'

]2[1 lllllllll σσστσσστσσστ ∧∧=∧∧=∧∧=

,,,, 23746
'

]0[]1[]2[5
'

]0[]1[
'

]2[4 IIllllll ⊗=⊗=∧∧=∧∧= ατατσσστσσστ

51114410379308 ,,, IIII ⊗=⊗=⊗=⊗= ατατατατ  
10.4. Let  

+∧⋅+∧⋅+′∨∨∨∨∨⋅+= )()()()3( 6324621711109876 τττττττττταα II  

),()()()( 11109871614565386431 τττττττττττ ∨∨∨∨⋅+∧⋅+∧⋅+∧⋅ IIII

1110987 τττττ ∨∨∨∨−= ll  

11. Call EXECUTE (IJA, Lp) 
12. Read QA = (xQ, yQ) from D-MEMORY[D3] 
13. return QA 
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Algorithm  7.5 Example: Atomic scalar multiplication algorithm given 5=pl . 

 
 
 

Algorithm: RSM-ATOMICML 
Input: PA = (xP, yP), binary k, I-MEMORY pointers {I31-37, I52-59, I60-67, Iy, IJA}, D-
MEMORY pointers {D3, D4} 
Output: QA = kPA 
 
1. Convert PS ← PA using randomized zP and initialize: (xQ, zQ) ← (xP, zP) 
2. Write Q0S = (xQ, zQ) to D-MEMORY[D3] and write Q1S = (xQ, zQ) to D-

MEMORY[D4] 
3. Call EXECUTE (I60, 8)  
4. Write Q0S = (xP, zP) to D-MEMORY[D3] 
5. Let l = |r| − 2  
6. while l ≥ 0 do: 

6.1. Let   ll rIrI ⋅+⋅= 60
'

52α , 1 −= ll  

6.2. Call EXECUTE (α, 8)  
7. Call EXECUTE (Iy, 7) 

8. Read Q0S  = (xQ, yQ, zQ) from D-MEMORY[D3], let QS ← Q0S, and convert QJ ← 
QS  

9. Convert PS ← PA using randomized zP and initialize: (xQ, zQ) ← (xP, zP) 
10. Write Q0S = (xQ, zQ) to D-MEMORY[D3] and write Q1S = (xQ, zQ) to D-

MEMORY[D4] 
11. Call EXECUTE (I60, 8)  
12. Write Q0S = (xP, zP) to D-MEMORY[D3] 
13. Let l = |s| − 2  
14. while l ≥ 0 do: 

14.1. Let   ll sIsI ⋅+⋅= 60
'

52α , 1 −= ll  

14.2. Call EXECUTE (α, 8)  
15. Call EXECUTE (Iy, 7) 

16. Read Q0S  = (xQ, yQ, zQ) from D-MEMORY[D3], let RS ← Q0S, and convert RC ← 
RS 

17. Write RC  = (xR, yR, zR, uR, vR) to D-MEMORY[D2] and QJ  = (xQ, yQ, zQ) to D-
MEMORY[D3]  

18. Call EXECUTE (I31, 7)  
19. Call EXECUTE (IJA, Lp) 
20. Read QA = (xQ, yQ) from D-MEMORY[D3] 
21. return QA
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7.2 Overhead and Performance Comparison 

In order to use our hardware processor, the supervisor needs to load I-MEMORY 

with 3-word block instructions and then, during a scalar multiplication, generate accesses 

to D-MEMORY and calls to the EXECUTE subroutine (see Table 7.1). In the following 

performance and overhead analysis, we assume that the processor’s C-MEMORY is 

already pre-loaded with an appropriate configuration microcode for each atomic block in 

use.  

Loading one block instruction into I-MEMORY involves three write accesses, 

each taking two clock cycles. The total number of block instructions needed for the point 

operations is either 16 (for 1=pl ), or 18 (for 2=pl ), or 16 (for 3=pl ), or 39 

(for 4=pl ), or 23 (for 5=pl ). The total number of block instructions needed for the 

Jacobian-to-Affine coordinate conversion is equal to the size of a used prime plus four 

(see Table 2.4 and Algorithm 2.19) whereas for Standard-Jacobian-to-affine coordinate 

conversion is equal to the size of a used prime plus two. Hence, given 3=pl  and p256 

for example, the one-time programming overhead will amount to 1,302 cycles, (If p 

and pl  remain unchanged over several scalar multiplications, the processor does not need 

to be reprogrammed). Each call to the EXECUTE subroutine, shown in Table 7.1, 

invokes the 8-cycle control delay (including fetch-decode of a block instruction specified 

by jump), in addition to the atomic block execution delay. The latter is 16 clock cycles 

for p = p192, p224, p256 and 38 clock cycles for p = p384, p521 (see Chapter 6). The 

supervisor’s scheduling algorithms will generate either 7 (for 1=pl ), or 10 (for 2=pl ), 

or 12 (for 3=pl ) , or 21 (for 4=pl ), or 26 (for 5=pl ) accesses to the processor’s D-

MEMORY. These accesses are due to writing/reading individual coordinates of the curve 

points being processed. Each access involves transferring multiple 32-bit data subwords 

to/from the processor’s D-MEMORY through its BUFFER (see Figure 5.2), and each 

access takes either 14 for p192, or 16 for p224, or 18 for p256, or 26 for p384, or 36 for 

p521 clock cycles. Thus, the data communication overhead ranges from 98 to 936 clock 

cycles, which is negligible. The total delay of operations involving the processor is 

summarized in Table 7.2, which illustrates two tradeoffs: (1) p-dependent mathematical 

security vs. performance, and (2) pl -dependent physical security vs. performance. 
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Enabling such tradeoffs is the key feature of our hardware-software approach, enabling 

the system to offer either high security or high performance, depending on the user’s 

needs and/or application requirements. It should be noted that Nk in Table 7.2 (i.e., the 

number of atomic block to be executed) depends on both security setting pl , and (more 

importantly) the scalar, whose value can be increased for larger p. In other words, the Nk 

symbols appearing in the same row in Table 7.2 do not necessarily represent the same 

quantity. 

 

Table  7.2 Processor’s Execution Delays (Clock Cycles) at Different Settings of pl  and p (cf. 

Table 4.1). 

Block Delay (Including EXECUTE) + Overhead  
pl  

No. Blocks 
Executed, Nk p192 p224 p256 p384 p521 

1 kk mn 64 +  22Nk + 
4,824 

22Nk + 
5,607 

22Nk + 
6,262 

44Nk + 
16,286 

44Nk + 
22,767 

2 kk mn 74 +  22Nk + 
4,878 

22Nk + 
5,667 

22Nk + 
6,328 

44Nk + 
16,376 

44Nk + 
22,887 

3 kn8 + 8 22Nk + 
5,043 

22Nk + 
5,836 

22Nk + 
6,489 

44Nk + 
16,565 

44Nk + 
23,096 

4 411 ),( +srn  22Nk + 
5,158 

22Nk + 
5,969 

22Nk + 
6,652 

44Nk + 
16,788 

44Nk + 
23,409 

5 2388 ++ sr nn  22Nk + 
5,412 

22Nk + 
6,233 

22Nk + 
6,926 

44Nk + 
17,102 

44Nk + 
23,773 

 

 



 

 

114

Chapter 8  
Evaluation Results 

 

This chapter presents implementation details of our hardware processor design, 

mapped onto Xilinx Virtex-6 XCV6FX760 FPGA [131]. 

 

8.1 Implementation Methodology and Design Tools 

Our implementation methodology consisted of two key steps: 

• High-level description and simulation-based validation of our hardware processor 

using system modeling language SystemC [135]; 

• Low-level synthesizable description and simulation-based verification of our 

hardware processor using VHDL [134]. 

In the latter step, we used Xilinx Project Navigator development environment: logic 

synthesis was performed using Xilinx XST tool, and the resulting netlist was placed and 

routed using Xilinx PAR tool.  Finally, behavioral simulation and post-place-and-route 

simulation was done using ModelSim SE 6.6a.  These tools are a part of Xilinx ISE 12.2 

suite of FPGA CAD tools [131-133]. 

First, follow a bottom-up design approach, we developed each component of our 

processor (i.e., Modular Multiplier, Modular Adder/Subtractor, SWITCHBOARD, etc) 

separately, with its own local controller.  The main design challenges were associated 

with enabling multi-pass datapath traversal for p384 and p521 modular arithmetic, as 

well as with reducing routing congestion due to wide 272-bit buses.  The pre-synthesis 

correctness of each individual component was verified by comparing the reference 

outputs of its high-level SystemC model with those of its low-level synthesizable VHDL 

description.  Finally, we performed post-place-and-route simulations to ensure that the 

physical circuits behave logically in the same way as their verified VHDL descriptions. 

Second, we integrated all the individual components together (with a single global 

controller coordinating the local controllers) and verified the processor’s operation 

correctness by simulating automatic execution of instruction sequences, making use of 
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several numerical examples provided by NIST [1-4]. The main design challenge was 

associated with the synchronization of the global control and the datapath timing. 

 

8.2 FPGA Prototype Area and Performance 

We have mapped our hardware processor onto a Xilinx Virtex-6 XCV6FX760 

FPGA to obtain quantitative performance figures for comparison purposes. Our 

implementation runs at 100 MHz, occupies 11,201 slices (32,913 LUTs), and uses 289 

DSP48 blocks (embedded 18×18-bit multipliers), as well as 128 RAMB36 blocks 

(embedded 36-Kbit random-access memories).  

Table 8.1 shows the component-level resource utilization and the corresponding 

performance results.  Our modular multiplier clearly dominates the entire processor 

implementation, both in terms of its size (~81% of FPGA slices used), and in terms of 

performance limits (~101 MHz maximum clock frequency).  Table 8.2 provides further 

implementation details for our modular multiplier, namely the post-place-and-route 

performance and area of each pipeline stage. 

 

Table  8.1 Implementation Results of Individual Units. 

Post-Synthesis Post-Place-and-Route
Module Name Slices Delay

(ns) 
Freq. 

(MHz) 
Delay 
(ns) 

Freq. 
(MHz) 

Modular Multiplier 
(MM) 8,394 8.01 124.86 9.94 100.58 

Modular Adder/Subtractor
(MAS) 

490 7.32 136.70 8.72 114.68 

SWITCHBOARD 341 1.28 783.09 1.43 699.30 

Register File A 
(RFA) 272 0.88 1,136.36 0.88 1,136.36 

Register File B 
(RFB) 272 0.88 1,136.36 0.88 1,136.36 

BUFFER 86 1.07 937.21 1.35 740.74 

LFSR 7 0.75 1,333.33 0.81 1234.57 

PNG 22 1.62 615.82 1.86 537.63 
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Table  8.2 Detailed Implementation Results of Our Entire Modular Multiplier and Its 

Individual Stages.   

Stage Slices DSP Delay 
(ns) 

Freq. 
(MHz) 

I 149 0 1.69 593.61 
A 0 289 1.62 615.82 
B 3,526 0 6.24 160.21 

C 2,584 0 7.25 137.93 

D 305 0 8.42 118.76 

E 634 0 7.55 132.45 

F 297 0 7.55 132.45 

G 354 0 7.55 132.45 

H 498 0 1.09 917.43 

Entire MM 8,394 289 9.94 100.58 

 

 

Table 8.3 shows a detailed comparison our modular multiplier against hardware 

implementations of other modular multipliers from the literature (excluding FPGA-

specific embedded multipliers and RAMs).  Our multiplier appears to be faster than the 

others (even when the operating clock frequencies are equalized).  However, due to 

substantial differences in the implementation technology, we note that any direct and 

meaningful comparisons of delays and areas are somewhat difficult to make and are not 

necessarily conclusive.  In particular, the multipliers from [15] offer the closest 

performance at an almost 5-times higher clock frequency and an almost 7-times smaller 

area footprint, while using an older FPGA family.  Nevertheless, our multiplier has the 

advantage of supporting all five NIST primes with the same implementation.   
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Table  8.3 Implementation Comparison against Other Hardware Modular Multipliers. 

Modular 
Mult. 
(μs) 

Reference 
Work 

Implementation
Platform 

Clock 
(MHz)

Reported 
Prime 

Reported 
Area 

Ref. Ours

XCV4FX12 487 p224 1,580 slices 0.12 0.08 
[15] 

XCV4FX12 490 p256 1,715 slices 0.14 0.08 

[16] XC2VP125 45.68 ≤ 256 bits 11,992 slices 0.70 0.08 

[17] XCV1000E 91 ≤ 160 bits 12,288 slices 6.35 0.08 

Virtex-II Pro 40 ≤ 192 bits 3,985 slices 4.8 0.08 

Virtex-II Pro 37 ≤ 224 bits 4,657 slices 6.0 0.08 [22] 

Virtex-II Pro 34 ≤ 256 bits 5,379 slices 7.3 0.08 

XCV4LX200 53 ≤ 192 bits 14,858 Slices 3.64 0.08 

XCV4LX200 47 ≤ 224 bits 17,331 Slices 4.79 0.08 [24] 

XCV4LX200 43 ≤ 256 bits 20,123 Slices 5.90 0.08 

XC2VP100 83.3 ≤ 192 bits 15,739 LUTs 2.78 0.08 
[30] 

XC2VP100 32 ≤ 256 bits 65,163 LUTs 6.45 0.08 

[32] XCV2VP30 68 ≤ 256 bits 2,085 slices 2.89 0.08 

130-nm IC 138 ≤ 192 bits 118K gates 7.21 0.08 

130-nm IC 138 ≤ 224 bits 118K gates 10.06 0.08 [33] 

130-nm IC 138 ≤ 256 bits 118K gates 11.25 0.08 

[34] 180-nm IC 147 ≤ 192 bits 86K gates 0.67 0.08 

[35] XCV1000E 37.30 ≤ 521 bits 14,586 LUTs 1.96 0.20 
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Modular 
Mult. 
(μs) 

Reference 
Work 

Implementation
Platform 

Clock 
(MHz)

Reported 
Prime 

Reported 
Area 

Ref. Ours

XCV4FX100 60 p192 20,793 LUTs 1.40 0.08 

XCV4FX100 60 p224 20,793 LUTs 1.40 0.08 

XCV4FX100 60 p256 20,793 LUTs 1.40 0.08 

XCV4FX100 60 p384 20,793 LUTs 3.70 0.20 

[36] 

XCV4FX100 60 p521 20,793 LUTs 7.12 0.20 

[39] 350-nm IC [138]6 ≤ 256 bits 5,418 cells 2.00 0.08 

XCV2000E 36 ≤ 192 bits 4,135 Slices 5.36 0.08 

XCV2000E 33 ≤ 224 bits 4,808 Slices 6.82 0.08 [40] 

XCV2000E 32 ≤ 256 bits 5,477 Slices 8.03 0.08 

[46] 500-nm IC 80 ≤ 1024 bits 27K gates 7.407 0.08 

[71] XCV1000E 53 ≤ 256 bits 4.5K gates 6.70 0.08 

[106] 1.2-μm IC 90 ≤ 1024 bits 28K gates 7.408 0.08 

[107] 500-nm IC 77  ≤ 1024 bits 26K gates 0.839 0.08 

[109] Virtex-II Pro 67 ≤ 256 bits 1,709 slices 8.80 0.08 

XVC2000E 46.80 ≤ 256 bits 1,037 slices 5.48 0.08 
[116] 

XVC2000E 64.80 ≤ 512 bits 1,536 slices 7.90 0.20 

                                                 
6 Ref. [39] did not report the clock frequency; assumed the same as in [33]. 
7 The displayed number is for p256. 
8 The displayed number is for p256. 
9 The displayed number is for p256. 
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Modular 
Mult. 
(μs) 

Reference 
Work 

Implementation
Platform 

Clock 
(MHz)

Reported 
Prime 

Reported 
Area 

Ref. Ours

[117] XC2V2000 135 ≤ 1024 bits 2,847 slices 20.0010 0.08 

[118] 500-nm IC 180 ≤ 1024 bits 17K gates 0.9911 0.08 

 

Table 8.4 shows the number of clock cycles required to perform each operation 

within the processor for each of the NIST primes. Table 8.5 shows the timing of each 

modular operation (in microseconds) when the processor runs at 100MHz. Tables 8.6 and 

8.7 show estimated delays of our processor performing atomic point operations and 

typical scalar multiplications at 100-MHz. These numbers are based on the cycle counts 

shown in Table 7.2, under the assumptions that nk = n(r,s) = |p|, mk = ⎡nk / 3⎤, m(r,s) =  

⎡2n(r,s) / 3⎤, nr + ns = 2nk, and ⎥⎥
⎤

⎢⎢
⎡ +=+ 3

)( sr
sr

nnmm  (e.g., for p256 we would have nk = 

n(r,s) = 256, mk = 86, m(r,s) = 171, nr + ns = 512, and mr + ms = 171). Note that our 

processor performance ranges from 0.30 to 3.91 ms per typical scalar multiplication, 

which demonstrates its efficiency and flexibility.  

 

Table  8.4 Number of Clock Cycles Required to Perform Operations. 

NIST Prime 
Operation 

p192 p224 p256 p384 p521 

Modular Add/Sub. 2 2 2 3 3 

Modular Mult. 8 8 8 20 20 

Modular Inversion 3,262 3,807 4,224 13,296 18,748 

Write (Instruction) 2 2 2 2 2 

Write (coordinate) 14 16 18 26 36 

Read (coordinate) 14 16 18 26 36 

                                                 
10 The displayed number is for p256. 
11 The displayed number is for p256. 
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Table  8.5 Timing (μs) of Individual Modular Operations at 100 MHz. 

NIST Prime 
Operation 

p192 p224 p256 p384 p521 

Modular Add/Sub. 0.02 0.02 0.02 0.03 0.03 
Modular Mult. 0.08 0.08 0.08 0.20 0.20 

Modular Inversion 32.62 38.07 42.24 132.96 187.48 

 

 

Table  8.6 Estimated Atomic Point Operation Timing (μs) at 100MHz. 

Prime QJ ← 2QJ QJ ← ±PA + QJ QJ ← ±PC + QJ 

p192 0.88 1.32 1.54 

p224 0.88 1.32 1.54 
p256 0.88 1.32 1.54 
p384 1.76 2.64 3.08 

p521 1.76 2.64 3.08 

 

Table 8.8 summarizes scalar multiplication delays of other implementations and 

shows the corresponding delays in our case for 1=pl .  Our hardware processor appears 

to be faster than the others (even when the operating clock frequencies are equalized).  

Again, we note that, due to substantial differences in the implementation technology, any 

direct comparisons of delays and areas are not necessarily meaningful and conclusive. 

 

Table  8.7 Estimated Scalar Multiplication Timing (ms) at 100MHz. 

pl  p192 p224 p256 p384 p521 

1 0.30 0.35 0.40 1.18 1.60 

2 0.31 0.37 0.42 1.23 1.68 

3 0.39 0.45 0.52 1.52 2.06 

4 0.52 0.60 0.69 2.02 2.74 

5 0.73 0.85 0.98 2.88 3.91 
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Table  8.8 Implementation Parameters of Other Hardware Processors. 

Scalar 
Mul. 
(ms) 

Reference 
Work 

Implementation
Platform 

Clock 
(MHz)

Reported 
Prime 

Reported 
Area 

Ref. Ours
XCV4FX12 487 p224 1,580 Slices 0.45 0.35 

[15] 
XCV4FX12 490 p256 1,715 Slices 0.62 0.40 

[16] XC2VP125 40 ≤ 256 bits 15,755 Slices 3.90 0.40 

[17] XCV1000E 91 ≤ 160 bits 12,288 Slices 14.4 l 0.30 

[18] 250-nm IC 50 ≤ 1024 bits N/Am 8.20n 1.60 

[21] 130-nm IC 230 ≤ 2048 bits 146K Gates 6.30o 1.18 

Virtex-II Pro 43 ≤ 192 bits 11,953 Slices 4.47 0.30 

Virtex-II Pro 40 ≤ 224 bits 11,953 Slices 6.50 0.35 

Virtex-II Pro 36 ≤ 256 bits 11,953 Slices 9.38 0.40 

Virtex-4 61 ≤ 192 bits N/Ap 3.15 0.30 

Virtex-4 58 ≤ 224 bits N/A 4.49 0.35 

[22] 

Virtex-4 54 ≤ 256 bits N/A 6.26 0.40 

EP2S30F484 160.5 ≤ 192 bits 6,203 ALMs 0.44 0.30 

EP2S30F484 157.2 ≤ 256 bits 9,177 ALMs 0.68 0.40 

EP2S60F484 151 ≤ 384 bits 12,958 ALMs 1.35 1.18 
[23] 

EP2S60F484 145 ≤ 512 bits 17,017 ALMs 2.23 1.60 

XCV4LX200 53 ≤ 192 bits 14,858 Slices 3.50 0.30 

XCV4LX200 47 ≤ 224 bits 17,331 Slices 5.40 0.35 [24] 

XCV4LX200 43 ≤ 256 bits 20,123 Slices 7.70 0.40 

Virtex-II Pro 100 ≤ 160 bits 8,954 Slices 1.04q 0.30 
[26] 

Virtex-II Pro 100 ≤ 256 bits 10,847 Slices 2.70 0.40 
                                                 
l Ref. [17] used 160-bit primes; our delay estimate is for p192. 
m Ref. [18] did not report the area. 
n The displayed number is for p521. 
o Ref. [21] reported delays only for a 384-bit prime; our delay estimate is for p384. 
p Ref. [22] did not report the area. 
q Ref. [26] used 160-bit primes; our delay estimate is for p192. 
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Scalar 
Mul. 
(ms) 

Reference 
Work 

Implementation
Platform 

Clock 
(MHz)

Reported 
Prime 

Reported 
Area 

Ref. Ours
[25] XC3S5000 40 ≤ 256 bits 27,597 Slices 17.70 0.40 

Virtex-II Pro 94.7 ≤ 192 bits 40,219 Slices 1.25 0.30 
[27] 

Virtex-II Pro 94.7 ≤ 256 bits 41,595 Slices 2.66 0.40 

[28] XCV2VP30 93 ≤ 192 bits 3,173 Slices 9.90 0.30 

XCV1000E 53 ≤ 192 bits 25,012 LUTs 2.97 0.30 

XCV1000E 46.8 ≤ 224 bits 29,610 LUTs 3.31 0.35 [29] 

XCV1000E 39.7 ≤ 256 bits 32,716 LUTs 3.95 0.40 

XC2VP100 83.3 ≤ 192 bits 15,739 LUTs 0.62 0.30 
[30] 

XC2VP100 32 ≤ 256 bits 65,163 LUTs 1.16 0.40 

[31] XC3S5000 66 ≤ 256 bits 4,826 CLBs 26.80 0.40 

[32] XCV2VP30 68 ≤ 256 bits 2,085 Slices 15.76 0.40 

130-nm IC 138 ≤ 192 bits 118K Gates 1.44 0.30 

130-nm IC 138 ≤ 224 bits 118K Gates 2.34 0.35 [33] 

130-nm IC 138 ≤ 256 bits 118K Gates 2.70 0.40 

[34] 180-nm IC 147 ≤ 192 bits 100K Gates 1.95 0.30 

[35] XCV1000E 40 p192 11,416 LUTs 3.00 0.30 

XCV4FX100 60 p192 31,946 LUTs 4.20 0.30 

XCV4FX100 60 p224 31,946 LUTs 5.10 0.35 

XCV4FX100 60 p256 31,946 LUTs 6.10 0.40 

XCV4FX100 60 p384 31,946 LUTs 17.5 1.18 

[36] 

XCV4FX100 60 p521 31,946 LUTs 39.90 1.60 

[38] 130-nm IC 556 ≤ 256 bits 122K Gates 1.01 0.40 

XCV2000E 36 ≤ 192 bits 4,135 Slices 6.20 0.30 

XCV2000E 33 ≤ 224 bits 4,808 Slices 9.20 0.35 [40] 

XCV2000E 32 ≤ 256 bits 5,477 Slices 12.38 0.40 
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Scalar 
Mul. 
(ms) 

Reference 
Work 

Implementation
Platform 

Clock 
(MHz)

Reported 
Prime 

Reported 
Area 

Ref. Ours
[39] 350-nm IC [138]r ≤ 256 bits 5,418 Cells 8.30 0.40 

[41] XC2V1000 50 ≤ 192 bits 4,729 LUTs 6.00 0.30 
                                                 
r Ref. [39] did not report the clock frequency; assumed the same as in [33]. 

 

The performance figures reported in [23] and [15] are the closest to ours. 

Reference [23] describes a hardware architecture based on the residue number system 

(RNS) and features the use of the Montgomery Ladder (see Section 3.1.3) with base-

point randomization (see Section 3.2.1). It performs one scalar multiplication delay in an 

estimated 2.23 ms for 512-bit primes (while ignoring the non-negligible cost of 

recovering the y-coordinates) vs. our estimated delay of 1.60 ms for p521. It also lacks 

flexibility (i.e., its hardware is not programmable). Reference [15] reports an efficient 

arithmetic core specifically optimized to take full advantage of Xilinx Virtex-4 DSP48 

blocks. A single core would require 32 of these blocks for p256 while operating at the 

490-MHz clock frequency, which yields the estimated scalar multiplication delay of 0.62 

ms (vs. ours of 0.40 ms). The reported estimates, however, are based on highly idealized 

system-level assumptions, without specifying a detailed mechanism and the associated 

delay-area overhead of parallelized computation and data communication when using 

multiple such cores. Also, the authors of [15] did not take into account the cost of the 

final Jacobian-to-Affine coordinate conversion (involving a modular inversion), which 

contributes approximately 10-15% to the cost of the scalar multiplication. 

The parallel hardware processor presented in this dissertation is a complete re-

design of our earlier sequential hardware processor reported in [36], which is the closest 

related work. The system in [36] performs one scalar multiplication in estimated 17.5 ms 

for p384 (vs. ours of 1.18 ms). We re-iterate (also see Section 1.2) that the key 

architectural differences between the two processors are as follows: (1) our current 

processor uses two instructions, whereas [36] uses six lower-level instructions, (2) our 

current processor can execute an atomic block of six modular operations as a single 

instruction in a pipelined fashion, whereas [36] can execute only one modular operation 
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at a time, (3) unlike [36], in our current processor, the execution timing of modular 

reduction and inversion are data-independent, thus reducing system vulnerability to side-

channel attacks, (4) our current processor does not include a dedicated modular inverter, 

which significantly reduces the demand for FPGA resources in comparison to [36], and 

(5) our current processor, unlike [36], incorporates basic countermeasures against fault 

attacks through data address virtualization.  
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Chapter 9  
Conclusion and Future Work 

 

In this dissertation, we have presented our hardware-software approach to fast and 

flexible elliptic curve cryptography over prime finite fields GF(p).  In particular, we have 

targeted five prime fields recommended by NIST and designed a highly optimized 

programmable hardware processor for accelerating computationally expensive atomic 

blocks of modular arithmetic operations. Our processor supports all five NIST primes, 

whose sizes range from 192 to 521 bits. Depending on the used prime and security setting 

(involving certain side-channel attack countermeasures), our processor’s Xilinx Virtex-6 

FPGA implementation takes between 0.30 ms and 3.91 ms to perform one typical scalar 

multiplication. Such performance figures demonstrate both flexibility and efficiency of 

the proposed design approach and compare favourably against existing competition.   

The work presented in this dissertation has several limitations and will certainly 

benefit from further technical extensions in many directions. Some of our 

recommendations for future work are outlined below:  

 Experimental Security Evaluation: The security of our proposed processor and its 

supervisor has not been experimentally evaluated against various power analysis and 

fault attack scenarios.  Such evaluations are an important subject that should be 

addressed in the future, as they will allow the user to assess the security strength of 

our computational platform in both qualitative and quantitative terms. 

 Non-NIST Prime Fields: The computational core of our proposed processor is based 

on a pipelined modular multiplier specifically optimized to work with five NIST 

primes. One important extension would be to provide support for non-NIST prime 

field multiplications, using either the Montgomery algorithm or the interleaved 

multiplication algorithm. 

 Prime/Binary Finite Fields: In addition to recommended prime fields GF(p), NIST 

standards also suggest certain binary finite fields GF(2q) whose elements are q-bit 

binary vectors. Hardware support for ECC is typically harder when using GF(p), as 

binary-field arithmetic does not require carry propagation. It would be of interest to 
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extend our proposed architecture to make it more versatile to handle prime and non-

prime arithmetic. 

 Supervisor-Processor Communication Security: The future work related to side-

channel attacks should also address not only the general issues of fault detection and 

correction, but also the specific vulnerability in our proposed architecture due to the 

use of jump instruction.  If the attacker gains access to the data bus signals carrying 

the jump target information, the secret scalar value becomes compromised. Hence, it 

would be desirable to secure the supervisor-processor communication link by either 

physical means (assumed in this dissertation), or by cryptographic means (e.g., 

private-key encryption-decryption of jump targets). 

 Random Number Generation: To virtualize data addresses, our processor uses two 

permutation memories, each coupled with a cellular automaton serving as a random 

number generator (RNG), as shown in Figure 5.2 and described in Section 5.3.  Given 

the importance of randomization in the context of cryptographic applications, it will 

be worthwhile to investigate efficient FPGA-based implementations of more 

sophistaced RNG techniques, such as [121-128] to name a few.  

 Parallel Scalar Multiplication: In this work our focus has been on parallelizing 

modular arithmetic operations.  It is also possible to parallelize ECC computations at 

a higher level, e.g., as in Elliptic Curve Digital Signature Algorithm (ECDSA), where 

two scalar multiplications are required and can be computed in parallel.  

 Scheduling Optimization: Our scheduling algorithms define a time-mapping of ECC 

computations onto our hardware processor.  This mapping determines an execution 

scenario and has both static (compile-time processor programming) and dynamic 

(execution-time program scheduling) components.  Depending on the user/application 

requirements and the scalar value, our flexible architecture can follow different 

execution scenarios.   Since a processor execution (i.e., scalar multiplication) does not 

start until the scheduler decides on the system configuration, the scheduling 

algorithms must have a very low execution delay. The future work should investigate 

the supervisor’s contribution to the overall system latency, and it should explore 

various methods of solving pertinent optimization problems associated with selecting 

the most efficient execution scenario.  For example, the scheduler may consider such 
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problems as scalar-dependent delay minimization under user-dependent security 

constraints, or security maximization under delay constraints. 
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