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ABSTRACT

We show how physics-informed neural networks can be used to solve compress-

ible Navier-Stokes equations in protoplanetary disks. While young planets form in

protoplanetary disks, because of the limitation of current techniques, direct observa-

tions of them are challenging. So instead, existing methods infer the presence and

properties of planets from the disk structures created by disk-planet interactions.

Hydrodynamic and radiative transfer simulations play essential roles in this process.

Currently, the lack of computer resources for these expensive simulations has become

one of the field’s main bottlenecks. To solve this problem, we explore the possibility

of using physics-informed neural networks, a machine learning method that trains

neural networks using physical laws, to substitute the simulations. We identify three

main bottlenecks that prevent the physics-informed neural networks from achieving

this goal, which we overcome by hard-constraining initial conditions, scaling outputs

and balancing gradients. With these improvements, we reduce the relative L2 er-

rors of predicted solutions by 97% ∼ 99% compared to the vanilla PINNs on solving

compressible Navier-Stokes equations in protoplanetary disks.
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Chapter 1

Introduction

1.1 Protoplanetary Disk

In the past few decades, exoplanet surveys using multiple techniques have revealed

that planets are essentially ubiquitous in the universe [3, 4]. They form in “proto-

planetary disk”, which are flattened rotating disks surrounding newborn stars that

typically last for a few million years. How these planets and the Earth form is one of

the most thrilling questions in astronomy.

Ideally, the most straightforward way to study planet formation is to observe sam-

ples of forming planets in different stages. However, it has been extremely challenging

to detect forming planets directly because they are tiny and faint compared to the

host stars and disks. So far, only a handful of such planets have been detected [5, 6].

Fortunately, forming planets can be identified through the disk structures they

produced via gravitational disk-planet interactions. These structures are much larger

and brighter than the planets themselves and can be easily identified in observations

today. In fact, over past decades, such structures have been found in hundreds of

disks, and compelling evidence has shown that many of them are likely produced by

disk-planet interactions [7, 8]. Combining the theory of disk-planet interactions and

simulations, we can infer the presence of planets in these disks and further constrain

their masses and orbits, which is crucial for understanding planet formation.

To identify and infer the properties of forming planets from the disk structures,

the typical modeling process is as follows:

1. Make an experience-based initial guess on the planetary configuration.

2. Run hydrodynamic and radiative transfer simulations to generate synthetic ob-
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servations for the initial guess.

3. Compare the synthetic observations with real observations, identify differences

and update the models by hand.

4. Repeat the steps 2 and 3 above (usually at least tens of rounds) until an ac-

ceptable fit is achieved.

The step 2 is the most computationally expensive step, which involves solving partial

differential equations (PDEs) using numerical solvers. Typically, modeling a single

system consumes up to a million CPU hours.

The computational burden arising from step 2 is a problem, since disk observations

are exploding. In the past several years, with the latest generation of telescopes such

as ALMA and VLT/SPHERE, a few hundred disks have been observed. As more

instruments are still being developed and commissioned (e.g., SCExAO on Subaru),

high resolution and high sensitivity disk observations will be carried out at an ever-

faster pace. Among all these disks that have been observed, only a dozen systems

have been modeled. To process all of them, hundreds of millions of CPU hours are

needed. To put this into perspective, this typically costs on the order of 10 million

USD at commercial services such as Amazon HPC. This is clearly impractical.

Therefore, there is an urgent need for a new method to solve PDEs in protoplan-

etary disks, model the disk-planet interactions, and generate hundreds of synthetic

observations with less computational cost than traditional numerical solvers.

1.2 Previous Work

Various alternatives to traditional numerical solvers that solve PDEs with less com-

putational resources and time have been explored. Among them, machine learning

methods have gained popularity in recent years thanks to their success in many dif-

ferent application areas [9, 10, 11].

For example, data-driven machine learning methods have been proposed to infer

the presence and constrain the properties of hidden planets [12, 13]. They build neural

networks whose inputs are measurable disk morphology parameters [12] or synthetic

disk images [13], while the outputs are the predicted hidden planet masses. To train

the neural networks, labeled data on a large enough number of protoplanetary disks

is necessary to cover the disk-parameter space. However, there are still very few
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disks from real observations that have planet masses measured. Thus, they used

hydrodynamic simulations to generate simulated disks as labeled data. In fact, to

generate the data sets, they run 1200 simulations that evolve around 2000 orbits

[13]. As a result, though they get promising results, it is still highly computationally

expensive, making extending the method to more complex disk systems challenging.

In addition, with 1200 simulations, only a small parameter space has been explored,

making it difficult for the method to be applied to real disk observations.

Instead of using simulations to synthesize labeled data, another promising way

of overcoming the lack of training data is using information from physical laws to

constrain the neural network while training. This is generally named physics-informed

(or physics-constrained) machine learning [14, 15, 16, 17]. The method is widely

applicable to problems whose physical laws are fully or partially known. The main

idea is to use the information of physical laws to teach neural networks. By allowing

physical laws to participate in the training, the dependence on labeled data can be

greatly reduced.

Recently, among the physics-informed methods, physics-informed neural networks

(PINNs) [14], has grown rapidly and has shown great potentials for applications in

many fields [18, 19, 20, 21, 22]. The method has shown promising potentials on two

kinds of PDE problems:

Forward problem Given a complete set of PDEs, initial conditions and boundary

conditions, we want the solutions of the equations [14, 21].

Inverse problem Given part of the PDEs and additional information about the

solutions, reveal the unknowns in the equations [14]. For example, in some

cases, one or more PDE coefficients might be unknown, but the PDE solutions

are available, and the aim is to constrain the unknown coefficients from the

solutions [19, 21].

The method’s main idea is to incorporate the physical laws into the loss function

in the form of mathematical equations. The neural network (NN) then performs as a

function approximator of the solution. The inputs to the NN are the known variables

in the equations, and the outputs are the predicted solutions. The loss functions

are composed of physical laws and labeled data. In training, the loss function pe-

nalizes the NN and biases it towards the solution of the equations. In the forward

problem, the trainables are the NN parameters. When the loss is low enough, the

network is a close approximation of the real solution of the problem. In the inverse
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problem, trainables also include the unknowns in the PDEs. When the neural net-

work is trained, the optimized trainables reveal the unknown PDE coefficients. To

evaluate the mathematical equations in the loss functions, the partial derivatives of

the unknown variables are needed, which are equivalent to the gradients of the neu-

ral networks’ outputs with respect to the inputs. They carefully design the neural

networks to evaluate the partial derivatives using the same automatic differentiation

technique as the backward propagation method widely used in deep learning.

Previous works have shown PINNs are powerful and efficient in solving forward

problems ranging from Poisson equations [23], Laplace equations [23], 1D and 2D

Burgers’ equations [14] to incompressible Navier-Stokes equations [18]. Works on

solid mechanics [24] and fluid dynamics [21] also have shown PINNs’ potentials in

inverse problems.

Although PINNs have been shown to have great potential and have received wide

attention recently, there are still several drawbacks:

Gradients-balancing problem The back-propagated gradients are not balanced

in the training process. The loss functions of PINNs are usually composed of

several terms: residuals of PDEs, errors on initial conditions, errors on boundary

conditions, and errors on observed data. The gradients with respect to the

NN parameters, derived from these loss terms respectively, may numerically

differ by several orders of magnitude [25], [26]. Therefore, if we simply sum

these gradients up to yield the direction of updating the NN parameters, a few

large terms would dominate the training and prevent the neural networks from

converging to global optima.

Model-generalization problem For the method in [14] (hereafter vanilla PINNs),

one trained neural network only represents the solution of one PDE problem.

Any changes of the problem, such as changes of the value of PDE coefficients

or changes of initial conditions, require fresh re-training of the neural networks.

Since training PINNs usually requires much longer time and more computational

resources than running a numerical solver, the method is actually less efficient

than numerical methods. As a result, improvements are needed for it to be a

candidate of PDE solvers.

Long-time-integration problem In time-dependent problems, the errors grow as

the evolution time [18, 27], preventing us from applying the vanilla PINNs to

problems with long time intervals.
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Below, we will go through the available or potential solutions for these drawbacks.

Generally, there are two ways to our knowledge to ease the gradients-balancing

problem, though there is no known method to eliminate it. The first way is to reduce

the number of loss terms by satisfying the constraints naturally, without training

[28, 23]. For example, we will show in Section 4.3.1 and Section A.1 that by modifying

the neural network architecture, we can reduce the number of loss terms to minimize,

thus easing the conflicts between the gradients of loss terms. Another efficient way is

to balance the contributions of the gradients. Adding and properly adjusting weights

for gradients can efficiently balance them. Then the problem now becomes how one

can properly set the weights. We will show in Section 4.3.3 that the value of loss terms

at the initial training step is a suitable option to determine the weights. Meanwhile,

previous work also proposed using the convergence rates of errors to estimate the

weights [26]. Furthermore, they show that Neural Tangent Kernel [29] Matrix can

effectively estimate the convergence rates. We examine both methods as well and

discussed the results in Section 4.3.3.

One possible way to solve the model-generalization problem is physics-informed

DeepONet [30, 27], which combines PINNs and DeepONet. DeepONet was first

proposed as a powerful method to learn nonlinear continuous operators [31] from

labeled data. It has been further applied to solve parametric PDEs by combining with

PINNs [30]. The physics-informed DeepONet method, which differs from the vanilla

physics-informed method, can train one neural network that solves parametric PDEs,

i.e., the trained neural network can predict the solutions of a class of PDEs given

different inputs data. It is physics-informed since, same as the vanilla PINNs, the

loss function is composed of constraints of physical laws and labeled data. However,

the neural network architecture is similar to the DeepONet method. Accordingly,

the inputs are samples of known variables in the domain and additional data that

describe the PDE problems. For example, in fluid dynamic problems, the additional

data could be PDE coefficients or spatial distribution of source terms. The outputs

are still the predicted solutions. Because of this careful design, the neural network is

trained simultaneously on a class of PDEs sampled from a high-dimensional space.

Once trained, it can predict the solution for an arbitrary set of coefficients for the

same type of PDE. Compared with the traditional numerical method, though the

training would take a lot more computational resources and time, it is only needed to

perform once. Moreover, since the time for prediction on a single unseen PDE is much

shorter than the numerical solver, the method is cheaper and efficient when there are
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requirements to solve a considerable amount of parametric PDEs. For example, a

physics-informed DeepONet model can be trained to solve parametrized Burgers’

equations. It was illustrated that the neural network could predict the solution of

O(103) equations in a fraction of a second, up to three orders of magnitude faster

compared to a conventional PDE solver [30].

The DeepONet method can also improve the performance of PINNs on time-

dependent PDEs with large temporal domains [27]. Instead of using the NN as a

function approximator of the solution on the whole time interval, Wang et al. [27]

trained DeepONets to map random initial conditions to the solutions at time intervals

that are much shorter than the whole time domains. Once they train a neural network

that can predict the short-time solution on arbitrary initial conditions, to predict the

solution at long time intervals, they recursively apply the neural network to evolve

the solution forward. Specifically, they first apply the neural network to predict the

solution on time interval (0,∆t), and then use the solution at ∆t, u(∆t), as the

proposed initial condition to query the neural network for the solution on (∆t, 2∆t).

Repeating the steps above allows them to obtain the solution for the whole time

interval. Then they test the method on a series of ODE and PDE examples, including

inhomogeneous ODE, stiff chemical kinetics, wave propagation, and diffusion-reaction

dynamics. Moreover, they demonstrate that it can get much higher accuracy on long-

time integration problems than PINNs, with a fraction of the computational cost

compared to classical numerical solvers.

This preliminary work will focus on applying the PINN method to solve problems

in short time intervals. In the future, we will explore the physics-informed DeepONet

method [30, 27].

1.3 This Work

In this work, we, for the first time, demonstrate that PINNs are able to solve compress-

ible Navier-Stokes equations with exceptionally high accuracy. We identify several

issues that prevent the neural networks from converging to global optima:

Initial-condition issue We show that fitting the neural networks to the required

initial conditions is challenging and is the main bottleneck for applying the

PINN algorithms to our problems.

Output-scaling issue We find that the three outputs of the last fully connected
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layers differ by several orders of magnitude, making it difficult for the training

to converge.

Gradients-balancing issue We demonstrate that the gradients-balancing problem

mentioned previously (Section 1.2) also exists in our problems.

To improve PINNs and to tackle the issues listed above, we:

• apply hard constraints on initial conditions to force the neural networks to

satisfy the requirement regardless of the training;

• scale the outputs of the last fully connected layer;

• explore the two methods to balance the contributions of the back-propagated

gradients originating from different loss terms to the training: the inverse-initial-

loss weighting method and the NTK weighting method [26].

Finally, we test our neural networks against numerical solutions and report the relative

L2 errors (see Equation 4.3).

1.4 Overview

The thesis is structured as follows. In Chapter 2, we discuss the problems we are

interested in. In Chapter 3, we explain the collection of testing data. Then we

briefly introduce the physics-informed neural networks and discuss several methods

to improve its performance on our problems in Chapter 4. Finally, we show the

results in Chapter 5 and conclude the thesis in Chapter 6. We include more details

in Appendix A.
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Chapter 2

The Problem to be Solved

The partial differential equations (PDEs) we would like to solve are

∂Σ

∂t
+∇ · (Σv) = 0 (2.1)

∂(Σvr)

∂t
+∇ · (Σvr~v)− v2θ

r
= −∂p

∂r
− Σ

∂Φ

∂r
+ fr (2.2)

∂(Σrvθ)

∂t
+∇ · (Σrvθ~v) = −∂p

∂θ
− Σ

∂Φ

∂θ
+ rfθ (2.3)

The equations are in a two-dimensional (2D) polar coordinate system. It describes a

system where gas is moving around a central massive point-source object. In reality,

the system evolves in the three-dimensional universe, but since most of the material

is located very close a plane, the model is typically simplified to 2D. The gas orbits

the central object at near-Keplerian speed. Equation 2.1 is the mass conservation

equation. Equation 2.2 and Equation 2.3 are compressible Navier-Stokes equations.

The r,θ,t are the spatial-temporal coordinates: r is the radial distance to the center,

θ is the angle from a fixed direction, t is the time past since the initial condition of the

system. The Σ is vertically-integrated gas surface density and v is velocity vector,

while vr and vθ are radial and azimuthal velocities.

In this work, as we are looking into the potential of PINNs for this particular

PDE for the first time, we focus on the simplest case in protoplanetary disks: there

is no planet, and we only consider the interaction of gas and the central star, so the

gravitational potential Φ in the equation is the gravitational potential of the central

(r = 0) massive object. For simplicity, we choose the units to make G = 1, M? =
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1, R0 = 1, so

Φ =
1

r2
(2.4)

The vertically-averaged pressure force (p in the equation 2.2 and 2.3) obey the

isothermal assumption in our case, which is determined by solving the equations below

p = c2sΣ (2.5)

cs = hvK (2.6)

= hr−1/2 (2.7)

h = h0 × rFlaringIndex (2.8)

Here cs is the speed of sound, vK represents the Keplerian velocity around a central

point source, h is the disk aspect ratio and the constant h0 is the value of h at r = 1.

h0 = 0.05 and FlaringIndex = 0.5 are known constants in our problem.

The last terms in equation 2.2 and 2.3 are projections of viscous force. They are

given by

−→
f = ∇ · −→τ (2.9)

−→τ = 2η
←→
D − 2

3
η(∇ · −→v )

←→
I (2.10)

←→
D =

1

2

[
∇−→v + (∇−→v )T

]
(2.11)

η = Σν (2.12)

here ν is the kinematic viscosity, and we will assume it is constant over the spatial-

temporal domain. We will test our PINNs on different values of ν.

Apart from the PDEs, additional information about the initial conditions and

boundary conditions is needed to guarantee the uniqueness of the solution. We will

study the evolution of a ring-like gas distribution in the disk. The initial condition

for Σ and vr is

Σ(r, θ, t = 0) = Σ0

(
1 +

1√
2π∆

e−
(r−rc)2

2∆2

)
(2.13)

vθ(r, θ, t = 0) = r−1/2 (2.14)

rc denotes the center of the ring while ∆ denotes the initial ring width. The initial
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Case kinematic viscosities time (orbit)
I 0.01 0.04
II 0.001 0.2
III 0.0 0.2

Table 2.1: Setups of three PDE cases. The cases have common setups except kine-
matic viscosites and temporal ranges of the PDE.

condition of vθ is given by the equation

rvrΣ = −3νr1/2
∂

∂r

(
r1/2Σ

)
(2.15)

See the left column of Figure 3.1 for the visualization of the initial conditions. All

unknown variables have periodic boundary conditions in the azimuthal direction. The

radial boundaries are at rmin = 0.4 and rmax = 2.5. The requirements of Σ, vr and

vθ on radial boundaries are given by

∂Σ

∂r
(r = rmax or rmin, θ, t) = 0 (2.16)

∂vr
∂r

(r = rmax or rmin, θ, t) = 0 (2.17)

∂vθ
∂r

(r = rmax or rmin, θ, t) = − vθ
2r

(2.18)

We will explore the performance of PINNs on the disk evolution with different

viscosities. We choose the kinematic viscosities to be 10−2 (high viscosity), 10−3 (low

viscosity) and 0 (no viscosity).

The time domain of the problem (Table 2.1) is determined by the simulation, and

we limit the time domain so that the diffusion wave does not reach the inner radial

boundary to avoid complex situations where the reflection from the inner boundary

has a significant influence on the material inside the domain.
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Chapter 3

Hydrodynamic Simulations

We use the hydrodynamic simulation code FARGO3D [1],[2] to obtain numerical

solutions of the PDEs described in chapter 2. FARGO3D solves the PDEs using

conventional techniques (finite-difference upwind, dimensionally split methods). The

numerical solutions will be used as ground truth to test the accuracy of our NN. We

show the solution of Σ, vr and vθ at time steps of 0.0 orbits, 0.1 orbits and 0.2 orbits

for PDE with ν = 0.001 in Figure 3.1.

Since the PDEs and their solutions are axisymmetric, we only plot the radial

profiles of unknown variables for the ν = 0.0 (Figure 3.3) and ν = 0.01 (Figure 3.2)

cases. For the same reason, when comparing the predictions from our neural networks

with the numerical solutions displayed here, we also only plot the radial profiles (see

Figure 5.1).
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Figure 3.1: Snapshots of 2D numerical solutions of the PDEs with a kinematic vis-
cosity ν = 0.001 (case II in Table 2.1), generated using the hydrodynamic simulation
program, FARGO3D. Top: Gas density distribution (Σ). Middle: Radial velocity
distribution (vr). Bottom: Azimuthal velocity distribution (vθ).
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(a) Gas density (Σ) (b) Radial velocity (vr) (c) Azimuthal velocity (vθ)

Figure 3.2: The radial profiles of numerical solutions for PDEs with ν = 0.01 (case I
in Table 2.1). The data is generated by FARGO3D [1, 2]. The solutions are used as
ground truth to compare with our PINNs’ predictions.

(a) Gas density (Σ) (b) Radial velocity (vr) (c) Azimuthal velocity (vθ)

Figure 3.3: The radial profiles of numerical solutions for PDEs with ν = 0.0 (case III
in Table 2.1). The data is generated by FARGO3D [1, 2]. The solutions are used as
ground truth to compare with our PINNs’ predictions.
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Chapter 4

Method

4.1 Fundamental: How do the Vanilla PINNs Work

As described in Chapter 1, we will explore the application of physics-informed neural

networks [14] on solving compressible Navier-Stokes equations (see Chapter 2) in

protoplanetary disks. Specifically, we will focus on the forward problem: given a set

of PDEs with varying but known coefficients, we ask PINNs to predict the solutions

of the equations.

We follow the neural network architecture of [14] with the modifications described

in the following subsections (see Figure 4.1 for the illustration of the architecture).

The neural network, as a universal function approximator [32], approximates the

solution function. The physics-informed loss function, composed of PDE residuals

and boundary/initial condition mean squared errors, penalizes the neural network to

bias toward the correct solutions.

4.1.1 Neural Networks

Figure 4.1 shows the neural network used in this work. The inputs to the neural

network are samples of coordinates, which in our problems are radial coordinate

(r), azimuthal coordinate (θ) and time (t). Different from the Convolutional Neural

Networks (CNN), the inputs are not necessarily limited to regular grids. Rather,

arbitrary positions inside the domain are acceptable. The inputs are first transformed

by the inputs transform layer1 and then passed through fully connected hidden layers.

Unless specified explicitly, the neural networks we use have hidden layers of the size

1For normalization of the inputs and periodic boundary condition (see A.1).
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Figure 4.1: The architecture of the physics-informed neural networks. The inputs
are radial coordinate (r), azimuthal coordinate (θ) and time (t). The inputs are first
sent to the input transform layer to enforce hard constraints on periodic boundary
conditions, then passed through the fully connected hidden layers. The outputs of the
last fully connected layer are sent to the outputs transform layer (see Section 4.3.1 and
Section 4.3.2) to obtain the final outputs. The final outputs represent the predicted
solutions of Σ, vr and vθ. To evaluate the losses, we apply several mathematical
operators to the final outputs: the I represents the identity mapping, the ∂

∂x
and

the ∂2

∂x2 represent the first-order and second-order differential operators of the spatial
coordinates respectively, and the ∂

∂t
represents the first-order differential operator of

the time. The outputs and the partial derivatives of the outputs compose the PDE
residual, BC errors and IC errors, which compose the loss functions.
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32×9. The outputs of the hidden layers are passed to a fully connected layer with three

neurons2. Then the outputs of the last layer are transformed by another transform

layer (see Section 4.3.1 and Section 4.3.2) to generate the final outputs of the neural

network. For any inputs (ri, θi, ti), the outputs represent the predicted solutions at

(ri, θi, ti): Σ(ri, θi, ti), vr(ri, θi, ti) and vθ(ri, θi, ti).

4.1.2 Loss Functions

Instead of using labeled data from experiments or observations to train the network,

the physics-informed method uses physical laws to train the network. Accordingly,

the loss function is composed of three parts: PDE losses, boundary condition (BC)

losses and initial condition (IC) losses.

The PDE losses (The LPDE in Figure 4.1) measure to what extent the neural

network’s prediction obeys the physical laws. They are computed by the mean squares

of the PDE residual. For example, if the equation to be solved is

Lu(x) = 0 (4.1)

Where L is an arbitrary nonlinear differential operator. Then the PDE loss is given

by

LPDE =

∑N
i [Lu(xi)]

2

N
(4.2)

The index is summed over a batch of N input coordinates. For our problems, since

we have three equations, there are three PDE loss terms in the loss function.

Similarly, the BC losses and IC losses (The LBC&IC in Figure 4.1) are computed

by the mean squared errors of boundary conditions and initial conditions. The spatial

domain in our problem is r ∈ [0.4, 2.5] and θ ∈ [−π, π], so the boundaries include

r = 0.4, r = 2.5, θ = −π and θ = π. Our periodic boundary conditions are enforced

by hard constraints (see Appendix A.1). As a result, we only include BC losses at the

inner and outer radial boundaries. At each boundary, there are three loss terms for

the three unknown variables (Σ, vr and Vθ). Therefore, we have six BC loss terms in

total. In addition, we have three IC loss terms for the initial conditions of the three

variables.

All these terms described above compose the total loss function, which we would

like to minimize. Like traditional deep learning training, we minimize the loss function

2The layer does not have activation function.
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by taking gradients with respect to the neural network parameters and then updating

the parameters based on the gradient descent direction. We use Adam optimizer [33].

Once the loss function is minimized, the neural network obeys the PDEs, and the

neural network is a close approximation of the correct solution.

In the calculation of PDE losses and BC losses, partial derivatives of unknown

variables with respect to spatial and temporal coordinates are required. They are

calculated using the same automatic differentiation technique as back-propagation,

which has already been supported by popular deep learning frameworks such as Ten-

sorFlow [34], PyTorch [35] and JAX [36]. To make sure the neural network function

is second-order differentiable, we use the sine activation function in hidden layers.

4.1.3 Training and Testing Process

In the training process, we randomly sample a batch of coordinates from the spatial-

temporal domain, send to the neural network, and obtain the predicted solutions at

these coordinates. We also obtain the partial derivatives at the same coordinates and

compute the PDE and BC/IC loss terms. Then we compute the gradients and update

the neural network. We repeat the steps above with sufficient iterations to approach

an optimized neural network.

In the testing process, we introduce the data from hydrodynamic simulations in

Chapter 3. We send the same coordinates in the simulations to the trained neural

network and compare the outputs with numerical solutions. We calculate the relative

L2 errors for all the unknown variables:

relative L2 error =

[∑N
i (upredict − utruth)2

]1/2
(∑N

i u
2
truth

)1/2 (4.3)

The index i is summed over a batch of N input coordinates. The upredict represents

the prediction of the neural networks. The utruth represents the ground truth.
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4.2 When the Vanilla PINN Fails

We first try the vanilla PINN, given by a fully connected neural network and a loss

function of

L =
∑
i

LIC,i +
∑
j

LBC,j +
∑
k

LPDE,k (4.4)

The right-hand side of the Equation 4.4 is the sum of loss terms that measure the

fitting of the neural network on initial conditions, radial boundary conditions, and

PDEs. The index i is summed over all the ICs in the loss function. The index j is

summed over all the BCs in the loss function. The index k is summed over all the

PDEs in the loss function. The periodic boundary conditions are enforced by adding

an input transform layer between the inputs and the hidden layers in Figure 4.1 (see

Appendix A.1).

For case II in Table 2.1, we train the neural network with hyper-parameters in

Appendix A.2.1 and the neural network does not converge (see the relative L2 errors

in the first row of Table 4.1).

To explore the reason, we plot the loss curves in Figure 4.2a. Note that the loss

terms, as indicated in Section 4.1.2, are composed of 12 terms: six terms for the

boundary conditions of three unknown variables at r = rmin and r = rmax, three

terms for the initial conditions of three unknown variables, and three terms for three

partial differential equations. For simplicity, we sum the terms of the same type and

only plot the total boundary condition losses, total initial condition losses and total

PDE losses in Figure 4.2a and later loss plots.

In Figure 4.2a, the sum of IC losses is more than one order of magnitude larger

than the sum of BC losses and more than three orders of magnitude larger than the

sum of PDE losses. Furthermore, the sum of IC losses does not decrease after the

initial several hundred steps (Figure 4.2a). We infer that

• It is hard to train the neural network to fit the initial conditions for our prob-

lems.

• Since the magnitude of gradients is proportional to the magnitude of loss terms,

the gradients are easily be dominated by the ICs, which prevents the neural

networks from being optimized to fit the PDE and BCs loss terms.

We also observe that our vanilla neural network has the same IC fitting problem

with highly similar loss curves for PDE cases I and III (Figure A.1a, A.2a).
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(a) (b)

Figure 4.2: Loss curves for PDE problem case II (ν = 0.001), obtained from two
neural networks. There are no weights to balance the gradients originating from
different loss terms and no output scaling in either. (a) A vanilla PINN. Blue: total
boundary condition losses. Orange: total initial condition losses. Green: total PDE
losses. (b) A PINN with hard constraints on initial conditions. Blue: total boundary
conditions losses. Orange: total PDE losses.
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4.3 Improvements on the Vanilla PINN

4.3.1 Architecturally Enforcing Initial Conditions

In Section 4.2, we explore constraining the neural networks by including the errors on

ICs in loss functions. We find that the ICs are hard to fit and dominate the gradients,

thus preventing the neural networks from converging to satisfy PDEs and BCs. So we

purse to use hard constraints to enforce the requirements of initial conditions without

training [28]. Specifically, we add another transformation layer after the last layer of

the neural network. The general idea is to suppress the activity of the neural networks

on inputs at t = t0 and replace the network outputs (predictions) with the ICs. So

we have the transformation

u(r, θ, t) = uic(r, θ) + A(t)× û(r, θ, t) (4.5)

Here u represents Σ, vr and vθ, and uic represents the initial conditions, which are

known in our problems. û(r, θ, t) is the direct output of the last fully connected layer.

The aim of the function A(t) here is to suppress the activity of the neural network at

t = t0, so we choose the form

A(t) = 1.0− Exp
(
− t− t0
tmax − t0

)
(4.6)

Since A(t = t0) = 0, after the transformation we have u(r, θ, t = t0) ≡ uic(r, θ) for

any neural network parameters, which means initial conditions are satisfied without

training. Therefore, we do not need to include constraints of initial conditions in

losses.

In a new experiment, We train the neural network with the same hyper-parameters

as in Section 4.2 for the three PDE cases, but we apply hard constraints on initial

conditions. The loss curves for PDE case II are shown in Figure 4.2b, which show

that the BC and PDE losses decrease smoothly, and the final losses of BCs and

PDEs are one and two orders of magnitude lower than those in the vanilla PINN.

The relative L2 errors for case II are in Table 4.1, which indicate that we achieve a

much better fit than that in the neural network without hard constraints on initial

conditions (Σ: errors reduced by 97%, vr: errors reduced by 99.5%, vθ: errors reduced

by 99.4%). The results of PDE cases I (Figure A.1, Table A.2) and III (Figure A.2,

Table A.3) also show similar phenomenons and support our conclusion above. As a
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Relative errors Σ vr vθ
Soft constraints on ICs 0.821 61.3 0.309
Hard constraints on ICs 0.0237 0.288 0.001 82

Table 4.1: Relative L2 errors (Equation 4.3), compared to the ground truth, in neural
networks with soft and hard constraints on initial conditions. The neural networks
are trained on PDE case II (ν = 0.001). The errors are averaged over three repeti-
tive runs. Soft constraint: The initial conditions are constrained by minimizing the
corresponding loss terms. Hard constraint: The initial conditions are enforced by an
output transformation layer (see Equation 4.5).
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result, removing the IC terms in loss functions can significantly reduce the imbalance

among loss terms and thus ease the difficulty in training.

4.3.2 Output Scaling

We further improve the fitting by applying output scaling. After applying hard con-

straints on ICs to our neural network (Section 4.3.1), the expected outputs of the last

fully connected layer changed from u to û (see Equation 4.5). From the ground truth

of PDE case II (ν = 0.001) we can see that the expected magnitude of Σ̂ is around

1, the expected magnitude of v̂r is around 10−2, and the expected magnitude of v̂θ is

around 5× 10−3. Therefore, there are large differences among the magnitudes of the

outputs of the last fully connected layer. Previous works have shown that properly

scaling these outputs may significantly improve the predictive accuracy [27, 19]. So

we explore applying output scaling between the last fully connected layer and the

outputs transform layer.

The next problem is how to determine the scaling factors. Since we should not

introduce outside information about the ground truth in training, the best choice is to

make initial guesses of the scaling factors and perform hyper-parameter tuning to get

the optimal values. We fix the scaling factor for Σ̂ to 1 and sample the scaling factors

for v̂r and v̂θ uniformly on log scales. Then we test our trained neural networks on

ground truth to obtain the optimal scaling factors.

Applying output scaling improves our neural networks’ predictive accuracy. The

optimal scaling factors for case II (ν = 0.001) are 0.01 for vr and 0.001 for vθ. Applying

output scaling leads to a significant improvement compared with the neural network

only applying hard constraints on ICs (Σ: errors reduced by 52%, vr: errors reduced

by 61%, vθ: errors reduced by 65%) (Table 4.2). We find a similar result for case III

(ν = 0.0): applying output scaling can significantly reduce the relative L2 errors for

all the unknown variables (Σ: errors reduced by 76%, vr: errors reduced by 76%, vθ:

errors reduced by 49%) (Table A.4). However, output scaling does not significantly

improve prediction accuracy for case I (ν = 0.01). The reason may be that the

differences in magnitudes among the û are not significant, thus the training does not

suffer as much on the scaling.
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Relative errors Σ vr vθ
Without output scaling 0.0237 0.288 0.001 82
With optimal output scaling 0.0113 0.111 0.000 635

Table 4.2: Relative L2 errors (Equation 4.3), compared to the ground truth, of neural
networks without output scaling and with optimal scaling factors for PDE case II
(ν = 0.001), averaged over three repetitive runs. Both neural networks are hard
constrained on initial conditions, trained for 8000 steps.
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4.3.3 Gradients Balancing

In this section, we study the contributions of the back-propagated gradients originat-

ing from different terms in PINNs loss functions to the training and balance them

using the two state-of-the-art methods.

We estimate the magnitudes of gradients originating from PDE and BC losses for

the best neural network from the previous section (see Figure 4.3a). The gradients

are estimated by averaging the absolute values among inputs, neurons, layers, and

loss terms. We note that the selection of the methods for estimating the magnitudes

of gradients should not have significant influences on our results.

From Figure 4.3a, the PDE gradients are around two orders of magnitude larger

than BC gradients, which indicates that the requirement of fitting the PDEs domi-

nates the training process in the neural network without gradients balancing. More-

over, the PDE loss terms decrease gradually while BC loss terms almost do not

decrease after 2000 steps (see Figure 4.3b). This phenomenon also indicates that the

training is dominated by the fitting to PDEs. The issue prevents the neural networks

from converging to global optima.

To fix the issue, we apply weights to balance the gradients. In this work, we

propose using the initial values of loss terms to balance the gradients (Inverse-initial-

loss weights). We also explore the application of the Neural Tangent Kernel (NTK)

adaptive weighting method [26] to our problems.

Inverse-initial-loss weights The losses at the 0th training step are easy to obtain

(evaluated based on the initial guesses). Moreover, the initial losses might indicate

the relative magnitudes of loss terms and the relative magnitudes of gradients. So we

propose to weight the gradients by the initial losses. Without the weights, the total

gradient is

gtotal =
∑
i

gi (4.7)

The index is summed over the gradients originating from different loss terms. Then

after applying the technique, the new total gradient is

gtotal =
∑
i

wigi (4.8)

where wi = 1
Li,init

are the inverses of the loss terms at the beginning of training, i.e.,

the inverse of the loss terms evaluated on untrained neural networks.
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Relative errors Σ vr vθ
No weights 0.0113 0.111 0.000 635
Inverse-initial-loss weights 0.009 07 0.0718 0.001 23
NTK weights 0.008 95 0.0684 0.001 19

Table 4.3: Relative L2 errors (Equation 4.3), compared to ground truth, of neural
networks with different gradients-balancing strategies on loss terms: No weighting,
inverse-initial-loss weighting and NTK weighting. The errors are averaged over three
repetitive runs. The neural networks are trained for PDE case II (ν = 0.001) with 8000
steps. All neural networks have hard constraints on initial conditions and optimal
output scaling.

Neural Tangent Kernel (NTK) weights Another way to balance the gradients

is the NTK weighting method [26]. The method assigns weights to gradients by

estimating the convergence rate of different loss terms, which can further be calculated

by the trace of the Neural Tangent Kernel matrices.

For either of the two methods above, applying weights to the gradients can bal-

ance the gradients originating from different loss terms, thus making the updates

of the neural networks reflect the requirements of fitting all loss terms. We explore

both methods and compare the outcomes with that from the neural network without

applying weights. For case II (ν = 0.001, Table 4.3), the two gradients-balancing

methods generate equally good outcomes, with the relative L2 errors of Σ reduced by

20% and of vr reduced by 35%, much better than the neural network without weight-

ing. However, the fitting on vθ is worse than that of the neural network without

weighting.

To demonstrate the effect of the gradient balancing methods, we compare the

training loss curves of neural networks with and without gradient balancing in Figure

4.3. For the neural network without gradients balancing (Figure 4.3b), because the

PDE gradients are dominating the training, the BC losses do not decrease much after

2000 steps. However, for the neural network with NTK weighting (Figure 4.3c), the

BC loss terms decrease at the same pace as the PDE loss terms.

In PDE case III (ν = 0.0, Table A.5), we get similar results as in case II above:

applying either adaptive weighting methods above yield significant improvements.

Without the training being dominated by the PDEs, the BC losses and PDE losses

can decrease simultaneously (Figure A.3). We also compare the outcomes of the

two methods: the Inverse-initial-loss weighting method produces smaller relative L2



26

(a) Gradients (b) Losses (c) Losses

Figure 4.3: (a) Magnitudes of gradients with training iterations for PDE problem
case II (ν = 0.001). The gradients are estimated by averaging the absolute values
among inputs, neurons, layers and loss terms. The PDE gradients is two orders of
magnitude larger than the BC gradients, indicating that the requirement of fitting
PDEs dominates the training if there are no weights. (b) Loss curves for PDE problem
case II (ν = 0.001). The neural network has hard constraints on ICs and optimal
output scaling, but does not have weights for gradients. The BC losses almost do not
decrease after 2000 iterations. (c) Loss curves for PDE problem case II (ν = 0.001).
The neural network has hard constraints on ICs, optimal output scaling and NTK
weighting method. The BC losses and PDE losses decrease simultaneously.
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errors of Σ and vr but a bigger error of vθ than the NTK weighting method (see Table

A.5).
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Chapter 5

Results

We test the methods discussed above (see Chapter 4) in the three PDE cases that we

are interested in (Table 2.1). We find that for the cases with low viscosity (ν = 0.0001)

and no viscosity, applying the methods below at the same time will produce the best

results

• Hard constraints on initial conditions

• Scaling on neural network outputs

• Balancing the back-propagated gradients originating from different terms in

PINNs loss functions

Missing any of them would cause the final errors to increase by 20% ∼ 1000%.

Similarly, applying hard constraints on the initial conditions improves the outcomes

significantly in the high viscosity case (ν = 0.01), However, applying output scaling

and (or) adaptive weights on loss terms do not significantly improve the fitting. This

may partially be explained as that the differences in magnitudes of the expected

outputs of the last fully connected layer among the unknown variables in the ν = 0.01

case are the smallest. Thus it might not suffer as much from the output scaling issue.

The prediction, compared with the ground truth, is shown in Figure 5.1. We also

report the relative errors in Table 4.3. Note that the solutions for our problems are 2D.

However, since they should be azimuthal symmetric, we only plot the azimuthally-

averaged values.
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Figure 5.1: The 1D radial profiles of the PINN’s solution (orange), the ground truth
(blue) and the absolute error (green) of the best neural network for PDE case II
(ν = 0.001). The ground truth is obtained from a FARGO3D simulation.
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Chapter 6

Conclusion

For the first time, we explore the application of physics-informed neural networks in

solving compressible Navier-Stokes equations in protoplanetary disks. We identify

several issues below that hinder the applications of vanilla PINNs:

Initial-condition fitting issue When the initial-condition constraints are part of

the loss functions, it is challenging to train the neural networks and they often

fail to converge.

Output-scaling issue The three outputs of the last fully connected layers differ by

several orders of magnitude.

Gradients-balancing issue The back-propagated gradients are not balanced in the

training process. The loss functions of PINNs are usually composed of several

terms: residuals of PDEs, errors on initial conditions, errors on boundary con-

ditions, and errors on observed data. The gradients with respect to the NN

parameters, derived from these loss terms respectively, may numerically differ

by several orders of magnitude [25], [26]. Therefore, if we simply sum these

gradients up to yield the direction of updating the NN parameters, a few large

terms would dominate the training and prevent the neural networks from con-

verging to global optima.

We explore several techniques to tackle the issues above:

• Applying hard constraints on initial conditions to force the neural networks to

satisfy the requirements regardless of the training.

• Scaling the outputs of the last fully connected layer manually.
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• Exploring two methods to balance the contributions of back-propagated gradi-

ents originating from different loss terms: Inverse-initial-loss weights and NTK

weights [26].

We test our neural network on ground truth solutions generated using hydrody-

namic simulation software (FARGO3D [2] and calculate relative L2 errors. With the

techniques listed above, we reduce the errors by 97% ∼ 99% for the three PDE cases

compared to the vanilla PINNs. We report the relative L2 errors for the three PDEs

we tested: for PDE case I (ν = 0.01), the errors are 1.6% for gas density, 7.0%

for radial velocity and 0.090% for azimuthal velocity (Table A.2); for PDE case II

(ν = 0.001), the errors are 0.90% for gas density, 6.8% for radial velocity and 0.12%

for azimuthal velocity (Table 4.3); for PDE case III (ν = 0.0), the errors are 0.16% for

gas density, 9.5% for radial velocity and 0.086% for azimuthal velocity (Table A.5).
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Appendix A

Additional Information

A.1 Periodic Boundary Condition

We enforce hard constraints on periodic boundary condition by input transformation.

The requirement of periodic boundary condition is that u(r, θ = 0, t) = u(r, θ =

2π, t) for u as Σ, vr and vθ. This can be enforced without training by applying a

transformation between the inputs and the first hidden layer

(r, θ, t)→ (r, sinθ, cosθ, t) (A.1)

Since the value and any order of derivatives is equal for sinθ and cosθ for θ = 0 and

θ = 2π, the output of the neural network will obey u(r, θ = 0, t) = u(r, θ = 2π, t) for

u as Σ, vr and vθ, thus satisfies the periodic boundary condition.

A.2 Hyper-parameters

A.2.1 Neural Network in Section 4.2

Here we show the main hyper-parameters used for the training in section 4.2 (Table

A.1).

A.3 Loss Curves

A.4 Relative Errors
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Hyper-parameter names Value
Activation function sin
Optimizer Adam
Learning rate 0.001
Learning rate exponential decay 0.9
Learning rate decay transition steps 1000
Hard constraints on ICs False
Loss weights Null
Initializer glorot normal
Hidden layer size 32× 9
Batch size on boundary 1000
Batch size at initial 1000
Batch size inside domain 4000
Number of steps 4000
Scaling factor for Σ 1.0
Scaling factor for vr 1.0
Scaling factor for vθ 1.0

Table A.1: Hyper-parameters for the training at section 4.2.

(a) (b)

Figure A.1: Loss curves for PDE problem case I (ν = 0.01), obtained from two neural
networks. There are no weights to balance the gradients originating from different
loss terms and no output scaling in either. (a) A vanilla PINN. Blue: total boundary
condition losses. Orange: total initial condition losses. Green: total PDE losses. (b)
A PINN with hard constraints on initial conditions. Blue: total boundary conditions
losses. Orange: total PDE losses.



34

(a) (b)

Figure A.2: Loss curves for PDE problem case III (ν = 0.0), obtained from two neural
networks. There are no weights to balance the gradients originating from different
loss terms and no output scaling in either. (a) A vanilla PINN. Blue: total boundary
condition losses. Orange: total initial condition losses. Green: total PDE losses. (b)
A PINN with hard constraints on initial conditions. Blue: total boundary conditions
losses. Orange: total PDE losses.

(a) No weights. (b) Inverse-initial-loss weights.

Figure A.3: Loss curves for PDE problem case III (ν = 0.0), both with hard con-
straints on ICs and optimal output scaling. Left: A PINN without gradient weighting.
PDE gradients dominate the training, the BC losses do not decrease. Right: A PINN
with NTK weighting method. The gradients are balanced and the loss terms decrease
simultaneously. Blue: total boundary condition losses. Orange: total PDE losses.
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Relative errors Σ vr vθ
Soft constraints on ICs 0.680 9.73 0.384
Hard constraints on ICs 0.0161 0.0699 0.000 905

Table A.2: Relative L2 errors (Equation 4.3), compared to the ground truth, in
neural networks with soft and hard constraints on initial conditions. The neural
networks are trained on PDE case I (ν = 0.01). The errors are averaged over three
repetitive runs. Soft constraint: The initial conditions are constrained by minimizing
the corresponding loss terms. Hard constraint: The initial conditions are enforced by
an output transformation layer (see Equation 4.5).

Relative errors Σ vr vθ
Soft constraints on ICs 0.830 156 0.310
Hard constraints on ICs 0.0455 0.987 0.001 44

Table A.3: Relative L2 errors (Equation 4.3), compared to the ground truth, in
neural networks with soft and hard constraints on initial conditions. The neural
networks are trained on PDE case III (ν = 0.0). The errors are averaged over three
repetitive runs. Soft constraint: The initial conditions are constrained by minimizing
the corresponding loss terms. Hard constraint: The initial conditions are enforced by
an output transformation layer (see Equation 4.5).

Relative errors Σ vr vθ
Without output scaling 0.0455 0.987 0.001 44
With optimal output scaling 0.0110 0.241 0.000 734

Table A.4: Relative L2 errors (Equation 4.3), compared to the ground truth, of
neural networks without output scaling and with optimal scaling factors for PDE
case III (ν = 0.0), averaged over three repetitive runs. Both neural networks are hard
constrained on initial conditions, trained for 8000 steps.
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Relative errors Σ vr vθ
No weights 0.0110 0.241 0.000 734
Inverse-initial-loss weights 0.001 65 0.0951 0.000 864
NTK weights 0.004 60 0.0952 0.000 415

Table A.5: Relative L2 errors (Equation 4.3), compared to ground truth, of neural
networks with different gradients-balancing strategies on loss terms: No weighting,
inverse-initial-loss weighting and NTK weighting. The errors are averaged over three
repetitive runs. The neural networks are trained for PDE case III (ν = 0.0) with 8000
steps. All neural networks have hard constraints on initial conditions and optimal
output scaling.
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