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A bstract
Flexible and adaptive quality of service (QoS) is desirable for real-time multi- 

media applications. Suppose a multimedia system is supporting a 30 frame/second 

video stream which is using a network bandwidth of 2 Mbps, and due to network 

congestion the network bandwidth is reduced to 1 Mbps. It is desirable that the 

system supports graceful adaptation of quality of the video stream, for example, 

by reducing the frame rate to 15 frame/second. The focus of this dissertation is 

to investigate the design of an adaptive multimedia system (AMS) with multiple 

concurrent sessions, where the quality of individual sessions is dynamically adapted 

to the available resources and to the run-time user preferences.

We propose the Utility Model -  a mathematical model to capture the issues of re

source management within multisession AMSs. In this model, each session provides 

a  quality profile, which is a set of operating qualities arranged from the minimum 

acceptable quality to the maximum desired quality. Any operating quality may be 

mapped to the required resources using a quality-resource mapping, and also to a 

session utility using a quality-utility mapping. The main problem in a multisession 

AMS is to find an operating quality for each session such that the overall system util

ity (e.g. system revenue) is maximized under the system resource constraints. This 

is called the adaptive multimedia problem (AMP). The Utility Model formulates 

the AMP as the multiple-choice multi-dimension 0-1 knapsack problem (MMKP). 

It provides a unified and computationally feasible way to solve the admission prob

lem for new multimedia sessions, and the dynamic quality adaptation and integrated 

resource allocation problems for existing sessions.

In order to use the Utility Model, we propose two solutions for the MMKP: a 

branch and bound algorithm B b l p  for optimal solutions, and a heuristic H e u  for 

fast and near-optimal solutions. We report computational experiences, and com

pare the two approaches for practical applications, finding that H e u  solutions are



m

usually within 4% of the optimum but at a much reduced computational cost. The 

heuristic Heu is suitable for time-critical applications such as real-time admission 

and adaptation decisions in multimedia systems.

We present the Padma ArchitectuTe -  a system architecture for multisession 

AMSs. This architecture has two novelties: (1) integrated and adaptive manage

ment of system resources based on the Utility Model, and (2) the use of metaspaces 

to encapsulate the machinery of quality adaptation. The former provides improved 

resource utilization and dynamic quality adaptation, and the latter provides the ap

plication programmers freedom from the concerns of low-level resource management 

issues while developing multimedia applications.

Finally, we present the Utility Model Demonstration Prototype (UMDP) -  a 

prototype which demonstrates the capability of the Utility Model to handle admis

sion control, quality adaptation and integrated resource allocation in a unified way. 

We evaluate the performance of UMDP using random sequences of events, and show 

that the system utility achieved by the UMDP is significantly higher than that of a 

simple reservation model prototype (SRMP). For applications such multimedia ser

vice providers, it means that UMDP will generate more revenue than SRMP from 

the same amounts of system resources provisioned.

Examiners:
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Chapter 1

Introduction

Recent advances in computing and telecommunications have opened up a plethora 

of new applications. Computers are getting faster and cheaper, networks are pro

viding higher bandwidth and lower error rates, internetworking is pervasive, and 

multimedia technology is expanding the domain of applications. All these develop

ments have enabled the technology of distributed multimedia systems (DMS), where 

physically remote users interconnected by a network enjoy real-time com m unication  

employing speech and images as well as text.

We note two interesting properties of distributed systems and multimedia appli

cations:

•  Distributed systems are inherently dynamic, that is they exhibit strongly time- 

varying behavior. Some of the causes are variation of user demand and hence 

load, change of available resources, mobility of hosts, and unpredictable fail

ures.

•  Multimedia applications are potentially adaptive [5,12]. For example, one can



have real-time video transmitted at a  30 frame/sec refresh rate when there 

is enough network bandwidth available, or one may reduce the bandwidth 

requirement to half by reducing the rate to 15 frame/sec.

This observation raises the following question: How do we design a system to 

exploit the adaptive property of multimedia applications? The adaptive property of 

multimedia applications makes them very suitable candidates for a dynamic environ

ment as provided by distributed systems. The objective of our research is to design 

an adaptive multimedia system (AMS) where the perceived quality of the multime

dia applications is dynamically adapted to the state of the system, in particular to 

the changes of resource availability and user preferences.

1.1 M otivation

Multimedia applications require system support with quality of service (QoS) guar

antees. For instance, in order to support a video stream at a refresh rate of 10 

frame/sec, the stream handler has to be scheduled onto the CPU once every 0.1 

second. Or, to support a telephone quality audio conversation, the data transport 

system should be able to provide a data-rate of about 16 kbps with end-to-end delay 

in the range of 50 msec[36].

The QoS may be expressed using a set of qualitative or quantitative parameters, 

where each parameter relates to one property of the service [46]. For example, the 

QoS perceived by a user of a session depends on the user’s subjective evaluation. 

The user may express her perception using expressions such as good, OK, bad, or 

choppy but understandable. On the other hand, the QoS for a network connection 

may be expressed using parameters such as network bandwidth, delay, loss and



jitter.

It is well-known that current systems, such as the Unix operating system or 

the Internet, cannot deal with the QoS requirements of multimedia applications, 

especially the interactive ones with strong end-to-end latency requirements. It is 

very important to investigate the issues of system design which can provide QoS 

guarantees.

One may think that having sufficient resources will solve the QoS guarantee 

problem. However, will resources ever be enough? In most of the cases, it appears 

that demand for resources is increasing at a higher rate than  the increase in sup

ply of resources. To enforce QoS guarantee effectively, resources in a  multimedia 

system must be managed in an integrated way. In a traditional video transmission 

system, it is possible that the encoded video stream is getting sufficient network 

bandwidth, but cannot use this bandwidth effectively because the system cannot 

allocate sufficient CPU cycles to decode and render the stream. An integrated re

source management system should eliminate problems like this.

Designing an adaptive system with integrated resource management requires a 

comprehensive understanding of the problems, issues and dynamics within such a 

system.

1.2 A daptive M ultim edia S ystem s

Figure 1.1 illustrates an audio-visual transmission system (AVTS), based on the 

classical client-server model. The server manages the generation and tr ansm ission 

of audio and video streams, while the client manages reception and presentation. 

On the server side, a video camera records the time sequences of video images and



a microphone records audio samples at periodic intervals. The signals are then en

coded into representations which can be stored, transmitted, and later presented. 

The server transmits this representations using a  transport system. The client de

codes the media, and passes the video and audio streams to the display and speaker 

systems for presentation.

(  Client )

AMSAMS

Display
Camera

Network
Microphone

Speaker

F igure  1.1: An Audio-Visual Transmission System: an adaptive multimedia system (AMS) ap
plication.

Suppose an AVTS session is using a network bandwidth of 3 Mbps [Figure 1.1]. 

Now suppose, due to network congestion, that the bandwidth available to the session 

drops from 3 Mbps to 1 Mbps. How should the system adapt to this problem? It 

must scale some or all of its media^ components, e.g. scale-down^ video to a lower

medium can be defined as a representation of information. Examples of media 
are video, audio, images, and text.

^For a scalable medium, the quality may be adjusted depending on the availabil
ity of resources. When suflScient resources are available, the system should provide 
the maximum desired quality. However, when available resources cannot support 
the maximum desired quality, quality may be scaled down. Here scale-down means 
compromising media quality as compared to the desired quality. Thus difierent lev-



resolution, and/or scale-down stereo audio to mono quality.

1.3 The A daptive M ultim edia Problem

Let us consider a multiuser multimedia system configuration as shown in Figure 1.2. 

We assume a small group of users, such as a family or a research group. Each user 

uses her own multimedia terminal for media recording and playout, and contacts the 

media server for the processing, storage and transmission of media. At any time, 

the media server may have to support multiple concurrent sessions from multiple 

users.

User 2

©
Session 2

User I
WD—

User 3

Session 1 Session 3

Media Server

Mem NetCPU

to networic

Figure 1.2: A multiuser muUimedia system with a multisession media server.

Suppose user 1 is participating in a video conference, user 2 is watching a movie.

els of scale-down imply différent levels of quality, and no scale-down implies the 
desired quality.
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and user 3 is visiting a virtual entertainment park. At times, the resources of 

the media server may not be sufficient to provide the maximum desired quality of 

media to all sessions, for example because the CPU is overloaded, or the network 

is congested. How should this system adapt to these dynamic situations? When 

sufficient resources are available, the system should provide every user the maximum 

desired quality. However, when available resources cannot support the maximum 

desired quality, the system may compromise the quality. For video, this may mean 

reduced refresh rate or reduced resolution, and for audio it may mean mono quality 

instead of stereo. Thus in Figure 1.2, the server should be able to adapt the QoS 

of an individual session, based on policies concerning relative importance and other 

constraints. For example, when a higher-priority video-conference session needs 

better quality, compromising the quality of a lower-priority cyberspace session is an 

option.

In a multisession system with dynamically changing users’ demands and dy

namically changing amounts of unallocated resources -  resource availability -  the 

problem of determining the QoS of individual sessions, in order to maximize some 

objective function, subject to a set of system resource constraints, is called the 

Adaptive Multimedia Problem (AMP).

Adaptation in a multimedia system may be triggered by many events, such as 

change of system load, change of network load or congestion/failure in the network, 

and dynamic change of users’ requirements. An AMS should provide an adaptive 

and integrated resource management scheme in order to make best use of the sys

tem resources. Effective solution of the AMP involves many factors such as the 

system objective, the relative importance of sessions, the relative importance and 

interrelations of media within a session, and users’ requirements/ constraints.



1.4 R esearch  C hallenges

Some of the challenges involved in the design of an adaptive multimedia system are 

as follows:

1. Understand adaptive multimedia systems:

The first challenge is to develop a comprehensive understanding of the issues 

and dynamics of the adaptive multimedia systems. This involves the following 

questions.

•  W hat are the requirements of an adaptive multimedia system? (What 

do the users of an adaptive multimedia system require?)

•  W hat are the sources and characteristics of system dynamics? W hat are 

the forces behind adaptation, and what are the possible results? What 

is the relation of the forces to the results?

•  How do media qualities relate to resource requirements? How do we 

distribute system resources among the concurrent sessions, and how do 

we distribute each session’s resources to its media components? How do 

we take care of dependence and interrelations among media components 

and sessions?

•  How do we achieve a sufficiently general but clean design and implemen

tation, to meet the real-time performance requirements?

2. System  architecture design:

The system architecture for an AMS has to support adaptive QoS-based service 

requirement of the users by managing the system resources using a QoS-based 

discipline. Some of the key questions here are:
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•  What kind of layering should the architecture use, if any? What are the 

functionalities and adaptation issues at difierent layers?

•  What are the components required in an AMS? How should they be 

organized for adaptive multimedia? How do the components cooperate 

to provide adaptive quality?

•  How does the user specify adaptive multimedia requirements?

•  How does the system map qualities from one layer to another? For ex

ample, how does the system map users’ requirements to system QoS 

parameters, and then to resource requirements?

•  How does the system monitor quality of individual media components, 

or the overall quality of a multimedia session?

•  When and how does the system make the adaptation decisions? How 

does the system enforce these decisions?

3. Reservation-based resource management:

In order to provide the service with QoS guarantees required by multime

dia applications, we require a reservation-based resource management scheme, 

where some resources are reserved to guarantee the minimum QoS of a session. 

For example, to support end-to-end bandwidth guarantee of a connection, we 

have to reserve resources at every switch or router along the connection path, 

and at the end computers. In order to provide adaptive service quality, the 

resource management scheme must support adaptation. The most important 

resources of an AMS are

•  processor cycles.



•  main memory, and

•  network bandwidth.

Some of the specific questions that have to be answered are as follows:

•  How do we enforce discipline in resource management to make best use 

of the resources, as opposed to the wholly inadequate best-effort resource 

management of the Internet or of traditional Unix-like operating systems?

•  How is the CPU scheduled? Does the system support both QoS-based 

and non-QoS-based (best-effort) tasks at the same time?

•  Does the system support locking of main memory pages? It is impor

tant, because otherwise swapping may lead to prohibitive memory access 

latencies for time-critical data.

•  How much bandwidth should be reserved and how much should be used 

for best-effort services?

•  How does the system monitor the resource availability, and when does it 

trigger adaptation?

•  Enforcement: Once resources are reserved, how does the system ensure 

that the users do not consume more than their share of resources?

1.5 Our Focus and Approach

In the previous section, we have identified three main challenges, namely, under

standing adaptive multimedia systems, designing  a system architecture for AMSs, 

and finally the management of the system resources for providing the QoS-based
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services required by multimedia applications. Dealing with all these challenges is 

beyond the scope of this dissertation; our research focuses on the first two chal

lenges. Research at Keio University [21], University of Pennsylvania [35], IBM ENC 

a t Heidelberg [51] and University of Kentucky [24] is addressing the third issue.

We have taken a top-down approach -  from the users’ requirements to the system 

model, and finally to the system architecture. At first, we analyze the adaptive 

requirements of users, and study the challenges of satisfying them in a dynamic 

environment. We develop a mathematical model for the adaptive multimedia system 

which relates users’ requirements to system dynamics. It may be used to make 

admission and adaptation decisions for the system. Finally we use this model to 

design a system architecture for adaptive multimedia. Work was done in three 

phases:

•  The first phase was to understand the factors and forces within an adaptive 

multimedia system. We developed a new mathematical model, the Utility 

Model, which captures the dynamic requirements, issues and goals of a multi- 

media system using concepts such as quality profile, quality-resource mapping 

and session and system utilities. This model expresses the adaptive multime

dia problem as a multiple-choice multi-dimension knapsack problem (MMKP). 

We also provide two solutions for the MMKP.

•  The second phase was to derive a  suitable end-system architecture for adaptive 

multimedia. We propose a layered end-system architecture called the Padma 

Architecture. This architecture is based on the Utility Model.

We believe that multimedia application programmers should not be concerned 

with the quality adaptation and low level resource management issues. We pro

pose an end-system architecture using the metaspace concept for abstracting
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the machinery of adaptation. The Metaspace concept was originally proposed 

for design ing  a flexible and adaptive operating system called Apertos [53]. To 

our knowledge, no other project has used the metaspace construct to design a 

QoS-based adaptive system.

The final phase was to  validate the concepts of the Utility Model, using pro

totype implementation and experimental evaluation.
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1.6 O utline

This dissertation contains seven chapters, organized as follows:

•  Chapter 1 provides the motivation of this research, introduces the adaptive 

multimedia problem, and explains our objective and approach.

•  Chapter 2 presents background material and surveys related work.

•  Chapter 3 proposes the Utility Model -  a mathematical model for adaptive 

multimedia systems. Here the adaptive multimedia problem is mapped to the 

multiple-choice multi-dimension knapsack problem (MMKP).

•  Chapter 4 presents two solutions for the MMKP: a branch and bound algo

rithm for optimal solution and a heuristic for fast but near-optimal solution.

•  Chapter 5 describes the Padma end-system architecture for distributed mul

timedia with quality adaptation.

•  Chapter 6 describes the prototype implementation of the Utility Model, and 

presents our experimental results.

•  Finally, Chapter 7 summarizes our contributions, and provides directions for 

future work.
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C hapter 2

Background

In this chapter, we provide definitions and explain fundamental concepts. We also 

survey related work, to explain the context of our research.

2.1 M ultim edia

A medium is a representation of information such as audio, video, images or text^. 

A medium is digitally represented by a binary sequence called a media stream. 

A medium implies sources such as microphones and cameras, and sinks such as 

speakers and display monitors. Media representations can be stored in storage 

systems, and transmitted over communication channels (such as wireless, coaxial

^Unfortunately the multimedia literature defines medium in a way difierent from 
the standard definition in electrical engineering, where medium implies a transmis
sion channel such as twisted pair, coaxial cable, optical fiber and wireless.
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cable, and fiber) using coding techniques (such as PCM^, ADPCM^, JPEG'*, and 

MPEG®) and modulation techniques (such as SSB® and FM^).

Media may be of two types [46]:

•  Time-dependent or continuous media: Information in these media is a function 

of time. For example, sound and video information change over time, and as 

such they are time-dependent. The processing of these media is time-critical 

because the validity and correctness of the data  depend on a time constraint. 

Generally, time-dependent media are represented using periodic and continu

ous sequences. For example, video may be represented as a periodic sequence 

of static images, and audio may be represented as a sequence of periodic sam

ples. These media are therefore called continuous media. Continuous media 

may be of two types: (1) interactive, such as real-time video conference, where 

there is a tight timing relationship between the source and sink of the media; 

and (2) playback, such as multimedia mail, where the relationship is looser [44].

•  Time-independent or discrete media: Information in these media consists ex

clusively of a sequence of individual elements, and does not depend on time. 

Examples of time-independent media are text and graphics. These media are 

also called discrete since they are not constrained to the time continuum.

Multimedia suggests combinations of media. For this work, multimedia implies 

integration of various media which may include continuous media such as audio

^PCM: Pulse Code Modulation.
®ADPCM: Adaptive Differential Pulse Code Modulation. 
'‘JPEG: Joint Photographic Experts Group.
®MPEG: Motion Pictures Experts Group.
®SSB: Single Side Band.
^FM: Frequency Modulation.
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and video of interactive or playback type, and discrete media such as still images, 

text and graphics. Examples of multimedia applications include video-on-demand, 

multimedia email, video conference, hypermedia course-ware [46], and distributed 

virtual environments (DVEs) [3].

2.1.1 Characteristics o f Continuous M edia

Due to the time-dependent nature of continuous media, dealing with continuous 

media is more challenging than dealing with discrete media. Continuous media 

(CM) applications impose special requirements on the underlying system:

•  Timely service: Timely service is essential to QoS perception. For instance, 

for acceptable quality of interactive video the end-to-end delay should not be 

more than 250 msec, and for lip synchronization of audio and video streams 

the synchronization skew should not be more than 80 msec [35].

•  High throughput: The stream-like behavior of CM demands relatively high 

data throughput. For example, CD-quality audio requires a bandwidth of

1.5 Mbps, while HDTV compressed MPEG video requires a bandwidth of 20 

Mbps [44].

CM applications also have some favorable properties [17, 35]:

•  The resource requirements of CM are not always stringent -  they may poten

tially be adjusted to resource availability. For example, one can have real-time 

video transmitted at 30 frame/sec refresh rate when there is enough bandwidth 

available, or one may reduce the bandwidth requirement by half, by reducing 

the rate to 15 frame/sec. T hat is, video may be scalable (if the coding tech

nique is).
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•  Raw CM data usually show high redundancy. This property enables coding 

algorithms to achieve high compression ratios.

•  Generally the timing requirements of CM applications are soft as opposed to 

hard real-time appUcations where a  deadline miss may be catastrophic. For 

example, if an uncompressed video frame (or parts of it) is not available, it 

may simply be omitted. The viewer hardly notices the omission of a frame 

unless it happens for a  long contiguous sequence of frames.

•  A sequence of CM data is usually the result of a periodic sampling of a sound 

or image signal. For this reason, most of the time-critical operations for pro

cessing CM streams are periodic in nature, and are much easier to handle than 

aperiodic operations.

2.2 Levels o f QoS in A M S

In an AMS, QoS may arise a t many levels such as [35]:

•  Perceived QoS: The QoS perceived by a user of a session depends on the user’s 

subjective evaluation. The user may express her perception using expressions 

such as good, OK, bad, or choppy but understandable. It is highly influenced 

by psychological and physiological factors such as hearing, vision, taste and 

training. For example, a  certain audio quality may be acceptable to a general 

user, but may be totally unacceptable to a trained musician.

•  Media QoS: The perceived QoS of a session depends on the media QoS, which 

involves the quality parameters of individual media, and the relation among
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media components. For example, video refresh rate (frame/sec), video resolu

tion (pixel/cm^), color content (number of color or gray-scale bits), end-to-end 

delay (msec), audio sampling rate, number of audio channels (mono, stereo or 

surround), and video-audio synchronization (msec) are all relevant.

•  System QoS: It describes requirements placed on the communication services 

and other operating system services. For example, the system transport sys

tem should support throughput and delay guarantees®, and the system sched

uler should guarantee timely processing of time-critical data.

•  Network and Device QoS: The network QoS parameters include network band

width, delay, loss and jitter. Example of device QoS include data bandwidth 

to the video output, and sampling rate of the audio device.

One interesting research problem here is how to translate QoS parameters at one 

level to QoS parameters at another level. This is called QoS translation. Research 

at Keio University [38], University of Pennsylvania [35] and Washington University 

at St. Louis [15] is addressing this problem. For this research, we assume that such 

translations are available.

2.3 M edia Scaling

To reduce the resource requirements of a media stream, it is sometimes possible to 

subsample it to get another valid media stream of poorer quality. This operation 

is called media scaling, and encodings for which this is possible are called scalable.

®The present Internet, with its best-effort datagram service, is fundamentally 
unable to provide such guarantees. ATM networks, on the other hand, can.
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For example, dropping the odd frames of a Motion-JPEG video stream produces 

another Motion-JPEG video stream but with half the refresh rate.

Scaling a stream can be done either at the source or a t the sink. For example, 

refresh rate reduction of a video stream is usually done at the source whereas scaling 

using hierarchical coding may be done at the sink.

Continuous and Discrete Scaling

Based on the granularity of quality control, scaling may be of two types: continuous 

or discrete® [12]. In continuous scaling the stream quality can be adjusted finely, 

whereas in discrete scaling the choice of stream quality is limited to a small set. 

Suppose an audio stream is composed of two sub-streams (L+R) and (L-R), where 

L is the stream for the left speaker and R is the stream for the right speaker. When 

sufficient resources are available, both the sub-streams are transmitted, and the 

receiver separates the L and R streams out for stereo quality sound. Now suppose, 

due to a network congestion the network bandwidth available for this audio stream 

has to be reduced. In this situation, either continuous or discrete scaling may be 

used.

•  Continuous scaling: Change the sampling rate of the sub-streams such that 

the aggregate bandwidth of the (L+R) and (L-R) sub-streams matches the 

available network bandwidth. The receiver now gets a stereo stream but with 

a poorer quality.

•  Discrete scaling: Drop the (L-R) sub-stream. Mono audio can be obtained at 

the receiver by using (L4-R)/2.

®To comply with the multimedia literature, here we use the terms continuous 
and discrete to imply fine-grained and course-grained respectively.
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The choice between continuous or discrete scaling depends on media characteris

tics and encoding techniques. Both continuous and discrete scaling have their own 

strengths. Continuous scaling  provides more control over the scaling than does 

discrete scaling. However, discrete sca lin g  is usually simpler to implement. In the 

above example, implementing discrete scaling is straightforward, and the only choice 

of bandwidth reduction is by 50%. On the other hand, implementing continuous 

scaling requires changing the sampling rate, but it can adapt to any reasonable 

reduction of bandwidth leading to the possibility of better resource utilization.

There may be cases where continuous scaling is not possible or meaningful. For 

example, for applications involving stored MPEG stream, changing sampling rate is 

not an option. Also there are cases, such as choosing among mono, stereo or surround 

for audio, or choosing between VHS, super VHS or HDTV for video, where discrete 

scaling is more natural for users.

Hierarchical Coding Techniques

Recently, new coding techniques have been developed to simplify media scaling [5]. 

For example, the MPEG-2 standard uses hierarchical coding techniques where the 

media are coded using several layers corresponding to importance levels. Media 

scaling may be applied by just dropping the least important levels. An MPEG-2 

video stream may be represented using an essential base layer (also called the main  

profile), and one or two optional enhancement layers (alternately called scalability 

profiles). The base layer constructs the coarse or base representation of the stream, 

and then the enhancement layers successively improve it.
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Layer name Profile Frame size Bit rate Subjective QoS

Base layer (BL) 

Enhancement 1 (El) 

Enhancement 2 (E2)

main

spatial

SNR

304x112

608x224

608x224

0.32 Mbps 

0.83 Mbps 

1.85 Mbps

VHS

Super VHS 

Laser Disc

Tkble 2.1: MPEG-2 hybrid scalable bit-stream using spatial and SNR scalability.

Table 2.1 from [40] shows the scalability of MPEG-2 with one base layer and two 

enhancement layers. Here the base layer (BL) gives VHS quality video with a frame 

resolution of 304x112 and requires a data rate of 0.32 Mbps. The enhancement 

layer (El) improves resolution to the super VHS resolution of 608x224 pixels with 

an additional data rate requirement of 0.83 Mbps. Finally the second enhancement 

layer (E2) improves the video to laser disc quality by improving the quantization 

step size; it requires an additional data rate of 1.85 Mbps.

Filtering

Filtering is a general concept which may mean arbitrary manipulation of a data 

stream [42]̂ ®. Filtering may be done at any part of the distributed system such 

as source, intermediate node/router or sink. Some of the operations done by me

dia filters include discarding parts of the stream (scaling), encrypting the data for 

security and protection, or even recoding the previously coded data stream into a 

new format. The compression of audio/video media into compressed format, and 

decompression of compressed data  into audio/video media can also be considered

^^Unfortunately this definition is also different from the standard one used in 
electrical engineering, where it means discarding part of the signal (low-pass filters) 
or refining the signal (noise reduction).
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as filtering. Active research on media scaling and filtering is going on at IBM ENC, 

Heidelberg [12], Columbia University [14], Lancaster University [52] and Princeton 

University [54].

This work studies the dynamics of adaptive multimedia systems where quality of 

media streams are adapted to available system resources, and proposes algorithms 

and system architecture to realize such systems. Parts of our discussion assume 

that media streams are scalable. Chapter 3 presents a mathematical model on how 

to take scaling decisions for media streams, and Chapter 5 provides an end-system 

architecture using media scaling objects such as filters.

2.4 Resource M anagem ent

Multimedia applications pose new challenges to system design including protocols, 

processor scheduling, memory management, network and transport system, and 

device handling. In order to support the QoS guarantees required by distributed 

multimedia applications, we require new reservation-based resource^ ̂  management 

mechanisms to administer the available resources. Research in reservation-based 

resource management has made considerable progress in the last few years. In the 

following subsections, we introduce some of the fundamental concepts. Our discus

sion is adapted firom contributions of many research projects such as the Omega 

project at the University of Pennsylvania [35], the DIME project at IBM ENC,

resource is a system entity required by processes for manipulating d a ta  [46]. 
A resource can be used exclusively (e.g. loudspeaker), or shared among various 
processes (e.g. bandwidth). Services for distributed multimedia applications need 
resources for their operation. Of special interest are resources which are shared 
among applications, system and network, such as CPU cycles, system memory and 
network bandwidth.
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Heidelberg [51], and the MMP project at Keio University [21].

There are two approaches to resource reservation:

•  The pessimistic approach reserves resources for the worst case workload such 

as longest CPU processing time, highest bandwidth, and so on. This approach 

can lead to resource under-utilization, but avoids resource conflicts and guar

antees quality. The telephone network uses it.

•  The optimistic approach reserves resources according to an average workload 

and meets QoS guarantees as much as possible. In an overload situation, the 

reservation system may fail to guarantee the quality of service of a particular 

session. The system usually implements some monitoring functions to detect 

overloads, and solves the problem by preempting processes according to their 

importance.

The mechanisms for reservation-based resource management are based on three 

fundamental steps [36, 51]:

•  Admission and reservation: check whether the QoS demands of a session can be 

satisfied; if sufficient resources are available, reserve the amounts of resources 

required for the QoS guarantee; if not, either renegotiate the QoS or reject the 

session;

•  Resource allocation and policing: ensure that the given QoS guarantees are

^^In this dissertation, we distinguish resource reservation and allocation. When 
the system admits a session with a m inim um  QoS guarantee, the system reserves 
sufficient resources in order to ensure this m inim um  QoS guarantee. Once a session 
is admitted, the system cannot revoke the reserved resource during the life-time 
of the session. However at run-time, the system may allocate more resources than
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desired QoS

QoS-resource mapping

required resource

session routing

available resource

resource-QoS mapping

offered QoS 160x120 pixels, lOfps

160x120 pixels, IS Q)s

local: 20% cpu
1 MB memory

network: 300 kbps BW 
100 ms delay

remote: 10% cpu
1 MB memory

local: 20% cpu
I MB memory

network: 200 kbps BW 
250 ms delay

remote: 10% cpu
I MB memory

F igure 2.1: Establishing a video transmission session: a scenario.

satisfied during the session by appropriate allocation and policing of resource 

access;

Resource adaptation: adapt multimedia sessions to dynamic resource changes.

The resource management subsystem includes resource managers (RMs) at the 

end-systems as well as at the network nodes. Resource management protocols are 

used to exchange information about resources among resource managers.

the reserved resources to provide a better QoS to the session than the guaranteed 
minimum. Thus the resources allocated to a session may have both reserved and 
unreserved components.
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2.4.1 Establishing a M ultim edia Session

When a user requests a new multimedia session, the user first specifies the QoS re

quirement (QoS specification). The user’s specification is then translated to system 

and network level QoS parameters (QoS translation). The resource managers at the 

end-systems and network nodes determine the resource requirements of the session, 

and negotiate to determine whether sufficient resources are available to support the 

specified quality (admission control). If sufficient resources are available, the session 

is accepted, and the system reserves the required end-system and network resources 

to provide service according to the QoS specification.

If the available resources cannot support the specified quality, the system may 

either reject the request or suggest a compromise of quality.

Figure 2.1 illustrates a scenario where a video transmission session is being estab

lished. Suppose the user requests a video session with a desired quality of 160x120 

resolution and 15 fps refresh rate. Suppose that this quality requires 20% of the 

processor cycles and 1 Mbyte of main memory from the local end-system, a network 

connection of 300 kbps bandwidth and 100 msec end-to-end delay, plus 10% of the 

processor cycles and 1 Mbyte of main memory from the remote e n d -s y s te m S u p 

pose that there are sufficient resources at the end-systems, and after routing the 

session request through the network it is found that the network cannot support a 

connection quality better than 200 kbps and 250 msec end-to-end delay. Suppose 

that these network QoS parameters map to a video session with 160x120 resolution 

and 10 ^  refresh rate. Now the user has to decide whether she accepts this quality 

or not. If the user accepts the quality, the RMs then send the signals to reserve the 

required resources in all the end-systems and network nodes relevant to this session.

^^These numbers are adapted from performance results of [38].
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and confirm to the user tha t the session is now established.

2.4.2 M anaging Resources During Transmission

After a multimedia session is established, the system has to enforce the given QoS 

guarantees by appropriate allocation of the resources. The system must ensure 

appropriate policing of resource usage to avoid unexpected interference among ses

sions. This involves the management of all end-system and network resources such 

as process management, memory management and network management.

•  Process management: The task of the process manager (scheduler) is to map 

tasks onto the processor according to a specified scheduling policy, so that 

all tasks meet their constraints. Several admission and scheduling algorithms 

are suitable for multimedia tasks. Two of the most relevant are the earliest 

deadline first and rate monotonie algorithms [47].

•  Memory management: Multimedia applications involve large-scale data move

ment and real-time deadlines, implying a need for large primary memory and 

large memory bandwidth. To avoid the prohibitive latency of paging and 

swapping techniques, multimedia data must sometimes be pinned (locked) to 

the real main memory. EflBcient bufier management techniques such as ofiset 

management and scatter/gather systems may also be employed [46].

•  Network management: Network management involves scheduling and manage

ment of the bandwidth, service time, and buffer space available both at the 

hosts and the switches (or routers). Since multimedia data requires network re

sources at certain negotiated rates, the communication protocols must include 

flow scheduling disciplines which provide users with m inim um  service rate,
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independent of other users’ traflSc characteristics. Combined with a proper 

admission policy, rate-based scheduling schemes, such as Virtual Clock, Delay 

Earliest Deadline First and Weighted Fair Queuing, can provide throughput, 

delay, delay jitter, and loss rate guarantees [35].

2.4.3 Resource Adaptation

Resource availability may change dynamically in a distributed system, and the sys

tem should be able to adjust the resource allocation to multimedia sessions in order 

to make best use of the available resources. For a multimedia system to be adaptive, 

it has to be able to monitor resource availability of the system and/or the QoS of 

the sessions.

Adaptation should be triggered in two cases:

•  The system does not have suflBcient resources to support the current QoS of 

the sessions, and

•  the system has free resources^'^, and may be capable of improving the QoS of 

one or more sessions.

Examples of events which may trigger adaptation include arrival or removal of 

sessions, user-request for change of QoS, and start or end of a network congestion.

Adaptation may be accomplished in many ways. We give a few examples:

•  The resource usage of a  session may be changed by adjusting the data rate at 

the source. For example, if the available bandwidth for a session is doubled, 

the video refresh rate may be doubled. If the bandwidth is reduced to half, 

the refresh rate may be reduced to half.

‘̂‘Here free resources mean resources which are not allocated to  any session.
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•  For network related changes such as network congestion or overloads, the adap

tation may be accomplished by network mechanisms such as monitoring for 

overload, load balancing, and dynamic re-routing of connections.

•  If the QoS guarantee of the system cannot be maintained, the system may 

notify the user, and a renegotiation may be initiated to find another QoS 

contract suitable for the current system state.

2.5 M etaspaces and AM S

In [53], Yokote et al. of the Sony Computer Science Laboratory (CSL) proposed the 

metaspace^° architecture for designing a flexible and dynamic operating system called 

Apertos. Although the first implementation was too ineflBcient for practical use, the 

Apertos operating system demonstrated many desirable features such as late bind

ing, dynamic reconfiguration, service specialization on the fly, and run-time object 

mobility. The metaspace architecture can be characterized by object/metaobject 

separation, meta-hierarchy and object migration.

Figure 2.2 shows the layered object/metaspace framework used in Apertos. Each 

application level object is supported by a set of metaobjects, called its metaspace. 

Metaobjects can be shared by different metaspaces. Now each metaobject itself 

is an object; and therefore needs meta-metaobjects for support. In this way, the 

object/metaspace relation generates a hierarchical structure called a  metahierarchy.

^^Suppose O is an object, and M  is another object which implements part of 
O ’s execution environment. Then M  is called a metaobject of object O. The set of 
metaobjects {M} that determines object O ’s execution environment is called the 
metaspace of object O. We note that meta is a relation between a pair of objects. 
For example, M  may be a metaobject of O, and N  may be a metaobject of M .
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< 0 ^ )  Application Level

I (segmeny , ,  ^  , fmemoiyl ,
nam erj ' '  '  , System Level

melaspace ' - _____-------------------------

/^ d i s k ^  I ^ t w o ^ i Microkernel Level

meta-meiaspace

[ CPU, memory and devices ]  Hardware Level

Figure 2.2: Metaspace architecture for system organization.

Conceptually, the metahierarchy may extend to infinite depth, but for practical pur

poses it can be restricted to three levels providing for objects, metaspaces (operating 

system), and meta-metaspaces (kernel).

The Apertos operating system uses the metaspace architecture for the organiza

tion of system components. The system is composed of four levels^®:

•  The application level implements the application algorithms, interacts with the 

users, and may optionally control some of the resource management policies.

•  The system level provides an interface to the applications and performs low 

level resource management and adaptation to provide a flexible service inter

face to the application level.

•  The microkernel level provides the core (minimum) services to access the hard

ware resources.

^®The terminology used in this section is somewhat diflferent from that used in 
[53], in order to simplify presentation by using standard terms whenever possible.
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base object

base-interface

T

meta-interface

metaspace

F ig u re  2.3: A metaspace system has two interfaces: the base interface for service and the meta
interface for control and adaptation.

•  The hardware level consists of system hardware such as CPU, memory, and 

input/output devices such as media and network devices.

The metaspace architecture provides a  systematic approach to adaptation. As 

shown in Figure 2.3, a metaspace has two interfaces [22]: the base interface for 

accessing system services and the meta-interface for querying or controlling the 

behavior of a service or for dynamically changing the implementation of a service. 

For example, an application program may request allocation of a memory page using 

the base interface, and the mechanism of page allocation may be controlled/changed 

dynamically by meta-interface calls. Further discussion of the use of the base- and 

meta- interfaces is presented in section 5.1.

The metaspace concept was originally proposed by Yokote for the design and 

implementation of a flexible and reconflgurable operating system. To our knowledge, 

no other research project has considered using this concept for the management and 

adaptation of QoS in a dynamic system. We envision that the machinery of quality 

adaptation in a multimedia system can be neatly encapsulated in metaspaces^^. The

^^This possibility was first suggested by Dr Mario Tokoro of Keio University.
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metaspace of an object should be a suitable mechanism to monitor performance, take 

adaptation decisions, and make adjustments for adaptation enforcement. System 

services can be accessed using the base-interface calls, and quality control may be 

enforced separately using the meta-interface calls.

2.6 Som e R elated P rojects

In recent years, there has been significant progress in the design of distributed 

multimedia systems [35, 4, 50, 26, 21]. A very good survey is provided in [2], and 

Table 2.2 presents a summary of some of the interesting projects.

In [35], Nahrstedt presents an end-to-end QoS architecture called the Omega 

Architecture. This architecture targets multimedia applications with hard real-time 

requirements, and examines the QoS requirements of the applications. The essence 

of the Omega Architecture is the reservation and management of end-to-end re

sources using a Brokerage model which incorporates QoS translation, negotiation, 

and renegotiation. The resource management activities are managed by a layer- 

crossing end-system entity, called a Broker. A Broker orchestrates the local resources 

at difierent layers, and negotiates with the remote Brokers in order to provide the 

QoS services to the users.

Campbell et al. at University of Lancaster [4] have proposed the QoS Architecture 

(QoS-A) which defines a set of configurable interfaces, services and mechanisms to 

meet the end-to-end QoS requirements of applications. They have developed a QoS- 

based transport system, called Multimedia Enhanced Transport System (METS), 

for an ATM LAN. METS provides a QoS-based service API using three mechanisms: 

QoS provision, QoS control and QoS management. The user requests a flow with a
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Table 2.2: Summary of some related projects.

Projects Contributions

UPenn
Omega

resource management model for end-to-end QoS (Broker model) 
layered QoS and translation
orchestrate local resources and negotiate with remote Brokers 
resource adaptation using renegotiation 
implemented in AIX on ATM

Lancaster
QoSA

framework for end-to-end QoS management 
multimedia-enhanced transport system (METS)
QoS enforcement by monitoring and adjustment 
dynamic QoS management using adaptors, filters and groups 
adaptive video using substream priority (Bl, E l and E2) 
implemented in Chorus and Linux on ATM

Keio MMP QoS-Ticket model for QoS adaption on available resources 
QoS manager allocates resource tickets dynamically 
CPU reservation using Q-Thread thread package 
network reservation using ST-II protocol 
implemented in RT-Mach on ATM

Heidelberg
DiME

resource management protocol HeiRAT with multicast support
support from ST-II agents for QoS computation
multilevel preemptive scheduling
regulation by delaying work-ahead packets
rate-controlled transport system HeiTS
upcall-structure for events and errors
media scaling and filtering using substreams
implemented in AIX and OS/2 systems on IBM Token Ring

Columbia
XRM

extended reference model (XRM) for DMS
CORBA-based integration of networking and multimedia (binding) 
end-to-end QoS with monitoring and adaptation (qStack) 
simple API for application and transparent QoS management 
implemented in Solaris on ATM
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QoS specification. QoS provision maps the user’s specification to system resources, 

performs admission tests, and allocates resources for the flow. QoS control provides 

the real-time traffic control of an ongoing flow using techniques such as flow shaping 

a t the source, flow scheduling at the end-system and network nodes, flow policing for 

overloading and flow synchronization a t the receiver. The purpose of QoS manage

ment is to sustain the contracted QoS, but it works in a longer time-scale than QoS 

control. The system tries to maintain the contracted QoS by a monitor-compare- 

and-adjust loop, and if it fails to maintain the contracted QoS, the user is notified 

of the degradation.

Recent work at Lancaster has concentrated on ways to support adaptive flows 

(such as MPEG-coded video flows) in the QoS Architecture [5]. It introduces the 

concept of dynamic QoS management (DQM) which controls and manages multi

layer coded flows operating in a heterogeneous, multicast, distributed multimedia 

environments. Two techniques are proposed to support scalable video over multi- 

media networks. These are (1) end-to-end rate shaping which adapts the rates of 

multilayer flows to the available network resources while minimizing the distortion 

observed at the receiver, and (2) an adaptive network service which offers a com

bination of hard guarantees to the base layer of the multilayer coded flows, and 

fairness guarantees to the enhancement layers.

Kawachiya et al. of Keio University’s MMP (MultiMedia Platform) project have 

proposed a dynamic QoS architecture for multimedia systems with multiple con

current sessions [19]. This architecture provides mechanisms to communicate and 

enforce resource-allocation decisions. It is based on a reservation-based resource 

management model called QoS Ticket [21]. When a CM session is initiated, it regis

ters its QoS requirements with a system server, called the QoS Manager. The QoS
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Manager computes the resource requirement, allocates resources for the session, and 

issues a QoS Ticket to the session. The QoS Ticket contains the resource rights and 

restrictions of a session, and the session can use it to get preferential service. The 

resource management required for the QoS Ticket model is handled by the operating 

system. For the CPU resource, the QoS Ticket model has been implemented on a 

flexible real-time thread package, called Q-Thread, running on RT-Mach microker

nel [20]. For network resources, a reservation based protocol server using the ST-II 

protocol [48] is being developed.

Wolf et al. of IBM European Networking Center at Heidelberg have developed a 

QoS based transport system called Heidelberg Transport System (HeiTS) [50], based 

on the ST-II network protocol. The concepts of flow filtering and media scaling for 

adapting to resource availability were introduced by this project [12].

The Comet group at Columbia University has presented the XRM model and 

Binding Architecture for the design and management of multimedia networks [26]. 

It provides an object oriented approach where the issues of user, control, monitoring, 

management and abstraction are separated into difierent planes. The design and 

implementation of a transport layer for meeting QoS guarantees by end-to-end QoS 

monitoring and adaptation is given in [16].

Our project is based on recent developments in QoS-based system design using 

resource reservation. However, while most of the above research projects (except 

Keio MMP) focus on resource reservation, and scheduling and adjustment for in

dividual sessions over a communication network, our primary focus is the general 

problem of a multisession distributed adaptive multimedia system, where each ses

sion specifies a flexible QoS requirement, and the adaptation algorithm adjusts the 

quality of each session in order to maximize an objective function.
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Our project is similar to the Keio MMP project because both consider qual

ity adaptation among multiple concurrent sessions. However the two projects are 

fundamentally different in their focus and approach:

•  The MMP project focuses on the adaptation enforcement and resource man

agement mechanisms, and does not address how the adaptation decisions are 

to be made. On the other hand, the focus of our project is to understand the 

issues and factors of an adaptive multimedia system, to devise a mathemat

ical model, and to find a computational algorithm and an architecture for a 

dynamically adaptive system. Thus the two projects are complementary.

•  For our system architecture, we use a metaspace-based hierarchical organiza

tion for abstracting the machinery of adaptation, whereas the MMP project 

uses other abstractions and structures.

2.7 T he K napsack Problem s

To help the presentation of Chapter 3 and 4, let us introduce an important class 

of combinatorial optimization problems, known as the knapsack problems. Many 

practical problems, such as capital budgeting, industrial production, menu plan n in g , 

cargo loading, information systems and resource allocation, may be expressed as 

variants of knapsack problems [32]. For an in-depth discussion of the knapsack 

problems please refer to [32].

The classical 0-1 Knapsack Problem (KP) is posed as follows^®. Suppose there 

are n items, and a knapsack. The ith item is worth Vi dollars and weighs r, kilogra m s, 

and the maximum weight the knapsack can carry is R  kilograms. The problem is

^®This definition of the KP is adapted from [9].
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Figure 2.4: The classical 0-1 knapsack problem.

to pick a set of items in order to maximize the total value of the pick^® such that 

the total weight of the pick does not exceed the capacity of the knapsack.

The classical 0-1 KP can also be expressed as a resource allocation problem where 

value Vi denotes value (or profit) provided by item i, weight r, denotes resource 

required by item i, and R  denotes the amount of available resource. Here the 

problem is to allocate resource to a subset of items in order to maximize the total 

value such that the total allocated resource does not exceed the available resource. 

For the rest of the dissertation, we use the resource allocation terminology of the 

KP and its variants.

Mathematically the problem is stated as follows:

V  = maximize ̂  ZiU,, (KP)
i= l

^®The set of picked items are called the pick for short.
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such that

Xjr, < R,
i= l

Xi e  {0 , 1}, % =  ,n .

Here z,-’s for i = 1 ,2 , . . .  ,n  are variables. The problem is called the 0-1 knapsack 

problem because variable x* can either take a value of 0 implying item i is not 

picked, or a value of 1 implying item i is picked. Any pick of items which satisfy 

the constraint is called a feasible solution of the problem. The solution of the 0-1 

knapsack problem is the feasible solution which maximizes the sum of the value of 

the picked items. The classical 0-1 KP is illustrated in Figure 2.4.

If we relax the integrality restriction of the above problem it becomes a linear 

program which is called the LP relaxation of KP, denoted LP(KP):

V  =  maximize (LP(KP))
*=i

such that

t=i

Since the constraints of LP(KP) are more relaxed than  tha t of P,

Vlp{kp) >  Vk p -

Thus Vlp (̂k p ) may be used as an upper bound for solving KP [10, 32].

^°Here upper bound means a bound which the optimal value of the objective 
function can never exceed.
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The classical 0-1 KP can be generalized for multiple resource constraints (or di

mensions). A knapsack problem with multiple constraints is called multi-constraint 

knapsack problem or multi-dimension knapsack problem (MDKP). Suppose there are 

n items, and m  resources. Item i has a value of and resource required by this item 

is expressed using resource vector r, =  (rji,ri2, -, The amounts of available

resources are given by resource vector R =  {Ri, R 2 , R m ) ‘ Then the following 

problem is an MDKP:

n
V  =  maximize ̂  (MDKP)

1=1

such that
n

XiTik < Rk, A: =  1, . . .  , m,
1=1

Xi €  {0 , 1}, 2 =  1, . . .  ,n.

Figure 2.5 illustrates a multi-dimension knapsack problem with m =  2.

The variant of knapsack problems most interesting for this work is called the 

multiple-choice multi-dimension knapsack problem (MMKP), defined as follows. Sup

pose there are n groups (stacks^) of items. The ith  group has /, items. Item j  of 

group i has value and requires resource =  (r^x —■.I'ijm)- The amounts of 

available resources are given by R =  (Ri, i2g, , Rm)- The MMKP is to pick exactly 

one item firom each group in order to maximize the total value of the pick, subject 

to the resource constraints.

We use boldface symbols to express vector quantities and non-boldface symbols 
to express scalar quantities.

^^Here stack means pile of items, and it is not related to the stack data-structure.
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Figure 2.5: A multi-dimension 0-1 knapsack problem.

Formally the MMKP is expressed as follows:

n  li

V  = maximize ̂  ^  ^ijVij,
»=i j=i

such that

(MMKP)

n li
^  ^  ^  -̂ fc) A: =  1, . . . , 771,
i= l j= l

li
=  1, i =  1, . . .  ,77,

7=1

Xÿ e  {0, 1}, 7 =  1 , . . .  ,77;j =  1 , . . .  , Zj.

Figure 2.6 illustrates a multiple-choice multi-dimension knapsack problem.
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The special case of MMKP, where there is only one resource constraint (i.e. 

m =  1), is called a multiple-choice knapsack problem (MCKP).

Variants of knapsack problems comprise an important class of combinatorial op

timization problems. The classical 0-1 knapsack problem is one of the most studied 

problems in operations research or combinatorial optimization. Please refer to [31] 

and [7] for good surveys of algorithms for the knapsack problems and some of their 

variants.

Since the 0-1 knapsack problems are NP-hard [32], the worst-case computation 

time of the optimal solutions grows exponentially with the size of the problem. For 

this reason, there are two types of solutions proposed for the KP and its variants: 

optimal solutions, and near-optimal solutions. The objective of the near-optimal 

solutions is to provide solutions which are close to optimal values, but require com

putation times which are much shorter than those of the optimal solutions.

Most of the optimal algorithms for the variants of the KP uses a general search 

method, called the branch and bound method.
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2.8 B ranch and B ound M eth od

Branch and bound is a  general and popular method for solving combinatorial op

timization problems. In this method the optimal solution is found using iterative 

generation of a tree, called the search-tree. The following discussion of the branch 

and bound method is based on its application for solving the classical 0-1 KP.

A node in the search-tree represents a  solution state  where there may be some 

variables which are known (values are assigned), and some others which are unknown 

(values are not assigned). A node may be expanded based on a  variable whose value 

is unknown at the current node. For example, expanding a node based on binary 

variable Xi may generate two nodes: one for x,- =  0 and the other for Xi =  1. No 

node will be generated for Xj =  1 if it is not feasible (that is picking item i violets 

the resource constraint). A node which has been generated and whose children have 

not yet been generated is called a live node. The branch and bound method is based 

on the assumption that we can compute an upper bound of the objective function 

from the known values at each node.

The branch and bound method uses the following iterative procedure:

1. Start with a single live node where all variables are unknown.

2. Find node e which has the largest upper bound among the live nodes. This 

node is called the branching node, the expanding node or simply the e-node.

3. If node e does not have any unknown variable (i.e. all the variables are known), 

then this node represents the optimal solution, and the method terminates.

4. If node e has at least one unknown variable, expand the node on one of the 

unknown variables. This variable is called the branching variable.
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5. Go back to step 2.

The branch and bound method finds a global optimum solution and the 

optimality does not depend on the choice of the branching  variables in step 4. 

However, intelligent choice of the branching variable may potentially reduce the 

size of the search-tree implying reduction of computation time. Most of the branch 

and bound algorithms choose the branching variable using some problem-specific 

heuristic where the objective is to reduce computation time.

2.8.1 A Sim ple Branch and Bound Example

The general branch and bound method may be explained using a simple example 

illustrated in Figure 2.7. Here we consider an optimization problem whose objective 

function has three binary variables Xi, xg and X3.

The branch and bound method starts with one live node (node A) representing 

all variables as unknown. Suppose the upper bound at this node is 100. Since there 

is only one live node, it becomes the e-node. Suppose we expand node A based on 

variable X\^^. This generates two more live nodes: node B with upper bound 100 

for Xi =  0, and node C with upper bound 90 for xi =  1.

Next node B becomes the e-node. Expansion of node B on variable X3 generates 

node D with upper bound 80, and node E with upper bound 95. Node E becomes 

the next expanding node. Expansion of node E on variable xg generates node F 

with upper bound 85, and node G with upper bound 92.

^^An informal proof of the optimality of the branch and bound method is given 
in section 2.8 .2 .

‘̂‘For this example, we have chosen an arbitrary sequence (1 3 2) to choose the 
branching variables.
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Figure 2.7: An example search-tree for the branch and bound method.

At this point, node G becomes the e-node. We note that a t node G, since all the 

variables are already decided (i.e. there is no unknown variable), the upper bound 

must be equal to the value of the objective function. Since this node is chosen as 

e-node, it must have the largest upper bound among all the live nodes. It implies 

that expanding no other live node can provide an objective value which is larger 

than that already achieved by node G. Thus node G yields the optimal solution of 

the current optimization problem.

This example illustrates that branch and bound employs an intelligent enumer

ation technique [41]: enumeration because it performs an exhaustive search in the 

solution space, and intelligent because it performs this exhaustive search without 

generating all the nodes. For instance, in our example the optim al solution has been 

found without expanding live nodes C and D.
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2.8.2 Optimality of th e Branch and Bound M ethod

The branch and bound method finds a global optimum solution subject to the 

condition that an upper bound can be computed at each node of the search-tree. 

Let us give an informal proof here.

We observe two properties of the branch and bound search method:

1. Once a node becomes a live node, it remains a live node until it is expanded, 

and every time an e-node is chosen all the live nodes are considered.

2. If r  denotes a feasible solution, then T  is either a live node, or it can be 

reached by further expansion of one of the live nodes. This is true a t the start 

because the method starts with only one live node where all variables are 

unknown. This property is maintained every time a node is expanded because 

after expansion of an e-node e, all the feasible descendants of node e become 

live nodes.

To prove the optimality of the branch and bound method by contradiction, 

suppose it fails to find a global optimum. Suppose in a maximization problem, node 

X is the solution found by the branch and bound method, and there exists another 

feasible solution Y with V(Y) >  V(X) where V(Y) and V(X) denotes the values of 

the objective function for feasible solutions Y and X, respectively. Since there is no 

unknown variable at X, we can assume that U(X)=V(X) where U(X) denotes the 

upper bound of the objective function at node X. Thus V(Y) > U(X).

Now due to properties 1 and 2, when node X is chosen for expansion, there 

existed a live node Z where either Y=Z or node Y could be reached by further 

expansion of node Z. According to the definition of upper bound, U(Z) >  V(Y). 

Thus U(Z) > U(X). This contradicts with the choice of X as e-node when node Z is
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also a live node, and the proof is complete.

2.8.3 Branch and Bound Algorithms for the Variants of KP

Kolesar gave the first branch-and-bound algorithm for the classical 0-1 KP [23]. 

This algorithm uses a greedy-like strategy where at any e-node, it branches on the 

not-yet-decided item which provides a highest value per unit of required resource 

(^ ,/n )- This algorithm uses the solution to the LP relaxation of KP, that is LP(KP), 

for the computation of upper bound. It is to be noted th a t a simple greedy method 

solves the single-constraint LP(KP) optimally.

Shih presented a branch-and-bound algorithm for the MDKP [45]. For upper 

bound estimation, this algorithm treats the MDKP problem as m  single-constraint 

KPs, and calculates the optimal value of the objective function in each case. The 

minimum of these objective function values is then used as an upper-bound.

Branch and bound algorithms for the MCKP were proposed by Nauss [37], Arm

strong et al. [1] and Dudzinski et al. [13].

Even though branch and bound algorithms have been proposed for many variants 

of KP, no such work is found on the MMKP. In Chapter 4, we propose a branch 

and bound algorithm for the MMKP.

2.9 N ear-optim al Solutions

For the classical 0-1 KP, a greedy approach to get a near-optimal solution to the 

problem is as follows: pick the item with the largest value of Uj/r,-, then pick the 

item with the second largest value of Ui/r^, and so on, until no more item can be 

picked either because the available resource is not enough or because no item is
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left. For certain classes of knapsack problems a greedy algorithm is indeed optimal. 

Magazine et al. describes some of these classes in [29].

Now if one wants to apply the greedy method to the MDKP, it is not very clear 

how this approach can be generalized for multiple resource constraints. Toyoda 

proposed a simple solution to this problem using the concept of a scalar resource 

index, called the aggregate resource [49]. Here the main idea is to penalize the not- 

yet-picked items depending on the current resource state. Suppose in a m-resource 

MDKP instance, the current resource usage vector is given as C =  (Ci, Cg,. . . ,  Cm), 

and resource requirement of item i is given by =  ( n , r 2, r^)- Then the

aggregate resource required by item i is computed as follows:

r, •  C
Oi =  ( r iC i +  r2<72 H h r m C m ) l \ C \  =

|C | ’

where |C| denotes the magnitude of vector C, and •  denotes dot product of vectors. 

Geometrically is the projection of r, on C, as illustrated in Figure 2.8.

F igure 2.8: Aggregate resource is a projection of resource vector on the current resource usage 
vector.

For example, consider an MDKP with two resources. Item 1 requires resource 

Ti =  (0.6,0.4) and item 2 requires T2 =  (0.3,0.7). The current resource usage vector
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is given as C  =  (0.7,0.3). Then the aggregate resource required by each of the two 

items is obtained as:

I Cl =  VO.7  ̂+  0.32 =  0.76,

ai =  (0.6,0.4) •  (0.7,0.3)/0.76 =  (0.42 +  0.28)/0.76 =  0.92, and 

U2 =  (0.3,0.7) •  (0.7,0.3)/0.76 =  (0.21 +  0.21)/0.76 =  0.55.

We note that the computation of aggregate resource uses the elements of C  as 

penalty factors. In the above example, a penalty factor of 0.7 per unit usage of 

resource 1, and a penalty factor of 0.3 per unit usage of resource 2 are applied. 

Thus it applies a large penalty for a heavily used resource, and a small penalty for 

a lightly used resource.

Toyoda’s heuristic for MDKP starts with no items, and adds one item at a time 

iteratively as long as the solution is feasible. At any iteration, the heuristic picks 

the item which provides the maximum value per unit of aggregate resource (vi/oi) 

among the not-yet-picked items. In the above example, suppose item 1 has value 3, 

and item 2 has value 2, then the value per unit of aggregate resource is computed 

as follows:

Vi/ai =  3/0.92 =  3.26, and ug/ug =  2/0.55 =  3.63.

Clearly the heuristic will prefer to pick item 2 to item I. Computational ex

periments show that this heuristic provides very good near-optimal solutions to the 

MDKP using very short computation time, and it can be applied to large problem 

instances, such as problems with more than a thousand variables [49].

The MMKP is one of the harder variants of the 0-1 knapsack problem [34]. It 

is a combination of two well-known variants of the knapsack problems: the multi

dimensional knapsack problem (MDKP) and the multiple-choice knapsack problem
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(MCKP). Even though the standard 0-1 knapsack problem or its MDKP and MCKP 

variants are well-studied problems, a recent heuristic by Moser [34] seems to be the 

only solution available on the MMKP.

In [34], Moser generalizes the Lagrange Multiplier based heuristic for the MDKP 

proposed by Magazine and Oguz [30]. This work also analyzed the computational 

complexity of the heuristic, and reported computational experiments. However, 

we found some problem instances where the heuristic failed to achieve any feasible 

solution, even though there existed one or more feasible solution(s).

In Chapter 4, we propose a heuristic to provide a near-optimal solution to the 

MMKP. Our solution uses the concept of aggregate resource proposed by Toyoda.
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Chapter 3

T he U tility  M odel for A daptive  

M ultim edia System s

In this chapter, we present the Utility Model — a mathematical model to capture 

the dynamics of adaptive multimedia systems (AMSs). It is based on the concepts 

of quality profile, quality-resource mapping, session and system utility, and of sys

tem resource constraints. The Utility Model formulates the adaptive multimedia 

problem as a multiple-choice multi-dimension 0-1 knapsack problem. This model 

provides a unified and computationally feasible approach to make session admission, 

quality adaptation and resource allocation decisions within a multisession multime

dia system.
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F igu re  3.1: Adaptive multimedia system requirements.

3.1 AM S R equirem ents

The quality perceived by the user of a multimedia session depends on the quality 

of individual media components, and this in turn depends on such things as video 

refresh rate, number of sound channels (mono, stereo or surround), and the relation 

among media components such as video-audio synchronization. In an AMS, the QoS 

of individual sessions is dynamically adapted in order to maximize some objective 

function (e.g. total revenue earned), also taking into account the users’ preferences 

and the system resource status.

Let us consider an adaptive multimedia system with n sessions as shown in 

Figure 3.1. Some of the requirements of this system are as follows:

•  The user of a session should be able to specify an adaptive quality requirement 

or preference. This is done using a quality profile (Pj) as defined below.

•  The system should dynamically adapt the operating quality (q, ) of each session 

based on the quality profiles of the sessions and the system resource status. 

To do this, the system must know the dynamic resource status of the system.
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3.2 T he U tility  M odel

The Utility Model is a mathematical model for AMS based on the concepts of quality 

profile, quality-resource mapping, session and system utility, and of system resource 

constraints. These concepts are explained in the following subsections.

3.2.1 Quality Profile

The quality profile specifies the quality preferences of the user of a particular session. 

For simplicity, we consider three media: audio (a), video (u) and image (i). The 

operating quality q,- of session i is the vector (3-tuple) of individual media qualities,

Qi — {Çiai Qivi Qii)• (3.1)

The quality profile of a session is a sequence of acceptable operating qualities in 

increasing order of preference (from minimum acceptable quality to highest desired 

quality) ̂  Mathematically the quality profile of session i can be expressed as a 

vector^.

P i =  (qii,qi2,qt3,-- - ,qtfi), (3.2)

^Here the order of preference is chosen by the user.
^When a scalar index is available for operating quality, it may be possible to ex

press the quality profile as a continuous range by specifying the lower and upper limit 
(that is minimum acceptable quality and maximum desired quality). For example, 
the effective bandwidth of an application may be used as a quality index. However 
in this dissertation, we focus our attention on discrete profile set for two reasons:
(1) Discrete profile is suitable for expressing QoS in a qualitative way, which is more 
natural for the users. For instance, audio may have one of the following qualities: 
mono, stereo or surround sound, where the qualities are discrete valued quantities.
(2) From a technological point of view, varying media quality in a  continuous range 
is more difficult than varying it in discrete coarse-grained steps [12].
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where li is the number of qualities in P j, %% is the minimum acceptable quality 

and is the highest desired quality. For example. Figure 3.2 shows a session 

with quality profile P , =  (qii,qi2>qî3,q t4) where q*i indicates low-resolution video 

and mono audio, indicates low-resolution video and stereo audio, q*3 indicates 

medium-resolution video éind stereo audio, and q,^ indicates high-resolution video 

and surround sound audio.

(desired)

À (mlnlmjam)

q

Figure 3.2: Quality profile of a session.

3.2.2 Quality-resource Mapping

We assume the existence of a mapping firom an operating quality to the resources re

quired to provide that quality. This is called the quality-resource mapping. Quality- 

resource mapping is addressed in research projects such as at Keio University and 

at Washington University at St. Louis [38, 15].

In this model, we assume that a media QoS may be mapped uniquely to the 

required resources^. We note that unique does not imply static. Let us assume

^However, in practice, quality-resource mappings may not be unique. For exam
ple, if we use a simple compression algorithm a certain perceived QoS may require 
10% of the total CPU cycles and 3 Mbps of network bandwidth. On the other
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only three resources within a system: processor cycles (p), main memory (m), and 

network bandwidth (6). Then the required resources r,- of session i can be expressed 

by a three-tuple,

n  =  (Pt, rrii, bi) (3.3)

where

Pi =P(%) =p(qia) +p(g«),

mi=m{qi)=m{qia) +  + m(%),

bi = 6 ( q . )  = 6( g ,a )  +  6( 9itr)  +  6 (%%)-

Here p(-), m(-) and 6(-) are quality-to-resource mapping operators for processor, 

memory and bandwidth resources respectively. In vector notation, the quality- 

resource mapping can be expressed as

Ti =  r(cb). (3.4)

The quality-resource mapping is illustrated in Figure 3.3. Figure 3.3 (a) shows 

how each operating quality of the quality profile is mapped to a  resource vector. For 

example, operating quality would require resource vector r ,i, i.e. =  r(q ,i). 

The quality-resource mapping transforms the quality profile to the session resource 

profile, which is a list of required resources for different choices of operating qualities. 

The resulting resource profile is illustrated in Figure 3.3 (b). Intuitively, one may 

expect that better quality implies more resources. However, practically, the resource

hand, if we use a more sophisticated compression algorithm, the same perceived 
QoS may require 40% of CPU cycles and 1 Mbps of network bandwidth. We note 
the processor-bandwidth trade-off depending on the choice of compression algo
rithm. In such cases, we may achieve uniqueness by fixing the choice of compression 
algorithm, or by arbitrarily choosing one of several resource values.
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profile may not always show this monotonie behavior. For example, it is possible 

that a video transmission system improves quality by using more network bandwidth 

but fewer CPU cycles.

(desiicd)

qu-(q.,q.Fqii)
(minimum) bi

(a) Quality-resource mapping. (b) Resource profile.

F igu re  3.3: Mapping operating quality to required resources, and resource profile.

3 .2.3 Session and System Utility

Any adaptive system must have an objective, which decides the direction of adap

tation in any given situation. We assume that the objective of an AMS can be 

expressed as a system utility objective^, and session i’s utility can be obtained from 

its operating quality q, by using the session utility function Ui(-).

For simplicity, we assume that the system utility objective is to maximize the 

system utility function U given by

(3.5)
i=l

^The concept ‘utility’ is taken from economics, where it means the capacity of 
a commodity or a service to satisfy some human want, and the goal of an economic 
system is to allocate resources to maximize utility.
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a linear function of the session utilities. We note that the Utility Model is not 

restricted to the above system utility function. More generally, the system utility 

function defines the objective of the adaptive system, and may be derived firom a 

set of resource usage policies based on issues such as revenue, fairness and priority. 

For example, for a multimedia service provider, a  natural choice for the system 

utility objective would be to maximize revenue, where each session pays for the 

service it receives; for a firiendly research lab, the goal might be to provide fair 

share of resources to the sessions; whereas for a military system, the goal may be 

to provide a strict priority-based scheme where the generals’ requests receive the 

highest priority and the private soldiers’ requests receive the lowest priority.

3.2.4 System  Resource Constraints

At any moment, the system state has to obey the following system resource con

straints: for each resource, the sum of the quantities of the resource allocated to all 

the sessions cannot exceed the total available quantity of the resource. Suppose the 

available system resources are expressed as a vector R  =  (P ,M,B) .  The resource 

constraints are expressed as

n
^ r ( q , ) < R .  (3.6)
t=i

3.3 T he A daptive M ultim edia Problem

The main concepts of the Utility Model are illustrated in Figure 3.4:

1. Each user specifies a quality profile which is the set of acceptable operating 

qualities for the session.
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2. A session’s operating qualities are assumed to be mapped uniquely to required 

resources.

3. The system is subject to the system resource constraints.

4. A session’s operating qualities are assumed to be mapped uniquely to session 

utilities.

5. The system utility is the sum of all session utilities.

Now the AMP is to find  the operating quality q, of each session i which maximizes 

the system utility U  under the system resource constraints.

session i

operating quality q.

utility mapping resource mapping

(session utility u, (<]^

system utility objective system resource constraints

/
maximize U= constraint Z  r(<|̂ ) $  R

F igure  3.4: The main concepts of the Utility Model.
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3.3.1 AM P as a Knapsack Problem

In this subsection, we show a mapping of AMP to a multiple-choice multi-dimension 

0-1 knapsack problem (MMKP). In section 2.5, we defined the MMKP as a re

source allocation problem as follows. Suppose there are n groups (stacks) of items. 

The zth group has li items. Item j  of group i has value % , and requires re

source Tij =  (rÿ i,rÿ 2 —,rijm)- The amounts of available resources are given by 

R =  ( R i ,  R 2 , ..., Rm)-  The MMKP is to pick exactly one item firom each group in 

order to maximize the total value of the pick, subject to the resource constraints. 

Formally:

n li
V  =  maximize XijVjj ,

1=1 j=i

such that

n li
^ ^ X i j T i j k  <  Rk,  fc =  l , . . . , m ,
t=i j= i

li
^   ̂ =  1, i =  1 ,. . .  , n,
j=i

Xij € {0,1}, i =  1 , . . .  , n; J =  1 ,. . .  , /j.

The AMP can be viewed as an MMKP as follows.

•  The quality profile P j =  (qu,q*2,q%3, • • • ,qi/,) can be viewed as a stack of Z, 

items. Thus n quality profiles map to n  stacks of items, and item j  of stack i 

denotes operating quality of session i.

•  When session i operates at quality session utility Uij is denoted as value
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Vij, and the amount of resource k consumed is denoted as rÿ* (quality-resource 

mapping).

•  The system utility U of AMP is mapped to the value of the pick V.

•  The resource constraints of AMP are equivalent to the resource constraints of 

the MMKP.

•  Finding an operating quality for each session can be viewed as picking (exactly) 

one item firom each stack.

Figure 3.5 illustrates the mapping with two system resources: CPU time p and 

main memory q.

session 1 session 2 session n knapsack

acceptable 
qualities, 
each with 
resource 
requirements

o o o

pick one item from each stack in order to maximize Z u,
subject to resource constraints £  p <= 39

£  q <=35

Figure 3.5: AM P as a multiple-choice multi-dimension 0-1 knapsack problem (MMKP).

3.4 A dm ission Control o f N ew  Sessions

When a user wants to start a new multimedia session, the system should admit the 

session if and only if it has the available resources to  support the user’s m inim um
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quality requirement. This is called admission control. Admission control is necessary 

for service with quality guarantees because the system has to ensure th a t enough 

resources are available at run-time to meet the minimnm quality guarantee. Mere 

fairness is not sufficient.

Suppose the system currently has n  sessions, and the current system utility is 

Un- Now when a user requests a new session with a quality profile, the admission 

decision requires two steps:

1. The system must check whether any feasible solution of the AMP exists, that 

is whether there exists any solution where the n +  1 sessions can share the 

currently available resources. If such a solution does not exist the new session 

must be rejected.

2. If there exist one or more feasible solution(s) with n -I- 1 sessions, suppose 

the maximum system utility any feasible solution may achieve is Un+i- If 

Un+i <  Un, the new session should be rejected as unprofitable (i.e. no increase 

in system utility). Otherwise the session should be accepted.

When a user is admitted, the system must reserve the resources required for 

guaranteeing at least the minimum operating quality. We note that if the user 

of a session wants to increase the minimum acceptable quality on the fly, another 

admission control process will be required to change the reserved resources. However, 

if the user changes her quality profile without increasing (some components of) the 

minimum quality, the reservation does not have to be affected.
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3.5 A pplications

Although the Utility Model is proposed to capture the dynamics within adaptive 

multimedia systems, the concepts developed are general, and may potentially be 

applied to many diverse applications. Some examples follow.

E nd-S ystem  A rch itec tu re : The concepts of the Utility Model may be applied 

in the design of end-system architecture for adaptive multimedia systems. We 

present one such architecture in Chapter 5. This architecture uses the Utility 

Model to provide an integrated and adaptive management of system resources.

M u ltim ed ia  Service P ro v id e r: For a multimedia service provider, suppose the 

objective of the system is to maximize revenue. Consider a system with n 

current sessions, and m  resources. Session i has an operating quality q, and 

requires resource r  ̂ =  r ( q j .  If session z’s utility u^(q*) is interpreted as the 

revenue paid by (the bill of) the session in return for the resources of resource 

vector r,), then maximizing the utility function

n

U =  y iu i(q i )
t=i

under the resource constraint

± r . < R
t = l

implies maximization of total revenue which the system could earn by allocat

ing its resources.

The Utility Model may also be used to maximize the profit of a  service 

provider. Consider a system with n current sessions, and m resources. Session 

i has an operating quality q* and requires resource r< =  r(qj). System profit
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can be found as total revenue minus total cost. Thus system profit,

i i

where u(qj) denotes the revenue earned firom user i for operating quality q,, 

and c(r,) denotes the cost for resource r,.

Suppose for each resource k, the cost for a session can be found firom the cost 

per unit of allocated resource k. Then for session i, the session cost c(rj) can 

be uniquely found fi’om the session operating quality q, using the resource 

mapping =  r(q,) and cost per unit of each allocated resource. Suppose 

u'(qi) denotes this session quality-cost mapping. Then system profit can be 

found as,

 ̂= 53 - 53 = 53
i i i

where u"(q,) =  u(q,) — u'(q%) denotes system profit from session i for operating 

quality q .̂ We note that, here u(q,) maps a session quality to the user’s bill 

(session-bill) which can be seen as part of the user-system contract. On the 

other hand, function u"(qj) maps session quality to session-profit which is 

derived from the session-bill and session-cost.

Under the above assumptions, the problem of finding the quality of each session 

in order to maximize system profit of the multimedia service provider subject 

to system resource constraints can be mapped to an MMKP. Once again, 

the Utility Model may be used both for the session admission and quality 

adaptation in such a system.

A dap tive  V irtu a l E nv ironm en ts: The Utility Model may be used for designing 

adaptive distributed virtual environments (DVEs). A DYE is a three dimen
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sional setting where multiple users can interact w ith the setting and among 

themselves [3]. Usually the users are represented by avatars. An avatar may 

move from one point to another, and may communicate with other avatars. 

For example, consider a virtual theme park where avatars move around and 

participate in the activities. Applications of DVEs include simulated training, 

distance learning, and entertainment.

Let us consider a client-server structure of a DVE. Each avatar is repre

sented by a client, and the DVE is represented by the server. The clients 

and servers exchange the dynamic state information so that both the DVE 

and each avatars view of the DVE is consistent. For example, when an avatar 

opens a door, all of the other avatars who have an unobstructed view should 

see it open [3]. However, an avatar who is too far away from the door or whose 

view is obstructed by a wall should not see this state.

Ideally the clients and server should always have a consistent view of the DVE. 

However in a distributed environment this will be too expensive in terms of 

resource requirement for exchanging and processing of the high volume of 

information this would require. Practically the level of consistency a DVE can 

support will be limited by the availability of resource. Now how should a DVE 

behave in a dynamic resource environment?

The Utility Model may be used for adapting the consistency level within a 

DVE. For example, when enough bandwidth is available avatars may send 

facial expressions updates as well as position updates. However when the 

network is congested, the avatars may only send position updates. An archi

tecture for scaling virtual worlds is suggested in [28].
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D ynam ic  M arkets: The Utility Model may be used in single-seller multiple- 

buyer dynamic markets where each buyer provides a set of choices, and the 

seller finds the appropriate choice for each buyer in order to optimize the 

seller’s objective.

For example, consider a dynamic airline ticketing system. Suppose an airline 

provides three kinds of services: s choices for seats, m choices for meals, and 

d choices for drinks. The airline sells tickets of two types:

•  Dynamic Tickets: A dynamic client provides a ticket profile with I com

posite choices. Each composite choice represents a  ticket configuration 

with a choice for seat, meal and drink. The client also puts a  price offer 

for each of this composite choice. Once a ticket profile is adm itted (ac

cepted), the airline must guarantee that the client will get a ticket chosen 

from her I choices.

•  Static Tickets: The airline provides a desired price for each choice. Any 

client can buy any service element at this desired price on a ‘first come 

first serve’ (FCFS) basis. This is like the traditional way of buying tickets 

where a client rests assured after she has bought a ticket.

Now suppose the plane is ready to fiy. All the passengers are checked in, and 

foods and drinks are already loaded. Ticket profiles of the dynamic clients, 

ticket configurations of the static clients and cancellations are known. The 

problem of the airline is to find the appropriate ticket configurations for all 

the clients of this flight in order to maximize the total revenue. We note that 

the Utility Model may be used to represent this problem.

In a dynamic airline ticketing system, the incentive for a dynamic client is
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to get a upgraded ticket a t lower price than the price of a static ticket with 

same configuration, and the incentive for the airline is to maximize revenue 

by selling last moment ticket upgrades. This system seem to be particularly 

suitable for future web-based ticketing systems where the automated systems 

will replace the traditional travel agencies.

It wUl be interesting to see whether the concepts of the Utility Model may be 

extended for use in dynamic markets with multiple sellers and buyers.

3.6 U sage Issues

3.6.1 User-System Protocol

The quality profile may be interpreted as an adaptive service contract between 

the system and the session. Let us consider the multimedia service provider with 

revenue maximization objective. From the session’s side, a  quality profile as given 

by expression 3.2 means that the minimum quality the session is ready to accept 

is qii; that the best quality it desires and is willing to pay for is q,/; and that it is 

ready to accept and pay for any quality from within the quality profile set. From 

the system’s side, when such a  session is admitted, the system has to guarantee 

the resources such that the session’s operating quality never falls bellow q,i, and 

depending on resource availability it can provide the session with any quality as long 

as it is within the quality profile set.

The user side:

•  When a user requests a  new session, she specifies a  quality profile which is 

a fist of acceptable qualities arranged from minimum acceptable quality to
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maximum desired quality.

•  The user specifies the utility function which maps any acceptable quality to 

the amount she pays^. The user pays more for better quality but not beyond 

the maximum desired quality.

•  The user may change the quality profile, but it becomes effective only after 

the system accepts it.

•  When the user is done with the session, she requests the system to terminate 

the session.

The system side:

•  The system decides whether to admit a new session or to reject it. The system 

may not admit a session unless it increases the system utility.

•  Once a session is admitted, the system must provide at least the minimum 

operating quality during the life-time of the session. This requires reservation 

of resources for the session.

•  The system may change the operating quality of a session as long as it is within 

the quality profile, without prior notice. However the system should inform 

the session after it changed the operating quality.

•  The system cannot drop any existing session in order to maximize revenue.

•  When the session changes its quality profile, the system decides whether to 

accept the new profile or not. The system may not accept it unless it increases 

the system revenue.

^How such a mapping can be obtained is discussed later in section 3.6.4
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When the system receives a termination request from a session, the system 

releases the resources allocated to this session.

3.6.2 Getting the Quality Profile

We assume that application programs are QoS-transparent in order to simplify the 

application design and allow the use of legacy applications in QoS-based environ

ments. The actual quality of the media is decided at run-time by the system with 

a possibility of user (not application program) control. The user can specify her 

quality requirements using a quality profile a t run-time.

The user must be able to specify her quality profile which expresses her QoS 

requirements. This can be achieved using a  static table of acceptable qualities, or it 

may be automatically derived by profiling her usage history. For instance, Table 3.1 

illustrates a simple quality profile for a session. It has only three discrete qualities: 

Bronze, Silver and Gold. The session’s minimum acceptable quality is Bronze, and 

the maximum desired quality is Gold.

Quality Bronze Silver Gold

Audio mono stereo surround

Video low resolution high resolution high resolution

no color no color color

Image low resolution medium resolution high resolution

Ik b le  3.1: A simple table for a quality profile.

An application may have a default quality profile which may be loaded at the 

initial setup time. However, the user should be able to control the profiles according 

to her choice at run-time. This may be achieved using a GUI-based interface where
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the quality profile is generated based on the user’s set of media choices and the 

relative importance of each medium.

3.6.3 Quality-resource Mapping

The Utility Model assumes the existence of an operating-quality to required-resource 

mapping. However, how such a mapping can be obtained is a research issue being 

addressed in projects such as a t Keio University and at Washington University at 

St. Louis [38, 15].

The quality-resource mapping may be obtained using off-line experimental eval

uation. These evaluations are usually platform (both hardware and software) depen

dent, and proper scaling is necessary for use in different platforms. In [38], Nishio et 

al. present a quality-resource table based on measurement of their RT-Mach system. 

It is desirable to have the quality-resource mapping available as empirical models 

which can be used to compute required resources firom the desired QoS parameters.

3.6.4 Quality-utility Mapping

Mapping an operating quality to a utility value is a nontrivial problem. Should 

the user provide this mapping? Or should it be provided by the system? There 

are no easy answers to these questions which may be very much dependent on the 

application.

For example, in our service provider example, the session utility represents the 

user’s bill, and the system utility represents the system revenue. In this case, when 

the user specifies the QoS requirements using the quality profile, she could also offer 

a dollar value she is ready to pay for each operating quality. The system then uses
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these values to maximlze its revenue both for admission control and run-time quality 

adaptation.

Implementation of the above strategy however does not imply that the users 

have to be directly involved in quality-utility mapping. For example, an intelligent 

utility agent may be used to derive such a mapping for the user dynamically. The 

utility agent may also be aided by system default setups, empirical modeling based 

on off-line measurements, and dynamic learning. The system can also help the 

utility agent by providing hints on dynamic price based on the current demand- 

supply state. However, since this mapping represents money coming out of the 

user’s pocket, the user should have the final decision.

3.6.5 Resource Allocation Policy and the System Utility

The quality profile contract between the sessions and the system requires a reserva

tion based resource management scheme. The system reserves resources to ensure 

at least the minimum quahty to each session. At any time, part of the system re

sources are reserved, and it is the remaining unreserved resources which the system 

can allocate in order to provide adaptive quality to the sessions. In the following we 

discuss three resource allocation policies: revenue or profit maximization, fair share, 

and priority, and investigate their implications for the system utility objective.

•  Revenue or Profit Maximization: Revenue or profit maximization is discussed 

in section 3.5. We note that, under this poUcy, the system tends to provide 

more resources to sessions which are prepared to pay more.

•  Fair Share Policy:

What does a fair share policy mean in a multisession multiresource environ-
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ment? We note that the system utüity objective with revenue maximization 

interpretation is fair in the sense that it allocates resources using a fair com

petition among the sessions’ utilities (or offered value in the sense of revenue). 

If session A offers more money than session B for the same resource vector, 

session B will not get this resource vector unless session A also gets that or 

better.

Priority Policy:

The system utility objective with revenue maximization interpretation can 

easily be extended to a priority-based policy. This can be done by using a 

system utility objective which is to maximize U given by,

U = Ÿ2wiUi{qi), (3.7)
1 = 1

where w, is a weight factor for session z’s utility. Larger Wi means higher 

priority for resource allocation.

In the above system, if session A has higher priority than session B and they 

both have an operating quality q* which maps to the same resource vector 

Tx, then session B will not get quality unless session A also gets that or 

better quality. In the system utility expression (3.7), priority means relative 

importance in resource allocation, and does not mean guarantee. However if 

the weight factor of a session is sufficiently high compared to others’, priority 

may imply a resource allocation guarantee for that user.

We assume that the session utility function Ui is given by the user of the ses

sion, whereas the weight factor Wi is determined by the provider as part of 

the system utility objective which reflects the system resource allocation pol-
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icy. Adjusting weight factors requires changing the resource allocation policy 

among the sessions.

3.6.6 Solving the M M KP

In order to use the Utility Model for dynamic quality adaptation in a real-time mul

timedia system, we have to solve the corresponding MMKP instance. The MMKP 

is one of the harder variants of the knapsack problem [34]. Since this is an NP-hard 

problem, we do not expect to have an algorithm which will find an optimal solution 

in less than exponential time. We have developed two solutions for the MMKP: 

a branch and bound algorithm for optimal solutions, and a heuristic for fast and 

near-optimal solutions. These solutions are described in Chapter 4.

For effective solution of the adaptive multimedia problem, we may have to com

promise the optimality of the solution so that the computation time does not exceed 

acceptable limits. For such a time-critical application, we believe that the heuris

tic solution wiU be more suitable than the optimal solution. This belief wül be 

supported in Chapter 4 by performance data.

3.7 R elated Work

Moser presented an Optimally Graceful QoS Degradation (OGQD) Model where the 

realized QoS of a single session multimedia service is gracefully degraded to  conform 

to changes in resource availability [33]. Suppose a multimedia service consists of 

g elementary services such as audio input, audio output, video input and video 

output. Elementary service i has n, implementations I,- =  { I } , I f , . . .  , I f^)  where 

each implementation has m, parameters. The desired QoS of elementary service
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i is expressed as a QoS vector, q, =  {du,da , . . .  ,dirm). Similarly the utility of 

elementary service i is expressed as a utility vector, u, =  (uji, û 2> - • , ) - The user

specifies the service requirements expressed as Q =  ((qi, u j ,  (qg, Ug),. . .  , (q^, u ,))  

where q, is the desired QoS of elementary service i and is the corresponding 

utility.

For each elementary service, the system has to find a suitable implementation 

and the operating QoS of that implementation depending on the available resources. 

The goal of the OGQD system is to provide multimedia service with minimum  

degradation firom desired QoS.

Moser formulates the OGQD problem as follows [33].

Find

q(/j) =  (ç,i, •••7 Çtmi)? ft ^  I» for z =  1,2, . . .  , ÿ, (3.8)

to maximize

9

E
i=l

subject to

9

1 1

< R .
t = l

The OGQD Model and the Utility Model have some high level similarities: both 

models view the dynamic quality adaptation as an optimization problem, and they 

assume a similar quality-resource mapping. However the two models are fundamen

tally different in their scope, objective, problem formulation, and mapping:

•  The Utility Model is a simple mathematical model for multisession adaptive 

multimedia systems. Each session provides a quality profile with multiple
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operating qualities, and the system finds the dynamic QoS of each session in 

order to maximize some system utility function. This model degrades the QoS 

of one or more sessions when there is a scarcity of available resources.

On the other hand, the OGQD Model is a powerfiil model to  express the QoS 

degradation of a single multimedia session. The session provides a desired 

QoS, and the system finds a realized QoS in order to maximize a session utility 

function. The model tries to exploit resource-resource tradeofis for providing 

the desired QoS (e.g. processor-bandwidth tradeoff by changing compression 

algorithm), and when it fails, it degrades the QoS by exploiting resource-QoS 

tradeoffs.

The Utility Model provides a unified approach for dealing with session admis

sion, quality adaptation and resource allocation. However, since OGQD deals 

only with a single session; session admission is beyond its scope.

The Utility Model expresses the multisession adaptive multimedia system, 

where the QoS of individual sessions may be dynamically adapted to the re

source availability of the system and to the choice of the users, as an MMKP. 

Moser also maps the OGQD problem to an MMKP instance, but how an op

timization problem with a  nonlinear objective function may be mapped to an 

MMKP is not clear from his article [33].

In the Utility Model, the session and system utility values may be related to 

the user’s bill and the system revenue, respectively. Thus this model may be 

applied to a service provider system or server system. The OGQD Model does 

not deal with multiuser systems, and does not have any notion of hilling or 

revenues.
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Kawachiya et al. of the Keio MMP project proposed a system architecture for 

quality adaptation among multimedia sessions [19]. In this architecture, a  system- 

wide server, called QoS Manager, controls the quality of each session by using a QoS 

Ticket abstraction. When a session is initiated, it registers its QoS requirements 

with the QoS Manager. The QoS Manager computes the resource requirement, 

allocates resources for the session, and issues a QoS Ticket to the session. The 

QoS Ticket incorporates the resource usage privilege of a particular session. A 

reservation-based resource management scheme distributes resources according to 

the QoS Ticket privileges of the sessions.

The Utility Model and the MMP Architecture share the same general goal of de

signing an adaptive multimedia system with multiple concurrent sessions. However 

the foci of the two projects are fundamentally different and rather complementary: 

the focus of the Utility Model is to find the adaptive quality of each session at 

any given system state; whereas the focus of the MMP Architecture is to provide 

a mechanism to enforce quality adaptation using a  reservation-based resource man

agement scheme. Thus, an interesting research project would be to investigate how 

to integrate the concepts of the Utility Model and the MMP Architecture. For 

example, one idea would be to implement the Utility Model on the MMP Architec

ture to design an adaptive multimedia system where the MMP provides the support 

for QoS specification, monitoring and enforcement, and the Utility Model performs 

the computation for session admission, quality adaptation and integrated resource 

allocation.

In the context of networked multimedia system design, the admission of multime

dia calls is dealt with in [27] using the idea of multimedia capacity region (MCR). An 

MCR represents a region in a multidimensional space where each dimension denotes
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a media stream (such as CD quality audio, JPEG video or MPEG video). Sup

pose a  system load requires 3 CD quality audio, 2 JPEG video and 1 MPEG video 

streams. These requirements represent a  point in the multidimensional space, and 

if that point is within the MCR, then the system can support this load. Otherwise 

the system cannot support this load.

The multimedia admission method using the Utility Model is different from that 

of the MCR approach. In the Utility Model method, we deal with the admission 

control problem for an adaptive system where the quality of individual sessions may 

be adjusted to the available resources. We use a unified approach for admission 

control of new sessions and quality adaptation of existing sessions. However the 

MCR approach does not have any notion of quality adaptation.

If a  system does not support quality adaptation, as in the case of the MCR 

approach, the concepts of the Utility Model may still be used for admission of new 

sessions. When a user requests a new session, the system maps its QoS requirement 

to the requirement of basic end-system resources such as CPU time, memory and 

network bandwidth. If there are suflScient system resources to support this session, 

the request can be accepted; otherwise it must be rejected. We note that the 

admission control using the Utility Model is a generalization of the MCR method 

because:

•  The MCR method is not suitable where the characteristics of media objects are 

different. For example, it is not suitable for admitting multiple MPEG streams 

where each stream has a different refresh rate, because then the expression ‘2 

MPEG streams’ loses its meaning. However the mathematical method of the 

Utility Model is still suitable as long as we know the resource requirements of 

each media component.
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•  If the set of media objects with different characteristics is small, the Utility 

Model admission control becomes equivalent to the geometric method of the 

MCR approach.

3.8 D iscussion

3.8.1 Model Features

The Utility Model has the following features:

•  The Utility Model provides a unified and computationally feasible way to solve 

the admission problem of new multimedia sessions, dynamic quality adaptation 

and resource allocation problem of existing sessions®.

•  This model provides an integrated approach to allocate system resources in 

order to maximize some system objective. Thus this model enables integrated 

resource management.

•  The concept of quality profile allows the users to specify their service require

ments in a flexible manner. For example, the user request may be like ’’Silver 

or better quality” (profile has Silver as the m inim um  acceptable quality) or 

"Gold quality always” (either the profile has only one choice which is Gold, or 

each choice of the profile is Gold).

•  The users may negotiate with the system to find a suitable (and personalized) 

quality-utility mapping.

®This point will later be validated in Chapter 4.
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•  The Utility Model allows flexible management policies for service providers. 

The management policies of a service provider may either be expressed indi

rectly in the system utility function and parameters, or they may be expressed 

as additional system constraints. For example, an implementation of the Util

ity Model may either use an upgrade-only adaptation policy or it may use a 

bidirectional adaptation policy. In upgrade-only adaptation, a session quality 

can only be upgraded, but it can never be downgraded. However, in bidirec

tional adaptation, both upgrade and downgrade of session quality is allowed.

•  The Utility Model provides increased system utility (e.g. revenue or profit) as 

compared to static reservation approach^.

3.8.2 Big Questions

In the preceding sections, we have presented the Utility Model for adaptive multime

dia systems. It is based on the concepts of quality profile, resource mapping, session 

and system utility, and system resource constraint. This model incorporates the 

dynamics of resource management and the interplay of media components within a 

multisession multimedia environment.

The Utility Model raises the following questions for the system designer:

1. For the Utility Model to be useful in session admission and QoS adaptation, 

we need to solve the MMKP. How do we solve the MMKP?

2. How can we use the concepts of the Utility Model to design an end-system 

architecture?

^This point will later be validated in Chapter 5.
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3. Is it feasible to use the Utility Model for dynamic quality adaptation in real 

multimedia systems? Or is it just a  theoretical model? How do we evaluate 

the performance of such an implementation?

We address these questions in the three subsequent chapters:

1. Chapter 4 presents two solutions for the MMKP, and evaluates and compares 

their performance.

2. Chapter 5 presents an end-system architecture, called the Padma Architecture, 

for adaptive multimedia systems based on the Utility Model.

3. Chapter 6 presents a prototype implementation of the Utility Model, and 

evaluates its performance.

3.9 Sum m ary

We have defined the adaptive multimedia problem within an AMS, and formulated 

it as a multiple-choice multi-dimension 0-1 knapsack problem. We have shown how 

this model may be used in admission control of new sessions, and in dynamic quality 

adaptation and resource allocation of existing multimedia sessions in a unified way. 

It provides a computationally feasible real-time method to optimize the utility (e.g. 

revenue or profit) of real multimedia systems.
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C hapter 4

Two Solutions o f th e M M K P

In this chapter, we present two solutions for the MMKP: a branch and bound al

gorithm and a heuristic. The branch and bound algorithm produces the optimal 

solution, whereas the heuristic provides a fast and near-optimal solution. We report 

computational experiences, and compare the two approaches for practical applica

tions.

4.1 T he M M K P

In section 2.5, we defined the MMKP as the following resource allocation problem. 

Suppose there are n groups (stacks) of items. Group i has U items. Item j  of 

group i has value and requires resource =  (rÿ i, rÿ 2, —, r^m). The amounts of 

available resources are given by R  =  {Ri, i?2, —, Rm)- The MMKP is to pick exactly 

one item from each group in order to maximize the total value of the pick, subject 

to the resource constraints.
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Formally MMKP is expressed as follows:

w U
Vp =  maximize ̂  ^  XijVij,

t=i j=i

such that

n  li

^  ^   ̂ ^  -Sfc, k  =  1, . . . , J7Î, (P)
1=1 j = l

li

y i ary =  1, z =  1, . . .  ,TZ, 
i = i

Xij  G { 0 ,  l } ,  Z — 1 , . . . , TZJ J =  1, . . . , /j.

Here Xÿ is either 0 implying item j  of group z is not picked, or Xÿ is 1 implying

item j  of group z is picked.

The MMKP is an important combinatorial problem with applications such as 

resource allocation, configuration problems and dynamic quality adaptation within 

multimedia systems. For example, consider a  menu selection problem. A person 

wants to have a meal where she has to choose a beverage, an appetizer, a  main 

dish, and a dessert. For each choice, her preference is expressed as a  satisfaction 

value. The problem is to find a meal which maximizes the total satisfaction subject 

to constraints such as maximum values of calories, cholesterol, and cost.

MMKP is a generalization of the classical 0-1 KP. To prove this, consider an 

MMKP instance with n stacks of items and a single resource (m =  1). Each stack

z has two items: one item has value Vio =  0 and requires resource r̂ o =  0, and the

other item has value and requires resource r,i. The amount of available resource 

is R. We note that this MMKP instance is equivalent to the classical 0-1 KP with 

n  items where item z has value vn and requires resource r^ , and the amount of
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available resource is R. Now since the classical 0-1 KP is NP-hard [32], MMKP is 

also NP-hard.

In the context of real-time multimedia, the previous chapter proposed the Util

ity Model for adaptive multimedia systems where the dynamic quality adaptation 

within a  multisession multimedia system is expressed as an MMKP.

4.2 A  Branch and B ound A lgorithm

As already mentioned in Chapter 2, the branch and bound method provides a pop

ular approach for many variants of the KPs. Even though branch and bound al

gorithms have been proposed for many variants of the KP, no such work has been 

found on the MMKP. This section develops a branch and bound algorithm for the 

MMKP.

At any solution state of the MMKP, a group is either free denoting no item is 

picked from this group, or it is fixed denoting an item is picked from this group. 

The fixed/free status of the groups are indicated using the group status vector g. 

If group i is free, p, is 0; otherwise, the group is fixed and y, is 1. The solution 

state of a node is represented by a solution vector x  =  {xÿ } where i =  1,..., n and 

j  =  1 , For a fixed group z, if Xij =  1, it implies that item j  is picked, and 

otherwise Xÿ =  0 implying that item j  is not picked.

4.2.1 Algorithm Bblp

The branch and bound algorithm for the MMKP involves the iterative generation 

of a search-tree. The basic algorithm works as follows:

1. Start with a solution state where all groups are free. Compute the upper
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bound, select the branching groupé, and initialize the search-tree with this 

node as the only live node.

2. Find the e-node e which is the live node with the largest value of upper bound.

3. If node e does not have any free group (i.e. all the groups are fixed), then this 

node represents the optimal solution, and the algorithm terminates.

4. If node e has at least one free group, then this node is expanded by fixing the 

branching group b. Fixing group b involves the following steps for each item j  

of this group:

•  form a new node t  where the picked items are the picked items of node e 

and the item j  of group 6,

•  compute the upper bound at node t,

•  select the branching group if there exists any free group in t, and

•  if node t is feasible, put node i as a live node into the search-tree.

5. Go back to step 2.

We note that this algorithm is based on the general branch and bound method 

of section 2.8, and the main distinction of this algorithm lies in dealing with groups 

of items.

Figure 4.1 presents the pseudocode of the branch and bound algorithm for the 

MMKP. It may be characterized by two basic decision rules: how to  compute an 

upper bound of the objective function, and how to select the branching group.

^Branching group 6 of a  node t  denotes the free group of node t  which would 
be fixed when node t becomes the e-node. Computation of the upper bound and 
selection of the branching group is presented shortly.
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/* A branch and bound algorithm for MMKP ♦/
/*  Legend:

n: groups, Ij: items in group j ,
v: value vector, r: required resource vector, R: total resource vector, 
x: solution vector, g: group status vector, Rg: available resource vector,
Vi: objective value, ng: free groups, b: branching group and U: upper bound * /

procedure Bblp()
1

1 Vi =  0, 712 =  n, R 2 =  R, g =  0; /* initialize with all groups free */
2 U =  SolveLP(x, g, V , r, R 2, Vi ); /*  find upper bound U */
3 find x[6][7'] =  maxi=i... „

ji —
ÿ[i]=0

/*  find branching group b */

4 Treelnsert(x, g, Vi, r»2, R 2 , b, U); /* insert first node to data-tree*/
5 while(l){
6 t = T¥eeExtractMax(); /* extract live node with highest U */
7 X  = t ->• X , g = t-^g, b =  t-^b;
8 if ((-+712 < 0)
9 return (-+-x; /* return if no free variable */

10 g[b\ =  1, x[6] =0, 712 =  ((->•«2) -  1; /*  fix branching group b */
11 for(j = I,...,/») {
12 y = X , R 2 =  (-+R2;
13 y[b]\j] =  1; /* pick item j  of group b */
14 R2 = R2 — r[6][j], Vi =  t-^Vi 4- u[&][;]; /* update R 2 and Vi */
15 U = SolveLP(y, g, v, r, R 2, Vi ); /* find upper bound U */
16 if (C7>0){
17 find x[hf]\j^ =  max,_i „ y[i]\jh

J — j
S[t]=0

/* find next branching group 1/  */

18 Treelnsert(x, g, Vi, 712, R 2 , U); /* insert new live node to data-tree */
19 }
20
}

}

Figure 4.1: Procedure BBLP: A branch and bound algorithm for MMKP.
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Computation of Upper Bound: Suppose at a certain node t, there are ni fixed 

groups, and ri2 =  n — n\ free groups. The value of the objective function 

achieved for the decisions already taken to reach node t  can be found from the 

fixed groups:

Vi(t) — ^

J —
s[i]=l

The amount of resource available for free groups can be expressed using the 

vector Rg where

R2 = R — ^2

Now consider the MMKP instance P^it) where the ri2 free groups of P  are con

sidered as the groups of items, and vector R 2 denotes the amount of available 

resources. Suppose

U{t) =  V\{t) -h Vip(p^(t))

where LP{P2 {t)) is the LP relaxation of Pzit). Since Vtp^Pz^t)) > Vput), U{t) 

indicates an upper bound of the objective value of P  achievable from node t. 

For an eflScient solution of the LP(P) problem, we use the Simplex Method^ [11, 

8] for linear programming.

^The Simplex Method is a very powerful technique for solving linear programs. 
The design of the Simplex Method by G.B. Dantzig in 1957 has strongly influenced 
the field of operations research. Even though the worst case computational complex
ity of the Simplex Method grows exponentially with the problem size, this method 
is very eflScient practically, and can be used for linear programs up to hundreds of 
variables. Details of the Simplex Method can be found in many textbooks such as 
[25] and [8j.
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Selection of Branching Group: The solution of the Simplex Method is also used 

for selecting the branching group. After the Simplex Method computation, 

the free group which has the maximum value of Xÿ is used as the branching 

group. This is based on the hypothesis that a high fractional value of Xy in the 

solution of LP(P) would also lead us to Xÿ =  1 in the solution of P. However, 

the optimality of the algorithm does not depend on this hypothesis.

group status 
vector 
(obits)

solution vector X 
(nl floats)

objective
value
(float)

#of& ec

B%)
available 

resource vector 
(m floats)

branching

^ ^ e r )
$ 5
(float)

Icfaild
(P*r)

rchild
(ptr)

F igure 4.2: The structure of a data-tree node.

During the search, we use a tree data-structure, called data-tree^ for maintaining 

the live nodes^. Each node of the data-tree has the data structure of Figure 4.2. It 

contains the following fields:

1. Group status vector (g): a vector of n binary digits to indicate the fixed or 

free status of the groups in the current solution.

2. Solution vector (x): a vector of floating point numbers to store Xÿ for i =  

1 , . . . , =  I,...,/*. For a fixed group z, if Xÿ =  1, it implies that item j  is 

picked, and otherwise Xÿ =  0 implying that item j  is not picked. For free 

group z, the value of Xÿ may also be fractional because the vector x  is also 

used to store the solution of the upper bound computation using the Simplex 

Method.

^We note the distinction of the search-tree and the data-tree: the former is used 
for conceptualizing the solution steps where a branch represents picking of an item; 
whereas the latter is used as a data-structure to maintain the live nodes, and to  find 
the next e-node.
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3. Objective value (Vi): a floating point number indicating the value of objective 

function achieved from the fixed groups.

4. Number of free groups (ug): an integer indicating the number of free groups.

5. Available resource vector (R 2)- is a vector of m  floating point numbers indi

cating the amount of available resources.

6. Branching group (6): an integer indicating the group to be fixed if current 

node becomes e-node.

7. Upper bound {U): a  floating point number indicating the achievable upper 

bound value of the objective function from the current node.

8. Left and Right Child Pointers (Ichild and rchild): two pointers to the data-tree 

nodes.

The data-tree is maintained in such a way tha t a parent node would always have a 

larger upper bound than any of its children. The branch and bound method requires 

two functions on this tree: insert a node into the data-tree (function Treelnsert()) 

and extract the node with the largest upper bound from the data-tree (function 

TreeExtractMax() ).

In algorithm B b l p , the data-tree is first initialized by inserting a node where 

all the groups are free. The upper bound and branching group are based on the 

Simplex Method. Here function SolveLP() solves the linear program LP(P). If the 

LP is feasible and bounded, SolveLP returns the upper bound achievable from the 

current node and the solution of the LP is available in vector x. However, if the LP 

is unbounded or infeasible, SolveLP returns a negative value.
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The main loop of the algorithm involves iterative expansion of live nodes until 

the optimal solution is found (lines 5-20). Each iteration starts by extracting the 

data-tree node t which has the largest value of upper bound. If node t  does not have 

any free group (ri2 =  0), the algorithm terminates, and the current value of x  yields 

the optimal solution of P. Otherwise, we fix  the branching group 6. For each item j  

within group 6, we do the following: (1) extend x  by picking item j  to  generate a 

new partial solution y; (2) compute upper bound U{y) by solving LP^Pziy)) using 

the Simplex Method; (3) select a  branching group using the results of the Simplex 

Method; (4) if the Simplex Method solution is optimal, which implies picking item 

j  is feasible, we insert a new node with partial solution y  into the data-tree.

4.2.2 A B b l p  Example

We consider the MMKP instance illustrated in Figure 4.3.

stack 1 stack 2 Stacks knapsack

pick one item from each stack in order to maximize £ v

such that £ p <= 33 
£q<=25

F igure  4.3: The MMKP instance for the Bblp example.

There are 3 groups of items (n =  3), 3 items in each group (li = I2 = I3 = 3 ) ,
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and 2 resource constraints (m =  2). Formally the problem may be expressed as 

follows:

Maximize

lOxii +  20xi2 30xi3 +  12x21 -H 16x22 4- 26x23 +  7x31 +  12x32 4“ 28x33,

subject to

8 x 1 1  +  17x i 2 4 -  22x i 3 4-  5x 21 4- IO X 22 4- 17x 23 4-  7x 3i  4-  I I X 3 2  4-  17x 33 ^  33 , 

5xii 4 - 10xi2 4 - 13x i 3 4 - 5x21 4- 9x22 4- 12x23 4 -  8x31 4-  12x32 4-  8x33 <  25,

3̂ 11 4-  X12 4 - X i3  =  1,

X21 4- X22 4- X23 =  1,

X31 4-  X32 4-  X33 =  1,

Xij = {0,1} for i = 1 ,..., 3; j  = 1 ,..., 3.

The solution of this problem instance using algorithm B b l p  is illustrated in the 

search-tree of Figure 4.4. Each node of this tree shows three quantities (from top to 

bottom): the upper bound, the value of the objective function, and the branching 

group. The sequence at which the nodes are expanded is given beside the nodes. 

The label Xÿ written beside a branch indicates Xÿ =  1, that is item j  is picked from 

group i.
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493

49347.6

44.447.6 44.4 49.3

45

picked item (variable) X .

branching node 
sequence # objective value 

branching group

F igure 4.4: The search-tree for the BBLP example.

The algorithm B b l p  starts with the solution state where all groups are free. 

It computes the upper bound of the objective function and selects the branching 

group using the Simplex Method, and initializes the data-tree with this node as the 

only live node. This node becomes the e-node, and the algorithm expands it by 

fixing the branching group (6 =  3). Expansion of this group generates three more 

nodes. Since node 2 has the highest upper bound among the live nodes, it becomes 

the e-node. We note that expansion of node 2 provided only one branch. This is 

because the other branches are not feasible. After this expansion, node 3 has the 

highest upper bound among the live nodes. Thus it is expanded next. Expansion 

continues in this fashion until node 6 becomes the e-node. Since there is no more 

free group at this node, it represents the optimal solution.
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4 .3  A  H euristic Solution

Since MMKP is an NP-hard problem, the computation time for any optimal algo

rithm, such as B blp, may grow exponentially with the size of the problem instance 

in the worst case. This may not be acceptable for time-critical applications such as 

admission control and dynamic resource allocation in a multimedia system. These 

applications are forced to accept a near-optimal solution if the computational time 

for optimal solution exceeds real-time bounds.

4.3.1 Heuristic Heu

Procedure Heu of Figure 4.5 presents a heuristic for a fast and near-optimal solution 

of the MMKP. Here are the main concepts of the heuristic:

•  It starts with a solution where from each group the item with the smallest value 

(vij) is picked'*, and iteratively improve the solution by gradually replacing 

items of smaller values with those of larger values as long as the solution 

remains feasible®.

•  It uses Toyoda’s concept of aggregate resource where the required resource 

vector of an item is converted to a scalar index using penalty factors taken 

from the current resource usage vector[49]. Here the main idea is to penalize 

the use of resources depending on the current resource state. It applies a large

'*We assume that such a solution is feasible.
®Another approach could be to start with the item with the largest value 

from each group, and then iteratively lower value of the solution until feasibility 
is achieved. At times of resource abundance, this approach may converge to solu
tion faster than the approach described here.
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/*  A heuristic for MM KP * /
/*  Legend:

n: groups, ly. item s in group j ,  m: system  resources,
v: value vector, r: required resource vector, R : total resource vector,
p: solution vector, C: resource usage vector,
Ar: aggregate resource saving, and Apr value gain per unit o f extra resource. */

procedure He u ()

{
1 for (t =  1 ,..., n) p[i\ =  1;

2  C  =  r[t][p [t]] ;

/*  start with item s with sm allest values * / 
/*  compute resource usage vector C  * /

3 while(l){ /* iterative improvement */
4 Armax ~  0, Apmax — 0?
5 for (t =  1 ,..., n ;j — p[i] 4- 1 ,..., /,)  {
6 if {3k : k = I , ..., m, +  r[t][7][fc] > i2[Ar]) continue;

7
8 
9

10
11
12
13
14
15
16
17
18
19 }
}

i f  ( A r  >  A rm ax)

Arm ax =  A r ,  i' =  i , f  =  j; 
i f  (A rm a x  <  0 ){

A p  =

i f  ( A p  >  A p m ax )

A pm ax  =  A p ,  i' =  I , /  =  j;
}

j*  compute aggregate resource saving * / 

/ *  upgrade w ith max resource saving * /

/*  upgrade w ith max value/aggr. resource * /

}
i f  (A rm a x  <  0  and A p m ax  <  0 ) return p ;

C =  C — r[t'] [p[i']] +  r[*'][7']; /*  update C  and upgrade solution * /

p[i’\ =  / ;

F igure 4.5: Procedure H e u :  A heuristic for MMKP.
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penalty for a heavily used resource, and a small penalty for a lightly used 

resource.

•  To find the next item to be picked, it chooses the one which maximizes the 

savings in aggregate resource. But if no such item is found, it chooses the one 

which maximizes the value gain per unit of aggregate resource.

Procedure Heu assumes that, within each group i, the items j  = 1,..., are 

arranged in nondecreasing order of values, that is if j '  <  j "  then Uÿ» <  . This

does not affect the generality of the heuristic because even if this is not true for a 

given instance of MMKP, it may be achieved by a little preprocessing.

Replacing an item with a smaller value with another item from the same group 

but with a larger value is called a solution upgrade or simply an upgrade, because it 

implies an increase in the value of the solution. An upgrade is called feasible if the 

solution after the upgrade is feasible (that is, it does not violet any of the resource 

constraints); otherwise the upgrade is called infeasible.

The main loop of the heuristic Heu tries to find a feasible upgrade (lines 3-19). 

If an upgrade is found, the solution is updated, and the heuristic starts another 

iteration. Find a feasible upgrade involves the following steps:

1. Find the extra aggregate resource (Ar) for all feasible upgrades.

2. If there exists at least one feasible upgrade which provides savings in aggregate 

resource (that is the extra aggregate resource computed for the upgrade is 

negative), then Heu chooses the upgrade which maximizes the savings in 

aggregate resource.

3. However, if there does not exist feasible upgrade which provides savings in
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aggregate resource, then Heu chooses the upgrade which maximizes the value 

gain per unit of extra aggregate resource (Ap =  ^ ) .

If the heuristic fails to find a feasible upgrade in an iteration, it returns the 

current solution, and terminates.

4.3.2 Computational Complexity

Heuristic Heu starts with an initial solution where the item with the smallest value 

(vij) is picked firom each group, and iterates in the loop of lines 3-19 as long as it 

finds a  feasible upgrade. Now what is the maximum number of upgrades Heu may 

find? For group i, there may be at most (/, — 1) upgrades. Thus the maximum 

number of possible upgrades is given by — 1), which implies that the loop

of lines 3-19 can have at most — 1) iterations.

Now in each iteration of loop of lines 3-19, the heuristic Heu uses the loop 

of lines 5-15. The maximum number of iterations of the latter loop is given by 

5Zr=i(^i ~  !)• Within the loop of lines 5-15, steps 6 and 7 are the most expensive 

ones, and each of these two has a computational complexity of 0(m ). Thus the 

computational complexity of loop of lines 5-15 is 0 (m  ~  1)).

If we combine the above two results, we find computational complexity of heuris

tic Heu to be 0(m(53T=i(^» “  1))^)- If we assume that all groups are of equal size, 

that is li = ••' = In = I, then the computational complexity of heuristic Heu 

becomes 0 {mn^{l — 1)^).
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4.4 C om putational E xperience

We implemented procedures B blp and Heu using the C programming language. 

For simplicity of implementation, we assumed that each group has the same number 

of items (that i s /  =  /i =  ... =  /„). In order to solve the linear programs, we used 

the Simplex Method code from [43].

We tested the implementations using randomly generated MMKP instances. For 

our experiments we used a Pentium 200 MHz personal computer with 32 MB of RAM 

running Linux OS (RedHat Package Version 4.2, Kernel 2.0.30). Table 4.1 shows 

the performance of the procedures. Here the solution quality is presented after 

normalizing it with the optimal value (as found by Bblp), and com putation time 

is presented in milliseconds. For each set of parameters n, I and m, we generated 

10 random MMKP instances. We tested B blp and Heu on all 10 instances, and 

tabulated the average value of solution quality and execution time. Table 4.1 also 

shows the standard deviation (^(I^ieu)) of the solution quality of the heuristic Heu .

We observe that heuristic Heu produced near-optimal solutions which are very 

close to the optimal solutions provided by algorithm Bblp. The table shows that, 

on average Heu achieved a value of the objective function which was within 4% of 

the optimal value with a maximum standard deviation of 1.5%.

On comparison of computation time, Heu was 17 to 28152 times faster than the 

optimal algorithm Bblp. For example, for n =  10, 1 =  5 and m  =  5 algorithm 

Bblp produced an optimal solution in 180.3 msec, and heuristic H eu produced an 

objective value which is 4% less than the optimal value in just 0.45 msec. Here Heu  

executed 400 times faster than B b lp .

To test the performance of the heuristic Heu, we tested it with problems of 

varying sizes. For this test, we varied the number of groups n  from 5 to 500, and
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solution execution

MMKP quality time

parameters (normalized) (msec)

n I m t̂ BLP Vheu <J(VfeEu) B̂blp iflEU

5 3 5 1.00 0.99 0.007 1.4 0.08

5 5 5 1.00 0.98 0.011 5.9 0.13

7 3 5 1.00 1.00 0.004 6.6 0.09

7 5 5 1.00 0.97 0.013 33.6 0.23

7 7 5 1.00 0.96 0.015 111.9 0.42

10 3 5 1.00 0.99 0.006 30.5 0.17

10 5 5 1.00 0.96 0.011 180.3 0.45

10 7 5 1.00 0.98 0.007 1734.7 0.89

10 10 5 1.00 0.98 0.004 4692.5 2.10

15 3 5 1.00 0.98 0.006 367.6 0.36

15 5 5 1.00 0.97 0.007 2875.7 1.14

15 7 5 1.00 0.96 0.009 14884.3 2.03

15 10 5 1.00 0.96 0.009 105714.5 4.71

20 3 5 1.00 0.98 0.005 2425.2 0.64

20 5 5 1.00 0.98 0.009 23073.9 1.97

20 7 5 1.00 0.98 0.005 106166.6 3.60

20 10 5 1.00 0.97 0.007 238737.5 8.48

Tkble 4.1; Performance o f procedures Bblp and Heu.
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kept each of parameters I and m constant at a value of 5. Figure 4.6 shows the 

variation of average computation time with the number of groups. We note that the 

graph looks like a section of a parabola. This is compliant with the term in the 

theoretical computational complexity of 0 {mv?{l — 1)^).

xlO®
2.5

0.5

150 200 250 300 350 400 450 500
Number of Groups, n

50 ICO

F igure  4.6: Variation of computation time o / H e u  with number of groups n.

We believe that heuristic Heu will be a very good candidate for solving MMKP in 

time-critical or real-time applications such as adaptive multimedia systems. Session 

admission decisions in multimedia systems need to be made in times well under 1 

second; say 500 msec. Table 4.1 shows th a t B blp is unsuitable for many cases; Heu 

is suitable for all cases tried. However, in non-real-time applications such as project 

planning or long term resource allocation problems, algorithm B blp will be more 

suitable to guarantee an optimal solution.
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4.5 Sum m ary

We presented two solutions for the MMKP: a branch and bound algorithm B blp 

for optimal solutions, and a heuristic Heu for fast and near-optimal solutions. We 

presented experimental results comparing the two solutions. The heuristic Heu is 

a very good candidate for time-critical applications where a near-optimal solution 

is acceptable, and fast computation is more important than guaranteeing optimal 

value. However in applications where optimality of solution cannot be compromised, 

Bblp wül be more appropriate.
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Chapter 5

The Padm a E nd-System

A rchitecture

In this chapter, we present the Padma Architecture -  an end-system architecture for 

multisession adaptive multimedia systems (AMSs) where the quality of each session 

is dynamically adapted to the change of resource availability and user preferences. 

This architecture is based on the Utility Model for integrated and adaptive man

agement of system resources, and uses metaspaces to encapsulate the machinery of 

quality adaptation. The former provides improved resource utilization and dynamic 

quality adaptation, and the latter provides the programmers of distributed mul

timedia applications freedom from the concerns of low-level resource management 

issues.
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5.1 D esign Issues

Our goal is to design a QoS-based system architecture to support adaptive quality 

multimedia sessions. We oppose QoS-aware applications: we believe that multime

dia applications should not be concerned with quality of service {QoS-transparent 

applications), and the actual QoS should be dynamically decided by the system at 

run-time. This approach has two desirable features: The application programmers 

do not have to worry about the run-time dynamics of the system (separation of con

cerns) , and dynamic quality adaptation can also be provided to legacy applications.

We assume that multimedia programs are composed of media objects such as au

dio, video and channel objects, supported by an adaptive multimedia object library. 

This library provides an application programming interface incorporating media ob

jects supporting recording, processing, transmission, synchronization, presentation, 

and quality control and adaptation of media objects. The multimedia object library 

and the underlying system cooperate to provide quality of service adaptation to 

applications.

Our design is guided by the following decisions:

•  U tility  M odel for In te g ra te d  R esou rce  M anagem ent: We use the Util

ity Model for an integrated and adaptive management of system resources^. 

In this model, each session specifies its user preferences using a quality profile 

(from minimum acceptable quality to highest quality desired), and the system

^We note that Utility Model is proposed to be a general mathematical model to 
express the dynamics within an adaptive multimedia system. In contrast, Padma 
Architecture is our proposal to realize the Utility Model. Thus the dependency 
between the model and the architecture is unidirectional: Padma Architecture uses 
the Utility Model, but the realization of the Utility Model is not restricted to the 
Padma Architecture.
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Application level

System level

Microkernel level

Hardware level
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base object

-5 f

base-mterface meta^inter&ce
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F igu re  5.1: Service-control separation using metaspaces: implementation of the service plane 
using the base interface (service interface) and of the control plane using the meta-interface (control 
interface).

finds the operating quality of (and the amounts of resources to be allocated 

to) each existing session in order to maximize some system utility function 

under system resource constraints. The model provides a unified and com

putationally feasible approach to make session admission, quality adaptation 

and resource allocation decisions within a multisession system.

•  S erv ice-contro l S epara tion : Service and control are distinct activities, and 

should be separated in the system architecture^. Seruice is related to the activ

ities invoked by requests such as an application/system program m ing  interface 

call, whereas control is related to activities invoked by service implementation 

mechanisms, such as reservation of network bandwidth or control signals de

noting network congestion or system load drop. Figure 5.1 (a) shows the

^This concept originated in the context of the B-ISDN model and ATM net
working where service, control and management issues are distinguished [18]. We 
port this concept to operating system design in a simplified form. Here we consider 
management within control, and thus only service and control are distinguished.
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layered structuring of the Padm a Architecture where service and control are 

separated into différent planes. For example, in a video transmission system, 

sending  the next frame is a service operation and changing the refresh rate is 

a control operation.

A b s tra c tio n  using  M etaspaces: As already mentioned, application pro

grams are composed of objects from an adaptive media library, and the quality 

control and adaptation is achieved by the media objects with support from 

the underlying system without QoS-awareness of the application progra m s. In 

order to encapsulate the quality control and adaptation issues from the appli

cation programs, we use the metaspace concept. The metaspace concept was 

introduced at the Sony CSL for designing a flexible and dynamic operating 

system called Apertos [53]. Here the execution of an object is supported by 

a metaspace consisting of some metaobjects. A metaobject is a flexible object 

which can accommodate changes in its behavior/ implementation. As shown 

in Figure 5.1 (b), a metaspace has two types of interface [22]: the base inter

face for accessing the service functions and the meta-interface for changing or 

controlling the service behavior.

Metaspaces provide an elegant mechanism for implementing service-control 

separation[Figure 5.1]: the service plane is implemented using the base inter

face (also called the service interface) and the control plane is implemented 

using the meta-interface (also called the control interface). Thus application 

programmers deal only with the base interfaces of the media objects, whereas 

the designers of the object library and the system have to deal with both the 

base and meta-interfaces in order to support dynamic quality adaptation.
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5.2 T he Padm a System  A rch itecture

Figure 5.2 presents the Padma Architecture for AMSs. The architecture consists of 

four levels:

MM Session 1 ' I  MM Session 2

'qa ^ J  ( f )  , _______
______ I MMLib

[ProcSrvr]\  \  ^emSrvr)(^FfleSrvj(^^^rvi^'Ôoo^MedSrvi^

QMgr; QoS Metaspace

[ VRDr)> [ ARdr)>«»«(  APdr (N etPr) '̂

(  CpuMgr) '̂ [MemMg^/

(cPU [vidR ) ' f Â ü ^ > ° °(AudP (Netic) '̂

application
level

system

level

microkernel
level

hardware
level

service plane 
control plane

F igure 5.2: The Padma system architecture.

I. A pp lica tion  Level: A multimedia Ubrary (MMLib) provides the media ob

jects such as audio(A), video(V), media filters(F)^, quality profile(P), and QoS

^For instance, a filter may remove the E2 enhancement layer firom a layered 
MPEG-2 stream.
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agent(QAgnt).

2. System  Level: It consists of servers such as QoS manager (QMgr), process 

server (ProcSrvr), memory server (MemSrvr), file server(FileSrvr) and me

dia server(MedSrvr). This is supported by the resource management scheme 

involving the resource manager(ResMgr), and device drivers such as video 

recorder driver(VRDr) and audio player driver(APDr) and the network driver(NetDr).

3. M icrokernel Level: The microkernel level provides access to hardware re

sources such as CPU and main memory.

4. H ardw are Level: The hardware level consists of the system components 

such as CPU and memory; the interfaces and devices for recording, encoding 

or presentation of different media (such as audio/video recorder/player), and 

for accessing the communication network (e.g. network interface card).

For simplicity. Figure 5.2 does not show aU the metaspaces. It only shows the 

system level QoS metaspace for illustration. We use solid lines for service objects and 

base interface (service interface) calls, and (small-spaced) dashed lines for control 

objects and meta-interface (control interface) calls.

5.3 Q uality M anagem ent Hierarchy

The Padma Architecture proposes integrated and adaptive resource management 

using the Utility Model. It uses a  hierarchical quality management and adaptation 

scheme. This is suitable for a multimedia end-system where the relation of objects 

is naturally hierarchical: the end-system resources are allocated to the individual 

sessions, and the resources of each session are allocated to the individual media



102

C Application 1]
. : Q : Q c ; r j

ir r r  '•.

: QAgnt ; 
S

Session 1

Application 2

I I
P '

<T--

: QAgnt ;

'  Session 2

control objects 
media objects 
encoding
decodin^decoding

: QMgr :
T

[ResMgr:

y a
CpuMgr

Cpu ]

C---------- VMemMgr|>T
Memory

X  y y
'^NetDrvrj

T
NetIC

Figure 5.3: Hierarchical Quality Management in Padma.

components. Figure 5.3 shows the quality management hierarchy in the Padma 

Architecture. We can identify three domains of management;

A p p lica tio n  dom ain: The quality control and adaptation issues of each session 

are handled by a quality agent QAgnt. QAgnt negotiates with its peers to 

maintain a consistent view of the session operating quality. For example, a 

server should not send video at 30 fps when the client is expecting only 15 fps. 

It enforces the proper QoS parameters for the media objects A, V and F in
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order to utilize the session’s share of the system resources.

S y s tem  dom ain: The QMgr and ResMgr at the system level cooperate to provide 

appropriate qualities to all the sessions. The QMgr is the heart of the Padma 

Architecture. It works in close cooperation with the QAgnts at application 

level and the ResMgr at the same level. It implements the concepts of the 

Utility Model to make session admission, quality adaptation and resource al

location decisions. The QMgr’s resource allocation decisions are then enforced 

by the ResMgr by sending suitable control signals to the resource managers 

such as CpuMgr, MemMgr, NetMgr and VRDr.

R eso u rce  dom ain: Any quality of service management scheme must start with 

resources. Individual resource managers such as CpuMgr, MemMgr, NetMgr 

and VRDr support mechanisms for admission, reservation, scheduling and 

policing of resources to enforce the signals from the ResMgr.

5.3.1 The Role of QoS Manager

Figure 5.4 shows the operation of the QMgr. It executes an event-based algorithm, 

called the Utility engine, which implements the concepts of the Utility Model. The 

system management policy is specified using some system utility function by the 

system administrator. QMgr receives control signals such as new session request 

or session drop (±  session) and change of quality profile from QAgnts, and change 

of resource availability signals (±  P,M,B) from the ResMgr. It derives the session 

admission, quafity adaptation and resource allocation decisions, and issues signals 

such as change operating quality or admit/reject session to QAgnts, and change of 

resource allocation (±  P,M,B) to the ResMgr.
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F igure  5.4: Operation of the QMgr.

•  Session A dm ission : Admission procedure starts from the application level 

when a QAgnt requests a new session. QAgnt specifies the user preferences 

using a quality profile. The QMgr negotiates with the QAgnt and the ResMgr, 

and admits the session only when (a) the system can reserve enough resources 

to guarantee the minimum acceptable quality, and (b) there is enough incentive 

to admit this session (e.g. increase in system utility objective).

•  Q ua lity  A d a p ta tio n  a n d  R esource  A llocation: The QMgr is responsible 

for the adaptation management of the system based on the dynamic resource 

status, and the signals it receives from other components. It receives all the 

signals which may potentially trigger adaptation (such as network congestion, 

resource scarcity/ surplus and service failure). It derives the adaptation deci

sions such as when and how to change the quality of individual sessions, and 

what should be the corresponding change in the amounts of resources allocated
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to the sessions. When the QMgr decides to change the operating quality of 

a session, it informs the corresponding QAgnt of this decision, and issues the 

appropriate resource allocation signals to the ResMgr in order to enforce it.

5.4 T he AVTS Exam ple

To illustrate the operation of the Padma end-system architecture, we consider the 

AVTS introduced in section 1.1. As already mentioned, it is a client-server system 

where the client receives live audio and video &om the server.

Figure 5.5 shows the AVTS system in the Padma Architecture. The server gets 

media input from a video camera and a microphone system, and the client plays 

the media on a display and speaker system. The components on the server side are 

QAgnt for overall quality management, P for tracking the client’s quality profile, 

V and A for the video and audio media components, and finally filter(s) if there 

is a scaling req u irem en tT h e  components at the client are QAgnt, P, CPanel, V, 

A and Synch. CPanel is the user’s GUI® control panel where the user can provide 

her quality requirements, and control the direction of adaptation. Synch takes care 

of the timing and synchronization requirement among audio/video media. We note 

that the media objects have both service components (A, V and F) and control 

components (A', V' and F', shown as objects with dashed outline). The service 

components participate in the media data generation and transmission, while the 

control components participate in quality control, connection setup and run-time 

adjustment with the help of QAgnt.

'^Here we assume only one client. If there are more than one client, the server 
objects are replicated.

“GUI: Graphical User Interface.
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F igure 5.5: The client-server based AVTS system (Application level only).

Figure 5.5 also shows some service and control paths both local and end-to-end. 

A QAgnt, with the help of P, negotiates with the QMgr to establish a QoS contract. 

It issues the control signals to the media objects to make best utilization of the 

resources allocated to the session. Examples of these control signals include ‘reduce 

the sampling rate’, ‘send only the mono audio’, and ‘cut the E2 layer out from the 

MPEG-2 video stream’. The QAgnts at the client and server communicate end-to- 

end to maintain a consistent view of the session operating quality. For example, if 

the user requests better resolution video using the CPanel, the client QAgnt passes 

this request to the server QAgnt. In reply, the server QAgnt may ask whether the 

client is ready to accept a lower frame rate in return.

It is to be noted that we have shown a filter on the server side in the illustration, 

but none at the client side. This is because it is usually preferable to scale a stream 

down as early in the transmission path (i.e. as close to the source) as possible in 

order to avoid wastage of resources such as transm ission bandwidth. However, th is  

may not always be true, especially in cases such as resource constrained servers or



107

heterogeneous multicast receivers. For example, in [5], Campbell et al. illustrate an 

organization for a scalable MPEG-2 flow where some filters are placed a t the client 

ends and others are scattered around the transmission network.

t  AVSeniér )

* MedSivr

; QAgnt -  -
MMLib

MsgSrvr

QMgr J

ResMgr ,

VidRdr AudRdr letDrvr

CpuMgr

VidR AudR NetIC

network

F igure 5.6: Events to start a session for a new client: Part 1.

When a user wants a new AVTS session, it triggers the following sequence of 

events [Figures 5.6 and 5.7]:

The client requests a new AVTS session with two media: audio and video.
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F igure  5.7: Events to start a session for a new client: Part 2.
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•  The media server (MedSrvr) instantiates two media objects A and V, and 

some control objects such as a quality profile (P) to maintain the user’s quality 

preferences, a control panel (CPanel) for the user interface, and a QoS agent 

(QAgnt) for quality management of the session.

•  The client QAgnt establishes a control channel with the server, and in turn, 

the server instantiates a QAgnt and a profile P  at the server end. The client 

P and server P are kept consistent to reflect the user’s preferences.

•  The client and the server QAgnts negotiate between themselves, and also with 

the local QMgrs, to maintain a consistent view of the session operating quality.

•  The media server establishes a media transfer channel from the server to the 

client which may involve resource reservation in the network nodes.

•  The QAgnts enforce the operating quality both at the server and the client. 

This may involve setting the correct QoS parameters for the sampling, en

coding or filtering of the stream at the server, and timing and inter-media 

synchronization at the cUent.

Suppose an AVTS session is using a network bandwidth of 3 Mbps. Now suppose, 

due to network congestion, that the bandwidth available to the session drops from 

3 Mbps to 1 Mbps. The Padma Architecture handles this situation as follows. The 

client QAgnt observes the delivered QoS periodically, for example by observing the 

packet loss rate. When the loss rate increases above some acceptable threshold, the 

QAgnt initiates an adaptation process. The system finds a new operating quality 

suitable for the current level of resource availability which is then enforced by the 

server and client QAgnts, by proper adjustment of the QoS parameters of the media
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objects. For example, the server QAgnt may drop the video refresh rate and/or 

transmit mono quality audio instead of stereo.

Control and Adaptation Signals

The paths for some of the control and adaptation signals within the server end- 

system are shown in Figure 5.8. Control signals may originate at the client QAgnt 

due to the dynamic choice of the users, or due to dynamic adaptation a t the client 

end-system. Control messages exchanged between the server and client QAgnts 

include ‘change the video frame/sec’ (±VFPS) or ‘change the number of audio 

channels’ (ACh). The control signals propagate within the system, with their paths 

determined by the origin of the signal and the format of the input media. For 

example, a change video sampling rate is propagated from QAgnt to the video 

object, then to the video driver, and finally to the video recorder device if this 

implies changing a parameter of the encoding mechanism. On the other hand, if 

one has to discard the E2 layer of a MPEG-2 stream, a  filter is put between the 

video object and the MsgSrvr.

5.5 R elation  to th e U tility  M odel

Th Utility Model provides the basis of the Padma Architecture. It provides the 

Padma Architecture with the following strengths:

•  The dynamic choices and preferences of the users can be expressed using the 

quality profiles. Quality profiles are vital for finding the suitable direction of 

adaptation for a particular session.
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Figure 5.8; Some control and adaptation signals and messages at AVServer.

The management policy of the end-system can be expressed using a system 

utility function, and then the goal of the end-system is to dynamically optimize 

this system utility function subject to system resource constraints.

The Padma Architecture uses the mathematical formulation and the corre

sponding solutions of the Utility Model to make session admission, quality 

adaptation, and resource allocation decisions. The Utility Model provides a 

unified and computationally feasible way to make these decisions.

The Utility Model allocates all the system resources in a unified way based on
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the current resource availability and user preferences. This enables an inte

grated and adaptive resource management scheme for the Padma Architecture.

•  The management policy of a system can be changed on the fly just by changing  

the system utility function.

5.6 Sum m ary

We have presented the Padma Architecture for multisession adaptive multimedia 

systems, where the operating quality of each session is dynamically adapted to the 

change of resource availability and user preferences. This architecture has two nov

elties: (1) integrated and adaptive management of system resources based on the 

Utility Model, and (2) the use of metaspaces to encapsulate the machinery of quality 

adaptation. The former provides improved resource utilization and dynamic qual

ity adaptation, and the latter provides the programmers of distributed multimedia 

applications freedom from the concerns of low-level resource management issues.



113

Chapter 6

U tility  M odel Prototype  

Im plem entation and Evaluation

In this chapter, we present a prototype implementation of the Utility Model which we 

call the Utility Model Demonstration Prototype (UMDP). This prototype demon

strates the fundamental concepts proposed in the Utility Model. It shows the ca

pability of the Utility Model to deal with session admission, quality adaptation and 

integrated resource allocation in a unified way. We have two implementations of the 

UMDP: UMDPl using the optimal algorithm B b l p , and UMDP2 using the heuris

tic H e u . We present traces of UMDPl and UMDP2 using a random sequence of 

session requests and drops, and compare the performances with the performance of 

a simple reservation model prototype (SRMP).
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6.1 P rototyp e Introduction

The UMDP is a GUI-based prototype implemented to demonstrate the concepts 

proposed in the Utility Model for adaptive QoS systems. Specifically it demonstrates 

the ability of the model to deal with:

• new session request,

• drop (termination) of an existing session,

• change in total resources available to the system^, and

•  change in quality profile of an existing session.

To simplify the implementation, the UMDP assumes three resources and nine 

levels of quality denoted as LI ,L2,..., L9. We also assume that the quality-resource 

mapping is available as a table, where each of the nine quality levels is mapped to 

a three-tuple resource vector. We use the resource mapping of Table 6.1 for our

experiments. In Table 6.1, for any resource, a higher quality level always maps to

an equal or larger amount of required resource. However, this is not a requirement 

of the Utility Model or of the prototype implementation.

The main window of the UMDP is shown in Figure 6.1. The left side of this 

window shows the overall state of the multisession multiresource system. It shows 

the scheduling status of the system resources: reserved, allocated, free^ and total.

^In practice, the available resources in a system may change due to change in 
non-QoS system load, or due to dynamic change of distributed resources, such as 
connection baindwidth, where the system does not have direct control, or due to 
failure or unpredictable behavior of some part of the system.

^The system resource not allocated to any session is called firee resource.
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QoS Resource Resource Resource

level 1 2 3

LI 3 4 5

L2 6 7 8

L3 10 8 11

L4 12 8 14

L5 20 10 20

L6 30 25 25

L7 35 30 40

L8 39 35 45

L9 45 40 52

Table 6.1: Quality resource mapping assumed for demonstration.

At the right side of this window, a  graphical scale shows the system utility. 

The main window provides buttons for requesting new sessions and changing the 

total amounts of resources. Choosing the new session button opens a quality profile 

window. Choosing the change resource button brings up three scales, which may 

be used to change the total amounts of resources available to the system. For any 

system resource, the system does not allow reduction of resource quantity below the 

currently reserved quantity.

The quality profile window is used to specify the quality requirement and the 

utility values for the new session as shown in Figure 6.2. Each session is described 

using three service levels, namely Gold, Silver and Bronze. It is assumed that an 

user prefers Gold service to Silver service, and Silver service to Bronze service. For 

each service level, the user chooses a quality level from the nine quality levels LI,
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Figure 6.1: The main window of the UMDP.
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#

Figure 6.2: Quality Profile window for session request.

Figure 6.3: Three normal session windows.
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Figure 6.4: Session window: details.
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L2, L9, and provides a utility value (offered price)^.

When a new session is requested, the UMDP provides a  set of default values, both 

for quality levels and utility values. These default values could be obtained using a 

system-wide default policy or could be personalized based on off-line configuration 

or on the usage history of the user. However the user may override the default 

values at the session request time, using the quality profile window. The user may 

also change the quality profile during the life-time of the session using the session 

window. The UMDP requires that the utility value of Gold is larger than that of 

Silver, and the utility value of Silver is larger than that of Bronze.

When a session is admitted, the UMDP creates a new window called the session 

window. Figure 6.3 shows three session windows in their normal form. The window 

shows the current service level (Gold, Silver or Bronze) of the session. The drop 

button is used to terminate the session. The ‘Details’ button changes the session 

window to its detailed form as shown in Figure 6.4. Here the session window shows 

the current quality profile and resource usage of the session. Using this window, 

the user of an existing session may change the quality profile, and the system will 

adapt to this chémge. This is used to demonstrate the capability of the Utility 

Model to adapt to dynamic changes in user preferences. However, once a session is 

admitted, the user is not allowed to change the minimum acceptable quality level 

or the corresponding utility value, because allowing such a change would invalidate 

the admission of the session, and the session would have to go through another 

admission control procedure with no guarantee of success.

^For most of our discussion in this chapter, we assume the service provider ex
ample where the objective is to maximize system revenue subject to system resource 
constraints. Here session utilities denote the amounts paid by the  users, and system 
utility denotes the total revenue earned by the system.
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/* global variables */
solution *S;
int m=3;
int d=3;
int n;
int A[3];
int 12r[9][3];

/* 3 resources */
/* 3 choices for each profile */ 
/*  number of live sessions */
/* total resource */
I* QoS level to resource map */

{
I n=G; /* start with no session */
2 S ^ U  = 0; /* system utility */
3 5->iîr=[Q 0 0]; /* reserved resource */
4 >̂ i2a=[G G G]; /* allocated resource */
5 read_resmap(12r) ; /* read QoS-resource map */
6 read_resource(i2) ; /* get total resource vector*/
7 do{
8 e = read_event();
9 switch (e->type){

10 case ”req”: /* session request event */
11 req_session(e);
12 case "drop”: /* session drop event */
13 drop_session(e);
14 case "rchange”: /* resource change event */
15 resource-change(e) ;
16 case "pchange”: /* QoS profile change */
17 profile_change(e) ;
18 }
19 } while(e—ftype = =  "quit")
}

Figure 6.5: Pseudocode fo r UMDP implementation.
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procedure req_session(event e)
{
20 session *s;
21 solution *Sd;
22 read_profiIe(s);
23 ïî(S—̂Rr 4- 12r(s—>-Bronze) > i2){
24 print "reject for insufficient resource”;
25 return;
26 }
27 enlarge-MMKP(s);
28 Sd=soIve_MMKP(5, n  +  1);
29 'd{Sd-^U <=
30 reduce-MMKP(s);
31 print "reject for no profit”;
32 return;
33 }
34 S—>Rr = S —̂Rr - I2r[s—>̂ Bronze];
35 n =  n +  1; /* admit new session */
36 S = Sd; /* accept new solution */
}

procedure drop_session(event e)

{
37 session *s;
38 solution *Sd;
39 s =  e^ s id ;
40 S -^R r  =  S -¥ R r  +  12r[s->Bronze];
41 reduce-MMKP(s);
42 Sd=solve_M M KP(S, n-1);
43 n  =  n  — 1;
44 S  =  Sd;

}

Figure 6.6: Pseudocode for request session and drop session events.
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procedure resource_change(event e)

{
45 int i2d[3];
46 solution *Sd;
47 read_reasource_change( Ad) ;
48 if(Ad <  5 -> A r ){
49 print ”panick: resource cannot be less than reserved”;
50 return;
51 }
52 R  =  Rd;
53 5d=solve_M M K P (5,n);
54 S  =  Sd;

}

procedure profile_change(event e) 

{
55 session *s;
56 solution *Sd;
57 s =  e—>sid;
58 read_prohle_change(s) ;
59 change_MMKP(s);
60 5d=solve_M M K P(5, n);
61 S =  Sd;

}

Figure 6.7: Pseudocode for resource change or profile change events.
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6.2 T he U M D P Im plem entation

The UMDP demonstrates the capability of the Utility Model to provide a unified 

solution of the session admission and quality adaptation problems within a mul

tisession multiresource system. It is implemented using a mix of C and T cl/T k 

languages [39]. We used C for the main computation, and Tcl/Tk for the graphi

cal user interface. We have two implementations of the UMDP based on the two 

solutions of the MMKP: UMDPl using the optimal algorithm B b l p , and UMDP2 

using the heuristic H e u .

In section 3.3.1, we discussed how the adaptive multimedia problem can be 

expressed as an MMKP instance. In our prototype implementation, the system 

maintains an MMKP instance where the number of existing sessions in the system 

represents the size of the MMKP instance. The system also maintains a system 

solution data-structure (S) which consists of the following fields: U indicating the 

system utility, R r  indicating the reserved resource vector, and Ra indicating the 

allocated resource vector.

Pseudocodes of Figures 6.5-6.7 present the implementation of the UMDP'^. Fig

ure 6.5 implements the main loop of the prototype, and Figures 6.6-6.7 implement 

the processing of the different events: request-session, drop-session, change-resource, 

and change-profile.

Request-session Event:

When a new session is requested, the UMDP first reads the quality profile of 

the session. Each session chooses three desired service levels: Gold, Silver and 

Bronze. Each service level is specified using a  quality level and a utility value.

'‘In this chapter, UMDP implies both UMDPl and UMDP2 unless we mention 
the specific MMKP solution used.
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Here the utility value denotes the amount of revenue the user has offered to 

pay or has agreed to pay for the quality level.

After the quality profile is obtained, the UMDP first performs a resource 

mapping to map the quality profile to a resource profile according to Table 6.1. 

Then the system performs an admission test to check whether the system has 

enough unreserved resources® to guarantee the m inim um  acceptable quality to 

the new session. If the answer is aflSrmative, the system enlarges the MMKP 

instance, and solves the enlarged MMKP instance.

If the new system solution provides higher system utility than the current 

system utility, then:

•  the session is admitted,

•  necessary resources are reserved to guarantee the minimum acceptable 

quality for the session, and

• the new system solution becomes the current system solution.

Here new system solution implies new resource allocation, and therefore new 

operating quality, for the existing sessions.

However if the new solution does not provide higher system utility than the 

current system utility, then:

•  the session is rejected,

•  the MMKP instance is reduced back to the original size (the size before 

the new request-session), and

•  the system solution remains unchanged.

®Here unreserved resources mean total resources minus reserved resources.
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Drop-session event:

When an existing session is dropped, the allocated resources (both reserved 

and non-reserved) are returned to the system, the MMKP instance is reduced 

by one, the modified MMKP instance is solved, and the new system solution 

becomes the current one.

Change-resource event:

The system does not allow reduction of resource quantity below the reserved 

quantity because otherwise the system can no longer satisfy the quality con

tracts with the existing sessions. When the amount of resource available to 

the system changes, the MMKP instance is changed. The system solves the 

new MMKP instance, and the new system solution becomes the current one.

Change-profile event:

The UMDP also adapts to changes of the quality profile (service levels and /o r 

utility values) of an existing session. However, it does not allow changes of 

the minimum acceptable quality level (i.e. Bronze service level), and the 

corresponding utility value. When the profile of a session is changed, the new 

MMKP instance is solved, and the new system solution becomes the current 

one.

6.3 Tests w ith  R andom  Sequences o f E vents

In this section, we test the UMDP using randomly generated sequence of events, and

evaluate its performance®. We compare the performance of the UMDP with th a t of a

®For random number generation, we used Linux random() function which uses
a non-linear additive feedback pseudo-random number generator with normal dis



126

simple reservation model prototype (SRMP). We use the system utility provided by 

the prototype under test as the main performance index. Since in the Utility Model, 

the goal of the adaptive system is expressed as a constrained maximization problem 

of the system utility function, a higher system utility obtained by a prototype implies 

better performance. We also compare the prototypes in terms of system utility and 

computation time.

The SRMP is based on a reservation based QoS model with no adaptation. Here 

all resource allocation is done by reservation. Thus no distinction is made between 

reserved and allocated resources. Once a session is admitted with certain amounts 

of resources allocated to it, the system cannot reduce or increase the amounts until 

the session terminates.

For our implementation of the SRMP, we reused the concepts of quality profile 

and quality-resource mapping from the UMDP. When requesting a new session, the 

user provides a quality profile to specify her requirements. The system maintains 

the status of the amount of free (not allocated to any session) resources. When 

it receives a new session request, it admits the session at the highest quality level 

which can be supported by the amount of free resources. The system allocates the 

appropriate amount of resources to the session, and the amount of free resources is 

reduced accordingly. When a session is dropped, the system revokes the resources 

allocated to this session which adds to the amount of free resources.

The use of SRMP for our evaluation experiments may be justified as follows.

•  In its simplest form where there is only one service level, SRMP is like the

current telephone system. In this system, a session, called a ‘call’ in telephony,

is admitted only when the system is capable of reserving enough resources to 

tribution.
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support this session. When a session terminates, the resources are returned to 

the system.

•  The SRMP expresses the current trend of B-ISDN systems, such as ATM, 

where a user may specify a desired quality of service for a session. For ex

ample, to request a session, a call in B-ISDN terms, the user may specify the 

required bandwidth of the session. However, once a session is established, the 

bandwidth cannot be changed during the hfe-time of the session.

•  In its general form the SRMP allows the user to specify multiple choices for 

desired quality levels, and the system may choose the most suitable one for 

the current system state. In this sense, SRMP is more generalized and flexible 

than the B-ISDN model.

To compare the UMDP with SRMP, we tested their performance of the models 

using randomly generated (temporal) sequences of events.

6.3.1 Event Sequence Generation

We have implemented the event generation program ‘genevents’, which generates 

quasi-random events using four input parameters; number of events n, average size 

of time steps tg, average size of utUity steps u„ and average duration of a session 

dg. Here the parameter is used to control the average time-difference between two 

consecutive session requests, and the parameter u, is used to control the average 

difference between the utility values of two consecutive service levels of a session. 

The parameter d, is used to control the average duration between the request and 

drop of a session. Table 6.2 shows the sequence of events produced by command 

‘genevents 10 5 10 40’. Each row indicates a session request with its quality profile
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specification and the session duration. For example, event 1 describes a session 

request event triggered at time 2 with quality levels (3 4 5) and corresponding 

utility values (4 24 38), and duration 24 time units. Thus if the session is admitted, 

it will trigger a session drop event at time 26.

Seq.

no.

Time

t

QoS Profile Utility Value Duration

?[o] 9[1] ?[2] u[0] u[l] u[2] d

1 2 3 4 5 4 24 38 24

2 8 1 5 6 17 27 36 43

3 10 1 3 6 8 23 38 11

4 17 2 4 7 12 22 36 58

5 27 1 2 3 2 22 32 51

6 29 3 6 9 16 32 42 71

7 35 6 7 9 13 27 28 25

8 40 1 4 9 19 23 39 75

9 43 1 3 9 2 14 34 16

10 52 1 3 4 3 16 26 56

Ik b le  6.2; Random sequence of events generated by ‘genevents 10 5 10 40’.

We note that the quality to utility mapping is generated randomly which may 

vary from instance to instance. For example, for event 1, quality level 3 is mapped 

to a utility value of 4, whereas for event 6, quality level 3 is mapped to a utility 

value of 16.

6.3.2 Test Algorithm

Our objective here is to compare the temporal variation of the system utilities 

provided by the three prototype implementations UMDPl, UMDP2 and SRMP
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/*  Algorithm to test the prototypes: UM DP and SRMP * /

procedure T estP ro to type ()

{
1 reacLevents(list);
2 w h ile(l){
3 e =  extract _min_t_event(Iist);

if(e==N U L L ) break; 
t  =  e—
if(e -^type = =  “req”){  

s  =  req-session(e); 

if(s !=  NULL)
insert(i +  d, s);

}
else

dropO; 
print H U  e” ;

/ *  put events into link list */

4
5
6
7

8 
9

10
11

12
13
14 } 

}

/*  request event * /

/*  session admitted */

/*  drop event */

Figure 6.8; Procedure T e s t P r o t o t y p e :  Algorithm for testing prototypes.

using random sequences of events. A high level description of the algorithm used 

for testing UMDP and SRMP is given in Figure 6.8. We use a doubly linked list 

to implement the time driven simulation algorithm. The linked-Ust uses time t  as 

the key, and elements are maintained in such a way that the key is nondecreasing 

from head to tail. Two operations required are insertion of a node, and extraction 

of the node with a lowest key value. Events in the list may be of two types: session 

request event ( “req”) or session drop event (“drop”). The session request events are 

obtained from the input sequence of events, and if the session is admitted, a session 

drop event is inserted by the system.
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The prototypes UMDPl, UMDP2 and SRMP are invoked using command for

mats ‘um dpl r l  r2 rS’, ‘umdp2 r l  r2 r3’ and ‘srmp r l  r2 r3’ where r l ,  r2 and r3 are 

integers indicating total amount of available resource for resource 1, resource 2 and 

resource 3 respectively.

The algorithm T e s t P r o t o t y p e  works as follows. At first the input sequence 

of events is read into the linked-Iist. The processing of these events proceeds in a 

loop until the list is empty. In each iteration, the system extracts the event with 

the lowest key firom the list, and checks the type of the event and processes it using 

the prototype under test (UMDPl, UMDP2 or SRMP).

6.3.3 Test Results

Tables 6.3 provides a temporal trace of the events, and their efiect on the system 

utility obtained by the prototypes UM DPl, UMDP2 and SRMP for the sequence of 

events given in Table 6.2 and for a value of 60 for each of the three system resources. 

The temporal variation of the system utility is plotted in Figure 6.9.

We note that due to difference in admission policies of the implementations^, it 

is possible that, one prototype admits a  session, but another rejects it. For exzimple, 

UMDPl and UMDP2 admitted session 8, but SRMP rejected it.

In Table 6.3, we note that the system utilities obtained by UMDPl and UMDP2 

is always higher than that of SRMP. We also note that, even though UMDP2 uses the 

heuristic H e u , its performance is comparable to that of UMDPl using the optimal 

algorithm B b l p . UMDP2 provided optimal system utility most of the time, and 

provided close to optimal system utility rest of the time (that is, during periods 

10-21 and 26-27).

^This is because admission decisions depend on the implementation.
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tim e U M D Pl UM DP2 SRM P

t V Event V Event V Event

0 0 startup 0 startup 0 startup

2 38 session 1 added 38 session 1 added 38 session 1 added

8 74 session 2 added 74 session 2 added 74 session 2 added

10 97 session 3 added 93 session 3 added 82 session 3 added

17 105 session 4 added 100 session 4 added 94 session 4  added

21 87 session 3 dropped 87 session 3 dropped 86 session 3 dropped

26 63 session 1 dropped 58 session 1 dropped 48 session 1 dropped

27 90 session 5 added 90 session 5 added 80 session 5 added

29 103 session 6 added 103 session 6 added 96 session 6 added

35 103 session 7 rejected 103 session 7 rejected 96 session 7 rejected

40 122 session 8 added 122 session 8 added 96 session 8 rejected

43 122 session 9 rejected 122 session 9 rejected 96 session 9 rejected

51 105 session 2 dropped 105 session 2 dropped 60 session 2 dropped

52 115 session 10 added 115 session 10 added 86 session 10 added

75 109 session 4 dropped 109 session 4 dropped 74 session 4 dropped

78 81 session 5 dropped 81 session 5 dropped 42 session 5 dropped

100 49 session 6 dropped 49 session 6 dropped 26 session 6 dropped

108 39 session 10 dropped 39 session  10 dropped 0 session 10 dropped

115 0 session 8 dropped 0 session 8 dropped

T kble 6.3: Output traces of prototypes UMDPl, UMDP2 and SRMP on random sequence of 
events presented in Table 6.2.
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Figure 6.9: Temporal variation of system utility obtained by UMDPl, UMDP2, and SRMP for 
the events of Table 6.2.

The utility-axis of this figure indicates utility or revenue (e.g. doUars) per unit 

time, and the area under the system utility curve between two time instants and 

<2 indicates the revenue earned in this time period. Thus in revenue terms, UMDPl 

and UMDP2 will generate more revenue than SRMP for the same amounts of system 

resources. We measured the system revenues for the three implementations using 

Table 6.3. Here UMDPl produced a revenue of 10152, UMDP2 produced a revenue 

of 10099, and finally SRMP produced a revenue of 7468. We note that the revenue 

produced by UMDP2 is very close to that of UM DPl, and either of these two is 

significantly higher than that of SRMP.

Figure 6.10 shows the variation of system utility for a  random sequence of 100 

events. Here UMDPl produced a revenue of 735401, UMDP2 produced a revenue 

of 728276, and finally SRMP produced a revenue of 589619.

We note that, during certain periods, the system utility of UMDP2 exceeds that
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F igure 6.10: Temporal variation of system utility obtained by UMDPl, UMDP2, and SRMP for 
events generated by ‘genevents 100 10 100 100’.

of UMDPl. This may be misleading, because UM DPl uses an optimal algorithm for 

solving the MMKP, whereas UMDP2 uses a  heuristic solution. However this is not 

unexpected due to the difference of admission decisions: The sessions admitted by 

UMDPl may be different from those of UMDP2. Thus at certain times, the MMKP 

instance for the UMDPl may be different from that of the UMDP2, and the system 

utility provided by UMDP2 may not always be smaller than tha t UMDPl.

We have also compared the total computation time required by the implementa

tions to process the sequences of events. For the sequence of 10 events, the compu

tation times required by implementations UM DPl, UMDP2 and SRMP are 28411, 

1289 and 331 microseconds, respectively. For the sequence of 100 events, the corre

sponding numbers are 1856318, 24695 and 2947.

Table 6.4 compares the performance of UM DPl, UMDP2 and SRMP in terms of 

system revenue and computation time. Here performance numbers are normalized
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Sequence of 10 events Sequence of 100 events

Prototype system computation system computation

revenue time revenue time

UMDPl 1.00 1.000 1.00 1.000

UMDP2 0.99 0.045 0.99 0.013

SRMP 0.74 0.011 0.80 0.002

T able 6.4: Performance of UMDPl, UMDP2 and SRMP in terms of system revenue and compu
tation time. Here performance numbers are normalized using those of UMDPl.

with respect to the relevant numbers of UM DPl. We note that the system revenue 

provided by UMDP2 is 99% of the system revenue provided by UMDPl, and the 

computation time of ÜMDP2 is less than 5% of the computation time of UMDPl. 

On the other hand, the system revenue provided by SRMP is significantly lower 

than that of either UMDPl or UMDP2.

We note that UMDP2 produced a t least 19% more revenue than that of SRMP, 

and the computation time of UMDP2 is seven times that of SRMP. Since the compu

tation time is still in the order of milliseconds, this extra computation time appears 

to be well justified by the extra revenue it earns.

6.4  Sum m ary

In this chapter, we have described the Utility Model Demonstration Prototype 

(UMDP). This demonstrates the capability of the Utility Model to provide a unified 

solution of the session admission and quality adaptation problems within a multi- 

session multiresource system.

We have two implementations of the UMDP: UMDPl using the optimal algo
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rithm B b l p , and UMDP2 using the heuristic H e u . We tested the UMDF with 

random sequences of events, and present output trace of the program. We com

pare the UMDP with a simple reservation model prototype (SRMP), and show that 

the system utility achieved by the UMDP is significantly higher than that of the 

SRMP. For applications such multimedia service providers, it means that UMDP 

will generate more revenue than SRMP for the same amounts of system resources.
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Chapter 7

Conclusion

In this chapter, we summarize our contributions, and list future work and work in 

progress.

7.1 C ontributions

The major contributions of this dissertation are as follows:

1. Utility Model for AMS:

We have presented the Utility Model -  a mathematical model to capture the 

dynamics of adaptive multimedia systems. This model is based on the concepts 

of quaUty profile, quality-resource mapping, session and system utility, and re

source constraints. In this model, each session provides a quality profile which 

is a set of operating qualities arranged &om the minimum acceptable qual

ity to the maximum desired quality. Any operating quality may be mapped 

to the required resources using a quality-resource mapping, and to a session
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utility using a quality-utility mapping. The goal of the adaptive multimedia 

problem is then to maximize some system utility, subject to the system re

source constraints. This model formulates the adaptive multimedia problem 

as the multiple-choice multi-dimension 0-1 knapsack problem (MMKP). It in

corporates the dynamics of resource management and the interplay of media 

components of the existing sessions.

The Utility Model has the following features:

•  It provides a unified and computationally feasible way to solve the ad

mission problem of new multimedia sessions, dynamic quality adaptation 

and integrated resource allocation problems of existing sessions.

•  This model provides an integrated approach to allocate all the system 

resources which enables integrated resource management.

•  The concept of quality profile allows the users to specify their service 

requirements in a flexible manner. For example, the user request may be 

like ’’SUver or better quality” or "Gold quality always” .

•  The users may negotiate with the system to find a suitable (and person

alized) quality-utility mapping.

•  The model allows flexible management policies for service providers. The 

management policies of a service provider may either be expressed in

directly in the system utility function and parameters, or they may be 

expressed as additional system constraints.

•  It provides increased system utility (e.g. revenue or profit) as compared 

to static reservation approach.
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Although the Utility Model was developed to capture the dynamic behav

ior of AMSs, it is very general in nature, and may potentially be applied in 

many diverse application. For example, it may be used to  model single-seller 

multiple-buyer dynamic markets where each buyer provides a set of choices, 

and the seller finds the appropriate choice for each buyer in order to optimize 

the seller’s objective. For example, it may be used to  maximize the revenue 

of a multimedia service provider or to model a dynamic airlines system where 

a client may have a customized ticket with business class seat and economy 

class meal.

2. Solutions of MMKP:

The MMKP is one of the harder and less well-studied variations of the 0-1 

Knapsack Problem. We presented two solutions for the MMKP: the branch 

and bound algorithm B b l p  and the heuristic H e u . Algorithm H e l p  pro

duces the optimal solution, whereas the heuristic H e u  provides a fast but 

near-optimal solution. We have analyzed the computational complexity of the 

heuristic H e u . We have reported computational experiences, and have com

pared the two approaches for practical applications, finding th a t H eu  solutions 

are usually within 4% of the optimum but at a much reduced computational 

cost. H e u  is suitable for time-critical applications such as real-time admission 

and quality adaptation decisions in multimedia systems.

3. Padma End-System Architecture:

We have presented the Padma Architecture -  a system architecture for multi

session adaptive multimedia systems where the quality of each session is dy

namically adapted to the changes of resource availability and user preferences.
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This architecture has two novelties: (1) integrated and adaptive management 

of system resources based on the Utility Model, and (2) the use of metaspaces 

to encapsulate the machinery of quality adaptation. The former provides im

proved resource utilization and dynamic quality adaptation, and the latter 

provides the application programmers freedom from the concerns of low-level 

resource management issues while developing multimedia applications.

4. Prototype Implementation and Evaluation:

We have implemented a GUI-based Utility Model Demonstration Prototype 

(UMDP) to demonstrate its capability to handle admission control, quality 

adaptation and integrated resource allocation in a unified way. We have 

evaluated the performance of UMDP using random sequences of events, and 

compared the results with those from a simple reservation model prototype 

(SRMP). We have shown that the system utility achieved by the UMDP is 

significantly higher than that of the SRMP. For applications such as multime

dia service providers, it means that UMDP will generate more revenue than 

SRMP from the same amounts of system resources.

7.2 Future W ork and W ork in Progress

This work has opened many problems and issues which require further research. Let 

us list some of them.

•  Resource Mapping: Further research is required for mapping operating quali

ties to required resources. Ongoing research at Keio University and at Wash

ington University at St. Louis is addressing this problem [38, 15].
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•  Design of Adaptive Library and Applications: We and our friends at the 

PANDA Laboratory have designed an adaptive multimedia object library. The 

library has been partially implemented, and we are in the process of incorpo

rating some of the concepts of the Utility Model to support dynamic quality 

adaptation based on the network statistics collected by a statistics server. Here 

our goal is to demonstrate dynamic quality adaptation using real multimedia 

applications, such as the AVTS system described in section 5.4.

We have implemented the multimedia library and the Utility Model on a best- 

effort datagram-based network using IP and RTP^. We have implemented a 

prototype system where the model is used to adapt quality of two contending 

sessions: a video transmission system and a ftp session [6]. In future, it will 

be interesting to port some of these implementations to a reservation-based 

network such as ATM. ATM network is particularly interesting because it has 

the provision for quality of service specification and guarantee.

•  Implement an Adaptive Multimedia Server: One good way to demonstrate the 

features of the Utility Model will be to implement it in an adaptive multimedia 

server (AMSrvr) such as video-on-demand server, where the quality of real 

multimedia streams are dynamically adapted based on the user choices and 

resource availability.

Our research group at the PANDA Laboratory is currently working on such 

an implementation. We assume a distributed client-server model where the 

clients execute in the users’ machines, and the server executes in the service 

provider’s machine. When an user starts a  session, the server initiates a quality 

of service agent (QAgnt) at the server machine who enforces the quality of

^RTP: Real Time Protocol.
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service adaptation of this session. We note tha t all the admission control and 

adaptation issues will be handled by a single server.

For our implementation, we are assuming an IP-based best-effort service in 

our network. Thus for the network bandwidth resource, we are working on a 

reactive adaptation model, where the system monitors the availability of the 

network bandwidth and adjusts the usage of other resources and/or quality of 

service parameters to adapt to the changes. This approach can be contrasted 

with a pro-active adaptation model where resources can be reserved, and the 

reservation can be policed and enforced using predictive scheduling.

•  Apply to Economic Systems: The Utility Model may potentially be extended 

to capture dynamic markets where the price of a resource changes dynamically 

with change of demand and supply. In the Ebctended Utility Model (BUM), the 

system consists of a set of user agents, a provider agent and a  set of resources. 

The objective of the user agents is to maximize utility-price ratio. On the 

other hand, the objective of the provider agent is to maximize system utility 

(revenue or profit) subject to the resource constraints and user constraints. 

Here the main problem is to allocate resources in order to resolve the conflicting 

objectives of the users and the provider. This will also involve designing a 

protocol for dynamic negotiation between the user agents and the provider 

agent. The BUM may farther be extended to incorporate a set of providers 

instead of just one provider.

•  Extend the Utility Model for Distribution: Currently, the Utility Model incor

porates the dynamic behavior of multiple sessions within a single end-system. 

It will be interesting to see how the model has to be extended to apply to
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distributed systems whose resources are scattered around a communication 

network.

Currently, we are working on a two layer model where the higher layer deals 

with allocation of distributed resources, and the lower layer handles the al

location of local resources. Here the idea is to use one Utility Model engine 

(UME) at each site. An UME manages the resources local to its site, and 

communicates with other UMEs to handle the distributed resources. Such an 

extension has to address the following issues:

— What protocol should a UME use to talk to each other?

— How do UMEs maintain the dynamic state of the overall system?

— How do we formulate the adaptive multimedia problem with both local 

and distributed resources?

— Should we use a simple client-server model where the higher layer adap

tation computation is done at a single server? Or should we use a dis

tributed peer-peer model where the higher layer adaptation computation 

is performed using some distributed algorithm?

Monitoring and Signaling: In any adaptive system, there has to be some way 

of signaling such that the system knows when and how to react to dynamic 

state changes. For example, if the network is congested or if it fails to meet 

a certain bit-rate, this information must be passed back in order to achieve 

any adaptation. The design of a monitoring and sign a lin g  system includes the 

design of required protocols and the corresponding mechanisms. Monitoring 

is also required for a connection user to check that the provider is providing 

the quality of service as per commitment.
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•  Eventual Fair Share Scheduling: The Utility Model addresses the dynamic 

resource allocation problem within multisession multimedia systems. It tells 

how the system resources should be shared among the live sessions. How

ever it cannot tell when and how to schedule the system resources in order 

to implement the resource allocation. Thus we require an adaptive resource 

scheduling algorithm for a multiresource multisession system. For example, 

we consider a department of an office or a research laboratory. The system is 

required to support a mix of QoS loads such as multimedia conferencing, and 

non-QoS (best-eflFort) loads such as electronic mail. To support the QoS loads, 

the system must support reservation-based resource allocation and scheduling. 

The system should also be fair to its users. Now what does fairness mean in 

the context of reservation-based resource scheduling?

To solve the resource scheduling problem in adaptive systems we are working 

on an idea which we call eventual fairness. In eventual fairness, the system 

implements a  policy which is fair to its users if the resource allocation is viewed 

over a long period of time, for example an hour or a day. It is contrary to 

the traditional fairness policy where the resource allocation tends to be fair at 

all times. For our scheduling policy, we are working on an adaptive algorithm 

using the concepts of reservation tokens and dynamic priority. At any time, 

the priority of a task is determined dynamically based on the importance of 

the user, status of the user’s token account, user’s priority tag (Gold, Silver 

or Bronze), and system load.

•  Modeling the Distributed Virtual Worlds: The Utility Model may be extended 

to distributed virtual worlds where the consistency level among virtual worlds 

is adapted, based on available resources. For example, when enough band-
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width is available avatars may send facial expression updates as well as po

sition updates. However, when the network is congested, the avatars may 

only send position updates. In this context, an architecture for scaling virtual 

worlds is suggested in [28].
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