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ABSTRACT

In this dissertation, we explore the cosmological sensitivity of well-motivated ex-

tensions of the Standard Model (SM) of particles. We focus on two specific models,

the vector portal and the Higgs portal, that can connect the SM to a dark sector of

new hidden particles. We find that both portals have sensitivity in the ultra-weak

coupling regime, where the relic abundance is set by the freeze-in mechanism. Pro-

vided that the mediators of the portal interactions decay into the SM, we derive the

constraints on masses and couplings of such states from precision cosmology. As a

primary source of constraints, we use Big Bang Nucleosynthesis (BBN), the Cosmic

Microwave Background (CMB) and the diffuse X-ray background. For the Higgs por-

tal scalar, we improve the relic abundance calculation in the literature and provide an

estimate of thermal corrections to the freeze-in yield. We find that the cosmological

bounds are relatively insensitive to improvements in the abundance accuracy, and a

full finite-temperature calculation is not needed.

We also investigate the BBN constraints for hypothetical long-lived metastable

scalars particles S that can be produced at the Large Hadron Collider from decays

of the Higgs boson. We find that for viable branching ratios Br(h → SS), the early

universe metastable abundance of S, regulated by its self-annihilation through the

Higgs portal, is so large that the lifetime of S is strongly constrained to τS < 0.1 s

to maintain the consistency of BBN predictions with observations. This provides a

useful upper bound on the lifetimes of S particles that a purposely-built detector,

such as the one suggested in the MATHUSLA proposal, seek to discover.

We also investigate the viability and detectability of freeze-in self-interacting

fermionic dark matter communicating with the SM via a vector portal. We focus

on the parameter where the χχ̄ → A′A′ is negligible, as required by a variety of

indirect detection constraints. We find that planned upgrades to the direct detection

experiments will be able to probe the region of parameter space that can alleviate

small scale structure problems of dark matter via self-interactions for a dark fine struc-

ture constant as small as αd = 10−4. We forecast the sensitivity for Lux-ZEPLIN,

XENONnT and PandaX-4T.
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Chapter 1

Introduction

Elementary particle physics is a mature scientific field; generations of scientists and

philosophers have been trying to answer one simple question : What is matter made

of? This rather basic question has lead to the initial discovery of the electron by

J.J. Thomson in 1897 [1], followed by many breakthroughs in the last century that

challenged our knowledge and perception of the world we live in.

Our current understanding of particles was established in the late ’70s. The par-

ticles were classified by their properties with interactions described in the language

of quantum field theory. This Standard Model (SM) of particle physics has proved

to be an excellent tool to predict and describe experimental data. It reached an un-

precedented level of experimental proof with the discovery of its last ingredient, the

Higgs boson, at the Large Hadron Collider (LHC) in 2012 [2, 3].

Despite its undeniable success, the SM is known to be incomplete and new physics

must be invoked to explain some phenomena. For instance, we know that the ob-

servation of neutrino oscillations imply a massive neutrino structure [4] that is not

present in the SM. There are also a few high precision measurements that are incom-

patible with the SM theoretical predictions, notably the muon anomalous magnetic

moment [5] and the proton charge radius determined from muonic hydrogen [6]. These

examples of experimental results might be suggesting that additional ingredients with

subdominant contributions to the SM are needed to provide small corrections to ac-

count for these discrepancies.

The situation is much more dramatic if we look in the sky, beyond our small planet.

If the SM answers the original question What is matter made of?, it should provide a

description of all matter, across the universe, from its infancy to current times. Yet,

the existence of our universe and the breakthroughs of precision cosmology during the



2

last two decades tell us there must be more; Dark Matter (DM) contributes 25.8% of

the total energy density and a dark energy filling 69.2% of the current energy density

of the universe [7]. The existence of our universe also requires an asymmetry of

matter over antimatter, otherwise the entirety of matter would have annihilated into

radiation. Baryogenesis, the mechanism that generates this asymmetry in the early

universe, requires a Charge-Parity (CP) violation which is present but too small in

the SM [8]. This brings the need for extending the SM to another level; the SM is only

a tiny fraction of the total energy of the universe and if it were its only constituent,

the universe would be a sea of photons without planets, stars and galaxies!

The evidence for DM is now overwhelming [9] and essentially comes from a missing

gravitational pull from ordinary matter (e.g. stars, galaxies, gas, etc.). Its influence is

required on different scales, explaining the famous flat rotation curve velocity at large

radii [10] on galactic scales to the anisotropies of the cosmic microwave background [7]

and the structure formation [11] on cosmological scales. It would be perfectly con-

sistent with observations if DM were to interact with the SM only through gravity

and its relative abundance is set via an inexplicably tuned initial condition. The

small difference of energy densities of dark and ordinary (i.e. SM) matter can instead

suggest a common origin for both ingredients in the far past that would provide a

“universal” initial condition. Such scenarios typically posit a significant amount of

interaction between the two sectors that would keep them in equilibrium throughout

the very early stages of the universe’s history [9]. From a particle physics perspective,

this is an exciting opportunity to find other experimental signatures of the SM-DM

non-gravitational interactions and have a window into the fundamental properties of

DM.

Although the contribution of SM particles is currently subdominant in terms of

cosmological energy density, it is quite remarkable that its microphysics correctly

predict relative abundances of light nuclei, which are unaffected by the DM and

dark energy [12]. On the other hand, the strongest evidence for the need of an

ameliorated SM comes from cosmology. The interplay between macrophysics and

microphysics, cosmology and particle physics, is crucial for the progress in each field.

In recent years, observational cosmology has reached a precision level that can provide

better sensitivity to some particle physics parameters than more conventional particle

experiments. For example, the best upper bound for the sum of neutrino masses

currently comes from cosmological data [13].

The incompleteness of the SM and the complementarity of cosmology with labora-
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tory experiments motivate the research efforts presented in this dissertation. We aim

to harness the power of precision cosmology in order to explore possible extensions of

the SM. Given the minimal signs of new physics from the LHC, precision cosmology

provides an alternative search avenue from traditional collider experiments. Before

diving into the specific details of the models investigated, we review some building

blocks needed for studying particle physics effects within a cosmological framework.

1.1 Thermal history of the universe

The Big Bang picture of the early universe is an incredibly simple and successful the-

ory as a post-inflation initial condition to the universe. With the simple requirements

of a universe was once hot, dense, in thermal equilibrium and a nearly-scale invariant

primordial spectrum of fluctuations, one can mathematically predict the properties

of the expanding universe, retrieving in a natural way the general features of the

universe we live in [14]. Thermal distributions of particles and an almost smooth

background metric allow for simple analytic solutions at linear order of all physics,

until the gravitational collapse of matter and formation of large structures in the

universe.

Assuming an isotropic and homogeneous cosmology, the abundance of all particles

that interact with a thermal bath are described by a master equation, the Boltzmann

equation [14],

ṅi + 3Hni =
gi

(2π)3

∫
C [fi(pi, t)]

d3pi

Ei
, (1.1)

where ni is the number density of the particle at a given time t, H is the Hubble rate

and C describes the collisions or interactions it has with other particles, integrated

over the distribution of the particle fi. The left-hand side has the extra Hubble term

that takes into effect the ni dilution from the expansion of the universe. Since entropy

s is comovingly conserved, it is customary to define Yi = ni/s, which simplifies the

right-hand side to ṅi + 3Hni = Ẏi. The right-hand side is process dependent and

needs to be computed for all types of interactions that are relevant.

The evolution of the Universe includes multiple thermal transitions, where some

constituents begin as freely moving and then annihilate or bind to other particles.

These transitions happen at very precise times, when the ambient temperature is

of the same order as the binding energy of the bound objects. The binding en-

ergy hierarchy of the different substructures allows for well-defined outcomes of each
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cooling stage. This separation of energy scales isolates the treatment of each stage

and simplifies the understanding of the underlying physics. We proceed to review

three main applications of the Boltzmann equation that will be used throughout this

dissertation: the determination of the relic abundance of particles, the synthesis of

light nuclei (named Big Bang Nucleosynthesis) and the emission of photons from the

last-scattering surface (the Cosmic Microwave Background).

1.1.1 Relic densities

At high temperatures, particles are kept in thermal equilibrium by the efficient inter-

action rates with the thermal bath. Once the scattering rate drops below the Hubble

rate, it is no longer maintained in equilibrium and the abundance departs from the

equilibrium value. The archetype example is a species i coupled to the SM bath with

2↔ 2 interactions. The Boltzmann equation (1.1) takes a simple form

ṅi + 3Hni = −〈σvrel〉
(
n2
i − n2

i,eq

)
, (1.2)

where 〈σvrel〉 is the thermally averaged cross section. The −n2
i 〈σvrel〉 term accounts

for the depletion from self-annihilations while the other term n2
i,eq〈σvrel〉 takes care of

the production of species i from the inverse reaction. Because the i production comes

from particles in thermal equilibrium, detailed balanced can be used to represent the

number densities of the bath particles as the equilibrium value ni,eq [14]. The equation

can be written more simply as

dYi
dT

= 〈σvrel〉
s

HT

(
Y 2
i − Y 2

i,eq

)
, (1.3)

with 〈σvrel〉 as the only input to obtain the final abundance. We show in Fig. 1.1

the qualitative behaviour as a function of a constant 〈σv〉 (although it can have a

velocity dependence [14]). The particle initially starts in equilibrium, and when the

annihilation rate drops below the expansion rate, the depletion from annihilations

becomes inefficient and the abundance freezes out of the thermal bath. Stronger

interactions maintain the abundance in equilibrium to lower temperatures, thus de-

laying the decoupling and decreasing the final abundance. In the freeze-out scenario,

the final abundance is inversely proportional to the cross section Yf−o ∝ 1/〈σv〉. The

relic abundance matches the measured cold dark matter value for 〈σv〉 ∼ 1 pb over a

wide range of masses. This order of magnitude is typical of interactions induced by
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Figure 1.1: Schematic representation of the normalized particle density evolution in
a freeze-out (blue) and freeze-in (orange) scenario. Dotted, dashed and solid lines
demonstrated increasing cross sections.

the weak force and consequently defines a popular type of dark matter candidate :

the Weakly Interacting Massive Particle (WIMP).

Large interaction rates with the thermal bath guarantee the thermalization of a

species, irrespective of an initial condition on the abundance. An alternative scenario

yet considers interaction rates that remain below the Hubble rate at all times [15].

In this case, if the species is initially absent, it gets populated from the thermal bath

while never reaching thermal equilibrium. The Yeq term in Eq. (1.3) can then be

neglected and Y is never depleted through annihilations. As shown in Fig. 1.1, the

abundance freezes in and the surviving abundance is proportional to the cross section

Yf−i ∝ 〈σv〉.
It should be emphasized that the empty initial abundance required for the freeze-

in is an important initial condition for model building. It cannot be significantly

populated by another mechanism, an inflaton decay for example. In this case, it

would not interact enough to lower its abundance through annihilation and might

overclose the universe. With this caveat in mind, the correct abundance for DM can

be obtained in two regimes; through the freeze-in mechanism with a small coupling

and via the standard freeze-out with a large coupling constant. As depicted in Fig. 1.2,

in the intermediate regime, when couplings are sufficient to thermalize the DM, but
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Figure 1.2: Schematic representation of the relic density relationship with respect to
the coupling strength with the bath.

not sufficient enough to provide a weak-scale annihilation cross section, we have too

much DM left, which is ruled out by observations. If additional interactions are

present besides the 2↔ 2 scenario, the Boltzmann equation requires more terms and

the situation can be more complex than the basic freeze-in freeze-out picture [16, 15].

1.1.2 Big bang nucleosynthesis

Arguably the earliest probe of our Universe1, the cosmological creation of light ele-

ments, referred to as Big Bang Nucleosynthesis (BBN), provides precise abundance

predictions for the elements between Hydrogen (H) and Lithium-7 (7Li) and their

isotopes. The standard theory of BBN (see [12] for example) entails the evolution of

abundances via the network of nuclear reactions that have carefully been calculated

and/or measured in nuclear physics experiments (Fig. 1.3).

The abundance of each species i = {p, n,D, 4He, ...} can be calculated with a set

of coupled Boltzmann equations

dYi
dt

= −H(T )T
dYi
dT

=
∑

(ΓijYj + ΓijkYjYk + ...) , (1.4)

where Yi = ni/nb is normalized on the baryon number density nb. Each possible

reaction in the network is represented via the corresponding rate Γij.... The resulting

1In early 2014, the Bicep2 collaboration claimed detection of B-mode polarization [17] which could
be interpreted as a signature of the inflationary era. The interpretation was under a heated debate
and was then discarded through a joint analysis from Bicep2, Planck and Keck Array data [18].
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Figure 1.3: Network of main reactions in BBN. Each line is labeled by the reactants.
DD1 corresponds to D +D → 3He+ n and DD2 to D +D → T + p.

evolution is shown in Fig. 1.4. The only external input parameter to determine the

final abundances is ηb the baryon-to-photon ratio, which is carefully measured in the

CMB [7].

To qualitatively describe the sequence of events during the BBN, we note that the

Universe is initially2 filled with protons and neutrons in thermal equilibrium as a small

addition to the energetically dominant electrons, positrons, neutrinos and photons.

As decreasing temperatures make the rest energy difference between protons and

neutrons relevant, the weak force shifts towards reducing the neutron abundance. Not

too far from this temperature scale, interaction rates between neutrons and protons

become smaller than the expansion rate and the neutron fraction freezes out to Xn ≡
nn

nn+np
' 0.158 at Tfreeze ' 0.84 MeV. The production of the next lightest element,

deuterium (D), is however delayed due to the high number of photons (ηb ≡ nb/nγ ∼
10−10) which quickly destroys any heavier element. The neutron freeze-out fraction

Xn slightly decreases via β-decays to protons and residual weak interaction scattering

processes. The onset of nuclear reactions is delayed by the shallowness of the deuteron

binding energy (as compared to the typical nuclear binding energy scale) and the D

production is eventually effective around T ' 100 keV. The remaining species in

the nuclear network rapidly populate, with neutrons ending mostly in the element

with the largest binding energy, 4He, allowing a straightforward estimate for its final

2This initial time is taken with respect to BBN. At earlier times, asymptotic freedom [19, 20] tells
us that quarks should be freely propagating, but the high confinement energy T ' 150 MeV [21],
compared to the beginning of BBN at T ' 1 MeV renders the details irrelevant.
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Figure 1.4: Time-dependence of the light nuclei abundances relative to hydrogen.
Helium-4 is indicated as relative abundance by mass Yp defined in (1.5). The dotted
lines are species that will freeze out from BBN, but eventually decay into a stable
nucleus. Reproduced with permission from [12].

relative abundance by mass

Yp ≡
m4Hen4He

mbnb
= 2Xn ' 0.25. (1.5)

With the exception of the 7Li abundance, all theoretical predictions (with a

baryon-photon ratio ηb input from CMB observations) of primordial values agree with

astrophysical observations [22]. The 7Li prediction from standard BBN remains a fac-

tor of 3-5 higher than the primordial value extrapolated from metal-poor stars [23].

The lithium problem is still unresolved, with potential solutions from new physics or

astrophysical mechanisms altering its concentration in the atmospheres of old stars

and thus modifying the extrapolation to a primordial value [22].

1.1.3 Cosmic microwave background

After BBN that is limited to a very early epoch (1 to 100 seconds), the next major

cosmological event is the recombination of free electrons with the charged nuclei,

transforming the Universe from free ions to neutral atoms. The Universe then becomes
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Figure 1.5: Left: Temperature anisotropies in the CMB measured by the Planck
satellite [7]. The red (blue) spots correspond to regions in the sky with up to 10−4

K above (below) the average temperature T0 = 2.7255 K. Right: Temperature power
spectrum associated with the Planck data on the left. The red dots with errors
and the measurements and the shaded green zone is the ΛCDM model prediction.
Courtesy of the ESA and the Planck Collaboration

transparent, allowing the propagation of light over long distances. This remnant light,

the CMB, is now detectable [24, 25], with a blackbody spectrum at T = 2.73 K and

minuscule angular fluctuations at the 10−4 level (shown in Fig. 1.5). Deviations

from the average temperature are a signature of a nearly scale-invariant spectrum

of small fluctuations and evolved with the pressure-gravity oscillation of the baryon-

photon plasma [26]. They thus encode rich information about the constituents of our

Universe, and have recently been studied to high precision with the WMAP [24] and

Planck [25] satellites to provide the present picture of a flat Universe, dominated by

dark energy and cold dark matter with a nearly scale-invariant spectrum of primordial

fluctuations (the ΛCDM model).

As the Universe does not instantaneously become transparent, the CMB photons

do not come from the exact same emission time and we observe an integrated picture

over a range of last scattering times, effectively weighted by a function of the ionized

fraction of the Universe. The neutralization process is most efficient through a cas-

cading recombination with the free → 2S → 1S perturbative transition3 and can be

evaluated with another form of the Boltzmann equation [27, 28]

dXH

dt
= Cr

{
(1−XH) β −X2

Hnbα
(2)
}
, (1.6)

3The direct recombination to the ground state (and similarly via the 2P state) emit a photon
that will ionize (excite) another neutral hydrogen and will result in no net change.
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where XH = ne/nb is the ionized hydrogen fraction, nb = np + nH the number of

hydrogen nuclei, β the ionization rate, α(2) the recombination rate through 2γ decays

from the 2S state and Cr a correction factor accounting for ionization of excited states

before they decay. Meanwhile, the Thomson scattering rate cannot keep the baryons

in thermal equilibrium with radiation, the matter temperature Tb drops relative to

the photon temperature Tγ [29].

Factoring out the convolution of the photon emission process in the tempera-

ture anisotropy, we can understand the origin of the fluctuations. The primordial

quantum fluctuations that were left on large scales by inflation provided minuscule

energy over(under)-densities. After the matter-radiation equality around T ∼ 0.2 eV,

the over(under)-densities start growing due to the DM. These provide gravitational

potential wells for the baryon-photon fluid to clump together. As the local den-

sity increases, the photon pressure eventually counterbalances the gravitational force,

inducing acoustic oscillation in the baryon-photon fluid. Performing a statistical anal-

ysis over the sky in Fourier space, the temperature anisotropies can be completely

parametrized in the CTT
l power spectrum〈

∆T (~n)∆T (~n′)
〉

=
1

4π

∑
l

(2l + 1)CTT
l Pl(µ), (1.7)

where µ = ~n · ~n′ and Pl’s are the Legendre polynomials. As shown in Fig. 1.5, the

power spectrum decomposition clearly illustrates the acoustic oscillations. As the

oscillations depend on the amount of matter, photons, the primordial fluctuations

and the expansion history of the Universe, we can fit a 6-parameter model in the

data and obtain the standard ΛCDM parameters [7]

Ωbh
2 = 0.0223 Ωch

2 = 0.1186 ΩΛ = 0.692

ns = 0.968 As = 2.21× 109 τ = 0.066

where Ωb, Ωc, ΩΛ are the normalized energy densities of baryons, cold dark matter

and dark energy over the critical energy density (Ωi = ρi/ρcrit, ρcrit = 3H2
0/8πGN) ,

ns and As are the spectral index and amplitude of the scalar primordial fluctuations,

τ is the reionization optical depth and h = 0.678 is a parametrization of the Hubble

rate H0 ≡ 100 h km/s/Mpc.

The observed CMB photons also carry polarization, with E modes (curl-free) gen-

erated after recombination through the residual late scatterings of the photons with
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the quadrupole moment of the anisotropy. In a similar fashion to the TT spectrum,

the EE and TE spectra provide additional source of information and reinforce the

ΛCDM model [30]. The B-mode polarization (curl-containing or parity odd) on the

other hand may provide evidence for non-scalar (e.g. tensor) perturbations if they

have a primordial origin. Its claimed detection by the BICEP2 collaboration [17] in

March 2014 was later ruled out by a joint analysis with the Planck and Keck Array

collaborations. They demonstrated that the BICEP2 signal was coming from dust

contamination as a galactic foreground [18] and pushes back the (potential) detection

to future experiments.

1.2 The dark sector

The energy densities of baryonic and non-baryonic matter (respectively 4.8% and

25.8% of the total energy density [7]) could easily arise from comparable initial con-

ditions in the early Universe, but their similar values motivate the existence of a

mechanism governing their relic density. In fact, if we assume a particle theory of

dark matter which was in thermal equilibrium with the SM particles in the far past,

we can get a correct freeze-out relic density with a weak scale annihilation cross sec-

tion, the so-called WIMP miracle [26]. It therefore makes sense to expand the SM

with new interactions, which can be parametrized in a very specific way, and can

already be probed with the current technology. We call the Dark Sector (DS) the

ensemble of particles that are not charged under the SM forces or interact with the

known forces in such a feeble way that they have so far escaped all experimental

constraints. In its simplest realization, it could be comprised of a single new particle,

such as the WIMP, or have a more complex structure with a multitude of particles

and new forces.

1.2.1 Experimental motivation

The WIMP miracle has lead to a strong experimental effort in search for a direct

detection of WIMPs. Various potential signals in the GeV mass range from the

DAMA, CRESST, CDMS and CoGeNT collaborations (mostly inconsistent with each

other, see Ref. [31] for a review) provided some early enthusiasm, but they were all

later ruled out by the Xenon100 [32], LUX [33] and PandaX [34] groups.

In parallel to the hunt for a direct interaction between a dark matter particle and a
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SM particle in a controlled experiment, there have been a few astrophysical anomalies,

unexplained by the current astrophysical knowledge, that could potentially arise from

the annihilation of dark sector particles. Recent (still unresolved) examples include

the rise of positron-to-electrons fractions at high energies in cosmic-rays [35, 36, 37]

and the observation of an unexplained emission line at 3.55 keV in different galaxy

clusters [38, 39]. Moreover, N -body simulations of collisionless DM are in tension

with observations on small galactic scales, and DM with self-interactions has been

suggested to resolve the tension [40].

Moreover, the discrepancy between the theoretical and experimental values of the

muon anomalous magnetic moment [41] may be hinting at a DS component with

a completely different phenomenology than dark matter candidates [42]. All these

tensions between experimental observations and SM prediction hint at a solution

arising from new interactions with a yet-undiscovered sector of particles and forces.

The DS could thus have a complex structure of its own, and searches should not be

restricted to a single state that would explain the DM abundance by itself.

1.2.2 Dark Sector Portals

The symmetries in the SM restrict the form of operators for new particle interactions.

From very generic field-theoretic principles, any new interactions that can connect to

SM state, i.e. that can serve as mediators to the DS, will have the lagrangian form [43]

Lmediator =
∑ O(k)

NPO
(l)
SM

Λk+l−4
, (1.8)

where O encodes the particle operators of the New Physics (NP) or the SM with their

respective dimensionality (k, l). As the action must be dimensionless, the lagrangian

density must have units of (length)−4 (using units where ~ = c = 1) and all higher-

dimensional interactions must be suppressed by an energy breaking scale Λk+l−4, often

taken at prohibitively high energy. As such, only very few operators do not receive

that suppression, where k+ l ≤ 4, and serve as the most promising avenues the detect

new physics with limited experimental power. They could provide the strongest new

physics interactions with the SM, while also possibly mediating a new force in the

DS. The SM only allow for three generic forms of such portals, with either a relevant

or marginal operator [44]:
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Portal Particles Operators

Higgs Dark scalars (AS + λS2)H†H

Vector Dark photons ε
2 cos θW

BµνF
′µν

Neutrino Sterile neutrinos yNLHN

The singlet scalar S has been recognized early on as a simple extension of the

SM to provide a dark matter candidate, provided that its stability is protected on

cosmological times by a discrete Z2 symmetry (A = 0) [45, 46]. If the Z2-breaking

term (ASH†H) is allowed, the new state S mixes with the SM Higgs and becomes

unstable through a Yukawa coupling with all SM massive states. Since the discovery

of the SM Higgs [2, 3], there has been a increased interest in the Higgs portal scalar,

with a clear experimental plan to probe the parameter space with mixing angle θ .

1 [43, 47]. The appeal comes from the fact that the Higgs boson mass is now well

measured to mh = 125 GeV [48], thus removing a degree of freedom in the parameter

space. More fundamentally, before the Higgs discovery, no scalar elementary particle

had been observed in nature yet. Establishing the existence of the Higgs boson tells us

that scalar particles can be realized in nature and justifies even further the possibility

of new scalar states coupled to the SM. We will devote Part II of this dissertation to

the scalar portal, utilizing cosmology as a powerful tool to complement the laboratory

searches.

The dark photon A′ has a rich but simple phenomenology. The dark photon stress

field tensor F ′µν = ∂µA
′
ν − ∂νA′µ couples with SM electroweak stress field tensor Bµν

that combines the neutral gauge bosons, the photon and the massive Z boson. For a

dark photon with a negligible mass relative to mZ , the Z component can be neglected

and A’ couples to all SM electric charges, with the simple effective charge rescaling

e′ = εe. For mA′ < 2me, the only available decay channel is through the suppressed

3-photon channel and has a much different signature than the heavier case, where

it decays into a pair of charged particles (e+e−, etc.). The experimental program to

search for A′ is even richer than the scalar portal [49, 43, 47], simply because this

particle (unlike the Higgs portal related states) couples to all particles democratically

and most experiments are performed with light initial states (electrons, protons, etc.).

Part I of this dissertation will explore the physics of the vector portal, again using

cosmology as a probe to the lowest coupling regions of the parameter space.

Finally, sterile neutrinos received wide attention due to anomalies in neutrino

oscillation experiments and an apparent mild preference for a higher number of rel-

ativistic degrees of freedom in previous cosmological measurements (see Ref [50] for
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Figure 1.6: Illustration of the connection between the interactions for the relic density,
direct and indirect detection.

a review). The number of relativistic degrees of freedom measured by Planck is now

in better agreement with the 3 SM neutrinos [7], but the reported reduction of an-

tineutrino flux in reactors remains an open issue [51]. Although the neutrino portal

presents interesting opportunities for new physics phenomenology [43, 47, 50], this

avenue will not be explored in this dissertation.

1.2.3 Dark Matter searches

A beautiful feature of the particle dark matter hypothesis is that the relic density is

fixed by the interaction strength and automatically gives us experimental targets to

detect DM and measure its properties [52]. As illustrated in Fig. 1.6, the connection

between the relic abundance and its interaction with the SM suggests many avenues

to have other experimental signals that guide us to its properties.

Direct detection experiments attempt to measure the recoil energy deposited by

a scattering of dark matter on heavy nuclei. They consist of large volumes of heavy

stable elements being carefully monitored for any unambiguous signal of energy de-

position. The expected rate can be calculated from the local dark matter density and

velocity and places constraints with minimal model dependence on the cross section

off baryons or electrons [53]. The strongest constraints come from a combination of

PandaX-II [54] and XENON-1T [55] with a spin-independent maximal sensitivity of

WIMP-nucleon interaction of σn = 7.7× 10−47 cm2 for a 35-GeV WIMP.

Since the interaction rate is so low, these experiments are typically performed
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in deep underground laboratories, profiting from the natural shielding of the rocks

to minimize the background noise. The next generation of experiments (LZ [56],

PandaX-4T [57] and XENON-nT [58] for example) will improve sensitivity by in-

creasing their fiducial volume, thereby raising the expected number of events. It will

potentially improve the sensitivity by more than an order of magnitude, approaching

an irreducible source of background associated with scattering of the so-called atmo-

spheric and supenova neutrinos on nuclei, also known as the ”neutrino floor” [52].

On the other hand, indirect detection methods consist of looking for products

of DM decays or annihilations [59]. These will be seen as energy releases that are

unaccounted for by SM physics. Natural places to look for these energy releases

are cosmological and astrophysical systems, where we expect a dense population of

DM. On the cosmological side, both BBN [12] and the CMB [7] (discussed in the

next section) impose strong constraints on additional energy during their active eras.

Locally, the Fermi telescope provides strong bounds on gamma ray emissions from

the Milky Way [60] and the AMS-02 instrument on the International Space Space

limits WIMP annihilation from cosmic rays observations [61, 62].

It is tempting to attribute deviations from the predictions of fiducial astrophys-

ical models as indirect DM signals and consider DM models that could account for

them. Amongst popular examples, the PAMELA satellite first observed a cosmic ray

positron excess [35], then confirmed by both Fermi [36] and AMS-02 [37], that could

be explained by a heavy DM with leptonic decays. Such solutions are disfavored by

CMB bounds and other gamma-ray observations [59]. Another anomaly comes from

the galactic center, with an observed excess of gamma rays in the GeV range [63, 64]

which could be explained by DM annihilation to quarks. This observation comes with

large systematic uncertainties and could be sourced by other SM mechanisms [59].

More recently, a 3.5 keV X-ray excess was observed in galaxy clusters [38, 39]. The

simplest explanation is a 7 keV decaying sterile neutrino DM [65], but there is still

an ongoing debate over possible contaminations from atomic lines [66].

1.3 Cosmological probes of the dark sector

In a typical high-energy particle physics experiment, we can study the properties of

an unstable particle if we satisfy two basic requirements:

• There must initially be enough energy to produce the unstable particle.
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• The detector must be able to record a signature.

These requirements are somewhat flexible, but nevertheless correspond to the

broad features of a successful experiment. In cosmology, the initial energy is very

easily achieved. The thermal evolution from the Hot Big Bang picture implies that

the temperature of the Universe was nearly arbitrarily high in the earliest moments.

The kinetic energy of ambient particles is enough to create heavy interacting particles

via thermal collisions, with a decreasing production rate as the Universe cools down.

Depending on the stability of the particle, a relic abundance could survive or a delayed

destruction could happen through decays, annihilations or other collisions.

In general, we expect the lifetime of an unstable particle to be inversely propor-

tional to its production rate, unless they are due to different interaction types. Short

lifetimes are then readily probed in experiments with high production rates and near

detectors, akin to displaced interaction vertex searches at the LHC [67, 68]. Slightly

longer decay lengths can be probed with purposely-built detector away from the pro-

duction point, typically O(100 m), the so-called beam dump experiments [43]. Longer

lifetimes or decay lengths are beyond the terrestrial experimental reach because of

their prohibitive probabilities to decay within a detector volume. As mentioned,

early cosmology provides the energy and collision rate to thermally produce dark sec-

tor particles with very feeble coupling to the SM, for example through the freeze-in

mechanism. Luckily, we have well-defined epochs in the evolution of the universe

producing measurable outcomes that are sensitive to energy injection, serving as de-

tectors. In particular, BBN and CMB measurements are sensitive to unstable particles

with the following lifetimes:

τnew '
{

1 s− 1 yr BBN,

3× 105 yr− 108 yr CMB.
(1.9)

These properties render cosmology an excellent complementary search avenue for

long-lived unstable particles. Since we will extensively use these two probes, we

briefly summarize the effects of energy injection, with additional details provided in

the relevant sections of the remainder of the dissertation.

1.3.1 Energy injection in BBN

The simplicity of BBN with its single input parameter ηb inferred from the CMB

anisotropies, coupled to the many astrophysical measurements of the abundances,
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allow the use of BBN as the earliest probe for NP [12]. In particular, any energy

injection from a DS source in the network of nuclear reactions (see Fig. 1.3) can

modify the interactions and alter the final abundances. The decay or annihilation of

new particles into SM particles can be characterized into two qualitatively different

categories.

• Electromagnetic energy injection. Additional electrons, positrons or muons

rapidly thermalize through inverse Compton scattering and yield high energy

photons. The energy dissipates through creations of e± pairs with the am-

bient photons, until the energy is smaller than the thermal mass threshold

Epair ' m2
e/(22T ). Subsequently, the excess energy can only be diluted in the

nuclei, thus changing the number densities and final products of BBN with ad-

ditional photodestructions of elements. Solving for the temperature at which

the energy threshold equals the binding energy of various nuclei, we can esti-

mate the cosmic time when the energy injection will have a significant impact

on the final abundances:

tph '


2× 104 s, 7Be + γ → 3He + 4He (1.59 MeV),

5× 104 s, D + γ → n+ p (2.22 MeV),

4× 106 s, 4He + γ → 3He/T + n/p (20 MeV).

(1.10)

• Hadronic energy injection. The multiple strong interactions between mesons

and nucleons with the ambient protons and nuclei render this category more

complex and harder to model. The complete exposition of additional hadronic

particles can be found in [69]. The dominant features used in this disserta-

tion are modifications to the neutron abundance, with a increase in n/p ratio

(altering the final 4He abundance) via π− + p → π0 + n before the deuterium

bottleneck and later destruction of 4He through π−+4He→ T +n for examples.

1.3.2 Energy injection in the CMB

The CMB power spectra depend on the angular fluctuations, convoluted with the

ionized fraction of hydrogen and helium, integrated over time. Ionization from an

additional energy source will modify the recombination rate and the ionized fraction

function. This will in turn influence the CMB angular power spectra, which we can

use to constrain the energy input from decaying or annihilating particles [70, 71].
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The main effects come from additional scatterings at lower redshift from a higher

residual ionized fraction, washing out the temperature correlations at small scales

and increasing the polarization on large scales.

Decaying particles provide an energy release rate related to the lifetime Γ−1 of the

parent particle, which can generically be parametrized as [72]

dE

dtdV
= feffNΓe−Γt, (1.11)

where there is a metastable abundance of N particles with an ionizing efficiency feff .

CMB measurements provide an upper bound on the ionizing energy deposition feffNΓ

as a function of the lifetime of the unstable particle. To translate these parameters

into bounds on specific dark sector models, one needs to solve for the ionizing efficiency

feff , which depends on the decay products, their energy and time of injection [73, 72].

1.4 Structure of the dissertation

In the dissertation, we utilize cosmological probes to constrain and test various DS

models. Part I of the dissertation focuses on the dark photon portal. More specifically,

we will analyze two models.

Chapter 2 explores the minimal set of constraints on the dark photon parameter

space above the di-electron threshold from cosmology. We calculate the min-

imal abundance from the freeze-in mechanism and analyze the corresponding

effects from its decays into BBN and the CMB. The resulting constraints are

very robust and apply to a general dark sector connected to the SM via the

dark photon, provided that the dark photon does not decay invisible to some

dark sector light state. This chapter was published in Physical Review D as

“Cosmological Constraints on Very Dark Photons” [74].

Chapter 3 expands the dark sector to include a fermionic dark matter particle. This

DM particle can have significant self-interactions mediated by the dark photon

and can potentially alleviate the small scale structure discrepancy between ob-

served and simulated dark matter profiles. This specific model from a freeze-out

relic is already excluded from indirect detection measurements [75], but could

possibly be evaded if the relic is set by the freeze-in mechanism. We analyze
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this possibility and forecast the future sensitivity of planned direct detection

upgrades on the parameter space.

Part II of the dissertation is devoted to the scalar portal. In a similar spirit, we

explore the power of cosmology to bound the low coupling regime with the SM.

Chapter 4 analyzes the parameter space of the scalar S as a long-lived particle at

the LHC from Higgs decays. The MATHUSLA detector has been proposed to

experimentally test the possibility of long-lived unstable particles at a distance

O(100 m) away from the interaction point. We point out that the production

and decay rates of these particles at the LHC can be related to a metastable

abundance in the universe that is strongly restricted to lifetimes τS . 0.1 s from

BBN, thus providing a an upper bound on the lifetimes that need to be probed

at MATHUSLA. This chapter was published in Physical Review D as “BBN for

the LHC: constraints on lifetimes of the Higgs portal scalars” [76].

Chapter 5 circles back to Chapter 2 and comprises of a similar analysis of the

minimal cosmological constraints from the freeze-in abundance of the S parti-

cle. The situation is however conceptually different because of the enhanced

couplings to heavy SM particles, the freeze-in production epoch is much earlier,

near the electroweak phase transition. We provide a more comprehension cal-

culation of the abundance and correct some previous erroneous results reported

in the literature. We clarify and quantify the source of uncertainty in the relic

abundance and provide an improved analysis of the cosmological probes across

the parameter space.

Finally, we conclude the dissertation in Chapter 6 with a short conclusion, providing

a brief outlook on the way forward to explore the DS.
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Part I

Vector Portal
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Chapter 2

Very Dark Photons in Cosmology

This chapter was published as: A. Fradette, M. Pospelov, J. Pradler and A.

Ritz. Physical Review D 90, 035022 (2014), with an update in Region I of

Fig. 2.4 and its description in section 2.4.

2.1 Abstract

We explore the cosmological consequences of kinetically mixed dark photons with

a mass between 1 MeV and 10 GeV, and an effective electromagnetic fine structure

constant as small as 10−38. We calculate the freeze-in abundance of these dark photons

in the early Universe and explore the impact of late decays on BBN and the CMB.

This leads to new constraints on the parameter space of mass mV vs kinetic mixing

parameter κ1.

2.2 Introduction

In the past two decades, there has been impressive progress in our understanding

of the cosmological history of the Universe. A variety of precision measurements

and observations point to a specific sequence of major cosmological events: infla-

tion, baryogenesis, BBN, recombination and the decoupling of the CMB. While our

knowledge of inflation and baryogenesis, likely linked to the earliest moments in the

Universe, is necessarily more uncertain, BBN and the CMB have a firm position in

1Since the publication of this chapter, the nomenclature was standardized to A′ for a dark photon
and ε the kinetic mixing coupling. V is this chapter refers to A′ and κ = ε.
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cosmic chronology. This by itself puts many models of particle physics to a strin-

gent test, as the increasing precision of cosmological data leaves less and less room

for deviations from the minimal scenario of standard cosmology. In this chapter, we

adhere to the standard cosmological model, taking as given the above sequence of

the main cosmological events. Thus we assume that the Universe emerged from the

last stage of inflation and baryogenesis well before the onset of BBN. These minimal

assumptions will allow us to set stringent bounds on very weakly interacting sectors

of new physics beyond the SM.

Neutral hidden sectors, weakly coupled to the SM, are an intriguing possibility

for new physics. They are motivated on various fronts, e.g. in the form of right-

handed neutrinos allowing for neutrino oscillations, or by the need for non-baryonic

dark matter. While the simplest hidden sectors in each case may consist of a single

state, various extensions have been explored in recent years, motivated by specific

experimental anomalies. In particular, these extensions allow for models of dark

matter with enhanced or suppressed interaction rates or sub-weak scale masses.

From a general perspective, we would expect leading couplings to a neutral hidden

sector to arise through relevant and marginal interactions. There are only three

such flavor-universal ‘portals’ in the SM: the relevant interaction of the Higgs with a

scalar operator OSH†H; the right-handed neutrino coupling LHNR; and the kinetic

mixing of a new U(1) vector Vµ with hypercharge BµνV
µν . Of these, the latter vector

portal is of particular interest as it leads to bilinear mixing with the photon and

thus is experimentally testable, and at the same time allows for a vector which is

naturally light. This portal has been actively studied in recent years, particularly in

the ‘dark force’ regime in which the vector is a loop factor lighter than the weak scale,

mV ∼ MeV–GeV [43].

The model for this hidden sector is particularly simple. Besides the usual kinetic

and mass terms for V , the coupling to the SM is given by [77]

LV = −κ
2
FµνV

µν = eκVµJ
µ
em. (2.1)

Thus all phenomenological consequences of the model, including the production and

decay of new vectors, are regulated by just two parameters, κ and mV . This makes

the model a very simple benchmark for all light, weakly interacting, particle searches.

There are, however, options with regard to the origin of the mass of V , either a new

Higgs mechanism, or mV as a fundamental parameter—the so-called Stueckelberg



23

mass. In this chapter, we will concentrate on the latter option for simplicity.

The SM decay channels of V are well known. In the mass range where hadronic

decays are important, one can use direct experimental data for the R-ratio to infer

couplings to virtual time-like photons, and hence to determine the decay rate ΓV and

all the branching ratios. In a wide mass range from ∼ 1 − 220 MeV, the vector V

decays purely to electron-positron pairs with lifetime

τV '
3

αeffmV

= 6× 105 yr× 10 MeV

mV

× 10−35

αeff

(2.2)

where we have introduced the effective electromagnetic fine structure constant, ab-

sorbing the square of the mixing angle into its definition,

αeff ≡ ακ2. (2.3)

Importantly, we assume no light hidden sector states χ charged under U(1), so that

there are no “dark decays” of V → χχ̄ that would erode the visible modes and shorten

the lifetime of V .

The normalization of the various quantities in (2.2) roughly identifies the region

of interest in the {κ,mV } parameter space for this chapter. We will explore the

cosmological consequences of these hidden U(1) vectors with masses in the MeV-

GeV range, and lifetimes long enough for the decay products to directly influence

the physical processes in the universe following BBN, and during the epoch of CMB

decoupling. These vectors have a parametrically small coupling to the electromagnetic

current, and thus an extremely small production cross sections for e+e− → V γ,

σprod ∼
πααeff

E2
c.m.

∼ 10−66 − 10−52 cm2, (2.4)

where we took Ec.m. ∼ 200 MeV and the range is determined by our region of interest,

αeff ∼ 10−38 − 10−24. (2.5)

Such small couplings render these vector states completely undetectable in terrestrial

particle physics experiments, and consequently we refer to them as very dark photons

(VDP). As follows from the expression (2.2) for the lifetime, the lower limit of the

above range for αeff is relevant for CMB physics, while the upper limit is important

for BBN.
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The production cross section (2.4) looks prohibitively small, but in the early Uni-

verse at T ∼ mV every particle in the primordial plasma has the right energy to

emit V ’s. The cumulative effect of early Universe production at these temperatures,

followed by decays at t ∼ τV , can still inject a detectable amount of electromag-

netic energy. A simple parametric estimate for the electromagnetic energy release per

baryon, omitting O(1) factors, takes the form

Ep.b. ∼
mV ΓprodH

−1
T=mV

nb,T=mV

∼ αeffMPl

10 ηb
∼ αeff × 1036 eV. (2.6)

Here the production rate per unit volume, Γprod, was taken to be the product of the

typical number density of particles in the primordial plasma and the V decay rate,

τ−1
V nγ,T=mV . This production rate is active within one Hubble time, H−1

T=mV
, leading

to the appearance of the Planck mass in (2.6), along with another large factor, the

ratio of photon to baryon number densities, η−1
b = 1.6 × 109. One observes that the

combination of these two factors is capable of overcoming the extreme suppression

by αeff . Given that BBN can be sensitive to an energy release as low as O(MeV) per

baryon, and that the CMB anisotropy spectrum allows us to probe sub-eV energy

injection, we reach the conclusion that the early Universe can be an effective probe

of VDP! The cosmological signatures of the decaying VDP were partially explored in

[78, 69], but to our knowledge the CMB constraints on this model were not previously

studied.

In the remainder of this chapter, we provide detailed calculations to delineate

the VDP parameter regions that are constrained by BBN and CMB data. In the

process, we provide in section 2 an improved calculation of the ‘freeze-in’ abundance

in the Early Universe (using some recent insight about the in-medium production of

dark vectors [79, 80]; see also [81]). In section 3, we explore the BBN constraints

in more detail, including the speculative possibility that the currently observed over-

abundance of 7Li can be reduced via VDP decays. Then in section 4 we consider the

impact of even later decays on the CMB anisotropies. A summary of the constraints

we obtain in shown in Fig. 2.1, and more detailed plots of the parameter space are

shown in sections 3 and 4. We finish with some concluding remarks in section 5.

Several supplementary sections contain additional calculational details.
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Figure 2.1: An overview of the constraints on the plane of vector mass versus kinetic
mixing, showing the regions excluded due to their impact on BBN and the CMB
anisotropies, in addition to various terrestrial limits [43, 82, 42, 83, 84, 85, 86, 87, 88,
89, 90, 91, 92, 93, 94, 95, 96, 97, 98, 99, 100, 101]. These excluded regions are shown
in more detail in later sections.
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Figure 2.2: Illustration of the coalescence production of the dark photon V via an
off-shell photon.

2.3 Freeze-in abundance of VDP

The cosmological abundance of long-lived very dark photons is determined by the

freeze-in mechanism. While there are several possible production channels, the sim-

plest and most dominant is the inverse decay process. When quark (or more generally

hadronic) contributions can be neglected, the inverse decay proceeds via coalescence

of e± and µ±, ll̄→ V , shown in Fig. 2.2.

The Boltzmann equation for the total number density of V takes the form

ṅV + 3HnV =
∏
i=l,l̄,V

∫ (
d3pi

(2π)32Ei

)
NlNl̄ (2.7)

×(2π)4δ(4)(pl + pl̄ − pV )
∑
|Mll̄|2,

where the right hand side assumes the rate is sub-Hubble so that V never achieves an

equilibrium density. The product of Fermi-Dirac (FD) occupation numbers, Nl(l̄) =

[1 + exp(−El(l̄)/T )]−1, is usually considered in the Maxwell-Boltzmann (MB) limit,

NlNl̄ → e(El+El̄)/T . Although this is not justified parametrically, numerically the

FD→MB substitution is quite accurate, because as it turns out the peak in the

production rate (relative to entropy) is at T < mV [78].

The matrix element
∑ |Mll̄|2 is summed over both initial and final state spin de-

grees of freedom. In general, it should include the in-medium photon propagator in

the thermal bath, and the fermion wave functions. Among these modifications the

most important ones are those that lead to the resonant production of dark photon

states. However, resonant production occurs at much earlier times [78], at temper-
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atures T 2
r ≥ 3m2

V /(2πα) ' (8mV )2, and turns out to be parametrically suppressed

relative to continuum production; the details of the corresponding calculation are

included in supplementary section 2.7. The dominant continuum production corre-

sponds to temperatures of mV and below where the T -dependence of
∑ |Mll̄|2 can be

safely neglected. In the present model it is given by

∑
|Mll̄|2 = 16παeffm

2
V

(
1 + 2

m2
l

m2
V

)
. (2.8)

The same matrix element determines the decay width,

ΓV→ll̄ =
αeff

3
mV

(
1 + 2

m2
l

m2
V

)√
1− 4

m2
l

m2
V

. (2.9)

The right hand side of (2.7), that can be understood as the number of V particles

emitted per unit volume per unit time. In the MB approximation, it can be reduced

to

1

(2π)3

1

4

∫
Eq. 2.11

dEl dEl̄ e
−El+El̄

T

∑
|Mll̄|2, (2.10)

where the integration region is given by∣∣∣∣m2
V

2
−m2

l − ElEl̄
∣∣∣∣ ≤√E2

l −m2
l

√
E2
l̄
−m2

l . (2.11)

In the approximation where only electrons are allowed to coalesce and their mass

neglected, ml � mV < 2mµ, (2.11) reduces to ElEl̄ ≥ m2
V /4 and the integration

leads to the familiar modified Bessel function,

sẎV = ṅV + 3HnV =
3

2π2
ΓV→ll̄m

2
V TK1(mV /T ), (2.12)

where YV = nV /s is the number density normalized by the total entropy density, and

ΓV→ll̄ = αeffmV /3, without (m2
l /m

2
V )-suppressed corrections, is used for consistency.

The final freeze-in abundance via a given lepton pair is given by

Y l
V,f =

∫ ∞
0

dT
Ẏ l
V

H(T )T
. (2.13)
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The integrals are evaluated numerically using

H(T ) ' 1.66
√
g∗(T )

T 2

Mpl

; s(T ) =
2π2

45
g∗(T )T 3, (2.14)

where g∗(T ) is the effective number of relativistic degrees of freedom, evaluated with

the most recent lattice and perturbative QCD results (see appendix A for details).

For the simplest case of the MB distribution, with only relativistic electrons and

positrons contributing and away from particle thresholds that change g∗(T ), the final

integral can be evaluated analytically, and we have

Y e
V,f =

9

4π

m3
V ΓV→eē

(Hs)T=mV

= 0.72
m3
V ΓV→eē

(Hs)T=mV

. (2.15)

This number reduces somewhat if the FD statistics is used, 0.72MB → 0.54FD, but

receives a ∼ 20% upward correction from the transverse resonance (see supplementary

section 2.7). Our numerical integration routine includes both the correct statistics

and the addition of resonant production.

While the treatment of leptonic VDP production might be tedious but straight-

forward, hadronic production in the early universe is not calculable in principle, as

one cannot simply extrapolate measured rates for the conversion of virtual photons

to hadrons above temperatures of the QCD and/or chiral phase transitions. While

the generic scaling captured by Eq. 2.15 holds, one needs to make additional as-

sumptions about the treatment of the primordial hadron gas. It seems reasonable

to assume that at high temperatures, when all light quarks are deconfined, the in-

dividual quark contribution Y q
V,f can be added by imposing a lower cutoff at the

confinement scale Tc in the integral (2.13) and multiplying the matrix element (2.8)

by the square of the quark electric charge Q2
q. Below Tc we will use a free meson gas

as an approximation for the hadronic states, and production via inverse charged pion

and kaon decays {π+π−, K+K−} → V is included using a scalar QED model (see

supplementary section 2.8).

The VDPs when produced are semi-relativistic, and the subsequent expansion of

the Universe quickly cools them so that at the time of decay EV = mV . The decay

deposits this energy into e±, µ± and π± pairs, and more complicated hadronic final

states when mV is above the ρ-resonance. Thus, the energy stored per baryon (before
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Figure 2.3: Total energy stored per baryons for αeff = 10−35 (upper) and Γ−1
V = 1014s

(lower) from the various production channels as labeled.

the characteristic decay time) is given by

Ep.b. = mV YV,f
s0

nb,0
, (2.16)

where nb,0/s0 = 0.9 × 10−10 is the baryon-to-entropy ratio today. Ep.b. is shown

in two separate panels in Fig. 2.3. The top panel shows it as a function of mV at

fixed αeff , and the lower panel fixes the VDP lifetime to τV = 1014s. We illustrate

the contributions from the different production channels. Using this calculated VDP

energy reservoir we are now ready to explore its consequences for BBN and the CMB.
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2.4 Impact on BBN

Late decays of dark photons affect the epoch of primordial nucleosynthesis after cos-

mic time t & 1 sec in a variety of ways. The resulting constraints are governed by a

combination of lifetime and abundance, and both have complementary trends with

respect to mV ; τV (YV ) decreases (increases) with growing mass. Therefore we gener-

ally expect constraints to be bounded and localized islands in parameter space with

the relevant combination of mV and YV to ensure BBN sensitivity.

Prior to decay, V contributes to the matter content substantially, nV /nb . 108

for τV < 1 sec. Whereas the modification of the Hubble rate is generally small, the

decays of V imply the injection of electrons, muons, pions, etc., in numbers larger

than baryons. The effects on BBN are best described by partitioning the decay

into electromagnetic and hadronic energy injection and in the following we provide a

lightning review of those modes separately.

MeV-scale dark photons with mV < 2mπ provide a prototypical model of elec-

tromagnetic energy injection because the dominant kinematically accessible decay

modes are V → e+e−, µ+µ−. Muons decay before interacting weakly, and electron-

positron pairs are instantly thermalized via rapid inverse Compton scattering on

background photons. An electromagnetic cascade forms in energy degrading interac-

tions of photons and electrons. The large number of photons created gives rise to a

non-equilibrium destruction and creation of light elements.

The most important feature of the injected photon energy spectrum fγ(Eγ) is a

sharp cut-off for energies above the e± pair-creation threshold on ambient photons,

Epair ' m2
e/(22T ). High-energy photons are efficiently dissipated before they can

interact with nuclei, so that to good approximation fγ(Eγ) = 0 for Eγ > Epair. In

contrast, less energetic photons below the pair-creation threshold can interact with

the light elements. Equating Epair against the thresholds for dissociation of the various

light elements informs us about the temperature and hence cosmic time tph at which

to expect the scenario to be constrained:

tph '


2× 104 sec, 7Be + γ → 3He + 4He (1.59 MeV),

5× 104 sec, D + γ → n+ p (2.22 MeV),

4× 106 sec, 4He + γ → 3He/T + n/p (20 MeV),

where the binding energy of the nucleus against destruction has been given in paren-

theses. If V has a long lifetime and mV is light enough, it is possible that the initially
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released energy is already below the pair-creation threshold, Ee = mV /2 < Epair.

The cascade will then produce less energetic photons Eγ < Epair. In this case, the

emitted electron thermalizes in the Thomson scattering regime producing many soft

photons, rather than a smaller number with high energy. This situation happens for

τ & 3 × 106s and the photo-dissociation is much less efficient [102]. Finally, note

that we also find that neutrino injection from muon decay does not yield observable

changes in the light element abundances—a facinating story in itself [69].

Once mV > 2mπ, the hadronic channels open in the decay of V and the effects

on BBN become more difficult to model. A major simplification is that only long-

lived mesons π±, K±, and KL, with lifetime τ ∼ 10−8 sec, and (anti-)nucleons have

a chance to undergo a strong interaction reaction with ambient protons and nuclei.

The relevant reactions are charge exchange, e.g. π−+p→ π0 +n, and absorption with

subsequent destruction of light elements, e.g. π− + 4He → T + n. Prior to the end

of the deuterium bottleneck at T ' 100 keV only the former reactions are possible.

They change the n/p ratio that determines the primordial 4He value. Later, once

elements have formed, charge exchange creates “extra neutrons” on top of the residual

and declining neutron abundance. Moreover, spallation of 4He with non-equilibrium

production of mass-3 elements and secondaries, e.g. through T+4Hebg → 6Li+n, are

important. We model all such reactions in great detail, include secondary populations

of pions from kaon decays, and various hyperon producing channels from reactions

of kaons on nucleons and nuclei. A detailed exposition of the hadronic part along

with a discussion of all included reactions can be found in Ref. [69]. More details are

provided when discussing our findings below as well as in supplementary section 2.9.

We now proceed to review the light element observations that form the basis of our

adopted limits. Probably the most notable recent developments in the determination

of light element abundances are two precision measurements of D/H from high-z QSO

absorption systems [103, 104]. Both have error bars that are a factor ∼ 5 smaller

than the handful of previously available determinations. Taken together, the mean

observationally inferred primordial D/H value now reads [104],

D/H = (2.53± 0.04)× 10−5. (2.17)

Nonetheless, systematically higher levels of primordial D/H are conceivable, in spite

of the above error bar. For example, D may be astrated or absorbed on dust grains.

Indeed, values as high as 4× 10−5 have been reported [105, 106], so as a conservative
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upper limit we employ,

D/H < 3× 10−5. (2.18)

On the flip side, underproducing D yields a robust constraint since no known astro-

physical sources of D exist. We account for this constraint either by adopting the

nominal lower 2σ-limit from (2.17) or by demanding,

3He/D < 1. (2.19)

The latter limit employs the solar system value [107] and arises from the consideration

that D is more fragile than 3He, and hence a monotonically increasing function of

time. Despite the uncertain galactic chemical evolution of 3He, (2.19) can therefore

be considered robust.

The inference of the primordial mass fraction Yp from extragalactic H-II regions

proved to be systematically uncertain in the past [108, 109] and values in the range

0.24 ≤ Yp ≤ 0.26 (2.20)

have been reported. We adopt this range as our cosmologically viable region.

Finally, what is believed to be the primordial value of 7Li/H, the so-called Spite

plateau [110], is a factor of 3-5 lower than the lithium yield from standard BBN,
7Li/H = (5.24+0.71

−0.67)× 10−10 [23]. We deem the lithium problem solved in this model

if we can identify a region in parameter space where lithium is reduced to the Spite

plateau value,

10−10 < 7Li/H < 2.5× 10−10. (2.21)

We take an opportunity to comment that the status of the lithium problem is some-

what controversial: while it is possible that new physics is responsible for its solution,

the astrophysical lithium depletion mechanisms can also be invoked (see Ref. [22] for

a review of this subject).

We are now in a position to present our results in Fig. 2.4 where a scan over

the mV , κ parameter space is shown, and contours of constant lifetime, τV and relic

abundance nV /nb prior to decay are shown by the diagonal solid and dotted lines,

respectively. Three distinct regions labeled I-III are identified as being in conflict
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Figure 2.4: Effects on BBN from the decay of relic dark photons as a function vector
mass of mV and kinetic mixing parameter κ. The diagonal gray lines are contours of
lifetime τV (solid) and abundance per baryon nV /nb prior to decay (dotted). Shaded
regions are excluded as they are in conflict with primordially inferred light element
abundances. The black dashed black lines are contours of decreasing 7Li/H abun-
dance, 4×10−10 and 3×10−10, going from the outside to the inside, respectively. The
pink dashed line is a mild increase in 3He/D, but not beyond the observational limit.

with observations. They arise from distinct physical processes which we now proceed

to describe.

Regions I: In the regions labeled I the dark photon exclusively decays to e+e−.

They are associated with pure electromagnetic energy injection.

In region Ia, the lifetime is τV ∼ 105 sec resulting in the destruction of 7Be and

D. Deuterium is underproduced and the dark photon is ruled out by the constraint
3He/D < 1 in the pink shaded region. An equivalent bound from the requirement

D/H > 10−5 coincides with this one and is not shown.

In region Ib, with a V lifetime of ∼ 107 sec, 4He is being mildly dissociated. The

efficiency is greatly reduced because of the softer spectrum of photons, a consequence

of the Thomson scattering thermalization. Although there is a feeble increase in
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3He/D, it remains safely in the unconstrained region [102].

Region II: Now we turn to the low-lifetime/high-abundance region II. The life-

time of V is below 100 sec and hence marks a choice of parameters where the dark

photon decays before the end of the D-bottleneck (T ∼ 100 keV). The injection of

pions and—if kinematically allowed—of kaons and nucleons, induces n↔ p intercon-

version. It has the general effect that the n/p-ratio rises. The elevated number of

neutrons that in turn become available at the end of the D-bottleneck allow for more

D-formation and subsequently more 4He. The region is therefore challenged by the

constraints Yp ≤ 0.26 and D/H ≤ 3× 10−5.

Region III: Finally, region III is characterized by the presence of “extra neutrons”

that appear right after the main stage of nucleosynthesis reactions at cosmic times

t ∼ 103 sec. The origin of those neutrons is twofold. First, there is a direct injection

of n from the decay V → nn̄. Second, there is indirect production, from charge

exchange of π− on protons, π−p→ nπ0 or π−p→ nγ, and from hyperon production

by “s-quark” exchange of K− on protons with subsequent hyperon decay. We note in

passing that K−p→ K̄0n has positive Q-value and is not allowed for stopped kaons;

conservatively, we neglect this reaction.

The elevated neutron abundance leads to a chain of reactions that depletes the

overall lithium abundance,

step 1: 7Be + n→ 7Li + p, (2.22)

step 2: 7Li + p→ 4He + 4He. (2.23)

In the first step, 7Be charge exchanges with the neutron and forms 7Li. In a second

step, 7Li, because it has one less unit of charge, is more susceptible to being destroyed

by protons. The result of this mechanism is shown in Fig. 2.4 by the dashed curves.

Most of the extra neutrons are, however, intercepted by protons so that this potential

solution to the lithium problem is always accompanied by an elevated D-yield. The

D/H constraint (2.18) is shown by the (orange) solid region.

A more detailed description of the calculations used to obtain these results is

provided in supplementary section 2.9.
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2.5 Impact on the CMB

Later decays of VDP, which occur after recombination if τV & 1013s, can leave an

imprint on the CMB. In particular, as discussed in [71, 70], the altered ionization

history tends to enhance the TE and EE spectra on large scales, while the TT tem-

perature fluctuation is damped on small scales. Consequently, precision CMB data

can be used to further constrain the VDP parameter space in regimes where the late

decays impact the ionization history.

The energy injection of a decaying species can be generically parametrized as [71,

70]

dE

dtdV
= 3ζmpΓe−Γt, (2.24)

with (1−xe)/3 of this energy going to ionization and (1+2xe)/3 heating the medium,

xe representing the ionized fraction. The energy output of each decay is 3ζmp,

the normalization chosen so that (2.24) gives the ionizing energy after recombina-

tion (xe → 0). Using Class [111] to obtain the CMB power spectra and Mon-

tePython [112] as a Monte Carlo Markov Chain driver, we determine the 2σ limits

from the Planck 2013 results [113] (which also incorporates the low-l polarization

likelihood from WMAP9 [30]). The limits are shown in Fig. 2.5, with constraints

similarly derived from WMAP7 [114] + SPT [115], along with the WMAP3 and 2007

Planck forecast fits from [70]. The cutoff at Γ−1 = 1013s appears since Ref. [70] used a

purely matter-dominated approximation for the elapsed time
[
t(z) ∼ (1 + z)−3/2

]
in

the exponential of (2.24) and assumed that decay lifetimes shorter than 1013 seconds

happen before recombination and do not impact the CMB. In our calculations, we

use the exact time from ΛCDM cosmology and obtain a more accurate picture for

shorter lifetimes.

The energy output ζ can be related to the VDP parameters as follows,

ζ =
f

3

ΩV

Ωb

=
f

3

Ep.b.

mp

. (2.25)

The pre-factor f determines the overall efficiency with which the deposited energy

goes into heating and ionization. The thermalization of an energetic particle depends

on the species, initial energy and redshift [116, 117]. Ref. [118] provides transfer

functions T (zinj, zdep, E) giving the fractional amount of energy deposited at zdep for
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Figure 2.5: CMB constraints on the energy injection parameters ζ and Γ. For com-
parison, we include the WMAP3 curve and the Planck forecast (2007) from Ref. [70].

an energy injection E at zinj for both γ and e+e− final states. With this information,

we can numerically solve for the deposition efficiency of the injected energy from

decaying particles [118],

f(z) =

dE
dz

∣∣
dep

(z)

dE
dz

∣∣
inj

(z)
(2.26)

=

H(z)
∑

species

∫∞
z

d ln(1+zin)
H(zin)

∫
T (zin, z, E)E dÑ

dE
dE∑

species

∫
E dÑ
dE
dE

, (2.27)

where dÑ
dE

is the normalized energy distribution of the e+e− or γ in the decaying

particle rest frame. This strategy has been used in Refs. [117, 119] to analyze dark

matter annihilation and decay to standard model particles for mχ > 1 GeV. An

effective deposition efficiency feff is found by averaging f(z) over the range 800 <

z < 1000. We compute feff for VDP in the mass range 1-500 MeV where the decay

channels are V → {e+e−, µ+µ−, π+π−} [120]. The results for feff(mV ), along with

each decay channel contributions and their branching ratios, are shown in Fig. 2.6 for

Γ−1
V = 1014s. The low efficiency of µ± and π± is due to the neutrinos radiating away

a large fraction of the energy. For e± with E & 100 MeV, the longer cooling time

lowers the efficiency [118], which is clearly seen in the f e
±

eff curve.

Using the result (2.16) with feff in (2.25), we find that our CMB constraints on
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Figure 2.6: Effective deposition efficiency for each decay channel with the sum
weighted by the branching ratios for Γ−1

V = 1014s.

Γ− ζ lead to the excluded region of parameter space shown in Fig. 2.7. We find this

to be a rather remarkable sensitivity to an effective electromagnetic coupling as small

as αeff ∼ 10−37 − 10−38!

2.6 Concluding Remarks

The kinetic mixing portal is one of the few renormalizable interaction channels be-

tween the SM and a neutral hidden sector. As such, it is of interest to understand the

full spectrum of limits on dark photons coupled through this portal. In this chapter,

we have determined the cosmological constraints due to the impact of late decays

on BBN and the CMB; the sensitivity extends to remarkably small effective elec-

tromagnetic couplings. In this concluding section, we comment on possible indirect

signatures in the present day universe from the decay of relic dark photons, and other

potential extensions.

It is important to emphasize that the constraints derived in this work rely only

on the thermal production of VDP and the minimal cosmological history of the Uni-

verse. For the mass range of VDP considered here, the constraints will hold as long

as temperatures T ∼ O(1) − O(100) MeV were attained at an early epoch. Any

additional contributions to the abundance of VDP, such as production of V through
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Figure 2.7: The solid contour lines bound the regions excluded by the CMB con-
straints on VDP. Contours of the lifetime in seconds and relative number density of
dark photons to baryons prior to their decay are also shown.

other portals, or nonthermal contributions to m2
V 〈V 2

µ 〉 due to vacuum misalignement

mechanisms, will enhance the VDP abundance, and correspondingly strengthen the

bounds on κ.

The analysis in this chapter assumed that the vector mass was above the electron

threshold. For lower masses, V naturally has a lifetime well in excess of the age of

the universe and can play the role of dark matter [121, 78]. In this regime its relic

abundance is fixed instead by Thomson-like scattering, e+γ → e+V . As discussed in

[121], for mV ∼ 100 keV, indirect constraints still allow this cosmological abundance

with κ ∼ 10−11, but photoelectric absorption in dark matter detectors would leave a

detectable ionization signal. The electronic background data from XENON100 in the

1-100 keV range [122] indicated no signal, thus appearing to close this window, as

discussed in more detail in [123]. Very recently, these limits have also been improved

by XMASS [124]. Nevertheless, minimal extensions of VDP in this mass range can

provide viable models of superweakly-interacting massive particle dark matter. One

option is to have a dark Higgs h′ responsible for breaking U(1)V and generating the

dark photon mass. In the mh′ < mV regime, this will lead to extremely long-lived h′

particle states since Γh′ ∝ κ2 [120]. In this case, one would require somewhat larger

values of κ to ensure a more efficient e−e+ → V h′ production channel. Another option

is simply a new state state χ, which is stable and charged under V . The analysis of

these very light dark matter models goes beyond the scope of the present chapter.



39

We can also consider a higher mass range, e.g. TeV-scale dark photons, whose

present-day decays could provide signatures in antimatter, gamma-ray and neutrino

observations [125]. With a more massive dark vector, the full kinetic mixing with

hypercharge should be included, LV = − κ̃
2
BµνV

µν = −κ
2
FµνV

µν + κ tan θw
2

BµνZ
µν ,

where κ̃ = κ cos θw to keep the same normalization as before. Fermions then acquire

both vector and axial vector couplings to V , modifying both the production and

decays rates. Assuming mV � mZ , and generalizing (2.8) by summing over all

degrees of freedom for γ and Z mediation, leads to

ΓV ' 10−17s−1
( αeff

10−45

)( mV

1 TeV

)
. (2.28)

In the MB approximation, freeze-in production is analogous to (2.15), and using

g? ' 100 and summing over the channels, we find

YV,f ' 10−31

(
ΓV

10−17s−1

)(
TeV

mV

)2

. (2.29)

This is minuscule compared to the cold dark matter energy density

nVmV

ρCDM

' 10−19

(
ΓV

10−17s−1

)
. (2.30)

Decaying dark matter of that mass range, with 100% leptonic branching, requires

a lifetime of τDM = 1026s [125] to contribute to the increasing positron fraction in

cosmic rays observed by PAMELA [35] and AMS-02 [37]. The VDP scenario thus

falls short by many orders of magnitude. Similar conclusions follow for neutrino

experiments, where decaying dark matter with mass 10−1015 TeV requires a lifetime

of O(1026 − 1028)s [126, 127]. Very long-lived dark photons are therefore too feebly

coupled in this minimal scenario to contribute to these indirect detection signals.

Finally, we note that the analysis performed in this chapter can easily be extended

to other cases of “very dark” particles. For example, super-weakly interacting singlet

scalars S, coupled to the SM via the renormalizable Higgs portals ASH†H+λS2H†H

can be probed via BBN [69] and the CMB. While the main cosmological constraints

will be very similar to the VDP case, the details of the production from the Higgs

portal are different, and shifted to the earlier electroweak epoch. The analysis of this

minimal scalar model is presented in chapter 5.
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2.7 Supplementary: Resonant Production

Here we demonstrate that the thermal effects, and the associated resonant production,

create a parametrically suppressed contribution to YV,f , although numerically it may

constitute as much as 30%.

2.7.1 Relativistic Case

We begin the analysis by choosing the simplest case of electron-positron coalescence

and use MB statistics. Since thermal effects are going to be important at higher tem-

peratures than mV , me is negligible and can be set to 0 from the start. Furthermore,

we break up the matrix element into the longitudinal and transverse pieces according

to the polarization of the V boson produced with four-momentum (ω, ~q) to derive the

right-hand side of the Boltzmann equation (2.7). After direct calculation we obtain

R.H.S. =
3

2π2
mV ΓV→eē

∫ ∞
mV

dω
√
ω2 −m2

V e
−ω/T

×
{

1

3

m4
V

|m2
V − ΠL|2

+
2

3

m4
V

|m2
V − ΠT |2

}
. (2.31)

The polarization tensors ΠT (L) are complex functions of ω, |~q| and T , and origi-

nate from the virtual photon propagators. In the limit of vanishing plasma density,

ΠT (L) → 0, the expression inside {...} tends to 1, and the R.H.S. becomes identical

to that of (2.12), as it should be. The expressions for ΠT (L) can be found in the ther-

mal field theory literature, and we use the results of [128], with the more symmetric

definition of the longitudinal polarization tensor [79], Πthis work
L =

m2
V

ω2−m2
V

Π
Ref. [128]
L .

For a one-component ultra-relativistic plasma (again neglecting muon and pion

contributions etc.), the expressions for the real parts of the polarization tensors are

given by [128],

ReΠT (ω) = ω2
p

3ω2

2~q2

(
1− m2

V

ω2

ω

2|~q| log
ω + |~q|
ω − |~q|

)
,

ReΠL(ω) = 3ω2
p

m2
V

~q2

(
ω

2|~q| log
ω + |~q|
ω − |~q| − 1

)
, (2.32)

where all the factors of |~q| can be replaced with
√
ω2 −m2

V . The plasma frequency
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Figure 2.8: The dependence of the resonant temperatures Tr,L (black) and Tr,T (gray)
on frequency ω, all in units of mV . The transverse resonance frequency asymptotes
to Tmin = mV (3/(2πα))1/2.

of the electron-positron fluid is given by

ω2
p =

4πα

9
T 2. (2.33)

The imaginary parts of the polarization tensors are related to the massive photon

decay rate in vacuum, Γ0 = αmV /3,

ImΠT (L) = −Γ0mV (1− exp(−ω/T )) . (2.34)

(The VDP decay rate in vacuum is κ2Γ0 in this approximation.) Armed with these

expressions, we can derive the conditions for a resonance, that is the point in {T, ω}
where the denominator of (2.31) is minimized,

ReΠT (L)(ω, Tr,T (L)) = m2
V . (2.35)

The dependence of Tr,T (L)(ω) is plotted in Fig. 2.8. The most important point is that

all resonance frequencies are parametrically larger than mV , and there is a minimum

frequency at which the resonance can happen,

Tmin = mV

[
3

2πα

]1/2

' 8.1mV . (2.36)
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Thus all resonances occur at temperatures that are parametrically larger (by a factor

of α−1/2) than mV , where the Hubble expansion rate is significantly greater than at

T < mV . We proceed by calculating the resonant contributions by using the narrow

width approximation, that is we approximate the ratios inside the {...} of Eq. (2.31)

by delta functions,

m4
V

|m2
V − Π|2 '

3π

2α

Tr(ω)δ[T − Tr(ω)]

eω/T − 1
. (2.37)

This expression holds for both the T and L resonances.

The resonant contribution to the VDP abundance comes from evaluating two

integrals, over T and ω. If the integral over the temperature is performed first, one

finds

∆Yf,r = YT + YL, (2.38)

YT (L) =
3gT (L)

4πα

m3
V ΓV→eē

(Hs)T=mV

∫ ∞
mV

m3
V

√
ω2 − 1dω

(Tr,T (L)(ω))5[eω/T − 1]
,

where gT (L) = 2(1) are the multiplicity factors. Performing the remaining integral we

arrive at the following result,

∆Yf,r ' ∆YT ' 0.17× m3
V ΓV→eē

(Hs)T=mV

. (2.39)

The longitudinal resonance turns out to be negligible on account of the large value

of Tr,L when ω ∼ Tr,L. (This is in contrast with the stellar production of very light

dark photons, where the L-resonance dominates [79].) We now see that although the

resonant contribution (2.39) is parametrically suppressed, by O(α1/2), relative to the

continuum contribution (2.15), it can reach 20% of the total. Repeating the same

calculations with FD statistics changes the coefficient only slightly, 0.17MB → 0.15FD.

2.7.2 Nonrelativistic Corrections

The analytical treatment of resonant production above is only valid for massless par-

ticles in the loop. In our numerical calculations, we include the ΠT,L effects for all

leptons of mass m < 10 GeV and charged pions for T < Tc. Ref. [128] provides ana-

lytical approximations for ReΠT,L, which interpolate smoothly between the ‘classical’
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(nonrelativistic) and relativistic limits,

ReΠT = ω2
p

3

2v2
?

(
ω2

k2
− ω2 − v2

?k
2

k2

ω

2v?k
log

ω + v?k

ω − v?k

)
, (2.40)

ReΠL = ω2
p

3m2
v

v2
?k

2

(
ω

2v?k
log

ω + v?k

ω − v?k
− 1

)
, (2.41)

where

ω2
p =

8α

π

∫ ∞
0

dp
p2

E

(
1− 1

3

p2

E2

)
nF (E), (2.42)

w2
1 =

8α

π

∫ ∞
0

dp
p2

E

(
5

3

p2

E2
− p4

E4

)
nF (E), (2.43)

v? =
w1

wp
. (2.44)

The parameter v? can be interpreted as the typical velocity of the fermion at that

given energy. We recover the relativistic limit (2.32) with v? → 1 and the ‘classical’

(nonrelativistic) limit with v? →
√

5T/mf .

In general, the imaginary part of the polarization tensor is given by [129],

ImΠ = −ωΓProd
(
e
ω
T − 1

)
, (2.45)

ΓProd =
1

2ω

∫
d3p

2Ep

d3q

2E1

(2π)4

(2π)6
δ4(k − p− q) (2.46)

× |M1,2→V |2 n1n2. (2.47)

Here ΓProd represents the production rate, with M1,2→V the matrix element for the

particles coalescing into V and n1 and n2 their respective statistical distributions.

Separating the T and L parts of matrix element,∣∣∣MT,L

ll̄→V

∣∣∣2 = 16πα(F T + FL), (2.48)

F T = −2p2 sin2 θ +m2
V , (2.49)

FL = − 2

m2
V

(kEp − ωp cos θ)2 +
m2
V

2
, (2.50)
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we find

ΓProd
T (L) =

α

ωk

∫ ω
2

+ k
2

√
1−4

m2
f

m2
V

ω
2
− k

2

√
1−4

m2
f

m2
V

dEp × (2.51)

× F T (L)(ω, p, θ) n(Ep)n(ω − Ep), (2.52)

where k relates to the dark vector, p/q to the fermions in the loop and cos θ =
ωEp
kp
− m2

V

2pk
.

2.8 Supplementary: Hadronic Production

To model hadronic freeze-in production, we treat the coalescence of charged pions

into dark photons as a scalar QED process. The spin-summed matrix element is

∑
|Mss̄|2 = 4παππeffm

2
V

(
1− 4

m2
s

m2
V

)
, (2.53)

with the massless limit being a factor of 4 smaller than the fermionic case (2.8).

We include the ρ-resonance in the charged-pion interaction via an effective scalar

electromagnetic coupling which becomes mV dependent, αππeff (mV ) = κ2αππ(
√
s =

mV ). The coupling function αππ(
√
s) is extracted numerically from the e+e− →

γ∗ → π+π−(γ) cross section measured by BaBar collaboration [130], and similarly for

the charged kaons [131].

In accounting for thermal effects, the imaginary part of the polarization tensor

can be found in the same manner as in section 2.7.1, by separating the matrix element

into the different propagation modes for scalars,

F T
s = p2 sin2 θ, (2.54)

FL
s =

1

m2
V

(kEp − ωp cos θ)2 , (2.55)

and (2.52) can be used with Bose-Einstein statistics.

The real part of the polarization tensor needs to be derived from first principles

in finite-temperature field theory as the ω/k scaling of (2.40) (2.41) does not gener-

ally hold. However, it is known [132] that the high temperature limit is the same

as (2.32), since the statistics integrals
∫∞

0
dp p nB(p) = 2

∫∞
0
dp p nF (p) compensate
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for the missing spin degrees of freedom [133]. On account of the high resonant temper-

ature (2.36), we find that we can maintain good numerical accuracy with the simple

rescaling,

ReΠs
T(L) =

ReΠT(L)

2

∫
dp p2

E
nB(E)∫

dp p2

E
nF (E)

. (2.56)

2.9 Supplementary: BBN Analysis

Here we provide some additional details regarding the treatment of BBN; the analysis

of meson injection draws in large parts from Ref. [69] to which we refer the reader for

an exhaustive discussion. The Boltzmann code that we use is based on Ref. [134], but

incorporates some significant improvements and updates. These are likewise detailed

in [69]. Our SBBN yields are in excellent agreement with those presented in [23] at

the WMAP value of ηb = 6.2× 10−10 and with a neutron lifetime of τn = 885.7 s.

Below the di-pion threshold, mV ≤ 2mπ± = 279 MeV, only electromagnetic en-

ergy injection from V -decays is relevant. As discussed in section 2.4, the formation

of a photon cascade fγ(Eγ) gives way to photodissociation of nuclei. The rate of

destruction of a species N with number density nN is then given by

Γph(T ) = 2nN

∫ Emax

Ethr

dEγ fγ(Eγ)σγ+N→X(Eγ), (2.57)

where σγ+N→X(Eγ) is the photo-dissociation cross section for γ+N → X with thresh-

old Ethr. The factor of two accounts for the back-to-back e± pair forming two inde-

pendent cascades, each with a maximum energy of Emax = max {Epair, Einj/2}. We

take into account all relevant light element reactions listed in [135] and we also include

secondary processes which may result in production of 6Li. The Boltzmann equations

describing the temperature evolution of the light elements in the presence of energy

injection are straightforward to obtain.

With regard to the injection of mesons and nucleons, we restrict ourselves to

reactions at threshold, assuming that charged pions and kaons are thermalized before

reacting. Likewise we assume that neutrons will be slowed down by their magnetic

moment interaction with electrons, positrons and photons and neglect neutral kaons

altogether because of their inability to stop and the associated uncertainty in reaction

cross section.
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We expect such an approximation to result in more conservative constraints. In-

complete thermalization for charged mesons only happens on the whole for temper-

atures T < 40 keV, for which the plasma stopping power diminishes. Away from

threshold, pion-nucleon reactions can proceed resonantly, e.g. π−p → ∆0 → π0n,

with an efficiency up to ∼ 20 − 30 times the value for stopped pions. Likewise,

the total inelastic π−-4He cross section becomes significantly larger for pion kinetic

energies of ∼ 150 MeV. Such enhancements as well as non-thermal neutrons with

spallating power lead to stronger departures from the standard case and are there-

fore more strictly constrained. There is, however, the beneficiary effect of reducing

the cosmological lithium abundance towards observationally favored values through

the production of “extra neutrons”. As pointed out in [69], this process can also be

boosted by the above resonances. However, this solution of the lithium problem is

challenged by the simultaneous tightening of the D/H constraint, especially in light of

the new D/H determinations discussed in the BBN section. For the interested reader,

we point out that a detailed quantitative discussion of incomplete stopping can be

found in Ref. [69].

Finally, baryon/anti-baryon pairs can be produced directly in the decay of the vec-

tor for mV & 2 GeV. Upon injection, resonances and hyperons decay to (anti)protons

and (anti)neutrons—possibly accompanied pions and kaons—before interacting with

the ambient medium. The fate of the final state nucleons is then as follows: n̄ and

p̄ will preferentially annihilate on protons which are the most abundant target in the

Universe with an annihilation cross section 〈σannv〉 ∼ m−2
π± . Depending on the n/p

ratio, they also annihilate with neutrons with a similar cross section. The annihila-

tion on protons is faster than the Hubble rate at all relevant temperatures and—if

annihilating on protons—the injection of nn̄ results in one net p → n conversion

with associated energy injection of mp + mn. Likewise, if annihilating on neutrons,

pp̄ injection results in one net n→ p conversion. Assuming equal cross sections, the

relative efficiencies for those processes are p/(n + p) and n/(n + p) respectively and

we treat this sequence of events as being instantaneous.

Neutron injection during BBN in the decay V → nn̄ and close to the threshold

mV & 2mn can be studied by utilizing the (only) measurement of electron-positron

annihilation to the neutron-antineutron final state, e+e− → nn̄ [136]. At threshold,

σe+e−→nn̄ ∼ 1 nb is reported. With a total hadronic cross section σe+e−→had ∼ 50 nb

this points to a branching fraction ∼ 2%. In our actual analysis we use a more

conservative value that arises from a joint extraction of the neutron Sachs electric
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Figure 2.9: The average number of particles per V decay with mV > 2.5 GeV, from a
Pythia simulation. Also shown is the average electromagnetic energy injected after all
particles have decayed to electrons and photons (e+ are assumed to have annihilated
on e−.) When including leptonic channels, to a good approximation 1/3 of the energy
is carried away in the form of neutrinos. Resonances like J/ψ are not captured by
the resolution of the simulation and we neglect such isolated points in the parameter
space.

(magnetic) form factor |Gn
E(M)(q

2)| in the time-like and space-like regions; for us, the

momentum transfer is time-like with q2 = m2
V and

σe+e−→nn̄ =
4πα2

3q2

√
1− 4m2

n

q2
×
[
|Gn

M(q2)|2 +
2m2

n

q2
|Gn

E(q2)|2
]
. (2.58)

At threshold we use the solid black line of Fig. 11 of [137] and the V -width is then

given by

ΓV→nn̄ = κ2 m
3
V

4πα
σe+e−→nn̄(q2 = m2

V ). (2.59)
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Figure 2.10: The adopted effective branching ratios into the various final states that
are relevant for BBN considerations. As multi-pion and kaon states become relevant in
the kinematically allowed region, we stitch together BaBar measurements of the e± →
π± and e± → K± cross sections up to mV = 1.8 GeV with our Pythia simulation for
mV ≥ 2.5 GeV. In this plot, any branching to KL was neglected. Also shown is the
fraction of vector mass that is converted into EM-energy, denoted Brem.

Away from threshold, we simulate the complex decays of V with Pythia. In par-

ticular, multi-pion(kaon) production and decays to hyperons and baryonic resonances

become relevant. The yield of phenomenologically relevant final states, π±, K±, KL,

and nucleons is shown in Fig. 2.9 for mV ≥ 2.5 GeV. Narrow resonances like J/ψ are

not captured by the resolution of the simulation. The dots in Fig 2.9 show the aver-

age electromagnetic energy injected after all particles have decayed to electrons and

photons; e+ are assumed to have annihilated on e−. One can see that to a significant

fraction of the energy is carried away by neutrinos.

At lower energies, even though the Pythia simulation is not available, the topol-

ogy of the decay events becomes simpler, and is eventually dominated by two body

decays. Above the di-pion (di-kaon) threshold, we therefore use BaBar precision mea-
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surements of the e± → π± and e± → K± cross section until an energy
√
s = mV =

1.8 GeV. Above that energy we stitch the data together with our simulation above,

expecting to capture the overall importance of various final states qualitatively cor-

rectly. The resulting effective effective branching ratios that are relevant for BBN

considerations are shown in Fig. 2.10. For simplicity, and as alluded to above, we ne-

glect the KL contribution. Also shown is the fraction of vector mass that is converted

into EM-energy in the hadronic decay, denoted by Brem.
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Chapter 3

Self-interacting dark matter from

freeze-in

3.1 Abstract

We analyze the viability and detectability of Self-Interacting Fermionic Dark Matter

(SIDM) with a freeze-in dark photon portal to the Standard Model. The freeze-in

relic is possible for α′αd ∼ 10−26. To evade strong constraints from χχ̄ → A′A′

annihilations, we focus on αd . 10−4 × (mχ/2 GeV) region, where reannihilations

are negligible. Although current Direct Detection (DD) limits on spin-independent

cross sections are too weak to constrain the parameter space, we compute the DD

forecasts for freeze-in SIDM and find that XENON1T with design sensitivity and

future experiments LUX-Zeplin, XENONnT and PandaX-4T will have the reach to

cover the region of interest for SIDM for αd = 10−4. The requirements on the dark

photon parameter space are near supernova constraints that suffer large systematics

and do not robustly exclude the parameter space with the current understanding of

their cores.

3.2 Introduction

DM has been a main driver behind the quest for new physics in recent decades. Its

existence is undeniable and often interpreted as a particle in the Cold Dark Matter

(CDM) paradigm [138]. The CDM model, through its gravitational interactions only,

allows for many particle models that work with most DM signals, notably on the large
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scales [9]. Numerical simulations of collisionless CDM have shown a discrepancy with

observations on the small scales: the inner region of a halo density profile shows

a core instead of the cusp predicted by simulations [139], the number of observed

satellites [140] in the Local Group and subhaloes [141] in the Milky Way are lower

than predicted, in addition to observed alignment of the satellites that is not explained

with CDM [142].

Many solutions have been proposed to solve these problems. The inclusion of

baryon feedback seems very promising and tends to show the tensions arose from the

missing supernova in the simulations [143, 144]. It is however uncertain if cores do

exist [145, 146] or whether the full baryonic effects are under control and additional

work is needed to corroborate these results [147, 148]. Warm DM has also been

suggested to smear out the density profile and reduce structure formation [149, 150],

but fails to predict correct rotation curves (see [148] for a short review). Finally, SIDM

has also been proposed to alleviate the issues [151, 152] (see Ref. [40] for a recent

review). The self-interactions allow for core formation and correct the formation of

satellites and substructure, while reproducing the large scale successes of CDM [153].

Large self-interactions (over dark matter mass) are ruled out by the viscosity of galaxy

mergers σSI/mχ . 1 cm/g [154, 155, 156], but values in the range

σSI/mχ ∼ 0.1− 10 cm/g (3.1)

seem to correctly fit the DM data [157, 153, 158]. For a velocity-independent cross

section, the upper range is hence ruled out, while a mild velocity dependence in σ/m

provides a better fit, allowing large self-interactions in smaller systems and providing

the required smaller cross section on the galaxy and cluster scales [159, 160, 161, 162,

163].

Building a viable SIDM particle model that interacts with the SM is not trivial.

The well-known freeze-out cross section for a correct DM relic density around the weak

scale σ ∼ 10−36 cm2 (compared to σ ∼ 10−24 cm2 ×mχ/ GeV for self-interactions)

rules out WIMP candidates [160]. Hidden sectors models with a stable DM particle

naturally provide SIDM candidates and in the standard freeze-out scenario, only

the 10 - 500 MeV mass range for a scalar or Majorana dark matter coupled with a

slightly heavier gauge boson are potential viable candidates [164]. Some other regions

of parameter space with special features have been shown to both accommodate a DM

relic density and the right level of self-interaction. For example, models of strongly
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interacting DM with a freeze-out governed by 3 → 2 annihilations [165, 166, 167], a

non-abelian hidden sector [168], asymmetric DM [160, 161] and DM with a freeze-in

relic density [169, 170, 171] have all been shown to provide the correct relic density

with DM self-interactions in the favoured range to solve the small scale anomalies.

One of the simplest models of dark matter is to extend the SM with a dark

quantum electrodynamic sector containing a Dirac fermion pair and a massive vector

boson that kinetically mixes with the SM photon. Its (freeze-out) thermal relic is set

via s-wave annihilation and is excluded for m . 10 GeV from CMB energy injection

constraints [7]. In the context of SIDM, mA′/mχ ' 10−3 is typically required to

obtain the correct level of self-interactions between dwarf and cluster scales [40]. In

this case, the s-wave annihilation are enhanced by the Sommerfeld effect and the

SIDM region of interest (100 MeV < mχ < 100 TeV and 1 MeV < mA′ < 1 GeV) is

ruled out by indirect detection bounds from Planck, AMS-02 and Fermi [75]. These

limits can be relaxed under a few conditions. For example, it was recognized that

if the DM does not thermalize with the SM, SIDM is asymmetric or A′ has a mass

mixing with Z can all evade the indirect detection constraints [75, 40].

In this chapter, we explore the first option to evade the strong indirect detec-

tion constraints. We consider a Dirac DM particle, coupled feebly to the SM via a

massive A′ kinetically mixed with the photon. We provide a discussion of freeze-in

dark fermion with a U(1) mediator in the context on SIDM, exploring cosmological,

astrophysical and direct detection consequences. Freeze-in portals with a massless (or

ultralight) dark photon have previously been discussed in terms of direct detection

sensitivity [16, 172, 173, 174], but not in the context of a MeV range mediator mass

with SIDM. The freeze-in production of a fermionic DM with a dark photon was first

derived in Ref. [16] in which they recognize the discovery potential at Xenon1T. We

update their result, improve the DD forecasts and provide explicit detection bench-

marks by different experiments in the context of the SIDM parameter space.

In section 3.3, we define the model and discuss the freeze-in production in sec-

tion 3.4, providing analytical approximations where appropriate. We review the SIDM

parameter space in section 3.5. In section 3.6, we cover both direct and indirect ex-

perimental probes of the parameter space. We provide a discussion and a summary

in sections 3.7 and 3.8.
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3.3 Model and Set-up

As mentioned, in this work we consider an extension of the SM symmetry group

with an additional U(1)X gauge group, broken at an arbitrary large energy scale and

kinetically mixed with the SM hypercharge, neglecting a mass mixing with the Z

boson. For simplicity, we assume a Stueckelberg symmetry breaking to generate the

vector boson mass (see [175] for a general discussion), although a similar study can

be made with a Higgs mechanism in the dark sector.

The dark photon A′ is coupled to a DS containing a fermion-antifermion pair χ−χ̄
with a vector coupling gd (no axial coupling), analogous to a dark quantum electro-

dynamics theory. The kinetic mixing of strength ε/ cos θW with the SM hypercharge

serves as a portal to the DS. For mA′ � mZ , the phenomenology is dominated by the

photon mixing and the relevant lagrangian is

Ldark = −1

4
F ′µνF

′µν +
m2
A′

2
A′µA

′µ (3.2)

+
ε

2
F ′µνF

µν + χ̄(i6D −mχ)χ,

where A′ and χ denote the dark photon and dark fermion respectively, F
(′)
µν = ∂µA

(′)
ν −

∂νA
(′)
µ are the related field strength tensors and the covariant derivative takes the form

Dµ = ∂µ − igdA′µ.

The model has 4 free parameters {mA′ , ε,mχ, gd} and we define new fine structure

constants, α′ = ε2α and αd = g2
d/4π, for electromagnetic forces between the two

sectors and within the DS respectively.

3.4 Production of the dark sector

The final relic abundance of the constituents of a DS is determined by the thermal

interactions with the SM particles. The number density of each particle evolves

according to the Boltzmann equation for 1 + 2 ↔ 3 + 4 interactions and takes the

form

a−3d(n3a
3)

dt
=

∫ ( ∏
i=1...4

d3pi
(2π)32Ei

)
× (3.3)

× (2π)4δ4(p1 + p2 − p3 − p4) |M|2 (N1N2 −N3N4) ,
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where Ni is the statistical distribution of species i and we have neglected the Bose

enhancement and Pauli blocking effects. The evolution of number densities is more

easily expressed with the dimensionless parameter Y = n/s, where s is the entropy

density of the Universe. We can then substitute the right-hand side of (3.3) with sẎ3

and we can relate Yχ(t = t0) to the present number density of the dark fermions and

its corresponding energy abundance

Ωχh
2 =

mχYχ(t0)s0

ρcrit/h2
, (3.4)

where s0 = 2891.2 cm−3 is the present entropy density and ρcrit/h
2 = 1.054 ×

10−2 MeV cm−3 [176].

For couplings large enough such that the interactions rate between the visible and

dark sectors is faster than the Hubble rate at any given time, both sectors quickly

reach thermal equilibrium and the final χ abundance is determined by the inefficiency

of annihilations, with Ωχ ∝ 1/〈σv〉 [9].

On the other hand, assuming an empty DS in the infinite past with arbitrary

weak couplings, χ never reaches an equilibrium and Ωχ ∝ 〈σv〉 [177], which is the

production scenario considered here. Although the relic is proportional to α′αd, there

is a mass-dependent upper bound on αd that cannot be compensated by simply de-

creasing α′. Indeed, for large dark couplings and light mediators, the DS produced

through freeze-in can be depleted via χχ̄ → A′A′ annihilations, a regime of reanni-

hilation [16]. After computing the freeze-in parameter space for a correct DM relic,

we quantify the reannihilation to find the range of applicability of our freeze-in relic

results.

3.4.1 Freeze-in regime

Assuming an empty DS as an initial condition in the infinite past, the light dark

fermions will be generated through s-channel annihilation of electrically charged SM

particles. By definition of the freeze-in regime, the destruction rate is negligible and

we can take N3, N4 → 0 in (3.3) to evaluate the final abundance. In the Maxwell-

Boltzmann approximation, the integrals simplify to [178]

sẎχ =
T

2(2π)4

∫ ∞
4m2

ds σ
√
s
(
s− 4m2

)
K1

(√
s

T

)
, (3.5)
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where s = (p1 + p2)2, K1 is the modified Bessel function of the second kind and m is

the mass of the SM annihilating particles. Details of the analytical estimates and the

cross section σ for the reaction 1 + 2→ χ+ χ̄ are given in supplementary section 3.9.

The final abundance is found by integrating

Y =

∫ ∞
0

dT
Ẏ

H(T )T
, (3.6)

with the usual entropy density and Hubble rate

s(T ) =
2π2

45
h?(T )T 3, H(T ) ' 1.66

√
g?(T )

T 2

Mpl

, (3.7)

for the effective number of relativistic (entropy) degrees of freedom g? (h?), which

in the spirit of the freeze-in mechanism, only comprises SM particles. The following

set of analytical yields we derived are accurate at 5% where g?(mχ) and h?(mχ) are

mostly constant to 40% when mχ ∼ 10− 20 MeV.

For mA′ � 2me or 2mχ, the production rate is restricted by the phase-space of

the non-relativistic fermions and we obtain the analytical approximation

Y imag A′

χ+χ̄,f−i ' 2× 9α′αd
128π

m4
hf

(Hs)T=mhf

, (3.8)

where mhf = Max(me,mχ) is the mass of the heavier fermion in the reaction.

For 2me, 2mχ � mA′ < 2mµ, the reaction is resonantly enhanced at the A′ mass

pole, and we can estimate the freeze-in yield from an on-shell dark photon

Y real A′

χ+χ̄,f−i ' 2× 3

4π

α′αd
α′ + αd

m4
A′

(Hs)T=mA′

. (3.9)

In addition to the annihilation channels, the decay of the SM Z boson dominates

the production for 1 GeV . mχ < mZ/2 [16, 172]. Recalling the mixing in (3.2) is

with the hypercharge field tensor Bµν = cos θWFµν − sin θWZµν , the dark photon

also obtains a kinetic mixing with the Z boson with a ε tan θW mixing coupling (see

supplementary section 3.10 for a short review of the field rotations and couplings).

The decay rate is

ΓZ→χχ̄ = ε2 tan2 θWΓ
mA′=mZ
A′→χχ̄ ' 10−22 GeV

α′αd
10−25

, (3.10)
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Figure 3.1: Contribution of each production channels in the freeze-in relic with a light
mediator (mA′ � mZ) as a function of dark matter mχ for α′αd = 10−26. The dotted
line shows the CDM relic density. The dashed lines demonstrated that the Z decay
estimate matches the Breit-Wigner cross sections used.

where we neglected the phase-space suppression of a massive χ. The production rate

is straightforward

sẎχ = 3×
∫

d3pZ
(2π)3

mZ

EZ
ΓZ→χχ̄NZ , (3.11)

and the resulting χχ̄ yield is

Y Z decay
χ+χ̄,f−i ' 2× 2.5× 10−14 α

′αd
10−25

(
m2
Z + 2m2

χ

)√
1− 4m2

χ

m2
Z

. (3.12)

Our numerical results use the MB approximation (Ni = e−Ei/T ) and include all

charged leptons, free quarks (free pions and kaons) above (below) the QCD confine-

ment temperature following the prescription in [74]. The contribution of quarks is

similar to equations (3.8-3.9) with the additional colour number and quark charge

NcQ
2
q factor. We include the Z-mediated diagram, with a Breit-Wigner width that

correctly reproduces Eq. 3.12 when summed over all production channels. The relic

abundance for mA′ � mχ,mZ is shown in Fig. 3.1.

Using the most recent CDM density measurement from the Planck satellite [7]

ΩCDMh
2 = 0.1198± 0.0015, (3.13)

the estimates for a freeze-in χ relic become (from one electron-type production chan-
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nel)

α′αd ' 6× 10−28mhf

mχ

hhf?

√
ghf? off-shell A′, (3.14)

α′ ' 5× 10−29mA′

mχ

hA
′

?

√
gA′? on-shell A′. (3.15)

The number of relativistic degrees of freedom g? and entropic relativistic degrees of

freedom h? are accordingly evaluated at the heavy fermion hf or dark photon A′

mass and we assumed that the on-shell A′ decay is dominated by the dark sector

fermions αd � α′. Including all channels, Ωχ = ΩCDM is achieved for α′αd ∼ 10−26

for mA′ � mχ,mZ .

3.4.2 Dark thermalization and reannihilation

If we have a freeze-in production dominated by the portal coupling rather than the

DS coupling α′ � αd (as implied by the SIDM framework), it is possible to have a

significant amount of DM depletion without the dark sector itself with annihilations

into dark photons, a regime of reannihilation [16]. This situation is possible even if

the DS has not reached full equilibrium with the SM. The onset of this regime is

appears when the annihilation is cosmologically efficient

〈σannv〉nχ(TDS) & H(Tγ), (3.16)

where 〈σannv〉 is the χχ̄ → A′A′ thermal cross section, evaluated at the DS temper-

ature TDS < Tγ. To obtain TDS, we first solve the energy transfer to the DS (see

supplementary section 3.11 for details). Equipped with the dark sector TDS(Tγ), we

can augment the Boltzmann equation to include the depletion within the DS [16]

dY

dT
=

s(Tγ)

H(Tγ)Tγ

[
〈σprodv〉Tγ

(
Y 2

eq(Tγ)− Y 2
)

+ (3.17)

+ 〈σannv〉TDS

(
Y 2

eq(TDS)− Y 2
)]
, (3.18)

where 〈σv〉Ti is evaluated at temperature Ti and σprod includes all SM production

channels. Numerical solutions of Y (T ) are shown in Fig. 3.2 for mχ = 100 GeV with

the freeze-in relic versus the reannihilation scenario. Conceptually, Y initially follows

the equilibrium curve Yeq,DS reduced from the would-be SM equilibrium Yeq since

TDS � Tγ. At some point, the source from the SM maintains a χ population above
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Figure 3.2: Thermal evolution of the normalized number density Y = n/s for
mχ = 100 GeV with a strong reannihilation, (αd = 10−2, solid, green), negligible
reannihilation (αd = 10−3, solid, orange) and from freeze-in only (solid blue). Dashed
lines are used to show analytical solutions for Y is thermal equilibrium with the
SM Yeq or with the DS with a small temperature Yeq,DS. The dotted line shows the
would-be freeze-in yield with the same α′αd as the αd = 10−2 curve, except neglecting
reannhilation. The dashed-dotted line follows in the quasi-static equilibrium.

Yeq,DS and the abundance follows a Quasi-Static Equilibrium (QSE), an intermediate

abundance weighing the still-efficient annihilations depletion with the influx of χ from

the SM bath given by [179, 16]

YQSE =

√
〈σprodv〉Tγ
〈σannv〉TDS

Yeq. (3.19)

This is clearly seen as the second bump for the αd = 10−2 curve in Fig. 3.2.

The relic then decouples as a standard freeze-out, with and effective cross section

〈σeffv〉 =
√
〈σprodv〉〈σannv〉. Our numerical solution for reannihilation does not use

an empty far past as an initial condition (as opposed to the freeze-in scenario) but

rather with Yini = Yeq,DS. This has no impact on the final abundance as the would-be

abundance for the same α′αd crosses Yeq,DS before the transition to YQSE (see dotted

line in Fig. 3.2). In other words, thermalization to Yeq,DS is guaranteed to happen.

Finally, the freeze-in relic is attained if Y freezes out of YQSE before the σprod becomes

inefficient, as exemplified in the αd = 10−3 curve.
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Figure 3.3: Values of α′αd needed for the correct relic density in the frozen-in fermionic
SIDM model with a dark photon mediator.

The non-relativistic thermally averaged cross section for annihilations to A′A′ is

〈σv〉 =
παd
2m2

χ

(3.20)

and the reannihilation regime is consequently more important for light DM masses.

The required value of α′αd to generate the correct relic abundance therefore increases

from the freeze-in value αd/mχ . 10−5/GeV as shown in Fig. 3.3. For a fixed value of

αd, α
′αd cannot be arbitrarily increased to compensate a stronger reannihilation for

smaller values of mχ. Larger values of α′αd increase TDS, or equivalently Yeq,DS which

eventually connects the two baths thermally (when Yeq,DS = Yeq). In this case, the

relic is set by the standard freeze-out, with a final abundance inversely proportional

to Eq. (3.20), independently of the α′αd product. Finally, this dark freeze-out serves

as a lower bound on mχ for a fixed αd for the possibility of a freeze-in or reannihilation

relic. Using the crude freeze-out requirement 〈σv〉 ∼ 1 pb we find the approximate

bound

mχ & 200 GeV × αd
10−2

, (3.21)

for a viable freeze-in or reannihilation-type relic, which is representative of our nu-

merical results shown in Fig. 3.3.
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3.5 Self-Interactions

The mechanics and interesting parameters space for self-interactions with respect

to the small scale anomalies have been formulated in a series of papers [160, 161].

We simply review the analytical features and replicate the results in terms of dark

photons from Ref. [161]. While the exact solution is found by numerically solving the

Schrödinger equation, we simplify our task by utilizing the analytical approximations

provided in the different regimes. This reduces the resolution of the resonant peaks

in the parameter space, but does not change our overall result.

In astrophysical systems, dark matter scatterings are non-relativistic and well

described by a Yukawa potential

V (r) = −αd
r
e−mA′r. (3.22)

The momentum transfer cross section

σT =

∫
dΩ(1− cos θ)

dσ

dΩ
, (3.23)

is known in the Born (αdmχ � mA′) and classical limit (mA′ � mχv), while the

remaining parameter space can be studied through the Schrödinger equation. In

particular, the nonperturbative region allows resonances for

αdmχ

κmA′
= n2 , n = 1, 2, 3, ... (3.24)

where κ ' 1.6. An analytic approximation for this regime is available by solving the

Hulthen potential

V (r) = −αdκmA′e
−κmA′r

1− e−κmA′r , (3.25)

as a proxy to the Yukawa potential.

The resonances present sharp patterns in the velocity-dependence, which can affect

different astrophysical systems through the velocity dispersion of their particles. In

general, a system in thermal equilibrium can be described in the velocity-averaged

cross section

〈σT 〉 =

∫
d3v

(2πv2
0)3/2

e
− v2

2v2
0 σT (v), (3.26)

where v0 is the typical velocity of the particles. The compelling SIDM parameter

space is found with the following requirements
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Figure 3.4: SIDM parameter space for αd = 10−4 with current constraints and fore-
casted sensitivity of DD experiments. At each point, α′ is chosen to give the correct
relic density. The region highlighted in red cannot generate a freeze-in relic; the
dark region thermalizes with the SM and the pale region has a small reannihilation
contribution. The green region is favoured by the DM small scale anomalies. BBN
and conservative SN constraints from the dark photon parameter space are shown
in purple. The dashed lines represents future sensitivity for XENONnt, LUX-Zeplin
(LZ), PandaX-4T and XENON1T at design sensitivity.

• 0.1 < 〈σT 〉/mχ < 1 cm2/g on dwarf scales with v0 = 30 km/s,

• 〈σT 〉/mχ < 1 cm2/g on the cluster scales with v0 = 3000 km/s,

to alleviate the small scale anomalies. The region for αd = 10−4 is shown in Fig. 3.4

along with the current constraints and future experimental sensitivity to be explained

in the next section.

3.6 Probes and Constraints

The established program for DM direct detection provides an opportunity to observe

a symmetric SIDM with αd = 10−2 and ε ∼ 10−10 [162, 163, 180]. These values are



62

near the freeze-in range and form an interesting possibility to experimentally observe

the freeze-in SIDM. Additionally, since the SIDM favours a light mediator, the dark

photon will populate (at lower temperatures) through the freeze-in production and

known constraints (partially derived in chapter 2) on visibly decaying dark photons

apply (see [181] for a recent overview). In this section, we first derive the direct

detection signal for our model and then summarize the indirect detection restrictions

of the dark photons.

3.6.1 Direct Detection

The low-momentum (q = 0) spin-independent cross section with a nucleon

σSI
χn =

16πα′αd(Z/A)2µ2
χn

m4
A′

(3.27)

combined with the freeze-in relic density requirement

α′αd ' 10−26, (3.28)

imply that the model is near the direct detection sensitivity

σSI
χn ∼ 10−46 × cm2

(
20 MeV

mA′

)4

, (3.29)

and we thus expect the freeze-in SIDM to be within the projected detection range

of the upcoming generation of experiments. This scattering cross section assumes

point-like interactions and does not apply directly to the long-range behaviour of

light mediators. If the mediator is lighter than the momentum transfer (q ∼ 50 MeV

for a Xenon experiment), the R ∝ m−4
A′ scaling of the event rate is saturated and

instead depends on the nuclear recoil energy of the experiment [182, 183].

More precisely, the differential cross section with a target nucleus is [182]

dσ(v, ER)

dER
=

mT

2µ2
χp

σSI
χn

A2

v2

F 2(ER)(
1 + 2mTER

m2
A′

)2 , (3.30)

where mT is the target mass, µχp is the DM-proton reduced mass, A is the atomic

nucleon number of the target, v is the DM velocity, F the Helm nuclear form factor
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and ER the recoil energy of the nucleus. Integrating over the local DM distribution1,

the differential recoil rate becomes

dR

dER
= CTχσ

SI
χn

F 2(ER) η [vmin(ER)](
1 + 2mTER

m2
A′

)2 , (3.31)

where the detector parameters and local mass density have been incorporated in CTχ

and the velocity dependence is

η ≡
∫
v≥vmin(ER)

d3v
fM(~v)

v
(3.32)

with fM as the normalized isotropic Maxwellian velocity distribution in the galaxy in

Earth’s frame, truncated at vesc, while neglecting the annual modulation. The lower

bound is given by the minimal DM velocity that can induce a given recoil energy in

the target vmin =
√
mTER/2µ2

χT .

For each direct detection experiment, an analysis must be performed to transform

the theoretical rate into an observed signal rate and apply the relevant cuts to optimize

the statistics. This task was executed by other authors in Ref. [180] in the context

of dark photons/fermions without the freeze-in relic and obtained exclusion regions

from the LUX experiment 2013 results [33] and SuperCDMS [184].

Instead of going through the experimental modelling, we can simply utilize the

nuclear recoil efficiency εR(ER) provided by each collaboration with the strongest

constraints (LUX [185], XENON1T [55] and PandaX-II [34]). The experimental event

rate is then straightforward

R = CTχσ
SI
χn

∫
dER

F 2(ER) η (vmin)(
1 + 2mTER

m2
A′

)2 εR (ER) . (3.33)

The published exclusion regions in the mχ− σSI
χn space by experiments assume heavy

mediators and we can translate them into light mediators constraints via

σSI
0 (mχ) = σSI

χn(mχ,mA′)
I (mχ,mA′)

I (mχ,∞)
, (3.34)

with σSI
0 (mχ) representing the provided experimental cross section limit and I the

1We use the standard astrophysical parameters v0 = 220 km/s, v� = 232 km/s and
vesc = 544 km/s.
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Figure 3.5: Spin-independent cross section limits from current DD experiments and
projected sensitivity for future upgrades. The maximal cross section in the light
mediator limit is shown for the freeze-in SIDM with the energy recoil efficiency used
in the LUX (orange) and XENONnT experiments (red). PandaX is indistinguishable
from the XENONnT efficiency.

integral in equation (3.33). Using the same experimental and astrophysical parame-

ters, this strategy reproduces the general features of the full study in Ref. [180], with

our exclusion regions being more conservative.

We display the nuclear recoil efficiencies with a saturated low mediator mass

limit in Fig. 3.5 (the Xenon1T and Panda-X efficiencies are similar and combined in

the figure), along with the present strongest limit from LUX [185], XENON1T [55],

PandaX-II [54], the forecasted sensitivities for the design sensitivity of XENON1T [58]

and future experiments the LUX-Zeplin (LZ) [186] and PandaX-4T [57]. DD exper-

iments can probe the freeze-in DM when they attain the red and orange lines of

saturated low mediator mass. These low-mass limit show the largest cross section

testable for a given DM mass. A heavier mediator is eventually suppressed by m−4
A′

when mA′ becomes larger than the transferred momentum. The forecasted reach of

each experiments in shown in Fig. 3.4 for αd = 10−4. For this benchmark, both

LZ and XENONnT should have the experimental reach to fully probe the large mχ

region of SIDM. Both PandaX-4T and XENON1T at full design sensitivity (current

constraints are early results with 34.2 live days of data [55]) will partially probe the

SIDM parameter space.
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Figure 3.6: Dark photon parameter space with robustly excluded regions in solid
colours. The solid and dashed blue lines are potentially excluded by SN arguments,
while the grey lines show older (outdated) SN constraints (see text for details.) The
red lines show future regions of sensitivity by the Pixie satellite and the SHiP exper-
iment. The horizontal band shows the spread in ε that gives the correct relic density
for 1 GeV < mχ < 1 TeV and αd = 10−4.

3.6.2 Indirect Detection

The mild velocity dependence favoured by the SIDM parameter space implies a light

mediator, visibly decaying into the SM. Regardless of the structure of the (heavier)

dark sector, there are multiple constraints from cosmology, astrophysical and experi-

mental results on the parameter space, shown in Fig. 3.6. By focusing on αd = 10−4,

the strong indirect detection signals from Sommerfeld enhanced A′A′ annihilations

only affect lighter masses mχ . 20 GeV. The constraints on the remainder of the

parameter space will come for the freeze-in A′ relic which subsequently decays and

influences the cosmology, as derived in chapter 2. The solid coloured regions are

robustly excluded, while the lined regions correspond to either future experimental

sensitivity or systematic uncertainties in the constraints. The range of values of ε

that provide the correct relic density for αd = 10−4 is highlighted in the pink band.

For a given αd, the upper limit in the ε band is for χ > mZ , while the lower range is

due to the larger production from Z decays at mχ . mZ/2.

For the specific choice of αd = 10−4, all viable values of ε with the relic force the

A′ to decay before the BBN sensitivity. The only indirect detection measurement

that affects this parameter space comes from supernova.
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The bounds from supernova energy loss have recently been updated to include

the finite-temperature and density effects in the dark photon propagation [187, 188].

While both references broadly agree, Ref. [187] showed that varying the temperature

and density profile of the progenitor can significantly affect the final constraints. As

such, we show in solid blue their robust exclusion region, while their largest variation

(solid blue line) and result from [188] (dashed blue line) serve as systematic uncer-

tainties. Another recent calculation without finite-temperature effects is shown in

dotted blue, which overestimates the sensitivity at low A′ masses [189]. We addi-

tionally show older constraints [190, 191] in grey in Fig. 3.6. The upper grey blob

(ε ∼ 10−10 − 10−7) is the region that was updated and comes from energy loss argu-

ments that would decrease the neutrino luminosity below the observed signal. The

lower region (ε ∼ 10−12 − 10−10) is due to A′ decays just outside the progenitor’s

surface that would emit an unobserved electromagnetic signal2.

We also show the potential future sensitivity of the SHiP experiment [47] that

will be able to probe mA′ > 300 MeV and complement other beam dump experi-

ments (see [43] for a review).

3.7 Discussion

Large values of αd are often discussed in the SIDM literature. While reannihilation

of the DS considerably reduce the viable freeze-in parameter space, we find that

αd ∼ 10−4 is still a plausible candidate to the DM existing in nature. It is quite

remarkable that many DD collaborations will have the sensitivity to cover the region

of interest. The forecasts are based on the fact that they will be able to at least

match the nuclear recoil detection efficiency of previous analyses. The reach into

low ER is important so as to obtain a sensitivity into light mediators. As long as

mA′ & 2mTER ∼ 50 MeV, the event rate goes as m−4
A′ and the experimental sensitivity

is purely determined by the σSI
χn limits of the experiments. Further reach in the heavy

mediator direction requires tremendous efforts, as an improvement of an order of

magnitude in σSI
χn limit translates in a 101/4 ∼ 1.7 improvement in mA′ . For example,

an optimal sensitivity at the neutrino coherent scattering floor would have a reach to

mA′ ∼ 150 MeV at its maximal point.

2We note that a portion of this constraint should be still valid, but the full phenomenology with
plasma effects has not be determined yet. In particular, we expect the lower bound to be ∝ ε2m2

A′

instead of being flat in mA′ , in a similar fashion to the updated neutrino luminosity argument [187].
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On the other hand, as mχ is lowered below 50 MeV, a combination of the raw σSI
χn

and the low-ER acceptance rate influences the reach into the model. The LUX collab-

oration made a significant leap in lowering the minimum recoil energy acceptance to

1.1 keV with a new calibration technique by injecting tritium β source [192]. The de-

rived photon and electron emission model is transferrable to other xenon experiments

and both XENON and PandaX collaborations are profiting from this technique, pro-

viding similar low-ER efficiency [58]. We see from Fig. 3.5 that the XENON1T will

be the first experiment to have sensitivity to the SIDM freeze-in dark fermion-photon

model if they achieve their design sensitivity. Looking further in time, XENON1T’s

next phase XENONnT [58], LZ and PandaX-4T will be able to go further even fur-

ther in sensitivity. As all these next generation experiments are built on same the

knowledge and expertise, we expect the efficiency to further increase and consider our

forecast to be conservative.

Taking advantage of the light mediator m−4
A′ enhancement for small ER, direct de-

tection of DM scatterings on electron can additionally constrain sub-GeV DM. Many

experimental avenues have been identified (for example through electron ionization,

excitation or molecular dissociation [172]) which potentially allow ER down to the eV

range. In this case, the scattering cross section is [172]

σSI
χe =

16πα′αdµ2
χe

(m2
A′ + α2m2

e)
2 ∼ 10−42 × cm2

(
0.1 MeV

mA′

)4

, (3.35)

and is saturated in light mA′ by the electronic wavefunction around the nuclei. The

electron response to the scattering involve quantum mechanical simulations and the

freeze-in relic with a very light dark photon mA′ � keV mediator has been explicitly

featured as an achievable sensitivity target [172]. In particular, both DAMIC [193]

and SuperCDMS-silicon [194] will be able to probe freeze-in DM in the range mχ ∼
100 − 106 MeV with ultralight dark photons [173]. A hypothetical molecular N2-

based detector could also detect the same model with mχ 102 − 106 MeV through

chemical-bond breaking [174]. These experimental efforts can be interesting for the

non-resonant SIDM, where the region with correct self-interactions with smaller αd

is located as smaller mχ −mA′ .

Finally, the recent work on dark photons produced in a supernova has demon-

strated the large systematic uncertainties that affect the mA′−ε parameter space [187,

188, 189]. We utilize the most conservative results, but advancement on that front

can potentially rule out most of the SIDM parameter space for αd = 10−4 if the
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physical processes lie further in the systematic errors range.

3.8 Summary

In this work, we presented the parameter space for a frozen-in Dirac fermion DM

with a dark photon mediator. We find that the complementary relationship between

direct detection experiments and the indirect detection constraints on the dark photon

will cover some of the self-interaction parameter space, demonstrating αd = 10−4 as

a benchmark that will be fully probed. The direct detection sensitivity is heavily

impeded for heavy mediators, but supernova constraints on the dark photon can

rule out most of the model if proto-neutron stars profiles are better understood and

improve systematic uncertainties.

3.9 Supplementary: Analytical freeze-in yields

Assuming the production rate is sub-Hubble, chemical equilibrium is never reached

and χ is produced via the freeze-in mechanism. The χ destruction in the Boltzmann

equation is negligible, from the lack of χ to annihilate, and we take N3, N4 → 0

in (3.3).

sẎχ =

∫
d3p1

(2π)32E1

d3p2

(2π)32E2

d3p3

(2π)32E3

d3p4

(2π)32E4

×

× (2π)4δ4(p1 + p2 − p3 − p4) |M|2N1N2, (3.36)

≡
∫

d3p1

(2π)3

d3p2

(2π)3
σvN1N2 ≡ n1n2〈σv〉 (3.37)

=
T

2(2π)4

∫ ∞
4m2

e

ds σ
√
s
(
s− 4m2

e

)
K1

(√
s

T

)
, (3.38)

where we assumed MB statistics of the initial particles, s = (p1 + p2)2 and K1 is the

modified Bessel function of the first kind. For ff̄ → χχ̄, the spin-summed photon-
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mediated squared matrix element and cross section are

|M|2 = 64π2α′αd
s2

(s−m2
A′)

2 +m2
A′Γ

2
A′

{
1 +

4m2
e

s
+

4m2
χ

s
+ (3.39)

+

(
1− 4m2

e

s

)(
1− 4m2

χ

s

)
cos2(θ)

}
, (3.40)

σ =
16π

3
α′αd

s

(s−m2
A′)

2 +m2
A′Γ

2
A′

√
1− 4m2

χ

s√
1− 4m2

e

s

(
1 +

2m2
e

s

)(
1 +

2m2
χ

s

)
, (3.41)

where ΓA′ ' αdmA′
3

is the decay rate of A′ → χχ̄ and the final abundance is given

by (3.6). Although we numerically obtain our results, we here provide analytical

approximation to the χ yield via freeze-in production.

On-shell resonance of A′. For mA′ > 2me, 2mχ, the virtual A′ becomes on-shell

and the production hits a resonance. Using the narrow-width approximation of the

Breit-Wigner distribution

1

(s−m2
A′)

2 +m2
A′Γ

2
A′
≈ π

mA′ΓA′
δ(s−m2

A′), (3.42)

the centre of energy integral (3.38) becomes trivial and we get the estimate

sẎ real A′

χ =
1

2π2
α′Tm3

A′K1

(mA′

T

)
, (3.43)

when using relativistic approximations. This is the same result as the production

of an on-shell dark photon from the thermal bath of electrons as in [74]. The same

argument follows and the final abundance from a single lepton coalescence channel is

Y real A′

χ+χ̄,f−i ' 2× 3α′

4π

m4
A′

(Hs)T=mA′

, (3.44)

where the factor of 2 comes from the associated production of χ̄.

Off-shell A′. For mA′ � 2mhf , mhf being the heavier fermion in the initial or

final state, the production rate shuts off at low temperature from the phase-space

exponential suppression of non-relativistic heavier fermions. Neglecting mA′ and the

lighter mf , the integrand of (3.38) can be evaluated analytically and we find the
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simplified estimates

sẎ imag A′

χ =
α′αd
6π3

Tm2
hf

[
4TK2

1

(mhf

T

)
+ (3.45)

+
√
πmhfG

3,0
1,3

(
m2
hf

T 2

∣∣∣∣∣ 1

−1
2
,−1

2
, 1

2

)]
,

where Gm,n
p,q

(
z

∣∣∣∣∣ a1, ..., ap

b1, ..., bq

)
is the Meijer G function. Integrating over the simplified

thermal history sH ∝ T 5 , we find the estimate

Y imag A′

χ+χ̄,f−i ' 2× 9α′αd
128π

m4
hf

(Hs)T=me

, (3.46)

accurate at the 5-percent level.

3.10 Supplementary: Field rotations and couplings

In this supplementary section, we provide a review of the field rotations and coupling

constants arising from a feeble kinetic mixing (ε � 1). The exact results for any ε

values are given in Ref. [195]. After diagonalizing the kinetic mixing and electroweak

symmetry breaking, the Z0 − A′0 mass matrix is (δ ≡ mA′,0/mZ,0)

m2
V = m2

Z,0

(
1 ε tan θ

ε tan θ δ2

)
. (3.47)

While the photon remains massless, the physical Z − A′ are found by diagonalizing

the mass matrix (
Z

A′

)
=

(
cosα sinα

− sinα cosα

)(
Z0

A′0

)
(3.48)

and tanα = ε tan θ/(δ2 − 1). The mass eigenstates are as expected mZ = mZ0 ,

mA′ = δmZ = mA′,0 (corrections appear at O(ε2)). The vector couplings between Z
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and the fermions become

gZff̄ =
g

cos θ

[
cosα(t3 cos2 θ − Y sin2 θ) (3.49)

+ε sinα tan θ Y ] ,

gA′ff̄ =
g

cos θ

[
− sinα(t3 cos2 θ − Y sin2 θ) (3.50)

+ε cosα tan θ Y ] , (3.51)

with the standard t3 weak isospin and Y hypercharge value of each fermion. The

axial coupling remains unchanged from the SM. Unless mA′ ∼ mZ (ε ∼ |1− δ2|), the

Z interactions are at their SM values (up to O(ε2)). On the other hand, the dark

photon couplings differ in the low and high mA′ mass limits

gA′ff̄ →
{
−εeQ for mA′ � mZ

εeY
cos2 θ

for mA′ � mZ

, (3.52)

and thus couples to neutrinos at high masses. The couplings on the dark sector side

are given by

gA′χχ̄ = gd cosα (3.53)

gZχχ̄ = gd sinα (3.54)

3.11 Supplementary: Dark sector energy flow

By definition of the freeze-in regime, the DS does not thermalize at an arbitrary early

time and entropy conservation arguments for the temperature decoupling do no apply.

Instead, we compute the energy transfer to the DS with the Boltzmann equations.

We numerically solve for the energy conservation equations [196]

ρ̇SM + 3H (ρSM + PSM) = −E (3.55)

ρ̇DS + 3H (ρDS + PDS) = E (3.56)
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in the relativistic approximation PDS = ρDS/3, with the energy density flow E given

by

E =

∫ ( ∏
i=1...4

d3pi
(2π)32Ei

)
(2π)4δ4(p1 + p2 − p3 − p4) ×

×∆E |M|2 (N1N2 −N3N4) , (3.57)

with the energy transfer ∆E =
√
s.

In the freeze-in limit, we find the following estimates

E real A′ =
1

2π2
α′Tm4

A′K1

(mA′

T

)
, (3.58)

E imag A′ =
α′αd
2π2

T 3
(
2m2

hf + 2mhfT + T 2
)
e−

2mhf
T . (3.59)

In these cases, the energy density flow equation (3.56) can be solved exactly (with

the PDS = ρDS/3 and H ∼ T 2 assumptions) and the attractor solutions for an empty

DS initial condition in the far past are

ρreal A′

DS (T ) =
α′m6

A′

8π2HmA′
T
G2,1

1,3

(
mA′

2T
,
1

2

∣∣∣∣∣ −3
2

−1
2
, 1

2
,−5

2

)
, (3.60)

ρimag A′

DS (T ) =
3α′αd
4π2

mhfT
4

Hmhf

(
1− g

(mhf

T

)
e−

2mhf
T

)
, (3.61)

where g(x) = 1 + 4x/3 + 2x2/3 and Hm is the Hubble rate evaluated at H(T = m).

By construction we solved for relativistic species (PDS = ρDS/3) and the decoupled

behaviour at low-temperature goes as

ρreal A′

DS (T ) ∼ 8α′

π2

mA′

HmA′

T 4, (3.62)

ρimag A′

DS (T ) ∼ 3α′αd
4π2

mhf

Hmhf

T 4. (3.63)
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Chapter 4

Long-Lived Scalars at the LHC

This chapter was published as: A. Fradette and M. Pospelov. Physical Review

D 96, 075033 (2017). Section 4.6 was added for this dissertation.

4.1 Abstract

LHC experiments can provide a remarkable sensitivity to exotic metastable massive

particles, decaying with significant displacement from the interaction point. The

best sensitivity is achieved with models where the production and decay occur due to

different coupling constants, and the lifetime of exotic particles determines the proba-

bility of decay within a detector. The lifetimes of such particles can be independently

limited from standard cosmology, in particular, the BBN. In this chapter, we analyze

the constraints on the simplest scalar model coupled through the Higgs portal, where

the production occurs via h → SS, and the decay is induced by the small mixing

angle of the Higgs field h and scalar S. We find that throughout most of the param-

eter space, 2mµ < mS < mh/2, the lifetime of an exotic particle has to be less than

0.1 s, while below 2mµ it could grow to about a second. The strong constraints on

lifetimes are induced by the nucleonic and mesonic decays of scalars that tend to raise

the n/p ratio. Strong constraints on lifetimes of the minimal singlet extensions of the

Higgs potential are welcome news for the MATHUSLA proposal that seeks to detect

displaced decays of exotic particles produced in the LHC collisions. We also point

out how more complicated exotic sectors could evade the BBN lifetime constraints.
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4.2 Introduction

The absence of readily discoverable NP at the LHC has presented the physics com-

munity with a formidable puzzle. While the arguments for NP “not too far” from

the weak scale still loom large, there is a distinct desire to explore wider (and wilder)

theoretical options away from a simply realized weak-scale supersymmetry, or extra

space dimensions. One possible strategy to look for new physics is to abandon the-

oretical preconceptions and to start looking for nonstandard signatures that the NP

could present.

Large classes of models offer promising avenues for a nonstandard signal in the

production of new exotic particles (possibly of electroweak-scale mass) with subse-

quent decay away from the interaction point (see e.g. [197, 198, 199, 200]). While

both ATLAS and CMS have performed corresponding studies in a variety of contexts

and for different ranges of displacement [67, 68, 201], it has recently been pointed out

that a dedicated and relatively inexpensive detector [202] could extend the physics

reach into cases where the decay lengths are on the order of O(100 m) and beyond.

When both the production and the decay of an exotic state S occur through

one and the same coupling constant, the chances of detecting such NP at the LHC

experiments are not great. Indeed, a large displacement implies a very small value

for the coupling, which in turn leads to very inefficient production rates. Therefore,

an ideal case for the collider studies would be when the production and decay occur

through different coupling constants, and λproduction � λdecay. For the pair-produced

exotics, such a hierarchy can be made “natural” as the λdecay → 0 limit could lead to

an enhanced symmetry.

If the main signal to search for is an appearance of abnormal energy deposition or

exotic vertex some distance from the interaction point, it is then very important to

know how small λdecay is allowed to be. In more practical terms, one would like to

know if there is an external to the LHC physics constraint on the lifetimes τS of such

exotic particles. An obvious source for such a constraint can be early cosmology. The

BBN, and its overall agreement with observations [203] (apart from the unclear status

of 7Li) can provide a limit on the lifetimes of such particles. To derive such limits,

one would have to make a fairly natural assumption that the Universe was indeed

as hot as T ∼ mS ∼ electroweak scale at some point in its history. Subsequent

thermal evolution to the BBN temperatures involves self-depletion via SS → SM due

to λproduction, in an expected WIMP-type annihilation process, and late-time decay of
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S → SM where depending on lifetimes and the properties of the decay products the

BBN outcome may get affected. These mechanisms are well understood in the BBN

literature (see e.g. [204, 12] for reviews). We will require that the late decay of S

provides a small and acceptable perturbation to the standard BBN (SBBN) outcome,

which in turn will limit τS.

In this chapter, we analyze a fairly minimal model, where a new singlet scalar

has predominantly a quadratic coupling to the Higgs boson that regulates both its

production at colliders and the intermediate cosmological abundance at TBBN � T �
mS. Given that the model is very predictive, it allows one to place robust bounds

on lifetimes of such particles with a minimum amount of model dependence. We find

that for most of the analyzed parameter space with mS < mh/2, the intermediate

abundance of such particles is large enough to affect the neutron-proton freeze-out

ratios at relevant temperatures. This allows us to set fairly robust bounds on lifetimes

of such particles, which come out to be remarkably strong, and shorter than 0.1 s. In

what follows, we describe the model and the cosmological history of S (section 4.3),

derive the impact on the BBN (section 4.4), present our results (section 4.5), estimate

the number of events at the MATHUSLA detector (section 4.6) and provide an overall

discussion (section 4.7).

4.3 The minimal Higgs portal model

We consider the simplest extension of the SM by a singlet scalar field S. A new singlet

scalar S can have two interaction terms with the SM at the renormalizable level, in

addition to trilinear and quartic self-interactions. In this scenario, the Lagrangian of

the singlet sector (including the SM) generically takes the form

LH/S = µ2H†H − λH
(
H†H

)2 − V (S)− ASH†H − λSS2H†H + kin. terms. (4.1)

The Higgs expectation value v = 246 GeV is assumed to correspond to a global

minimum. The self-interaction potential V (S) = λ4S
4+λ3S

3+
m2
S0

2
S2 can be redefined

in such a way that the linear term is absent. It is important that the A, λ3 → 0

and 〈S〉 = 0 limit would correspond to the case of stable S particles. To simplify

the discussion without sacrificing much generality, we take λ3,4 → 0 and assume

Av � m2
S0, λSv

2.

The physical mass of S receives a contribution from the electroweak symmetry



77

breaking, mS =
√
m2
S0 + λSv2. At linear order in A, the mixing angle θ between

physical excitations S and h is

θ =
Av

m2
h −m2

S

(
1− λSv

2

m2
S

)
. (4.2)

The λS term arises because the S field develops a small A-controlled vacuum expecta-

tion value. The mixing parameter θ leads, via the A coupling constant, to the decay

of S particles, which can readily be derived from

Ldecay = S × θ
∑
SM

Oh, (4.3)

where Oh is the set of the standard Higgs interaction terms, with the Higgs field

removed: e.g. Oh = (mf/v)f̄f for an elementary SM fermion f .

This Yukawa-type coupling to the SM has been tested in rare meson decays [205,

206, 44, 207, 208] and in proton fixed-target experiments [47]. The model is mostly

ruled out for large mixing angles θ & 10−4 − 10−2 over the mS ∼ MeV - 5 GeV mass

range. The proposed experiment SHiP could potentially improve current sensitivity

down to θ ∼ 10−6 for mS ∼ few GeV [47] and there are additional islands of sensitivity

at even lower mixing angles from BBN and the CMB [102].

In the limit of θ → 0, S is stable and could be the dark matter [209, 45, 46].

Various limits arise from searches in direct and indirect detection if the particle is

stable (see Refs. [210, 211] for recent reviews), but λS is generically bounded from

the constraints on invisible Higgs decay, independently of the direct detection limits.

The SM Higgs has a well-predicted decay rate into SM particles of ΓSM = 4.07 MeV.

So far, the properties of 125 GeV resonance are remarkably consistent with the SM

Higgs, and therefore there is little doubt that its width is close to ΓSM. The invisible

branching ratio of Higgs decay to the SS final state is

Γh→SS =
λ2
Sv

2

8πmh

√
1− 4m2

S

m2
h

, (4.4)

Br(h→ SS) =
ΓS

ΓS + ΓSM

' 10−2

(
λS

0.0015

)2

, (4.5)

where in the last line we assumed Br(h→ SS)� 1 and mS � mh. The experimental

upper bound on the invisible branching ratio of a SM Higgs is 0.19 (at 2σ) [212], which
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translates into an upper bound on λS,

λS .
0.007(

1− 4m2
S

m2
h

)1/4
. (4.6)

If S is to be stable, such small couplings would lead to an excessive abundance of

S, which invalidates the Z2 symmetric case and forces us to include the decay term.

From now on, we will consider θ 6= 0, or in other words the case of unstable S particles.

Since our analysis is motivated by the LHC physics, we will use Br(h → SS) as an

input parameter and substitute λS everywhere employing (4.4) and (4.5).

4.3.1 Decay products

Since S interacts with the SM in the same fashion as the Higgs with an additional θ

mixing factor (4.3), its decay properties are similar to those of a light Higgs boson.

For the derivations of the actual limits on the lifetime of S, we need to know its

mesonic and nucleonic decay branching ratios.

The decay channels of a light Higgs have been considered in the early years of the

Weinberg-Salam electroweak model [213], with additional refinements as SM parti-

cles and hadronic resonances were being discovered and final-state interactions were

becoming better understood [214, 215, 216]. Hadronic decays in the mass range

2mπ < mS . 4 GeV are still poorly understood, with models varying by as much as

a few orders of magnitude near the di-kaon threshold [208].

The leptonic decay channels are straightforward, with the decay rate given by

ΓS→ll̄ =
θ2

8π

m2
l

v2
mS

(
1− 4m2

l

m2
S

)3/2

. (4.7)

If the decaying product is a pair of heavy quarks, there are O(1) corrections coming

from the 1-loop QCD vertex correction [210], which yields the following correction

factor [217] to the fermionic expressions (4.7)

fq = 3

[
1 +

4αs
3π

(
9

4
+

3

2
ln
m2
q

m2
S

)]
(4.8)

and the factor of 3 comes from the number of color charges. For better accuracy,

we use the higher order perturbative results from the HDecay code [218] for mS >
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2.5 GeV.

Metastable mesons, such as π± and K±, K̄0, K0 are “important” decay products,

as they can participate in the charge-exchange reactions with nucleons and shift the

n − p balance, hence affecting the whole nucleosynthetic chain. In the mass range

where the perturbative QCD calculations are no longer valid, we base our baseline

calculations on Ref. [219]. The scalar-pion interaction can be extracted from the low-

energy expansion of the trace of the QCD energy-momentum tensor (see, e.g., [220,

221]) by integrating out the three heavy quarks and using chiral perturbation theory

on the remainder, yielding the effective Lagrangian [219]

LSππ =
4

9

θ

v
S

(
1

2
∂µπ

0∂µπ0 + ∂µπ
+∂µπ−

)
− 5

3

θm2
π

v
S

(
1

2
π0π0 + π+π−

)
, (4.9)

where we have inserted the SM numerical values for the number of heavy quarks and

the first coefficient of the QCD beta function. This leads to decay width to charged

pions

ΓS→π+π− = 2ΓS→π0π0 =
θ2

16π

m3
S

v2

(
2

9
+

11

9

m2
π

m2
S

)2
√

1− 4m2
π

m2
S

. (4.10)

This result, however, is not applicable far above the pion threshold, as final-state

resonances would drastically affect this prediction. Instead, we use the pion and

kaon decay width described in Ref. [222], where the authors matched the next-to-

leading order corrections of the low-energy theorems to the dispersion results from

the ππ phase-shift analysis above 600 MeV from the CERN-Munich group [223]. The

photon decay channel is added with the prescription detailed in Ref. [224]. Finally,

there is a gap for 1.4 GeV < mS < 2.5 GeV where no analytical treatment is

entirely trustworthy, as this includes new resonances strongly coupled to ηη and other

potential hadronic channels. We simply follow Ref. [219] and interpolate between the

two regimes, under the assumption that there is no order of magnitude deviation in

this mass range. The branching ratios and the lifetime for θ = 10−6 are displayed in

Fig. 4.1.

As an alternative decay spectrum model, we also display the perturbative specta-

tor approach [225, 226, 47], where the relative decay widths above the kaon threshold

are given by

Γµ+µ− : ΓKK : Γηη = m2
µβ

3
µ : 3

9

13
m2
sβ

3
K : 3

4

13
m2
sβ

3
η , (4.11)

with βi =
√

1− 4m2
i /m

2
SΘ(mS − 2mi), Θ being the step-function, and we adopt the
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Figure 4.1: Left : Branching ratios of the scalar S in our baseline decay model. See
text for details. Right : Scalar S lifetime of our baseline model and the spectator
model for the mixing angle θ = 10−6.

running of s quark mass following Ref. [224]. The pion contribution is kept as in

Eq. (4.10) and then we use the HDecay output at the c-quark threshold and above

to match our baseline model.

For mS of several GeV and heavier, decays with final state nucleon-antinucleon

pairs are possible. Even though the branching to such states are generally lower

than 10%, the effect on BBN can be quite significant, and therefore these are by

far the most important channels for τS & 1 s. On top of direct and for the most

part subdominant contributions from S → n̄n, ..., we need to take into account the

(anti)nucleon states that emerge from the hadronization of the quark decay products

and heavy B-meson fragmentations.

4.3.2 Cosmological metastable abundance

After the temperature drops below mS, the interaction of SS pairs with the SM

shifts toward the annihilation, resulting in an intermediate (metastable) population

of S bosons. In the mass range that we consider, the S annihilation is dominated by

the s-channel reactions SS → h∗ → XX, where on the receiving end are the pairs

of the SM states XX created by a Higgs-mediation process. The annihilation cross
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section σv generically takes the form

σv(s) =
8λ2

Sv
2

(s−m2
h)

2 +m2
hΓ

2
SM+S

Γ
mh→

√
s

SM√
s

, (4.12)

〈σv〉 =

∫∞
4m2

S
ds σv(s) s

√
s− 4m2

SK1

(√
s
T

)
16Tm4

SK
2
2

(
mS
T

) . (4.13)

This formula recast the rate in terms of a Higgs width Γ
mh→

√
s

SM with a fictitious mass of
√
s. This form encompasses both perturbative and nonperturbative channels in the h∗

decay rate (with the substitution m∗h →
√
s), which we have described above. In the

standard WIMP freeze-out paradigm, a DM particle freezes out at Tf.o. ∼ mDM/20,

〈σv〉 is simply the nonrelativistic limit σv(
√
s = 2mDM) and the relic density can be

conveniently approximated as ΩDMh
2 ∼ 0.11 × 1pb/〈σv〉. This result emerges as a

solution to the Boltzmann equation1 [227]

dY

dx
=
s〈σv〉
Hx

[
1 +

1

3

d(lnheff)

d(lnT )

] (
Y 2

eq − Y 2
)
, (4.14)

when the freeze-out occurs in the exponentially falling region of the equilibrium

density Yeq(T ). For a much smaller annihilation cross section, 〈σv〉 � 1 pb, Y

departs from the equilibrium value earlier, possibly near the relativistic plateau

Yeq = neq/s → 45ζ(3)/2π4heff(T ) for x � 1. Since the nonrelativistic annihila-

tion cross section in the minimal Higgs portal model ranges from 10−3 to 10−14 pb

for mS ∼ 1 MeV − 60 GeV and Br(h→ SS) ∼ 0.1− 0.001, we numerically inte-

grate Eq. (4.14) to determine the metastable S abundance. The results are shown in

Fig. 4.2, normalized to the baryon number density for a more intuitive interpretation

of its impact on BBN in the following section.

For mS ' mh/2, the σv cross section evaluated at s = 4m2
S is a poor approxima-

tion, as it fails to capture the strong energy dependence of the cross section near the

resonance at
√
s = mh/2 [228]. The sharp drop in the abundance above mS ∼ 45 GeV

is due to the resonant contribution to the thermally averaged cross section, leading to

a delayed freeze-out and drastic decrease in metastable S abundance. Our numerical

results agree with the semianalytic treatment of Ref. [210]. For very light mS, one can

1We use the standard variable definitions, where Y = nS/s is the S abundance normalized on the
entropy density s, x = m/T is the dimensionless inverse temperature, H is the Hubble rate, heff is
the number of entropic relativistic degrees of freedom and Yeq is the normalized thermal equilibrium
S number density.
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Figure 4.2: Left : Temperature evolution (x = m/T ) of the YS intermediate abundance
for mS = 5 MeV and 500 MeV for the three benchmark Higgs branching ratios. Right :
Metastable abundance of S prior to its decay normalized over the baryon density.
Values shown for Br(h → SS) = 10−1, 10−2 and 10−3. The dashed lines correspond
to the perturbative spectator model.

see that the freeze-out abundances are large, and the relative spread between different

input values of Br(h → SS) gets smaller, as the annihilation cross section becomes

very small and the freeze-out happens in the semirelativistic regime xf.o. ∼ O(1) with

an asymptote at the Yeq relativistic plateau for small mS. The only difference at the

lightest masses is from Y rel
eq ∝ 1/heff(T ). Since heff is a monotonic function of temper-

ature, weaker annihilation cross sections freeze out earlier, at a higher temperature,

thus yielding smaller abundances (as seen in the mS = 5 MeV curves in Fig. 4.2).

This is in contrast with the standard freeze-out in the nonrelativistic regime, with

final abundances inversely proportional to the cross section. We note in passing that

the strong-interaction-related uncertainty “propagates” outside the mS ∼ 2mπ− 2mc

window. For example, because of the relativistic freeze-out, for mS smaller than 2mπ

the hadronic channels may turn out to be important.

Corrections to the metastable abundance from the Z2-breaking mixing angle are

negligible. Parametrically, we will be interested in values of θ that have Γdec
S ∼

(0.1− 1 s)−1. Modifications to the relic abundance would arise from decay or inverse

decay processes with approximately

δnS
nS

∣∣∣∣
θ

∼ Γdec,inv−dec
S

H(tfo)
� 1, (4.15)

which justifies neglecting θ at the time of metastable S freeze-out.
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4.4 Big Bang Nucleosynthesis

The formation of light nuclei is one of the earliest probes of NP in cosmology along

with far less certain constraints imposed by the inflationary framework. BBN is well

understood within SM physics, and its outcome agrees with observational data for
4He and D. 7Li has an outstanding factor of ∼ 2 − 3 discrepancy between theory

and observations [203], with the caveat that the observed abundances may have been

affected by stellar evolution. Nevertheless, the overall success over a wide range of

abundances can be used to constrain various types of NP [12].

The initial BBN stage is the neutron-proton ratio n/p freeze-out. Maintained in

equilibrium by electroweak interactions at high temperatures, the neutron abundance

follows n/p ∼ e−Q/T , where Q = mn−mp−me ' 1.293 MeV, until the epoch when the

weak processes decouple around temperatures of 0.7 MeV. The outcome, n/p ' 1/6,

is quasistable, decreasing to n/p ' 1/7 at the end of the “deuterium bottleneck.”

The latter terminology is used to indicate a much delayed onset of nuclear reactions

controlled by a relatively shallow n − p binding energy. Once the Universe runs out

of photons that can efficiently dissociate deuterium, the bulk of the nucleosynthetic

reactions occurs at tdeut ∼ 200 s. 4He has a large binding energy per nucleon, and

the reactions leading to it are less Coulomb-suppressed than for heavier elements.

Consequently, most neutrons end up in the final 4He abundance (expressed in mass

fraction from the total baryon mass) Yp ' 2(n/p)/ (1 + n/p) ' 0.25.

Traces of neutrons and incomplete nuclear burning of A = 2, 3 nuclei light nuclei

result in the leftover abundances of 3He and D. Beyond the 4He atomic number, the

deepest bound nucleus is 12C, but its formation is completely suppressed since it

would need to be produced by a triple 4He collision. The 2→ 2 reactions p+ 4He and
4He + 4He are also ineffective at producing heavier nuclei as the A = 5 and A = 8

elements are all unstable. The only remaining possibilities are 4He + 3He→ 7Be + γ

followed by an electron capture to yield 7Li/H ∼ O(10−10) and 6Li formed at the
6Li/H ∼ O(10−14) via 4He-D fusion. For the problem at hand - the determination

of the upper limit on the S lifetime - few of these details matter. This is because of

relatively large metastable abundances affecting the earliest stages of nucleosynthesis,

primarily via the n/p ratio.



84

4.4.1 Neutron enrichment

Ample abundances of S particles (nS ∼ 102 − 109 × nb) flood the Universe with final

state mesons and nucleons that in turn could spoil the final light nuclei abundances.

For example, at temperatures T ∼ 0.5 MeV, the protons are ∼ 6 times more abundant

than neutrons, but this ratio can easily be changed due to meson-induced charge

exchange reactions. At these temperatures, the probability of p→ n conversion from

charged pions is

Pn→p ' np〈σv〉pncτπ+ ' 2× 1021

cm3
× 1.5 mb× 2.6× 10−8 s× c ' 2.5× 10−3. (4.16)

It is then clear that injection of O(103) mesons per nucleon at these temperatures can

drastically increase the n/p freeze-out abundance. Similarly, direct baryonic injection

of nn̄ and pp̄ will have a comparable effect on the n/p ratio. On the other hand, if

S decays happen before the n/p freeze-out, the additional p → n conversions would

not be as efficient, being washed out by the ongoing weak interaction conversions.

The limit of the exclusion region in the YS/τS parameter space (YS ≡ nS/nb

from now on) is determined by solving the Boltzmann equation with the injection

of charge exchange inducing particles. Given that the abundances of S particles are

large, the main constraints can be derived from the n/p freeze-out ratio. To that

effect, we would not need a complete BBN framework, but only a subset of the whole

code that deals with n ↔ p conversions. We follow the semianalytic treatment by

Mukhanov [229] that approximates n ↔ p weak conversion rates by a few integrals

over thermal distributions and assumes a “steplike” disappearance of charged leptons

below T = me,

Γnνe→pe− =
1 + 3g2

a

2π3
G2
FQ

5J(1;∞), Γpe−→nνe = e−Q/TΓnνe→pe− , (4.17)

Γne+→pν̄e =
1 + 3g2

a

2π3
G2
FQ

5J(−∞;−me

Q
), Γpν̄e→ne+ = e−Q/TΓne+→pν̄e , (4.18)

J(a, b) ≡
∫ b

a

√
1− (me/Q)2

q2

q2(q − 1)2 dq

(1 + e
Q
Tν

(q−1))(1 + e−
Q
T
q)
, (4.19)

where ga ' 1.27 is the standard nucleon axial-vector coupling, Q = mn −mp −me '
1.293 MeV, and GF is the Fermi constant. The reverse reaction rates are found

by detailed balance. We evaluate J numerically and solve for the electron-neutrino

temperature Tν by entropy conservation, assuming a νe decoupling temperature of
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2 MeV, which reproduces the correct entropy degrees of freedom at lower tempera-

ture [230]. It is then straightforward to solve numerically the differential equation for

Xn = nn/nb,

dXn

dT
=

Γnνe→pe− + Γne+→pν̄e
TH(T )

(
Xn − (1−Xn)e−Q/T

)
+

ΓnXn

TH(T )
, (4.20)

where the last term represents the neutron decay with Γ−1
n = 880 s. This equation is

approximately valid until the rapid switch-on of the nuclear reaction rates at the end

of the deuterium bottleneck. Within this approximation, one can determine the final

temperature where the equation is valid by starting with Xn = 1/2 at early times,

and solving for the deuterium bottleneck temperature by imposing Yp = 2Xn(Tdeut) =

0.25. This results in Tdeut ' 0.068 MeV or tdeut ' 276 s. We take this approximation

as our baseline SBBN model, which is then modified by the inclusion of extra sources

and sinks for n, p, and new n ↔ p reactions. To constrain the parameter space

of a species decaying into charged mesons or baryons, we proceed by solving the

Boltzmann equation that includes new interactions. We will require that Yp does not

deviate from SBBN by more than 4%,

∆Yp ≡ |Yp − Y SBBN
p | < 0.01, (4.21)

which is a rather generous allowance for the errors, considering the tight observational

constraints on primordial helium abundance [203]. Consequently, it will result in

conservative limits of τS.

Meson-mediated mechanism

Only long-lived mesons have an opportunity to interact with the baryon bath and

induce proton-neutron conversions. As such, only π±, K± and KL have lifetimes in

excess of τ ∼ 10−8 s, and can induce p↔ n via strong interactions. For temperatures

relevant for the n/p freeze-out, the density of charged leptons is very high, and mesons

are efficiently stopped by the primordial plasma. We assume that they are efficiently

thermalized, and take the relevant pion-induced reactions at threshold [231, 69] (c =
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Figure 4.3: Left : Xn evolution for the SBBN and the injection of pions, kaons, baryons
and muons (neutrinos) as described in the text (see supplementary section 4.8.1 for
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right dotted line for κ = 0.2 is at Yp = 0.26, and the upper-left dotted island yields
Yp = 0.24.

1),

π− + p→ n+ γ : (σv)π
−

pn(γ) ' 0.57 mb, Q = 138.3 MeV, (4.22)

π− + p→ n+ π0 : (σv)π
−

pn(π0) ' 0.88 mb, Q = 3.3 MeV, (4.23)

π+ + n→ p+ γ : (σv)π
+

np(γ) ' 0.44 mb, Q = 140.9 MeV, (4.24)

π+ + n→ p+ π0 : (σv)π
+

np(π0) ' 1.26 mb, Q = 5.9 MeV. (4.25)

The reverse reactions are irrelevant due to the short lifetime of π0’s and the need

for nonthermal γ’s of ∼ 140 MeV energy. The π− reactions are to be added to the

right-hand side of the Boltzmann Eq. (4.20) via the additional term

dXn

dT

∣∣∣∣
π−

=
−1

TH(T )
ninj
π−

(
〈σv〉π−pn(π0) + 〈σv〉π−pn(γ)

)
(1−Xn), (4.26)

and similarly for the π+ reactions. The ambient population of injected pions from a

S decay with Br(S → π+π−) = ξπ± is ninj
π± ' ξπ±ΓSτπ±YSnb(T )e−tΓS , where we take

t ' 2.42 s (MeV/T )2/
√
g? and the thermal cross sections at their threshold value

〈σv〉π+

np = (σv)π
+

np . Reactions with pairs of charged particles in the initial states, such

as π−p, will be somewhat enhanced due to the Coulomb attraction, which provides a

small but non-negligible correction. We account for it following Ref. [69].
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The implementation of the charged kaon reactions is similar to the pion case,

but the dominant reactions are rather different. The direct charge exchange between

neutral and charged kaons is

K̄0 + n→ K− + p : (σv)K̄
0

pn(K−) ' 10 mb, Q = 5.3 MeV, (4.27)

with similar cross section for a charge-conjugated reaction, K0p→ K+n. For neutral

kaons, the effects induced by KL are the most important, and we use σ(KLn →
K−p) ' 1

2
σ(K̄0n → K−p) and (4.27) to find (σv)K̄

0

pn(K−) ' 4.5 mb. Additionally,

efficient reactions can also proceed via s-quark being incorporated inside an unstable

hyperon and a pion

K− + p→ Σ±π∓,Σ0π0,Λπ0, (4.28)

K− + n→ Σ−π0,Σ0π−,Λπ−, (4.29)

with the hyperon subsequently decaying into p/n + X. The inclusive threshold cross

sections found by weighting each hyperon-producing cross sections by their branching

ratios to p/n are [69]

K− + p→ n+X : (σv)K−pn ' 32 mb, (4.30)

K− + n→ p+X : (σv)K−np ' 13 mb, (4.31)

KL + p→ n+X : (σv)K−pn ' 6.5 mb, (4.32)

KL + n→ p+X : (σv)K−np ' 16 mb. (4.33)

Notice the absence of corresponding hyperon reactions initiated by K+ due to the

presence of an anti-s quark.

Representative examples of Xn(T ) evolutions and the sensitivity to ξπ±YS/τS pa-

rameter space are shown in Fig. 4.3. The left panel displays significant modifications

to the evolution of neutron abundance at τS =0.05 s with adjustable initial abundance,

yielding ∆Yp = 0.01. The departure from Xn = 0.5 at high temperatures is clearly

visible. [In fact, for short τS, the kaon injection channel at early times leads to a shift

of the equilibrium value of Xn to (σv)K
−+KL

pn /((σv)K
−+KL

pn + (σv)K
−+KL

np ) ' 0.45.] As

the temperature lowers, the Coulomb-enhanced reaction becomes stronger. For me-

son injection, these reactions enhance the p → n conversion, keeping Xn away from

the SBBN value. The right panel gives a boundary of the exclusion regions for dif-



88

ferent injection modes. In addition to the already described channels, charged kaons

also give rise to a population of secondary charged pions that should also be included

in the analysis of p ↔ n transitions. Since the constraints are already stronger than

for the charged pion case, we neglect this effect, which leads to more conservative

bounds.

Direct baryonic injection mechanism

If S is heavy enough, the end products after hadronization of the primary decay

products (e.g. b or c quarks) may contain baryons. Since S has no baryon number,

one should expect an equal number of baryons and antibaryons in the final states.

Therefore, one should expect the injection of nn̄, pp̄, n̄p and pn̄ pairs, as well as

(in principle) baryonic states with higher multiplicities. The hadronization process

and decay of heavy quarks produce many more light mesons than baryons, and a

complete analysis must include a Monte Carlo study of the hadronization process

(see Ref. [232] for benchmarks of heavy unstable particles decaying into 2 hadronic

+ 1 leptonic jets in the early BBN epoch). Assuming that the heavy quarks inside

baryons decay due to the “main” weak decay sequence, b → c → s → u, one should

also expect a somewhat large number of the final states with a proton or antiproton

over neutron or antineutron. We will tune the branching models of S to available

particle data on proton production, and take Nn = κNp and Nn̄ = κNp̄. Furthermore,

because of a more frequent appearance of the up-quark at the end of the decay chain,

we would take κ ' 0.5 on average.

As in the case of mesons, the thermalization of baryonic decay products is quick

(see e.g. [233]). As a baryonic pair is created in the decay, the baryon is added to the

existing population of n or p. The antibaryon will, however, annihilate with either

p or n and dissipate into lighter mesons. If it annihilates with its own antiparticle,

there is no net change in n/p, but an annihilation with the other species induces a

net n − p change. The probability P i→j
kl̄

of a net charge exchange i → j from a kl̄

injection is simply given by the weighted annihilation rates

P n→p
pp̄ =

Xn〈σv〉np̄
Xn〈σv〉np̄ + (1−Xn)〈σv〉pp̄

, P n→p
pn̄ =

(1−Xn)〈σv〉pn̄
Xn〈σv〉nn̄ + (1−Xn)〈σv〉pn̄

(4.34)

and similarly for the np̄ and nn̄ injections. The baryonic annihilation rates are given
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by [231]

〈σv〉nn̄ = 〈σv〉pp̄/C = 37 mb, 〈σv〉np̄ = 〈σv〉pn̄ = 28 mb, (4.35)

where the pp̄ has the low-v Coulomb correction C(v). The implementation of these

processes in the Boltzmann equation then require additional terms

dXn

dT

∣∣∣∣
pn

=
−ξpΓSe−tΓS
TH(T )

(
−P n→p

pp̄ − κP n→p
pn̄ + κP n→p

pn̄ + κ2P n→p
nn̄

)
. (4.36)

As before, the outcome is displayed in Fig. 4.3. Again, for short S lifetimes and large

YS, the large numbers of injected particles completely dictate the early Xn value.

The constraint on YS goes up more sharply in the short S lifetime limit. There is a

significant dependence on κ for τS & 0.1 s, which is washed out by the SM electroweak

interactions at earlier times. If we take the extreme limit κ → 0, no neutrons are

injected and the pp̄ pair can only further decrease the n/p ratio, thus constrained by

the lower Yp limit 0.24. On the other hand, a symmetric injection κ = 1 enhances

the n/p ratio as the antibaryon mostly annihilates on protons, more abundant than

neutrons by a factor of ∼ 6−7 after the standard n/p freeze-out. For κ & 0, the final

Yp can be either increased or decreased, depending on whether the S particles decay

away before or after the displaced Xn equilibrium crosses the SBBN n/p freeze-out

curve. As shown for κ = 0.2 in Fig. 4.3, there is a Yp = 0.24 exclusion island at low

lifetimes and larger lifetimes are constrained by Yp = 0.26. We use κ = 0.5 as our

baryonic injection constraint benchmark.

Similar results were found in Ref. [234] in the context of MeV-scale reheating

with hadronic energy injection. The importance of hadron injection on Yp completely

dominates the second order effects of incomplete neutrino thermalization after late

reheating. Even though we have checked that S does not reheat the SM bath in

our model, ρS � ρSM, the importance of hadronic injection reinforces the validity of

our treatment even in the absence of the full treatment of Boltzmann equation for

neutrinos.

Meson injection from residual annihilations

In addition to its decay products, S can also inject particles in the cosmic medium

via SS annihilations to charged pions. The injected pions interact with the cosmic

medium in the same way as from the S decays described above. The Boltzmann
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Figure 4.4: Constraints on Y 2
S 〈σv〉π+π− from SS annihilations into charged pions from

the BBN 4He abundance at Yp = 0.26.

equation takes the addition term (4.26), with the injected pion density now given by

nann
π± = τπ±n

2
S(T ) 〈σv〉π+π− = τπ±Y

2
S n

2
b(T )e−2tΓS 〈σv〉π+π− , (4.37)

where 〈σv〉π+π− is the nonrelativistic annihilation cross section σv(2mS) as per Eq. (4.12),

rescaled by the pionic branching ratio at
√
s = 2mS. The nann

π± ∝ n2
S ∝ T 6 depen-

dence implies a much stronger impact at high energies, enforcing the displaced initial

condition X i
n ' 0.47. As S decays away, its impact on Xn(T ) is even more rapidly ex-

ponentially suppressed and its constraints are less stringent than decays at very short

lifetimes. The bounds from annihilation are given in the Y 2
S 〈σv〉π+π− − τS parameter

space and displayed in Fig. 4.4.

4.4.2 Energy density requirements

The resultant BBN abundances depend on the nuclear reaction rates and how ef-

ficient they are as the Universe expands. One by one, the reaction rates drop out

of equilibrium, as the Universe expands and cools. If the Hubble rate is increased

due to a large energy density locked in a DS, the active reaction time would shorten,

potentially spoiling the SBBN results. For our study, the most important effect is the

change of the Hubble rate during the n/p freeze-out, which again affects Yp. How-

ever, we can also use as a constraint a well-measured quantity in cosmology, the total

energy density carried by neutrinos.

The neutrinos decouple from thermal processes at T ∼ 2 MeV. If the decaying

particle is heavy and does not decay into neutrinos, it will reheat electron-photon
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fluid with respect to the neutrinos, decrease Tν/Tγ and equivalently lower Neff . The

Planck Collaboration measured Neff = 3.04± 0.33 at 2σ, including their CMB results

and external cosmological data [7], which imposes Neff > 2.71 as a lower bound. In

the extreme case of a full reheating of the SM bath in the 1-10 MeV temperature

range, numerical solutions show a decrease in Neff due to inefficient thermalization of

neutrinos [235], which slows down the Hubble rate resulting in a decreased Yp [234]. In

our model, we verified a posteriori that S never dominates the cosmic energy density

ρS < ρSM prior to its decay. We can then treat the energy injection as a perturbation

around the standard case, without the need for a full numerical machinery of the

neutrino thermalization.

The energy densities and Hubble rate form a closed system of differential equations

ρ̇S + 3HρS = −ΓSρS, ρ̇rad + 4Hρrad = ΓSρS, H2 =
8πG

3
(ρrad + ρS) , (4.38)

where we have assumed a nonrelativistic S and omitted the variation in relativistic

degrees of freedom. Assuming steplike decoupling and changes in relativistic degrees

of freedom, the T evolution separates into three regions. For T > T decoup
ν , neutrinos

are in equilibrium with the electromagnetic bath and ρS is injected equally in e±’s,

ν’s and γ’s. For T decoup
ν > T > Tme , the neutrinos are simply redshifted while the

electron-photon bath is heated by the S decays. For Tme > T , electrons become

nonrelativistic and transfer their entropy to photons, additionally heating the photon

bath compared to the neutrino bath.

If S does not dominate the energy density of the Universe before its decay, we can

write ρS = δSρ
SM
rad, ρrad = ρSM

rad(1 + δrad) and expand (4.38) around the δ perturbations

to solve the system analytically. At linear order, we find the solutions

ρS(t) =
cS
t3/2

e−ΓSt, ρrad(t) =
cirad

t2
[1 + F (t)] , (4.39)

F (t) =
cS

cirad

√
ΓS

1

ΓSt

[
Γ3/2(

√
ΓSt)− Γ5/2(

√
ΓSt) +

√
π

4

]
(4.40)

where Γ3/2, Γ5/2 are incomplete Gamma functions and the integration constants cS,

crad are set to have ρS = mSnS and ρrad = ρSMrad at some early time ΓSt � 1. After

the neutrinos decouple, the injected energy is distributed to the photon-electron bath
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and its energy density departs for the neutrino bath,

ρmid
γ (t) = g̃γ+e

cirad

t2
[1 + F (t)] + g̃ν

cirad

t2
[
G(t)−G(tdecoup

ν )
]
, (4.41)

ρmid
ν (t) = g̃ν

cirad

t2
[
1 + F (t)−G(t) +G(tdecoup

ν )
]
, (4.42)

where g̃i ≡ gi/(gγ+e + gν) is the fraction of relativistic degrees of freedom of each

bath, tdecoup
ν the neutrino decoupling time and

G(t) =
cS

2cirad

√
π

ΓS
erf
(√

ΓSt
)
− cS
cirad

√
te−ΓSt. (4.43)

Finally, after the electrons become nonrelativistic, they effectively transfer their en-

tropy to the photon bath. Assuming an instantaneous transition, entropy continuity

implies an increase of energy density by a factor of δ = (ge + gγ)
1/3 /g

1/3
γ = (11/4)1/3.

Matching boundary conditions, the energy densities at late times are

ρlate
γ (t) = g̃γ+eδ

cirad

t2

[
1 + αF (t) + c

te
t

]
+ (4.44)

+ g̃να
cirad

t2
[
G(t)−G(te) + δ

(
G(te)−G(tdecoup

ν )
)]
, (4.45)

ρlate
ν (t) = g̃ν

cirad

t2

[
1 + α

{
F (t)−G(t) +G(te) + δ(G(tdecoup

ν )−G(te))
}

+ c
te
t

]
,

(4.46)

with α = 1/(δg̃γ+e + g̃ν) and c a boundary condition that is irrelevant in the t→∞
limit.

The temperature-time dependence is found via ρrad(t) = π2g?T
4/30. Since the

neutrino interaction rate scales as Γνe ∼ T 5, we find the neutrino decoupling time in

the modified cosmology by equating (T decoupl
ν )5/H(T decoupl

ν ) = (T 0
ν )5/H0(T 0

ν ), with H

the perturbed Hubble rate and T 0
ν the neutrino decoupling temperature in the SM.

In the Maxwell-Boltzmann approximation, T 0
ν = 2 MeV, but thermal refinements in

the interaction rates and phase space tend to yield a lower value T 0
ν = 1.4 MeV [236].
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Then, at ΓSt� 1, we can evaluate Tν/Tγ and find

Neff = 3

(
Tν
Tγ

)4(
11

4

)4/3

(4.47)

' 3×
δg̃γ+e + g̃ν − cS

2cirad

√
π

ΓS
+ (1− δ)G(te) + δG(tdecoup

ν )

δg̃γ+e + g̃ν + g̃ν
δg̃γ+e

(
cS

2cirad

√
π

ΓS
− (1− δ)G(te)− δG(T decoup

ν )
) (4.48)

to constrain energy injection into electrons. We display in Fig. 4.5 the departure

from Neff = 3 as a function of time for τS = 0.1 s and the two neutrino decoupling

temperature benchmarks. The limits are also shown in units of stored energy density

mSnS/nb, where mS is in MeV. If the S decay happens after the neutrino decoupling,

all energy is deposited in the photon bath and the result is independent of our choice

of T 0
ν . If decays happen earlier, the photon and neutrinos are potentially still coupled

and the energy emitted in S decays only influences Neff after decoupling. As such,

the constraints has a t ∝ (1/T 0
ν )2 dependence. We adopt the conservative side2,

T 0
ν = 1.4 MeV, as our bounds on the mS−τS parameter space. Notice the constraints

for SS annihilations to pions are much stronger and will be dominant when the pionic

annihilation channel is open, i.e. for mπ < mS < 2mπ.

4.4.3 Late-time energy injection

In the example of the S particles coupled through the Higgs portal, the most strin-

gent constraints on lifetime come from the considerations of n/p freeze-out. In other

models, with additional channels of annihilation that can suppress metastable abun-

dances, the constraints on lifetime would not be as stringent and would mostly come

from the considerations of late energy injection. For completeness, we also discuss

these constraints here. Modification of BBN by unstable particles with lifetimes in

excess of 200 s has been considered in detail, both through hadronic [231, 237], elec-

tromagnetic [135] or combined [233, 238, 69] energy cascades.

Hadronic injection after t & 200 s is most efficient at modifying the final yields of

the less abundant light nuclei D, 3He, 6Li, and 7Li. After most of 4He has been syn-

2The neutrino decoupling temperature is not a well-defined quantity as the weak cross section with
electrons scales as E2 resulting in energetic neutrinos remaining coupled slightly longer, in addition
to the νµ and ντ decoupling slightly earlier [236]. Our choice of T 0

ν = 1.4 MeV is on the lowest
end of decoupling temperatures, underestimating the energy fraction going into the electromagnetic
bath as higher generations of neutrinos and lower energy electron-neutrinos have already decoupled.
A full Boltzmann evolution of the neutrino spectrum will yield stronger constraints.
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Figure 4.5: Left : Departure from the SM Neff as the Universe cools down for elec-
tron injections (blue lines) and muon injections (orange lines, see supplementary
section 4.8.2 for details). The extrema of the neutrino decoupling temperature ranges
are shown in full lines and dashed lines as labeled in the figure. Right : Bound of
maximal stored energy decaying into electrons or muons as a function of particle
lifetimes. The full lines and dashed lines represent the neutrino decoupling temper-
atures as on the left. We also show for comparison some benchmark bounds in this
parameter space from the BBN Yp results. The thin olive curves are the neutron
enrichment constraint from annihilation into pions for mS = 140 MeV (solid lines)
and mS = 275 MeV (dotted lines). The thin purple line is the Yp constraint for a
mS = 250 MeV particle decaying into muons.

thesized, the BBN enters the regime (T ∼ 50 keV) when neutrons are rare, O(10−5)

or so, yet their abundances are critical in determining the final abundance of deu-

terium. At that stage, any additional neutrons brought into the system through

external processes such as heavy particle decays lead to the increase of the deuterium

abundance. (Incidentally, it also leads to the suppression of 7Be and consequently of
7Li [231].) The increase of D production can be exacerbated by the hadro-dissociation

of 4He in the process of slowing down of injected hadrons. Additional production of
3He through spallation can also affect the 3He/D ratio [239]. Secondary and tertiary

processes may also generate 6Li and 9Be [240, 241]. Detailed studies of the ensu-

ing constraints [238] show strong sensitivity to hadronic (mostly nucleonic) decays of

metastable particles with lifetimes in the hundreds of seconds and longer, and initial

abundances comparable to or even smaller than that of baryons. In recent years,

these constraints have only gotten stronger, primarily due to steady observational

progress in determination of primordial D/H [104].

If for some reason, hadrons and specifically nucleons are absent from the decay

chains, the abundances of light elements can be modified by the late injection of

electromagnetic energy. At early times this mechanism is inefficient, as radiation
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Figure 4.6: Left : Lifetime constraint as a function of the S mass for three h → SS
branching ratios. The lettered regions represent different assumptions or physics and
are described in the text. The dotted lines correspond to the perturbative spectator
model. Right : Same as left, except transposed in the decay length of S, assuming it
is boosted to ES = 200 GeV.

quanta with energy in excess of nuclear binding are quickly energetically degraded

by ambient plasma. The photodissociation therefore sets in at late times leading to

a suppression D (t & 104 s) and additional production of 3He for t & 106 s. Since

typically 45% of hadronic energy injection is dissipated electromagnetically in the

hadronization cascade [238], the late-time energy injection constraints on a heavy

particle are dominated by the electromagnetic reactions in the BBN network.

4.5 Results

We are now in a position to perform a scan in parameter space of the minimal Higgs

model, constrained by the consistency with BBN. In Fig. 4.6, we display the parameter

space, in both the lifetime and an effective decay length Ldec = cτSβS(ES/mS). We

assume an average ES of 200 GeV, from a Higgs typically boosted at 400 GeV at the

LHC. The resulting constraints, along with the assumptions considered in each mass

range are described below.

• Region A 2me < mS < 2mµ : The constraint comes from the decrease in Neff

with the entropy dump in the SM bath after neutrino decoupling. We take the

neutrino decoupling temperature to be T 0
ν = 1.4 MeV as a conservative limit.

• Region B mπ < mS < 2mπ : This region is dominated by the SS annihilation

to π+π−. We also derived the same constraint as region A from Neff up to mS =
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2mµ, in addition to the raised Neff from decays into muons in the 2mµ < mS <

2mπ and the Yp constraints from S decaying into muons (see supplementary

section 4.8 for muon injection considerations). They all yield weaker bounds

than the SS → π+π− constraints, of τS > 0.3 s or longer.

• Region C 2mπ < mS < 2mK : The abundance YS weighted by the pion

branching ratio constrains the region via direct charged pion decays. We assume

2/3 go into charged pions and 1/3 is radiated away in π0.

• Region D 2mK < mS < 1.4 GeV : The abundance YS weighted by the kaon

branching ratio constrains the region via direct charged kaon decays. We assume

1/2 go into charged kaons and 1/2 into K0K̄0. Only half of the neutral kaons

survive as KL, creating similar in numbers metastable populations of KL, K+

and K−.

• Region E 1.4 GeV < mS < 2mD : By strangeness conservation, we assume

that all s quarks yield a kaon, half charged and half neutral. Since we do not

have model-independent branching ratios of S in this mass regime, we vary the

description according to the assumptions in each decay model. For the baseline

model, we assume that 100% decays to the kaons and apply our kaon injection

constraints. For the perturbative spectator model, the kaon branching ratio is

given by (4.11), with non-negligible contributions from decays to pions, muons

and eta mesons, resulting in weaker bounds until the c-quark threshold. At

mS = mc the hadronic modeling dependence largely goes away.

• Region F 2mD < mS < 2mb : We utilize the branching fractions of cc̄ from

e+e− at
√
s = 10.5 GeV into D mesons from Ref. [242] and weight each channel

by its inclusive K± branching ratios to find a hadronization yield of 0.63 K+K−

pair per S decay into c quarks. Rescaled by Br(S → cc̄), the same constraints

from kaon injection apply. Above the 2mΛc threshold, a cc̄ typically forms a c

baryon with a 0.06 probability [242], which then hadronizes to p or n. We find

this constraint weaker than the kaons injection and use the K+K− result across

this entire range.

• Region G mS > 2mb : The main decay channel here are pairs of bb̄ quarks.

The charged pion, charged kaons and proton multiplicities in the bb̄ decay of a Z

boson are measured to be 18.44±0.63, 2.63±0.14 and 1.00±0.08, respectively, by
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the ALEPH Collaboration [243]. We assume the ratio holds in the hadronization

of lower center-of-mass decays into bb̄ and scale by the mean charge multiplicity

fit [244]

Nch(s) = −0.577 + 0.394 ln(s/s0) + 0.213 ln2(s/s0) + 0.005(s/s0)0.55, (4.49)

where s0 = 1 GeV2. This fit agrees well in both e+e− and pp̄ collisions between
√
s ∼ 2 GeV− 2 TeV. This gives us an estimate for the baryon injection of the

bb̄ branching fraction of S. We further assume a 50% smaller injection of n(n̄)

to utilize our baryon injection constraints. The accompanying pions and kaons

also independently yield comparable constraints, not shown in the figure.

4.6 Events at MATHUSLA

The number of events at the boundary of our constraints can easily be estimated with

Nobs ∼ Nh × Br(h→ SS)× εgeometric ×
Ldet depth

Ldec

, (4.50)

where Nh is the expected number of Higgs bosons produced, εgeometric is the geometric

acceptance (percentage of solid angle covered) of the detector and Ldet depth is the

depth of the decay chamber of the detector, linear from the direction of S travel. A

possible configuration for MATHUSLA is a (200 m)2 detector at the surface (100 m

away from the LHC beam) with a 20 m decay chamber depth [202] corresponding

to εgeometric ∼ 0.1. A high-luminosity upgrade to the LHC is expected to produce

Nh ∼ 1.5 × 108 Higgs bosons, where we assumed an integrated luminosity of 3000

fb−1 [245] and a Higgs boson production cross section of σh ' 50 pb at 14 TeV [246].

The expected number of events is shown in Fig. 4.7, which is one order of magnitude

shorter than 1 in the optimal mS = 10 − 50 GeV range. Given that the suggested

configuration is based on a target goal of a few events for decay lengths of cτ ∼
107 m [202], our estimate is in line with the limit BBN cτS ∼ 108 m shown in Fig. 4.6.

To reduce the cosmic background in the detector, S events will be triggered with

the coincidence of the emission of a Higgs boson with a high transverse momentum,

which will further decrease the number of tagged S events from our estimate.

To reduce
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Figure 4.7: Estimate of the expected number of events at the BBN limit threshold in
the proposed MATHUSLA detector.

4.7 Discussion

We have considered, in some detail, constraints on the lifetimes of the scalar particles,

coupled to the higgs portal via a minimal set of couplings. To stay relevant for the

LHC, we have concentrated on the mS < mh/2 case, that allows pair production

of S states in the decay of higgs bosons. The same coupling is responsible for the

cosmological depletion of S particles, leading to their metastable abundance in the

early universe.

We find that throughout almost the whole mass range considered in this work,

2mµ < mS < mh/2, the constraints on the lifetime of S particles are stronger than

0.1 s. Moreover, the results have a relatively mild dependence on the Br(h → SS).

The reason for that is as follows: the experimental limits on Br(h→ SS) are already

strong enough to limit the annihilation rate of SS pairs to the SM states to be much

less than one picobarn, and consequently the metastable abundance of S particles

per nucleon is quite high, Yp � 1. This leads to a massive injection of nucleons and

mesons at early times, which raises the n/p ratio, and creates larger yields of 4He

compared to SBBN. Contributions of very light S particles to the Hubble rate during

the n/p freeze-out also raises Yp. The limits on τS are robust, and have rather mild

dependence on the uncertainties in our treatment. This is because the initial large

metastable YS abundance needs to be depleted prior to the n/p freeze-out time tn/p,

leading to the requirement τS � tn/p. Consequently O(1) variations in the yields of

mesons and nucleons in the final states can be compensated by small variations in τS,
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parametrically on the order log−1(tn/p/τS), to produce the same influence on BBN.

For the same reasons, our limits are also very insensitive to the exact observational

constraint on ∆Yp, and we take a rather conservative limit of 0.01 (allowing ±0.01

deviations from the observed/calculated mean). From the point of the LHC physics,

the most promising is a scenario with a mass mS not far below mh/2. In that case,

the effective decay length has to be on the order of or smaller than ∼ 108 m, (see

Fig. 4.6), providing a 10−6 minimum probability for a decay within a 100 m length

purposely built detector. Given that the high-luminosity LHC would produce copious

numbers of the Higgs bosons, there is a chance to cover the entire lifetime range for

masses within the 10− 50 GeV range.

In this chapter we have neglected the effect of S self-interaction. It turns out

that the obtained results are also robust to a self-interaction induced reduction in

number densities. Retaining the approximate Z2-symmetry considered, a quartic

λ4S
4 interaction could be considered, which would lead to e.g. 4S → 2S processes.

Thus, large self-interaction can maintain chemical equilibrium within the DS through

efficient number changing processes and further deplete the S number density [165,

166] (see Ref. [247] for a realization of strongly interacting Z2 Higgs portal dark

matter). After thermal decoupling from the SM, entropy conservation in the S bath

with chemical equilibrium imposes the scaling nS ∝ 1/a3 ln a [165], which implies

an additional depletion of YS ∼ Y fo,SM
S ln(a/afo,SM), where fo,SM denotes the values

without the self-interaction. The S metastable abundance will therefore be at most

lowered by a factor of a few (certainly less than an order of magnitude), which would

have a very limited impact on the τS limit.

It is easy to see that the above considerations can be generalized to other models

of the Higgs-portal-coupled particles. For example, consider a fermion χ, coupled

to the Higgs via H†H(χ̄χ) or H†H(χ̄iγ5χ) dimension-five operators, and having a

small decay term such as a neutrino portal LHχ. The main analysis of our work can

be recast for that model, especially in the part that connects Higgs decays with a

metastable abundance of χ. Evidently, for Br(h → χχ̄) ∼ Br(h → SS) input, one

will end up with Yχ ∼ YS. The only change will be in the yields of mesons and baryons

in the decays of χ compared to S. However, it is well known that already for mχ

above 250 MeV, the yields of pions and kaons are substantial [47], giving confidence

that for the most part the same constraints we have derived for τS will translate to

similar limits on τχ.

The analysis performed in this chapter can easily be generalized to other models
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of metastable particles, with different types of interactions, via Z, Z ′ etc. In the

limit when Z ′ is outside of the LHC reach, one could have a set of effective operators

connecting χ with the SM fields, such as 1
Λ2 χ̄γµχq̄γµq, where Λ is some energy scale.

The χ pair-production cross section in this case will scale as σqq̄→χχ̄ ∝ E2
qΛ
−4, where

Eq is a typical (anti)quark energy, while the cosmological annihilation cross section

has σχχ̄→qq̄v ∝ m2
χΛ−4 scaling. Therefore, the LHC-relevant cross section can be

enhanced relative to the annihilation rate by a parametrically large ratio, E2
q/m

2
χ if

mχ is parametrically smaller than the TeV scale. Therefore, one can easily have a

range of parameters with a relatively large χχ̄ pair-production cross section, while

having very small annihilation rates, rendering nχ/nb � 1, and resulting again in

strong BBN constraints on lifetimes, τχ < 0.1 s. Therefore, we conclude that some

simple Z ′ mediated models of metastable particles can also be strongly restricted by

cosmology, making them a perfect candidate for the searches of metastable particles

at the LHC.

It is also instructive to consider models where constraints on the lifetime of

metastable particles are much weaker. Clearly, one needs an effective new mechanism

for the self-annihilation in the early universe, as the Higgs channel is too inefficient.

Staying within the Higgs portal models, consider the following potential with two real

scalars,

V (H,S1, S2) = H†H(λ1S
2
1 +λ2S

2
2 +A1S1+A2S2)+λ12S

2
1S

2
2 +V (S1)+V (S2)+V (H†H),

(4.51)

with the following hierarchy of couplings:

λ1 � λ2; A1 � A2; λ12 ∼ O(1); mS1 > mS2 . (4.52)

These choices will lead to a long-lived S1, somewhat shorter-lived S2, a predominant

decay of the Higgs boson to pairs of S1, and cosmological depletion of S1 via S1S1 →
S2S2 annihilation before BBN (even if S1 has a lifetime τS � 1 s) with potentially a

large cross section due to a sizable λ12 coupling. Most importantly, in this model the

Higgs decay to pairs of S1 does not result in a prediction of YS1 abundance, which can

be quite small even for small values of Br(H → S1S1). If YS1 � 1, there would not

be enough decay mesons and nucleons to affect early n/p freeze-out, and constraints

on τS1 will be coming only from the considerations of late decays with hadronic or

electromagnetic energy injection. Instead of τS < 0.1 s, one expects to have sensitivity
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to τS1 ∼ 103 s, or even worse, beyond 104 s, if decays of S1 are mostly leptonic. This

example is not unique, and there are other models where constraints on lifetimes and

decay lengths are relatively lax, provided that there are extra channels that ensure

efficient cosmological annihilation of metastable particles.

4.8 Supplementary: Muon injections in early BBN

Although muon injection related constraints are relatively weak and do not affect

our main result, Fig. 4.6, in this supplementary section we provide additional de-

tails concerning the effects of muon injections on Yp and Neff to verify that they are

subdominant to the residual annihilation to pions in the mπ < mS < 2mπ mass range.

4.8.1 Neutron enrichment

Muon injection physics differs from the previous scenarios of meson and baryon injec-

tion considered in section 4.4.1. The direct charge exchange is through the weak force,

as opposed to the strong force in the other cases, and is completely negligible over the

lifetime of the muon. Instead, the reactions can happen via the energetic neutrinos

emitted by the muon decays. The general case for ν +X injection in BBN is treated

in Ref. [248] and the specific case of muon injection after t ∼ 100 s has been covered

in Ref. [69], to which we refer the reader for details. Assuming stopped muons, the

authors solved for the injected neutrino energy spectrum, including redshifting and

averaged over flavor oscillations, to be integrated in the n−p conversion rate. At ear-

lier times, we know background neutrinos are coupled to e± down to T ' 2 MeV, and

energetic injected neutrinos must accordingly deplete their energy efficiently as well.

Summing over the possible interactions with the background neutrinos and e± [249],

the collision rate of an injected electron neutrino with the bath is given by

Γνecoll (Eν , T ) =
7π

135
G2

FEν
[(

5 + g2
L + g2

R

)
T 4
ν + 4

(
g2

L + g2
R

)
η(T ) T 4

γ

]
,

'
(

Eν
32 MeV

)[
5.7

sec

(
Tν

1 MeV

)4

+
1.3

sec
η(Tγ)

(
Tγ

1 MeV

)4
]
, (4.53)

gL = 1/2 + sin2 θw, gR = sin2 θw, while η(T ) = 1 for T & me and exponentially falls

to 0 at lower temperatures. We follow the implementation of Ref. [69] and correct for

the removal of energetic neutrinos coupled to the electromagnetic plasma by adding
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an effective collision lifetime in the neutrino energy distribution (normalized on nb)

fe (T,Eν) = ΓSYS

∫ ∞
T

dT1 e
−t1ΓS

H(T1)T1

Fe

(
Eν ,

E0T

T1

)
e
−
∫ T1
T dT2

Γcoll(Eν
T2
T
,T2)

H(T2)T2 , (4.54)

where Fe is the distribution at injection time T1, averaged over flavor oscillations.

The charge-exchange rate to be inserted in the Boltzmann Eq. (4.20) is

Γνpn = nb(T )

∫ E0

0

σν̄pnfe(T,Eν) dEν (4.55)

and similarly for the reverse np direction. The resulting constraints are shown in

Fig. 4.3. Our results lean on the conservative side on a few assumptions. For sim-

plicity, we assumed one collision for the neutrino thermalization, instead of following

energy degradation over a shower of multiple interactions. Moreover, we took the

collision time of the electron neutrino, even though there are muon neutrino states in

the oscillations. Since Γνecoll > Γ
νµ
coll, we overestimate the actual collision time and the

overall conversion rate should be slightly larger.

4.8.2 Energy injection partitioned between photon and neu-

trino baths (e.g. muon injection)

The case for energy injection from muons with respect to Neff is somewhat interesting

as its decay products, neutrinos and electrons, clearly deposit their energy in two

different baths, once everything is decoupled. Both Tγ and Tν will rise, but since the

2 neutrinos carry more energy than the electron for a muon decay, we expect a rise in

Neff . More precisely, we solve a similar set of equations as (4.38), except the photon

bath absorbs a ξ proportion of the S decay energy and the neutrino bath gets the

remaining (1− ξ) portion. Before neutrino decoupling, the radiation bath evolves as

in Eq. (4.40). Each decay product carries on average the energy [69]

〈Ee〉 = 37.0 MeV, 〈Eνe〉 = 31.7 MeV,
〈
Eνµ
〉

= 37.0 MeV. (4.56)

After neutrino decoupling, the energetic neutrinos can still collide with the ambient

electrons until Γνecoll−e < H, where Γνecoll−e is the collision rate with electrons only, the

Tγ-dependent term in Eq. (4.53). Then, the energy distributed to the photon bath
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separates into two regimes

ξ1 =
〈Ee〉+

Γνecoll−e
Γνecoll

〈Eνe〉+
Γ
νµ
coll−e
Γ
νµ
coll

〈
Eνµ
〉

mµ

' 0.47, ξ2 =
〈Ee〉
mµ

= 0.35, (4.57)

where the muon neutrino collision term is given by

Γ
νµ
coll (Eν , T ) =

7π

135
G2

FEν
[(

5 + (gL − 1)2 + g2
R

)
T 4
ν + 4

(
(gL − 1)2 + g2

R

)
η(T ) T 4

γ

]
.

(4.58)

Following the same procedure as in section 4.4.2, we find

Neff = 3×
δg̃γ+e+g̃ν + cS(δg̃γ+e(1−ξ2)−ξ2g̃ν)

2c2radg̃ν

√
π

ΓS
+ C

g̃ν

δg̃γ+e + g̃ν − cS(δg̃γ+e(1−ξ2)−ξ2g̃ν)

2c2radδg̃γ+e

√
π

ΓS
− C

δg̃γ+e

, (4.59)

C = δ(ξ2 − ξ1)G(tcoll) + δ(ξ1 − g̃γ+e)G(tdecoup
ν ) + ξ2(1− δ)G(te), (4.60)

with tcoll found by solving Γνecoll−e = H. The physics is constrained by Neff < 3.37.

The time dependence of the departure from Neff = 3 is shown for τS = 0.2 s and the

two choices of T 0
ν in Fig. 4.5. The corresponding constraints on the maximal stored

energy for a given lifetime are shown on the right. For comparison with the muon-

induced Yp bound, we display the curve for mS = 250 MeV from neutron enrichment

in purple. Independently from the choice of T 0
ν , the Yp bounds from µ injections are

more constraining for τS & 0.2 s than its Neff impact, while the annihilation to π+π−

provides the dominant constraint in the entire 2mµ < mS < 2mπ range.
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Chapter 5

Feeble Scalar Portal in Cosmology

5.1 Abstract

We explore the cosmological implications of the super-renormalizable Higgs portal

scalar with a freeze-in abundance. We find that a combination of X-rays, CMB,

spectral distortions and Neff excludes 10 orders of magnitude in mixing angle for

1 keV . mS . 200 MeV. The CMB sensitivity can reach up to θ ' 10−16. Above

the di-pion threshold, large uncertainties in the S decay rate for 2mπ < mS . 2 GeV

generate significant systematic uncertainty in BBN and Pixie’s spectral distortion

forecast. BBN further constrains the parameter space up to mS . 180 GeV. The

combined excluded region covers a large section of the technically natural portion

of the super-renormalizable Higgs portal scalar parameter space. We improve the

freeze-in abundance calculation and discuss finite-temperature corrections. We find

that cosmological constraints are insensitive to variations within our derived error

range and a thermal field theory calculation is not required.

5.2 Introduction

Similar to the cosmological constraints of the dark photon in the weakly coupled limit

presented in Chapter 2, we investigate the cosmological implications of a real dark

scalar singlet S coupled to the SM. From a pragmatic phenomenological mindset, if a

new scalar were to exist in the universe, its leading interaction with the SM at a low

energy should be through the super-renormalizable interaction SH†H. To guarantee

its stability, one might protect decay interactions by a Z2 symmetry. Since we are
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interested in energy injections for decays, we forego this requirement and allow the

super-renormalizable trilinear interaction SH†H. With a SH†H interaction alone,

S is guaranteed to be produced in the early universe and potentially decay during

cosmological transitions that are sensitive to energy injections. Recently, the relaxion,

a new scalar mixing with the Higgs, has been suggested as a non-anthropic solution

to the electroweak hierarchy problem [250, 251]. In this model, the relaxion-Higgs

mixing can be very small in the sub-eV to GeV relaxion mass range. It is therefore

interesting in our search for NP to investigate the S phenomenology in the super-weak

regime, where the abundance is determined by the freeze-in mechanism.

The S freeze-in abundance and its cosmological probes for mS > 1 MeV were first

considered in Ref. [102], stating that the abundance is dominated by QCD interactions

below the electroweak phase transition, finding :

Y BJW
S ∼ 1.6× 1012θ2, (5.1)

where θ is the mixing angle with the SM Higgs. Independently, another group [251]

estimated the S lower bound from Primakoff and Compton processes at low temper-

atures T < 20 GeV in the context of relaxion-Higgs mixing and found

Y FFFGP
S & 2.9× 109θ2, (5.2)

with a complete analysis of cosmological probes below mS < 1 MeV and crude esti-

mates above mS > 1 MeV. We are presenting an updated analysis with the following

improvements.

• Freeze-in yield: We compute the tree-level freeze-in S production for all elec-

troweak and QCD channels, with varying electroweak vev v(T ) as a first ap-

proximation of thermal effects and provide an estimate on the precision of the

calculation. We correct the QCD cross sections used in Ref. [102], resulting in

a reduction of the yield from this particular channel by a factor of 20. We also

estimate the accuracy of the Maxwell-Boltzmann approximation in the produc-

tion calculation.

• Decay rate: We demonstrate the large uncertainty range in the constraints

from the unknown S decay rate to pions and kaons by showing two decay

profiles. Additionally, we improve the S → γγ decay rate, important for mS <

1 MeV, by including the light quarks contribution as mesonic loops, decreasing
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(increasing) the decay rate by a factor of 4 over the typically used rate where

u, d, s are assumed to be massive (or neglected).

• Early decays: Ref. [102] performed a thorough analysis of BBN constraints,

but mentioned that their analysis of early decays for mS < 2mπ does not con-

sider energy density considerations from the large stored energy in the S bath.

We include a treatment of early decays, transitioning from the freeze-in abun-

dance to the thermalized freeze-out relic, considering its impact on the relative

neutrino and electromagnetic energy baths.

In this chapter, we first review the model and describe its features not mentioned

in chapter 4 in section 5.3. Then, we discuss the freeze-in abundance calculation in

section 5.4, providing details on many subtleties and particularities of the calculation.

We provide a complete scan of the S parameter space at small mixing angles in

section 5.5, with details on the cosmological constraints updated in this work. Finally,

we end the chapter with a general discussion on the robustness of our results in

section 5.6.

5.3 The super-renormalizable Higgs portal model

We consider a subset of the minimal Higgs portal model presented in chapter 4, the

super-renormalizable Higgs portal. The scalar part of the SM lagrangian is augmented

by dimension 1 interactions with

LH/S = µ2H†H − λH
(
H†H

)2 − m2
S

2
S2 − ASH†H + kin. terms, (5.3)

neglecting the self-interaction term λ3S
3 that would not produce S particles in the

freeze-in limit. As we saw in chapter 4, the A term induces a small mixing angle θ

between physical excitations S and h,

θ =
Av

m2
h −m2

S

, (5.4)

at linear order in A and leads to interactions between S and SM particles exactly

like the Higgs boson, rescaled by a suppression factor θ. In the unitary gauge of the

broken electroweak phase, after rotating h and S to their physical states, we find the
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scalar potential

VH/S =
m2
h

2
h2 +

m2
S

2
S2 + λv h3 +

λ

4
h4 +

(
A

2
− 3θλv

)
h2S − θλ h3S, (5.5)

which shows the hhS and hhhS contact interactions.

5.3.1 S → γγ decay rate

The S decay channels for mS > 2me are discussed in section 4.3.1. Below the electron

threshold, a Higgs-like particle decays to 2 photons through a loop of heavy particles.

The leading order decay rate is found by summing over the massive charged particles

entering the loop [252]

Γ(S → γγ) =
θ2α2m3

S

256π3v2
|C|2 , (5.6)

C =
∑
f

NcQ
2
fAf (τf ) + AW (τW ) (5.7)

where τi = m2
S/4m

2
i and the W contribution has an opposite interference sign

Af (τ) =
2

τ 2
[τ + (τ − 1)f(τ)] −−→

τ→0
4/3, (5.8)

AW (τ) =
−1

τ 2

[
2τ 2 + 3τ + 3(2τ − 1)f(τ)

]
−−→
τ→0

−7, (5.9)

while

f(τ) =

 arcsin2√τ τ ≤ 1

−1
4

[
ln 1+

√
1−τ−1

1−
√

1−τ−1 − iπ
]2

τ > 1
. (5.10)

In this prescription, the inclusion of light quarks u, d and s is rather ambiguous.

Their masses are not physical rest masses since mu,d,s � ΛQCD ' 350 MeV. Instead,

they are determined as chiral symmetry breaking variables in QCD which generate

the non-zero mass of the Goldstone bosons of the approximate symmetry, the pions,

kaons and eta mesons [253]. A more appropriate interpretation of their contribution to

S → γγ is through a virtual loops of pions and kaons [254]. Adding the contributions
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from all SM particles, for mS � 2me we find

C =


11/3 ' 3.67 for 0 + 6 quarks

989/522 ' 1.89 for 2 + 4 quarks

50/27 ' 1.85 for 3 + 3 quarks

1 = 1 for 0 + 3 quarks

(5.11)

where different scenarios of a light + b heavy quarks are shown and the true value

should be around the 3+3 or 2+4 scenarios. Since the difference in decay rate between

the two cases, O(4%), is negligible for new physics, we simply choose C = 50/27.

5.3.2 Finite-temperature effects

In a vacuum, the SM masses are generated through the higgs mechanism and are

proportional to the electroweak vacuum expectation value (vev) v. In the cosmological

thermal bath, in particular near the electroweak symmetry restoration temperature,

long-range interactions are screened by the plasma. Particles effectively develop a

thermal mass as a representation of this screening. The mass of a particle at a given

temperature T can be generally written as [255]

m2(T ) = m2
0(v) +m2

T (T ), (5.12)

where m0 is the tree-level mass that depends on the vev and mT is the thermal mass.

Note that the vev depends on T , so that m0 also has a temperature dependance. A

simple analytic formulation of the high-T higgs thermal mass is given by [256]

m2
h,T (T ) = chT

2, ch =
1

16

(
8λH + 4y2

t + 3g2
2 + g2

1

)
. (5.13)

Inserting the additional term ch
2
T 2h2 in the lagrangian (5.3) to generate the equivalent

thermal mass, we can solve for v(T )

v(T ) =

√
v2

0 −
chT 2

λh
, (5.14)



109

10 20 50 100 200
T [GeV]

10-
6

10-
5

10-
4

10-
3

|θ|

1 GeV

50 GeV

80 GeV

100 GeV

120 GeV

140 GeV

Figure 5.1: Mixing angle as a function of temperature for θ0 = 10−5 and the listed
values of mS. A resonance appears for 90 GeV . mS ≤ 125 GeV.

which predicts an electroweak symmetry restoration at the critical temperature Tc '
140 GeV1. The higgs thermal mass (5.13) is valid for the SM flavour state, meaning

the unrotated state, not the mass eigenstates. As such, the mixing angle with S

becomes temperature-dependent

θ(T ) =
A v(T )

m2
h(T )−m2

S

. (5.15)

and is shown for a few values of heavy mS in Fig. 5.1. A thermal resonance in the

mixing angle appears for 90 GeV . mS . mh,0, at the specific temperature where

mS = mh(T ). Smaller values of mS are shielded from this resonance by the T 2 mass

term that prevents arbitrarily small values of mh(T ) in the v → 0 limit.

Since the relevant parameter space is in the very small mixing, the effect of S on

the SM thermal masses is negligible. Similarly, the S thermal mass will be m2
S(T ) ∼

θ2T 2 and thus can be completely neglected for this study.

5.3.3 Higher order corrections to the thermal mixing angle

An interesting feature of the thermal mixing angle defined in Eq. 5.15 is the rapid

shutoff at T = Tc with θ(T > Tc) = 0. Taken at face value, it suggests that vertices

with Feynman rules proportional to v are not allowed in the electroweak symmetric

phase. This is only true at the tree-level and the surviving diagrams are generated at

higher order in A expansion. The first terms in the higher order expansion are shown

in Fig. 5.2.

1This value is O(10%) smaller than the full SM value of T SM
c ' 160 GeV from lattice simula-

tions [257, 258], but since the bulk of the S production will be from the v(T )� T regime, we don’t
expect large yield difference from a T expansion at higher order.
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Figure 5.2: Survival of the ZZS vertex at higher order in the symmetric phase.

As a representative behaviour, we can look at the first thermal correction, with

one loop in Goldstone bosons. Taking the soft S limit such that Matsubara sum of

the Golsdstone boson loop is easily tractable, we find the T > 0 of the first vertex

correction to be

ΓµνZZS,T>0 ∼
Ag2

4
gµν
∫

d3p

(2π)3

βωeβω + eβω − 1

ω3 (1− eβω)2 , (5.16)

where β = 1/T and ω is the energy of the boson in the loop. For a massless bo-

son, this integral is infrared divergent, a well-known behaviour of finite-temperature

corrections [132]. Expanding the integrand in low ω, the divergence has the form

ΓµνZZS,T>0 ∼ Ag2 gµν
1

(loop)

∫
dω

βω2
. (5.17)

The bosons are however screened by the plasma with the effective thermal mass

m2
h,T = chT

2. The regulated corrections gives

ΓµνZZS,T>0 ∼ Ag2 gµν
1

(loop)

1√
ch
, (5.18)

which is a loop factor smaller than the tree-level. The vertex therefore does not

vanish, but is suppressed over the vacuum value.
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5.4 Cosmological production via freeze-in

The cosmological production of a new species S from 2 → 2 interactions is given by

the Boltzmann equation

sẎ =

∫ 4∏
i=1

(
d3pi

2Ei(2π)3

)
Λ(f1, f2, f3, f4)|M|2(2π)4δ4(p1 + p2 − p3 − p4), (5.19)

where Λ = f1f2(1 ± f3)(1 ± f4) represents the thermal distribution of each species

and |M|2 is the spin-summed squared amplitude. In the MB approximation of the

freeze-in mechanism, Λ → fMB
1 fMB

2 = e−
(E1+E2)

T , and for 4 different species, Eq. 5.19

takes the form [259]

sẎ12→3S =
g1g2

8π4
T

∫ ∞
Max(m1+m2,m3+m4)2

ds p2
12

√
sσK1

(√
s

T

)
, (5.20)

p2
12 =

s

4

(
1− (m1 −m2)2

s

)(
1− (m1 +m2)2

s

)
, (5.21)

where s is the entropy density, Y = nS/s and σ = σ12→3S is the standard cross section

averaged over initial particles degrees of freedom.

The total S is yield is found by summing all 12→ 3S possible interactions where

1, 2 and 3 are SM particles. Production channels of the form 12→ SS are suppressed

by an extra factor of θ and are neglected. Since the S particle preferably interacts

with massive particles, we anticipate a large number of possible production channels

around the electroweak scale. We classify the different channels by their asymptotic

behaviour in the electroweak (EW) unbroken phase. According to the Goldstone

Boson Equivalence Principle [260, 261], in v2/s → 0 limit, the behaviour has to be

the same as simple Goldstone bosons interactions. Expanding the Higgs doublet with

4 massless bosons

H =

(
φ+

(h+ iφ0)/
√

2

)
, (5.22)

we find that the only S-producing interactions in the symmetric phase will be the

2 → 2 scattering tRQL → HS, V H → HS (V is a SU(2)/U(1) gauge boson) and

tRH → QLS, shown in Fig. 5.3. As such, we categorizes the S-producing interactions

in 4 different types:
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Figure 5.3: Feynman diagrams of the S-producing interactions in the electroweak
symmetric phase. Left : Yukawa annihilations. Center : Gauge boson scatterings.
Right : Compton-like scatterings.

• QCD production, which includes all diagrams with gluons.

• Yukawa annihilation, which includes the 4 reactions contributing to tRQL →
HS.

• Compton-like scattering, which includes reactions with a quark scattering on a

boson in the form of tRH → QLS.

• Gauge boson scattering, which includes the reactions purely with bosons.

We segment the production calculation in two regimes, first for T � Tc with near-

vacuum cross sections. Then, for T > Tc, the vacuum expectation value is negligible

and the dimensionful SM couplings proportional to v vanish. In all instances, we

compute the cross sections at tree-level, with a few phenomenological improvements

we justify below.

In the broken phase, we incorporate the the first correction of thermal effects

by explicitly varying the EW vev as in (5.14) and treating all SM masses as vev-

dependent variables

mSM(T ) = m0
SM ×

v(T )

v0

, (5.23)

thus dropping the T 2 term in Eq. (5.12). For mh(T ), the T 2 term is however retained

for consistency in the definition of v(T ) and to make sure θ(T ) does not have a

divergence for small mS. We expect this approximation to hold until v(T ) & gT ,

before the thermal masses are dominated by the plasma contributions.
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In the symmetric phase, we retain the quark masses in the cross sections and

promote them to the thermal mass acquired from the QCD plasma [132]

m2
q(T ) =

g2
sCF
8

T 2 =
g2
s

6
T 2, (5.24)

which affects the kinematic phase space available for interactions. The Higgs doublet

components all obtain the Higgs thermal mass (5.13). We neglect the gauge boson

transverse mass. From a finite-temperature point of view, the magnetic thermal mass

of a non-abelian SU(N) at one-loop is 0 [262]. A non-vanishing value is generated at

higher order as a non-perturbative quantity of the order m2
T ∼ (g/3π)gT [263, 264],

which is sub-leading compared to the other masses.

In the intermediate regime where a full finite-temperature calculation is needed
v(T )
g

. T ≤ Tc, we extrapolate our two regions to obtain an uncertainty band for our

model. In either case, we obtain a relic density uncertainty within a factor of 2, which

is reasonable for the problem at hand.

Retaining the top quark Yukawa coupling yt, the electroweak couplings g, g′ and

the Higgs self-coupling λH as the only non-zero coupling constants, the yield from each

non-vanishing production channel in the mS � mh limit are compiled in Table 5.1.

Their respective emissivity as a function of temperature are shown in Figs. 5.4 and 5.5.

We use FeynCalc [265, 266] to compute the cross sections. The QCD cross sections

are expressed in section 5.4.1 and the large s limit of the other channels are listed in

supplementary section 5.7.

5.4.1 QCD production

The authors in Ref. [102] claimed the S interactions with t quarks and gluons domi-

nate the freeze-in production. The cross sections for a gluon interaction with the top
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Production Channel i Y v�0
i Y v&0

i Y sym
i Y tot

i [1010θ2]

tt̄→ gS 2.11 0.93
0 6.29 - 8.11

tg → tS (×2) 4.17 0.90

tt̄→ hS 0.41 0.08
0.03 - 0.05 1.72 - 2.01tt̄→ ZS 0.44 0.11

tb̄→ W+S (×2) 0.82 0.11

th→ tS (×2) 0.38 0.13

0.14 - 0.21 14.40 - 17.77
tZ → tS (×2) 1.46 0.77
tW → bS (×2) 3.66 1.43
bW → tS (×2) 8.70 1.11

Zh→ ZS 0.26 0.10

0.01 - 0.02 8.68 - 10.93

ZZ → hS 0.33 0.17
WW → hS 0.57 0.25
WW → ZS 3.47 0.89

Wh→ WS (×2) 0.46 0.16
WZ → WS (×2) 3.57 0.69

hh→ hS 0.01 < 0.01 0

Total 30.81 7.84 0.19 - 0.28 31.1 - 38.8

Table 5.1: S freeze-in yield for each production channels in units of 1010θ2, separated
by their near-vacuum contribution Y v�0

i and addition yield Y v&0
i if extrapolated to

the phase transition. The yield from each production category in the symmetric phase
is shown as Y sym

rmcat with the range displaying the value above Tc or extrapolated down.
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Figure 5.4: Total S freeze-in emissivity and the contribution from each production
channel category as a function of temperature for θ = 10−5.

quark to produce a S (in the mS → 0 limit) are

σtt̄→gS =
αsθ

2y2
t

9s

(1− 4m2
t

s

)
ln

1 +

√
1− 4m2

t

s

1−
√

1− 4m2
t

s

+
8m2

t

s

√
1− 4m2

t

s

 (5.25)

σtg→tS =
αsθ

2y2
t

96s

[
2s (s+ 3m2

t )
2

(s−m2
t )

3 ln

(
s

m2
t

)
(5.26)

− 1(
1− s

m2
t

)3

(
3 + 22

m2
t

s
− 20

m4
t

s2
− 6

m6
t

s3
+
m8
t

s4

) , (5.27)

where yt = 2mt/v and αs is the strong coupling constant, evaluated at the cosmic

temperature αs = αs(T ). Including out v(T ) model, we find a total yield from the

QCD reactions of

YQCD ' 6.30− 8.15× 1010 θ2, (5.28)

where the uncertainty depends on whether we cut off the production at T ≤ v/gs '
121 GeV or we push the extrapolation to T ≤ Tc ' 140 GeV. This yield is a factor
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Figure 5.5: S abundance yield from each production channels separated by each
category. Top left : QCD production. Top Right : Compton-like scattering. Bottom
left : Gauge boson scattering. Bottom right : Yukawa annihilation.

of approximately 20 smaller than the value quoted2 in Berger et al. [102]. As listed in

Table 5.1, we find many other channels with electroweak gauge bosons that contribute

to the same level or more than these QCD-induced reactions.

5.4.2 Infrared divergences

There are two types of infrared divergences in the interactions that require special

care, both present in the channel with the largest yield contribution, bW → tS,

schematically shown in Fig. 5.6.

At lower temperatures, where the vacuum cross sections are clearly applicable, the

emission of a soft S is enhanced from the near on-shell t and W mediators. Removing

2Both cross sections in Ref. [102] contain errors compared to (5.25-5.27) and their analytical
estimate, equation (III-7) in [102] is dimensionally wrong.
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Figure 5.6: Emissivity of the production channel bW → tS showing the two types of
IR divergences present in the calculations. The soft S emission is physical and unique
to this production channel. The Coulomb-like enhancement is present in all reactions
with a t or u-channel spin-1 mediator, is unphysical and signifies the breakdown of
our calculations. See text for details.

the S emission, the inverse decay process bW → t is kinematically allowed. Since

we are considering an arbitrarily light scalar, mS � mW ,mt, the 2 → 2 reactions

creating the S have a kinematic cutoff of s ≥ (mt + mS)2, which approaches the

propagator singularity 1/(s −m2
t ) as mS → 0. This type of divergence is regulated

by the finite width of the propagator. For this channel, we promote the denominator

of the t quark and W boson propagators to their Breit-Wigner equivalent

1

p2 −m2
t

→ 1

p2 −m2
t − iΓtmt

,
1

p2 −m2
W

→ 1

p2 −m2
W − iΓWmW

, (5.29)

where Γi = Γ0
i × v(T )

v0
is consistent with our v(T ) model throughout the calculation

and the SM values are Γ0
t = 1.4 GeV and Γ0

W = 2.1 GeV [48]. Multiple schemes

for calculating cross sections with unstable particles have been proposed beyond the

simple substitution (5.29). The basic Breit-Wigner substitution is technically incom-

patible with gauge invariance and Ward identities [267, 268, 269], a problem that

can lead to dramatic inconsistencies in the small-angle scattering away from the res-
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onance [267]. We have explicitly compared the cross section with and without the

substitution (5.29) away from the resonance. They differ by a factor of

σBWbW→tS
σ0
bW→tS

s�m2
t ,m

2
W−−−−−−→ mW

ΓW
arctan

ΓW
mW

= 0.9998 (5.30)

which justifies the use of Breit-Wigner propagators in this reaction.

The second infrared divergences appear near Tc, where v → 0. The exchange of

a massless spin-1 particle in the t(u)-channels generates a well-known collinear diver-

gence in the forward (backward) scattering [270]. This phenomenon is most easily

demonstrated in scalar quantum electrodynamics, where for simplicity we consider

the scattering of two distinguishable massless charged scalars, s1 and s2. The only

Feynman diagram is the t-channel exchange of a photon. In the centre-of-mass frame,

the differential cross section takes the form

dσ

dΩ
=

4α2

s

(
3 + cos θ

1− cos θ

)2

, (5.31)

which obviously diverges in the forward scattering θ = 0. In practice, no experiment

would have perfect resolution, the setup would have a angular cutoff θ ≥ θmin and

θ = 0 is never truly achieved. This resolution cutoff can alternatively be recasted in

terms of a fictitious photon mass mγ and Eq. 5.31 becomes

dσ

dΩ reg
=

4α2

s

(
s(3 + cos θ)

s(1− cos θ) + 2m2
γ

)2

, (5.32)

removing the singular pole of the denominator. The final cross section cannot de-

pend on the fictitious mγ. Its dependence perfectly cancels out when other reactions

that have experimentally indistinguishable initial and final states are added, namely

absorption and emission of soft photons with the same fictitious mass mγ [271, 272].

In the context of S freeze-in production, the total cross sections with the t or

u-channel gauge boson propagators don’t fall off as 1/s in the high energy limit (see

supplementary section 5.7 for expressions). For the example shown in Fig. 5.6, we

have

σbW+→tS →
θ2m2

W

12πv4
+O (1/s) . (5.33)

At low temperatures, this asymptotic behaviour does not matter as large s values are

exponentially suppressed by the energy available in the initial particle distributions.
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Writing the W mass with its explicit vev dependance, Eq. 5.33 becomes

σbW+→tS →
θ2g2

48πv2
+O (1/s) , (5.34)

which clearly diverges as v → 0. Conceptually, this IR divergence should be reg-

ularized in the same fashion as the scalar QED example. It would then suffice to

introduce a fiducial mass for the boson propagator and include diagrams with soft

emissions and absorptions. In this case, the emissions and absorptions are connected

to the thermal bath and the mass regulator is a physical quantity, the thermal mass.

The Coulomb-like enhancement near T → Tc obtained from a simple extrapolation

of the vacuum cross sections, with vev-dependant masses, (as in Eq. 5.23) signifies

the breakdown of our calculations since the thermal effects are not incorporated. The

formal strategy to deal with the collinear IR divergence in thermal field theory as

been laid down by Braaten and Yuan [273] in the weak coupling limit g � 1. The

strategy is to separate the hard and soft regimes at an intermediate momentum scale

gT � kcut � T . The hard contribution for k > kcut is calculated with tree-level dia-

grams in vacuum and the soft part is calculated with thermal field theory machinery.

The kcut-dependent divergence cancels, obtaining a consistent finite result. We do

not perform this full calculation, but simply use the limit gT . v(T ) as a boundary

to our tree-level cross sections.

5.4.3 Resonant S production

As seen in Fig. 5.1, the mixing angle obtains a physical resonance when mh(T ) = mS.

The resonance appears for 90 GeV . mS ≤ 125 GeV with a decreasing resonance

temperature Tres as mS approaches 125 GeV, as shown in Fig. 5.7. Physically, this

resonance arises where the virtual Higgs that rotates into S is allowed to become

on-shell. This is equivalent to an unstable intermediate particle and can therefore be

dealt with by promoting the Higgs propagator to its Breit-Wigner counterpart

θ → θBW =
Av(T )

m2
h(T )−m2

S + iΓh(T )mS

. (5.35)

At low temperature, we have Γh(T ) = Γh,0v(T )/v0, with Γh,0 = 4.07 MeV is the

SM prediction. In the symmetric phase, the thermal width scales as Γh(T ) ∼
3g2T 2/(256πmh(T )) [274, 275]. As an approximation of the Higgs thermal width,
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Figure 5.7: Resonance temperature as a function of mS.

we extrapolate these two expressions in the intermediate range.

Since Γh � mh, we can use the narrow-width approximation (NWA) to estimate

the S yield from the resonance. Substituing

θ2 → θ2
NWA =

A2v2(Tres)π

2m2
SΓh(Tres)|m′h(Tres)|

δ (T − Tres) , (5.36)

into Eq. (5.21), we find the simplified integral

Yres '
A2v2

res

chTresmSΓressresHres

g1g2

16π3

∫
dsp2

12

√
sσθ→1K1

(√
s

Tres

)
, (5.37)

where we used the simplification |m′h,rmres| = chTres/mS. The resulting abundance is

up to 1-2 orders of magnitude larger than non-resonance values depending on Tres.

5.4.4 Thermalization of the S sector with the SM

The freeze-in regime of the S abundance applies for mixing angles small enough that

the production rate remains below the Hubble rate

Γprod = ni 〈σv〉12→3S . H(T ). (5.38)
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Summing all the production channels, we find that the freeze-in relic obtained with

Eq. (5.21) is valid for

θ . θtherm ∼ 10−6. (5.39)

Larger mixing angles completely thermalize with the SM bath before S decouples

and the relic is simply given by the standard freeze-out paradigm. In this case, YS is

maintained at its relativistic equilibrium value

Yeq =
45ζ(3)

2π2g?(T )
' 0.28

g?(T )
, (5.40)

until mS becomes nonrelativistic, T . mS, or the coannihilation rate becomes in-

efficient and S decouples to its freeze-out abundance. Since S interacts dominantly

with heavy particles, S remains relativistic while the coannihilating partners become

nonrelativistic and the annihilation efficiency is exponentially lowered from the phase-

space suppression of the other particles. Thus, S freezes out according to Eq. (5.40)

and the abundance only depends on the number of relativistic degrees of freedom g?

at the decoupling temperature. Above the QCD confinement scale TQCD ∼ 200 MeV,

g? varies by at most of factor of 2, in the range of g? ∼ 205/4−427/4. A conservative

estimate for the thermalized S relic abundance is therefore

Y f−o
S ' 1

400
. (5.41)

5.4.5 Validity of the Maxwell-Boltzmann approximation

In the classic case of a WIMP freeze-out, the decoupling temperature of the species is

typically in the non-relativistic regime Tdecoupl ∼ m/20. The statistical distribution of

the particles are well described by the MB distribution, which allows for an analytical

simplification of the phase-space integrals in the Boltzmann equation. In the freeze-

in scenario considered here, this simplification is not necessarily justified and we

must verify its validity. We derive in supplementary section 5.8 the analytical 3-

dimensional expression to be numerically integrated for the S abundance including

the correct statistical distribution of all particles.

Instead of proceeding with the full treatment, we can simply verify the MB ap-

proximation with a simpler integration. Keeping the exact statistical distributions in



122

the Boltzmann equation, we obtain [259]

sẎ =
1

32π4

∫
ds pij

√
s σ

∫ ∞
√
s

dE+

∫ |m2
1−m

2
2|E+

s
+2pij

√
E2

+−s
s

|m2
1−m

2
2|E+

s
−2pij

√
E2

+−s
s

dE− f1f2(1± f3), (5.42)

where the initial energies were rewritten in terms of E+ = E1 +E2, E− = |E1−E2|, fi
is the Fermi-Dirac (FD) or Bose-Einstein (BE) distribution of species i and the + (−)

is chosen for bosons (fermions) in the last term. The MB approximation (5.20) arises

as an analytic solution in the MB limit f1,2 = e−E1,2/T and (1± f3)→ 1. We should

stress that Eq. (5.42) is not mathematically correct as E3 should have been included

in the cross section phase-space integration over the end products. This integration

is in general non-trivial and includes an additional angular dependence with s (see

supplementary section 5.8). Nonetheless, we can use Eq. 5.42 as an estimate to the

full result. To obtain the first correction beyond the MB approximation, we can

expand

fi =
1

eEi/T ± 1
' e−Ei/T

(
1∓ e−Ei/T + · · ·

)
. (5.43)

It is important to notice that the first order correction in the initial particles is equal

to the MB limit of the (1± f) term. At first order in e−Ei/T , we have

f1f2(1± f3) ' e−E+/T
(
1 + κ1e

−(E++E−)/2T + κ2e
−(E+−E−)/2T + κ3e

−E3/T
)
, (5.44)

where κi = ±1, + (−) for bosons (fermions). As expected, the bosonic distribution

enhances the overall yield, while the fermionic distribution decreases it. In principle,

E3 is a function of the
√
s and the angular kinematics of the end particles. As

mentioned, the 1±f3 should be included in the annihilation cross section and modify

σ. However, we know by conservation of energy we have E1 +E2 = E3 +E4 and must

have the following bounds on E3

m3 ≤ E3 ≤ E+. (5.45)

To estimate the range of possible yield values with the first correction to the full

quantum distribution, we can integrate (5.42) with (5.44) for each of the E3 extrema

values. The potential spread in total emissivity in shown in Fig. 5.8 with an estimated

error range of

2.8× 1011θ2 < YS < 5.2× 1011θ2. (5.46)
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Figure 5.8: Total S emissivity as a function of temperature, including the estimated
range of error from the correct emissivity with quantum distributions of particles 1,
2 and 3.

The total error for the MB approximation is thus expected to be within a factor of

2. The first order correction band in the symmetric phase completely below the MB

value, because the top quark thermal masses from the QCD plasma dominate and

suppresses the available phase space in the Fermi-Dirac distribution.

5.5 Cosmological constraints

The small mixing angle abundance from freeze-in allows us to place the minimal set

of bounds on the S parameter space with θ . θtherm ∼ 10−6. We update and improve

the cosmological constraints partially presented in both Ref. [102] and Ref. [251]

and present the full low-θ parameter space in Fig. 5.9. The cosmological constraints

that depend on YS are discussed in the following subsections. Below mS . 5 keV, the

strongest constraint on S comes from stellar cooling constraints [188] and even lighter

scalars in the sub-eV range are excluded by 5th force experiments [276, 277, 278, 279].

We also show the projected sensitivity from the SHiP experiment [47] and an order-of-

magnitude estimate of supernova energy loss [280]. Above the pion threshold, we will

see that the constraints largely depend on the S decay model. The colored exclusion
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Figure 5.9: Overview of the excluded parameter space of the super-renormalizable
Higgs portal scalar, including the updated constraints from the diffuse X-ray back-
ground (XRay), the CMB anisotropies, spectral distortions, Neff and BBN derived
in this chapter. Constraints from new short-range forces (Force) [276, 277, 278, 279]
and stellar cooling [188] from other authors are shown. Below the thin grey line, S
is technically natural. We also display the SHiP projected sensitivity [47] and an
estimate of supernova (SN) constraints [280].

regions presented in Fig 5.9 are using the baseline decay model, which has a larger or

equal decay width than the spectator model. It thus corresponds to more conservative

results due to the reduced abundance for a fixed lifetime. In the super-renormalizable

Higgs portal, loop-corrections to the S mass will be ∆m2
S ∼ A2 log ΛUV. The scalar

is thus technically natural for A . mS [281], where the cosmological constraints lie

in the parameter space.

5.5.1 Diffuse X-ray background

Many present-day satellites look for our galaxy’s photon spectrum in various energy

ranges and provide upper bounds on the luminosity of X-rays or Gamma-rays that

can be emitted. This can be interpreted as a maximal photon source for decaying or

annihilating dark matter. In particular, Ref. [282] computed the lifetime constraint

on a scalar dark matter decaying into 2 photons in the 4 keV < mS < 10 GeV mass

range assuming τS � τuniverse. We can rescale their constraint from the HEAO-1 [283]

and INTEGRAL [284] satellites to obtain an exclusion band for 4 keV < mS < 1 MeV
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with 1016 sec . τS . 1022 sec displayed as X-Ray in Fig. 5.9.

5.5.2 Cosmic Microwave Background

The precise measurement of the temperature and polarization anisotropies in the

CMB by the WMAP [24] and Planck [7] satellites provide strong constraints on the

energy injection that can ionize the cosmic neutral hydrogen after recombination [71,

285, 116, 70, 286, 72]. The raised ionized fraction at lower redshifts allows for delayed

photons interactions, which modifies the visibility function that weighs the probability

of last scattering of a given CMB photon at a specific time. This effectively damps the

high-l tail of the TT power spectrum and increases the low-l E-mode polarization [71,

285].

The efficiency of energy deposition in the cosmic plasma at a redshift zdep by an

energetic electron-positron pair or photons injected at an earlier redshift zinj > zdep

has been solved in Ref. [118] and updated in Ref. [73]. This update provides the en-

ergy fractions that go into ionizations, excitations, heating and emission of low-energy

photons. Given the process-dependent z-dependent ionization efficiency, comparing

the modified power spectra to the CMB data is computationally intense and not prac-

tical. In practice, principal component analysis of modified recombination histories

show that a decaying particle is well described by a constant deposition efficiency

taken at zdep = 300 [73, 287]. We can then simply utilized our derived constraints

from chapter 2 in Fig. 2.5 and translate to the current model with

ζ = feff
mSYSs0

mpnb,0
, (5.47)

where feff = f(z = 300) is the ratio of energy absorbed into ionization over energy

emitted at zdep = 300. In the mass range where S → µ+µ− is the main decay channel,

we solve for feff by integrating over the electron decay from for the muon, which

decreases the ionization efficiency by ∼ 3 due to neutrinos radiating away energy. We

repeat the procedure for the decay chain S → π+π− → µ+µ−νν, S → π0π0 → γγγγ

and find that it is well approximated by evaluating the decay products at their average

energy from the decay. We evaluate the efficiency of kaons by weighing the main

branching ratios and the decay products by their average carried energy, percolating

them down to their final e± − γ − ν spectra. Above the di-charm threshold, the

light quarks, charm quark and gluon all have similar deposition efficiencies that lie
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Figure 5.10: Effective fraction of energy deposited in ionization of the the cosmic
plasma at z = 300 for ΓS = 1014 s, for both the baseline and spectator decay models.

somewhere between the electron and the muon injection efficiencies [72]. In general,

for mS . 10 GeV, the efficiency tends to approach the muonic case [119]. We adopt

the same ionization efficiency as muons for conservative results. The overall feff for

S with τS = 1014 sec is shown in Fig. 5.10 for both the baseline and spectator decay

models.

We do not extrapolate the CMB constraints for lifetimes τS < 1013 s because

feff is not numerically stable for decays before recombination [73] and the on-the-

spot approximation at zdep = 300 fails to represent the correct physics for short

lifetimes [287]. The excluded band is shown in orange in Fig 5.11 for the baseline

model, with the would-be exclusion region for the spectator decay model delimited

by a thin gray line.

5.5.3 Spectral distortions

While energy injection after recombination can be seen in the CMB as variations in

the anisotropies, earlier injections can induce spectral distortions from the blackbody

distribution (see Ref. [289] for a recent review) and can be used as probes on decaying
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BBN (see Fig. 5.13). The solid lines and shaded areas represent the parameters
excluded in the baseline decay model. Dashed lines are spectral distortions projection
from Pixie [288] and the thin gray line demonstrate the would-be Pixie sensitivity in
the spectator S decay model.

particles [290, 291].

Cosmological thermalization is very efficient at arbitrarily early times and the

photon plasma becomes susceptible to incomplete re-equilibration of its spectrum for

energy releases at z . zµ ' 2 × 106. The CMB photons are still efficient at redis-

tributing their energy across the energy spectrum, but double Compton scattering

and Bremsstrahlung interactions that adjust the number of photons become ineffi-

cient. The bath thus develops a non-zero chemical potential at high energies resulting

in the µ-distortion. At lower redshifts, z . zµy ' 5 × 104, Compton scatterings be-

tween electrons and photons fail to maintain both species at a common temperature.

The photon bath gets a temperature diminution at low energies and the high fre-

quencies obtain a relative gain in temperature, a phenomenon called the Compton

y-distortion [289].
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Distortions from arbitrary energy injections can be approximated by [292]

y =
1

4

∫ zµy

zrec

d(Q/ργ)

dz′
dz′, µ = 1.401

∫ ∞
zµy

e
−
(
z′
zµ

)5/2 d(Q/ργ)

dz′
dz′, (5.48)

where zrec = 1000 and the normalized injected electromagnetic energy is

d(Q/ργ)

dz′
=

1

ργ

dE

dtdV
Brem

1

H(1 + z′)
. (5.49)

In this case, dE
dtdV

is the total energy injected and Brem is the branching ratio to

electromagnetic end products. In a radiation-dominated Universe, the y-distortion

can be evaluated analytically with

y '
√
π

8

YSmSs0

ργ0

√
ΓSt0

Brem I(Γ), (5.50)

with the current entropy density s0 = 2891 cm−3, the current photon energy density

ργ0 = 0.26 eV cm−3, a time normalization of t0 = 2.4× 1019 sec and the integral I(Γ)

is defined as

I(Γ) =
2√
π

∫ Γt0
z2rec

Γt0
z2µy

e−ξ
√
ξ dξ →

{
1 , if 10−13 . Γ× sec . 10−10,

0 , if Γ� 10−13 sec−1 or Γ� 10−10 s−1.

(5.51)

The measured bounds from Cobe/FIRAS and the projected sensitivity from PIXIE

are

|y| ≤ 1.5× 10−5 |µ| ≤ 9× 10−5 for Cobe/FIRAS [293], (5.52)

|y| ≤ 2× 10−9 |µ| ≤ 1× 10−8 for PIXIE [288]. (5.53)

We approximate the electromagnetic branching ratio by weighting the average en-

ergy carried by end products from initial decays at rest with their respective branching

ratios from S. Since the averaged energy carried away by the electron in a muon de-

cay is 〈Ee〉/mµ = 0.35 [69], we have BrS→µ
+µ−

em = 0.35. The heavier decay products

can be built by cascading down the lighter products. We find the electromagnetic
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branching ratios

Eµ±

em ' 0.35× Eµ± , Eπ±

em ' 0.27× Eπ± , Eπ0

em = 1.00× Eπ0 , (5.54)

EK±

em ' 0.29× EK± , E
K0
S

em ' 0.49× EK0
S
, E

K0
L

em ' 0.48× EK0
L
, (5.55)

where we neglected the kaon decay channels that contribute less than 10% of the kaon

decay width. The total electromagnetic branching ratio for the S decay channels are

BrS→µ
+µ−

em = 0.35, BrS→ππem = 0.51, BrS→KKem = 0.39, BrS→qq̄,ggem = 0.45,

(5.56)

where 2/3 (1/3) of pions are charged (neutral), 1/2 (1/4+1/4) of kaons are charged

(neutral short + long) and we assume the electromagnetic yield of high energy quarks

and gluons of 0.45 is maintained for c-quarks. The total Brem as a function of mS

is shown for the baseline and the spectator decay models in Fig. 5.12. The excluded

regions from Cobe/FIRAS are shown in Fig. 5.11, with a robust conservative overlap

between all probes in the 1 MeV < mS < 2mµ mass range. Pixie will not change

the constraints in the mS < 2mµ mass range, but has the potential to increase the

sensitivity to mS . 8 GeV, with a sensitivity band that somewhat depends on the S

decay model.

5.5.4 Neff

The amount of relativistic energy density in the Universe is well constrained by the

CMB. The temperature of the photon bath determines its contribution to the total

radiation energy density. Any additional component is parametrized in Neff , the

effective number of neutrinos with a temperature Tν = (4/11)1/3Tγ. The Planck

collaboration measurement of Neff = 3.04 ± 0.33 [7] at 2σ is in agreement with the

SM predicted value of 3.046 [294].

The constraints on early injection τS < 1 sec of S → {e+e−, γγ} or S → µ+µ−

have been derived in chapter 4 including neutrino decoupling effects, which we apply

using the freeze-out abundance from Eq. 5.41 in the mass range 10 MeV . mS < 2mµ.

For lower masses, the S lifetime at the border of the exclusion band is longer than

τS = 100 s, the maximal range derived in chapter 4. For longer lifetimes, we simply

compare the energy density of the S sector with the SM energy densities in the

neutrino and EM baths prior to the energy release (at t = xτS) and assume an
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Figure 5.12: Fraction of S rest energy decaying into electromagnetic energy as a
function of its mass for the baseline and spectator decay models.

instantaneous decay. Neff can then be estimated by comparing the relative energy

density in the neutrino and EM baths

Neff =
8

7

(
11

4

)4/3
ρ0
ν + ρSν
ρ0
γ + ρSγ

, (5.57)

where ρSγ = BremρS(t = xτS), ρSν = (1 − Brem)ρS(t = xτS) and the electromag-

netic/neutrino energy partition of the end products Brem is taken from Fig. 5.12.

We choose x = 1/10 that extrapolates to the τS < 100 s constraints. The choice of

x = 1/10 is conservative. The nonrelativistic S energy density decreases less with time

than the relativistic SM energy density and larger values of x would yield stronger

constraints. Using the 2σ range of Neff = 3.04± 0.33, we find the constraints labelled

Neff in Figs. 5.9 and 5.11.

5.5.5 Big Bang Nucleosynthesis

The BBN of light nuclei is well understood, with final abundance of stable light

nuclei in good agreement with predicted values (see for e.g. Refs. [203, 295] for recent
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overviews and discussions of the discrepancy with 7Li). The concordance between

predicted and observed abundances of 4He , 3He and D can be used to constrain

electromagnetic and hadronic energy injections (see Refs. [204, 12, 296] for reviews).

The outcome of decaying particles in the BBN era depends on the ability of

the decay products to efficiently interact with the light nuclei, which vary as the

BBN reaction network evolves and the universe cools down. Early mesons decays

were thoroughly discussed in chapter 4, effectively increasing the n/p ratio before

they freeze out, thus raising the 4He yield above its observational limit. After most

neutrons have converted to 4He , the negatively charged mesons, π− and K− can

dissociate the copious 4He , producing lighter 3He , T, D, n and p that are re-fed in the

reaction network [69]. This mechanism was suggested to decrease the 7Li prediction

by reducing the amount of 7Be and resolve the discrepancy with observations [69],

but incidentally also raising the D/H ratio above 3×10−5 from inefficient D burning,

which is now excluded by observations [104, 297]. Beyond τS & 104 s, the mesonic

interaction rate with ambient nuclei is suppressed by the expansion dilution below

their decay rates. The mesons instead have enough survival time to decay away in a

shower of electromagnetic energy. Photodissociation of nuclei becomes efficient when

photons have cascaded down below the e+e− thermal pair creation energy Eth =

m2
e/22T . These γ-rays can photodissociate D with a binding energy of Ebind

D =

2.2 MeV at t ∼ 5 × 104 s and similarly for 4He with Ebind
4He = 19.8 MeV at t ∼

4× 106 s [238].

We implement mesonic decays to S → ππ and S → KK (charged and neutral)

by weighing the freeze-in abundance by their respective branching ratios. We can

then apply the early decays constraint from chapter 4, constraining the S parameter

space by an overproduction of 4He shown in blue in Fig. 5.13. Moreover, we use the

D/H < 3× 10−5 limit from Ref. [69], utilizing their stopped pions and kaons analysis

for conservative results, displayed as the orange region on the S parameter space.

Longer lifetimes with electromagnetic showers constraints are shown in green. We

weigh the S abundance by the electromagnetic branching ratio from Fig. 5.12 and

compare the value with the electromagnetic injection limit from Ref. [296]. The upper

protruding band is from a decreased D/H ratio while the lower green region is from

an increased 3He /D ratio. We have assumed 100% decays to kaons in the uncertain

region, from mS ∼ 1.4 GeV to the di-charm threshold. The S BBN constraint from

mesonic decays have large uncertainties from the unknown decay spectrum. This is

shown by the rather largely different exclusion region if the spectator decay model
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was instead assumed, as shown by the thin gray line in Fig. 5.13.

Above the di-charm threshold, the S decay products are well understood and

the model allows for more accurate predictions. The BBN outcome is sensitive to

the total energy injected via quark pairs, with a negligible dependence on the quark

flavor [296]. The sensitivity is mostly dominated by the number of hadrons produced

in the hadronic shower, with a m0.3
S dependence on the total energy input (assuming a

nonrelativistic S). Constraints from quark injection therefore increase with a smaller

mS [296]. We use the bb̄ limits from a 30 GeV initial particle from Ref. [296] for cc̄

and bb̄ injections, both rescaled by their respective branching ratio. The resulting

exclusion is shown in red in Fig. 5.13, with the upper θ range constrained by a
4He overabundance and the lower θ values excluded by a D overproduction. For

mS & mh, the freeze-in abundance is suppressed compared to the decay rate and the

BBN sensitivity quickly shuts off near mS . 180 GeV.

Electromagnetic injections below the pion threshold will also affect the BBN net-

work, through decays to muons and electrons with a nontrivial dependence on the S

mass [102]. However, the S decay rate is much weaker and requires θ values near the

S thermalization to decay during the active BBN epoch. The parameter space will

have strong constraints from energy density requirements via Neff , which is derived

in section 5.5.4, along with the spectral distortions results from section 5.5.3. These

already exclude the parameter space with τS ∼ 0.1−1013 s for 2me < mS < 2mµ. We

therefore don’t need to perform a detailed analysis of the BBN constraints below the

di-pion threshold and, by the same token, the potential solution to the 7Li problem

tagged in Ref. [102] is also ruled out.

5.6 Discussion

We have improved the freeze-in production calculation of the Higgs portal scalar

and shown that electroweak gauge bosons and the t − b quarks have non-negligible

contributions to the total yield. The dominant production channel is not through

QCD interactions as previously thought [102]. We find the largest yield from the top

quark coalescence with a soft S emission, regulated by the top quark finite-width.

Even for mS � mh, the favoured interactions with heavy particles push the bulk of

the production just below the electroweak phase transition, in the 10 GeV ≤ T ≤ Tc

temperature range. Improvements in the precision of the calculation require the full

finite-temperature quantum field theory machinery that models the phase transition
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Figure 5.13: BBN constraints above the di-pion threshold. Solid lines and shaded
areas are ruled out if S follows the baseline decay model. Thin gray lines show
the region for the spectator decay model instead. Dashed lines represent the future
spectral distortion sensitivity from Pixie [288].

and includes plasma screening effects. This incremental effort is substantial and not

necessarily justified for NP searches, especially because we are able to estimate our

current accuracy around a factor of 2.

We provide a full parameter space scan of low mixing angle constraints, from

sub-eV masses to 100 GeV. The cosmological constraints that depend on the primor-

dial S abundance appear for mS > 10 keV. The Higgs portal scalar has well-defined

decay products below the pion threshold. It allows for rigorous constraints in the

10 keV < mS < 2mµ range that fully cover 6 to 10 orders of magnitude in mix-

ing angle. The low θ boundary is probed by the late decays seen in the diffuse

X-Ray background and the CMB. In both cases, the lifetimes exceed the sensitive

injection time window. This means that the number of decaying particles scales as

dN/dt ∝ YSΓS ∝ θ4. A change in S abundance by a factor of 2 would change the

θ sensitivity by a factor of 21/4, which is negligible. For this reason, improvements

in the calculation of YS would provide a minimal accuracy gain in sensitivity and

our approximate framework with near-vacuum cross sections is justified, at least for
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mS < 2mµ. Similarly, the upper boundary for large θ is set by the freeze-out relic,

rather than the freeze-in abundance. As explained in chapter 4, early cosmological

energy injection has a logarithmic dependence on the S primordial metastable abun-

dance. This log dependence renders the exclusion region robust to variations by a few

in Y f−o
S , confirming the accuracy of our conservative estimate, Eq. (5.41), without the

need for a relativistic freeze-out computation.

Above the pion threshold, in the 2mπ < mS . 2mc mass range, we have derived

the CMB, spectral distortion Pixie forecast and BBN constraints for two difference

decay models, with significant differences in the exclusion bands. Especially near

the kaon resonance, mS ∼ 1 GeV, sensitivity of each probe can vary by an order of

magnitude in θ. Given this poorly defined feature, we stress that improvements in

the determination of the S mesonic decay width are needed before finite-temperature

abundance calculations are warranted to improve the accuracy of cosmological probes.

For higher masses, where mS predominantly decays to quarks, the large θ sensi-

tivity boundary is sharply diverging for short lifetimes in the mSYS vs τS plane [296].

The θ constraint is insensitive to minor changes in YS. For τS > 104 s, however, the

required energy stored in the dark sector, mSYS, is almost flat for increasing lifetimes.

Changes in the freeze-in yield by a factor of 2 can thus be compensated by a factor

of 21/4 in the mixing angle, the same parametric dependence as the X-rays and CMB

case. We therefore conclude that cosmological constraints on S are robust to varia-

tions of YS by a factor of a few, except where S decays primarily to mesons, where

the determination of the decay width results in a larger uncertainty.

The derived constraints are somewhat conservative with respect to the structure

of the dark sector if a quartic interaction λSS
2H†H does not thermalize the DS.

The only additional requirement is that S decays visibly and not into some light

dark state. In this case, the freeze-in production mechanism provides the minimal

metastable abundance S can have for a given lifetime. Any additional interactions

with other states will increase its population, until it thermalizes with the SM. Large

self-interactions can potentially dilute YS before it decays, which would reduce the S

abundance by a factor of ln(aτS/af−i) [165]. Given that the freeze-in relic is set at

Tf−i ∼ 10 GeV, this is a negligible factor of a few for early decays probed by BBN

or Neff , but can potentially be more than an order of magnitude in YS for lifetimes

relevant to the CMB and X-rays measurements. Large self-interactions could therefore

reduce the low θ sensitivity by a factor of a few.
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5.7 Supplementary: Large energy limit of produc-

tion cross sections

We collect here the large s limit of the cross sections used in the freeze-in relic abun-

dance. For the Yukawa annihilation type, we have

σtt̄→hS →
y4
t θ

2

192πs

(
ln

s

m2
t

− 2

)
, (5.58)

σtt̄→ZS →
θ2

576πv4s

[
6m2

t

(
2m2

t + (1 + c2
v)m

2
Z

)
ln

s

m2
t

+m2
Z

(
(1 + c2

v)m
2
Z − 24m2

t

)]
,

(5.59)

σtb̄→W+S →
θ2

288πv4s

[
3m2

t (m
2
t + 2m2

W ) ln
s

m2
t

+ 2m2
W − 12m2

tm
2
W − 3m2

t

]
. (5.60)

The cross sections for Compton-like scatterings are

σth→tS →
θ2y4

t

128πs

(
2 ln

s

m2
t

+ 5

)
, (5.61)

σtZ→tS →
θ2m2

Z

48πv4
(1 + c2

v) +O
(

1

s

)
, (5.62)

σtW−→bS →
θ2m2

W

12πv4
+O

(
1

s

)
, (5.63)

σbW+→tS →
θ2m2

W

12πv4
+O

(
1

s

)
(5.64)

and the boson scattering cross sections are

σZh→ZS →
θ2m2

Z

12πv4
σZZ→hS →

θ2m2
Z

36πv4
(5.65)

σW+W−→hS →
θ2m2

W

18πv4
σW+W−→ZS →

θ2m2
W (8m2

W +m2
Z)

18πm2
Zv

4
(5.66)

σW±h→W±S →
θ2m2

W

36πv4
σW±Z→W±S →

θ2(20m4
W − 3m2

Wm
2
Z +m4

Z)

36πm2
Zv

4
(5.67)

σhh→hS →
9θ2λ2

8πs
. (5.68)
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5.8 Supplementary: Strategy to numerical inte-

gration with quantum statistics

This strategy is based of Ref. [298] which reduced the collision integral in the context

of neutrino decoupling from 9D to 2D retaining the quantum distributions of particles.

Since they have a heavy mediator in all cases, they don’t have angular dependencies in

the propagator denominators and can get further than us analytically. Nevertheless,

we have a strategy to reduce the number of integrals we need to numerically integrate.

We want to integrate

sẎ =

∫ 4∏
i=1

(
d3pi

2Ei(2π)3

)
Λ(f1, f2, f3, f4)|M|2(2π)4δ4(p1 + p2 − p3 − p4), (5.69)

where Λ represents the thermal distribution of each species and |M|2 is the spin-

summed squared amplitude. Let’s go in the frame where species 1 travels in the x̂

direction. Then, in general, we can define the four-vectors

p1 = (E1, p1, 0, 0), (5.70)

p2 = (E2, p2 cosα, p2 sinα sin β, p2 sinα cos β), (5.71)

p2 = (E3, p3 cos θ, 0, p3 sin θ), (5.72)

p4 = p1 + p2 − p3, (5.73)

where pi = |~pi| and we defined the angle between ~p1/~p2 as α and ~p1/~p3 as θ. Both

~p2 and ~p3 have an azimuthal angle with ~p1, but there is an overall 2π symmetry and

only the difference between the 2 azimuthal angles matters. We used this symmetry

to fix the ~p3 azimuthal angle µ to 0. Then we have

d3p1d
3p2d

3p3 = p1E1dE1dΩ1 p2E2dE2d(cosα)dβ p3E3dE3 d(cos θ) dµ (5.74)

and our overall integral reduces to

sẎ =
2(2π)2

8(2π)8

∫ 3∏
i=1

(pidEi)
d3p4

2E4

d(cosα) dβ d(cos θ) Λ(f1, f2, f3, f4)|M|2δ4(p1+p2−p3−p4),

(5.75)

where we performed the trivial integrals over Ω1 and µ. We can recall that the
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3-dimensional integral d3p4 came from

d3p4

2E4

= d4p4δ(p
2
4 −m2

4)Θ(p0
4) (5.76)

and we can use the 4-d dirac delta to evaluate d4p4

sẎ =
1

4(2π)6

∫ 3∏
i=1

(pidEi) d(cosα) dβ d(cos θ) Λ(f1, f2, f3, f4)|M|2δ(p2
4 −m2

4)Θ(p0
4),

(5.77)

which fixes p2
4 = p2

1 + p2
2 + p2

3 + 2(p1 · p2 − p1 · p3 − p2 · p3) from now on. The dot

products can be evaluated from our angle definitions

p1 · p2 = E1E2 − p1p2 cosα, p2 · p3 = E2E3 − p2p3(cosα cos θ + sinα sin θ cos β),

(5.78)

p1 · p3 = E1E3 − p1p3 cos θ, p2 · p4 = m3
2 + p1 · p2 − p2 · p3, (5.79)

p1 · p4 = m2
1 + p1 · p2 − p1 · p3, p3 · p4 = −m3

3 + p1 · p3 + p2 · p3. (5.80)

The inside of the last delta function can be expressed as a function of β

f(β) = p2
4 −m2

4 (5.81)

= ω + 2 (p2p3 cosα cos θ + p2p3 sinα sin θ cos β − p1p2 cosα) (5.82)

ω = Q+ 2 (E1E2 − E1E3 − E2E3 + p1p3 cos θ) (5.83)

Q = m2
1 +m2

2 +m2
3 −m2

4 (5.84)

f ′(β) = −2p2p3 sinα sin θ sin β. (5.85)

The β integral can evaluated, forcing β → β0, where

cos β0 = −ω + 2 (p2p3 cosα cos θ − p1p2 cosα)

2p2p3 sinα sin θ
(5.86)

is found by solving f(β0) = 0. There are actually 2 β0 solutions given by sin β0 =

±
√

1− cos2 β0. Since everything is symmetric in β (all dot products are cos β-

dependent and the ∂f/∂β that appears in the dominator is in absolute values), we
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can simply use the positive root and multiply by 2. Hence, we get

sẎ =
1

2(2π)6

∫ 3∏
i=1

(pidEi) d(cosα) d(cos θ) Λ(f1, f2, f3, f4) × (5.87)

× |M|
2Θ(p0

4)Θ(4p2
2p2

3 sin2 α sin2 θ sin2 β0)

2p2p3 sinα sin θ sin β0

. (5.88)

The extra step-function arises as an obligation to maintain β0 in the physical phase-

space

cos2 β0 ≤ 0 ↔ (2p2p3 sinα sin θ sin β0)2 ≥ 0 ↔
∣∣∣∣ ∂f∂β0

∣∣∣∣2 ≥ 0. (5.89)

We can now focus on the angular integrations.

sẎ =
1

2(2π)6

∫
dE1dE2dE3 p1p2p3Λ(f1, f2, f3, f4)× I (5.90)

I =

∫
d(cos θ)d(cosα)

|M|2Θ(p0
4)Θ

(∣∣∣ ∂f∂β0

∣∣∣2)∣∣∣ ∂f∂β0

∣∣∣ . (5.91)

We can expand f ′ as ∣∣∣∣ ∂f∂β0

∣∣∣∣2 = a cos2 α + b cosα + c (5.92)

a = −4p2
2

(
p2

1 + p2
3 − 2p1p3 cos θ

)
(5.93)

b = 4p2 (p1 − p3 cos θ)ω (5.94)

c = 4p2
2p2

3 sin2 θ − ω2. (5.95)

The step-function ensures that the denominator is real

I =

∫
d(cos θ)

∫ cosα+

cosα−

d(cosα)
|M|2Θ(p0

4)Θ (a cos2 α + b cosα + c)√
a cos2 α + b cosα + c

. (5.96)

Since |M|2 only consists of simple functions of cosα, the cosα integration is an

analytic solution, although process dependent. Since a ≤ 0, the integration bounds
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are set by the real-valued criterion, between which the quadratic function is positive

cosα− =
−b+

√
b2 − 4ac

2a
, cosα+ =

−b−
√
b2 − 4ac

2a
. (5.97)

Notice that we always have −1 ≤ cosα− and cosα+ ≤ 1. Finally, the θ integral can

be performed. In a similar fashion, requiring cosα± to be real implies the condition

b2 − 4ac ≥ 0 → cos θ± = −Q+ 2p2
2 + 2γ ∓ 2p2

√
Q+ p2

1 + p2
2 + p2

3 + 2γ

2p1p3

, (5.98)

where we use the shorthand γ = E1E2 − E1E3 − E2E3 and we have

I =

∫ min(1,cos θ+)

max(−1,cos θ−)

d(cos θ)

∫ cosα+

cosα−

d(cosα)
|M|2Θ(p0

4)Θ (a cos2 α + b cosα + c)√
a cos2 α + b cosα + c

.

(5.99)

These 2 integrals can be done analytically for each reaction. The final integral to be

performed numerically for the emissivity is 3-dimensional

sẎ =
1

2(2π)6

∫
dE1dE2dE3 p1p2p3Λ(f1, f2, f3, f4)× I ×Θ(Q+ p2

1 + p2
2 + p2

3 + 2γ)

(5.100)

I =

∫ min(1,cos θ+)

max(−1,cos θ−)

d(cos θ)

∫ cosα+

cosα−

d(cosα)
|M|2√

a cos2 α + b cosα + c
. (5.101)

The step-function here guarantees that the phase-space is physical and cosα± is real-

valued.
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Chapter 6

Conclusion

The ensemble of work presented in this dissertation used the complementarity of

cosmology and standard particle physics experiments to further the search for NP

interactions. It is quite fortuitous that the thermal history of the universe provides

exactly what is lacking in terrestrial experiments to increase sensitivity to low cou-

plings. The limited energy and luminosity available in colliders restricts the produc-

tion of either massive states or super-weakly coupled particles. The conditions after

the Big Bang circumvent both of these limitations; the high temperature provides the

energy required for the rest mass of heavy particles and the high density guarantees

a large number of collisions to produce super-weakly coupled particles. Long-lived

particles require large-scale detectors with long decay chambers, typically distanced

by L = cτXβX , which need to be prohibitively large for lifetimes τX & 0.1 s. The

physics at BBN and the CMB emission provide natural detectors beyond this limit,

offering sensitivity to the τX ∼ 0.1 s−108 yr range. We have used these generic points

to constrain both the dark photon and the Higgs portal scalar in regions of parameter

space that would otherwise be unattainable by direct searches.

The cosmological constraints also provide a target maximal sensitivity needed to

cover the parameter space. We could naively think that experimental technology will

arbitrarily improve and after generations of new experiments the sensitivity would

reach lower values of coupling for NP. We have seen that BBN defines the maximal

lifetime needed to be probed to fully cover the parameter space of metastable particles

populated through the Higgs boson decay. We derived specific constraints for the

Higgs scalar portal, but they generally apply to a large class of models. This will be

useful in the design of future experiments at the LHC.

Finally, we used a specific case of feeble coupling with the SM to study a model
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of self-interacting dark matter that is not viable in the standard freeze-out scenario.

Although it was already known that future direct detection experiments will partially

probe the parameter space, we demonstrated which regions in mχ − mA′ specific

experiments will be sensitive to. In particular, we have shown that they will cover

the entire range of interest to resolve tensions in small scale DM physics for αd = 10−4.

With the advent of new experiments turning on, the absence of NP signals keeps

restricting the properties of potential candidates for NP. The complexity of NP solu-

tions to current problems (such as the origin of DM for e.g.) consistently increases

with the addition of constraints from the continuous experimental effort. Luckily,

this provides a balance between target goals for experimentalists and theoretical un-

derstanding for theorists and phenomenologists. It will always be possible that NP

exists beyond our reach; we can only hope that Nature has new particles and forces

that will one day be within our experimental grasp.
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Appendix A

Relativistic degrees of freedom

Our evaluation of the number of relativistic degrees of freedom needed in the Hubble

rate and entropy density follows the technique used in [299], updated with more recent

theoretical QCD results.

The BMW lattice QCD group [300] provides a fitting function for the trace

anomaly, from which we can extract the energy and entropy density. Their function

incorporates the hadron resonance gas model below the pseudo-critical temperature

Tc and nf = 2 + 1 lattice results up to 1000 MeV. At higher temperatures, we used

the nf = 3 three-loop result from hard-thermal-loop perturbation theory [301] with

renormalization scale Λ = 2πT . The heavier quarks are modelled as an ideal gas,

scaled by the ratio of the energy density of nf = 3 QCD to the ideal gas value at

the given temperature. This approximation has been used in [299] and is shown to

be in good agreement with preliminary lattice results for nf = 2 + 1 + 1 [302]. The

resulting g?(T ) is shown in Fig. A.1.

The QCD phase transition is a cross-over [303], with a pseudo-critical temperature

Tc in the range of 150-170 MeV. For a given observable, Tc is well-defined as the

temperature of the maximal inflection point. In the present work, we used Tc =

157 MeV, the pseudo-critical temperature of the energy density [21].
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Figure A.1: Relativistic degrees of freedom as a function of temperature.
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