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ABSTRACT

The astronomical increase in the number of wireless devices such as smart phones
in 21" century has revolutionized the way people communicate with one another and
share information. The new wireless technologies have also enabled researchers to
collect real data about how people move and meet one another in different social set-
tings. Understanding human mobility has many applications in different areas such as
traffic planning in cities and public health studies of epidemic diseases. In this thesis,
we study the fundamental properties of human contact graphs in order to characterize
how people meet one another in different social environments. Understanding human
contact patterns in return allows us to propose a cost-effective routing algorithm for
spreading information in Delay Tolerant Networks. Furthermore, we propose several
contact predictors to predict the unobserved parts of contact graphs when only partial
observations are available. Our results show that we are able to infer hidden contacts

of real contact traces by exploiting the underlying properties of contact graphs.
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In the last few years, we have also witnessed an explosion in the number of people
who use social media to share information with their friends. In the last part of
this thesis, we study the running times of several information spreading algorithms
in social networks in order to find the fastest strategy. Fast information spreading
has an obvious application in advertising a product to a large number of people
in a short amount of time. We prove that a fast information spreading algorithm
should efficiently identify communication bottlenecks in order to speed up the running
time. Finally, we show that sparsifying large social graphs by exploiting the edge-

betweenness centrality measure can also speed up the information spreading rate.
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Chapter 1
Introduction

The appearance of new wireless technologies and smart phones has revolutionized the
way people communicate and share information such as videos, photos, and messages.
These new technologies have also allowed researchers to collect people’s contact events
by distributing a limited number of short range wireless sensors among them [22, 14,
78]. We say two people are in contact, if they are in close proximity of each other
(e.g. Bluetooth range). The availability of contact traces has allowed researchers
to identify the fundamental properties of human mobility and to propose realistic
mobility models [66, 37].

By using these mobility models, researchers have proposed efficient routing pro-
tocols for Delay Tolerant Networks (DTNs) in which nodes exchange information
when they are in close proximity of each others. In DTNs, the network is sparse
and disconnected most of the time. Thus, most known protocols for Mobile Ad-Hoc
Networks (MANETS) fail to operate in DTNs where successful delivery of a message
strongly relies on human contact patterns. SimBet [19] and Bubble Rap [41] routing
algorithms are a few examples in which nodes exploit the underlying properties of
contact traces for optimal routing.

Proposing efficient routing algorithms for DTNs is a challenging task because
human contacts are hard to predict. Several recent work showed the importance of
communities (a community is set of nodes that are well-connected to one another;
however, they are weakly connected to the rest of nodes in the graph) in efficient
routing of messages in DTNs. However, real time community detection in DTNs is
a complex and time consuming process. In this thesis, we propose a cost-effective
method for bootstrapping wireless devices by exploiting available social profiles. In

particular, we propose a greedy routing algorithm called Social-Greedy which uses



the social distance derived from people’s social profiles to route messages to their
destinations. Social profile of a user is the set of her social characteristics such as
nationality, spoken language, affiliation and so on.

Predicting human mobility is complex because there are many parameters which
influence the way people move. These parameters range from social factors such
as people’s occupations to the structure of the environment in which people move.
Understanding the properties of human mobility has several applications in different
areas. For example, it can be used to find the most efficient locations for GSM
antennas. It can also be used for traffic planning in cities and public health studies of
epidemic diseases. Researchers have studied different aspects of human behavior such
as the way people become friends, call each others by their phones, or collaborate for
publishing papers. They found the small-world network properties in most of these
human-embedded networks [84].

In this thesis, for the first time, we formulate the problem of human contact
prediction as a graph inference problem. We model human mobility by a contact
graph in which nodes are people and edges are contact events between them. We
show the importance of using offline social information for predicting people’s contacts
motivated by the homophily theory [61]. We also show that we can reconstruct hidden
parts of contact graphs by using their small-world network properties when only parts
of contact graphs are known. Our results are promising because they highlight the
importance of using social profiles of people as well as the underlying structure of
contact graphs for inferring the hidden parts of the graphs.

Experimentally measured contact traces, such as those obtained in a conference
setting by using short range wireless sensors, are usually limited with respect to the
practical number of sensors that can be deployed as well as the number of available
human volunteers. Moreover, most previous experiments in this field can report only
partial contact information since not everyone participating in the experiment carries
a sensor device [22, 14, 78]. Previously collected contact traces have significantly con-
tributed to the development of realistic human mobility models [66, 37] and efficient
routing algorithms for DTNs where human contacts play a vital role in message de-
livery [19, 41, 48]. By exploiting time-spatial properties of contact graphs as well as
popularity and social information of mobile nodes, we propose several novel methods
to reconstruct missing parts of contact graphs where only a subset of nodes are able
to sense contacts.

Next, we formulate the contact prediction problem in the context of machine



learning. In particular, we employ two well-known supervised classifiers for predicting
hidden contacts among participants who carry cellphones. We extract several features
by using information from contact graph structures, people’s social profiles, and in-
formation of static sensors. The performance results of our supervised classifiers show
the applicability of using machine learning algorithms for contact prediction tasks.
Our results also show that a small subset of features such as the number of common
neighbors and the total overlap time play essential roles in forming human contacts.
Finally, we show that contacts of nodes with high centrality are more predictable
than nodes with low centrality.

The appearance of online social networking services such as Facebook, Twitter,
Flickr, Instogram, and many others has revolutionized the way in which information
spreads in the world. Hudson river accident in 2009 [3] and Arab Spring in 2010 [1]
are just a few examples of how fast information propagates in social media. Several
information spreading algorithms have been proposed by researchers during the past
few years [64, 12, 21]. However, the main challenge is to find out the algorithm with
the lowest running time for spreading information in social networks.

We compare the running times of three well-known information spreading algo-
rithms in the field by using the real data collected from the Facebook website [80].
We also mathematically prove the importance of the periphery of the Facebook social
graph for the speed of information spreading algorithms. Our results highlight the
effect of small communities that are weakly connected to the core of Facebook graph
(i.e. I-whiskers) as the main communication bottlenecks for information spreading.
Furthermore, we employ the graph sparsification technique to speed up information
spreading in social networks. We exploit the edge-betweenness centrality measure
1in order to identify communication bottlenecks and sparsify the graph by throw-
ing out unimportant edges. Our results show that graph sparsification by using the

edge-betweenness centrality efficiently spreads information in social networks.

1.0.1 Main Contributions

The main contributions of this thesis are threefold. First, different from other existing
routing algorithms, we propose a cost-effective greedy routing algorithm which makes
its routing decisions purely based on offline social profiles of people. By using a real

human contact trace collected from a conference environment, we evaluate the per-

!The edge-betweenness centrality identifies edges that fall between clusters.



formance of our proposed socially-based greedy routing algorithm. Our performance
results show that our routing algorithm is more cost-effective than Epidemic algo-
rithm [79] and demonstrates a higher delivery ratio than Waiting routing algorithm
[39].

Second, for the first time, we study the interesting problem of contact prediction
by characterizing the most fundamental properties of human contact graphs for infer-
ring hidden and future contacts. We devise a number of different unsupervised and
supervised contact predictors by using offline social profiles of people as well as the
underlying structure of human contact graphs. We evaluate the performance of our
predictors by using several human contact traces collected from different social set-
tings such as conferences, outdoor events, and campus environments [22, 14, 78, 54].
Our prediction results highlight the importance of the time-spatial properties of con-
tact graphs and people’s social profiles for the prediction task.

Third, we study the interesting problem of fast information spreading in social net-
works. We empirically and mathematically show that for fast information spreading
in social networks one should efficiently identify and exploit communication bottle-
necks. Finally, we empirically show that one can speed up information spreading in
social networks by employing the edge-betweenness centrality definition in order to

sparsify unimportant edges.

1.0.2 Thesis Organization

The remainder of this thesis is organized as follows. In Chapter 2, we review the
related work on structure of social networks, DTNs, the prediction problem in social
networks, and information spreading in social networks. The Social-Greedy algo-
rithm description and its performance results are presented in Chapter 3. Chapter
4 describes our proposed methods for inferring hidden parts of contact graphs by
using people’s social profiles and the information extracted from underlying structure
of contact graphs, and evaluates their prediction accuracies in details. In Chapter
5, we propose several prediction methods in order to complete the partial contact
traces which were previously collected from different environments. Furthermore, in
Chapter 6 we expand our results in Chapter 5 by employing two well-known super-
vised machine learning algorithms for contact prediction. In Chapter 7, we look into
the problem of fast information spreading in social networks where the running time

analysis of several information spreading algorithms as well as the importance of the



edge-betweenness centrality for information spreading are studied. Finally, Chapter

8 concludes the thesis and discusses future work.



Chapter 2

Background and Related Work

2.1 Related Work

In this chapter, we give an overview of the most important related work. First, we
give a brief definition for social networks and discuss their main structural properties.
Next, we look at DTNs and explain the most important properties which have been
observed in human mobility in the last few years. Furthermore, we discuss the most
influential routing algorithms for DTNs. The next area that we cover is the link pre-
diction problem in social networks. We describe different approaches that researchers
have taken to address this issue. Finally, we discuss the work that have been done

recently in the area of information spreading.

2.1.1 Social Networks

A social network is a graph in which nodes are people and links between nodes can
be any kind of relationships such as friendship. In social networks, if there is a
link between two nodes, then we say those two nodes can communicate and send
messages to each other even if they are geographically far away from one another.
This communication can happen face to face, by a phone call, or by an email. In the
last few years, the appearance and popularity of online social networking services such
as Facebook and Twitter websites have opened a great opportunity for researchers to
study properties of social networks as well as different aspects of human behaviour in

online worlds.



Social Networks Properties

Several empirical experiments such as Milgram’s show that social networks have low
diameters [63]. This property can be modeled by random graphs. However, re-
searchers have found that the underlying structure of social network is not completely
random [84]. Instead, they have a high clustering coefficient which can only be found
in regular graphs. This property is explained by “Triadic Closure” principle in that if
u and v are two individuals with a common friend w, then there is a high probability
for u and v to also become friends [23]. The Triadic Closure principle increases the
local connectivity of the underlying graph which does not exist in random graphs.
Watts and Strogatz addressed the two properties of having (1) low diameter, and (2)
high clustering coefficient [84] in their small-world network model. In their paper,
they argued that small-world networks fall somewhere between regular and random
graphs. They constructed their small-world network by randomly adding long range
edges between vertices placed on a circle.

Barabasi and Albert noticed that many real world networks such as an actor
collaboration graph and the World Wide Web have power-law * degree distributions
[8]. A network whose nodes’ degrees follow a power-law distribution is called a scale-
free network. In scale-free networks, the exponent a of the power-law degree is
typically between two and three [18]. Barabasi and Albert proposed the Preferential
Attachment model in order to explain the appearance of power-law distribution in

social networks.

Social Networks Navigability

In the early 1960s, the striking experiment, known as “six degrees of separation”, was
performed by Stanley Milgram and his co-workers [63]. In Milgram’s experiment, 96
people from Massachusetts and Nebraska were asked to pass letters to their acquain-
tances in order to find an unknown distant person in Boston. They discovered that
strangers in a social network are connected with a high probability through a short
chain of friends. Milgram’s experiment shows that not only do social networks have
low diameters, but people can also successfully find these short paths by using only
their local information. This feature of social networks is called efficient navigability

since its expected delivery time is polylogarithmic in the size of network. In Milgram’s

1
'The number of nodes with the degree d is proportional to yrs for a constant «.



experiment, at each step, node u, that holds a message, forwards the message to one
of its neighbors v which is closest to the target node ¢ in terms of social distance.

There exists an extensive literature on searching in social networks. In [52], Klein-
berg proposed a small-world network model in order to explain the efficient navigabil-
ity property in social networks. Watts et al. [83] also proposed a general framework
to address the navigability property in social networks by presenting different social
dimensions (e.g. geographical location, interest, and occupation) by a tree-based hi-
erarchical structure. Two individuals are socially close if they are close in any social
dimension. They performed a detailed simulation-based evaluation to study the ef-
fect of the number of dimensions and a homophily parameter on the performance of
a searching strategy inspired by Milgram’s experiment.

Adamic et al. proposed an efficient routing algorithm for peer-to-peer networks
with power-law node degrees [6]. They found that by utilizing high degree nodes, the
expected number of steps to deliver a message to its destination remains polynomial
in the network size. As a result, although we cannot achieve an efficient routing only
by utilizing nodes’ degrees, taking advantage of high degree nodes can enhance the
expected delivery time of the routing algorithm.

Dodds et al. repeated Milgram’s experiment by emails [20]. Based on subject
reports, they discovered that geographical proximity of acquaintance to the target
dominates the early stages of a search while after the third step, similarity of oc-
cupation to the target is the dominant social dimension in passing a message to an
acquaintance. Employing non-geographic dimensions for searching in social networks
was the focus of several recent work. For example, Adamic et al. found that in an
online student network where the acquaintanceship information is not complete and
there is not a well defined hierarchical structure, local routing 2 strategies are not
efficient [5].

Motivated by Kleinberg and Watts’ work, Nowell et al. [59] studied the perfor-
mance of a greedy routing strategy on a network structure crawled from LiveJour-
nal. They investigated the effect of geographical distance on routing strategies when
senders and receivers are geographically far from each other. Nowell et al. found that
since the probability of being friend with a particular person is inversely proportional
to the number of closer people in Livejournal, a greedy routing strategy can deliver

messages efficiently.

2Their routing algorithm was a local routing since it was limited to people from the same school.



2.1.2 Delay Tolerant Networks (DTNs)

The appearance of new wireless technologies and the explosive increase in the num-
ber of people who carry cellphones have allowed researchers to study different aspects
of human mobility. Meanwhile, in communication area we are experiencing a new
wireless paradigms called DTNs which is different from traditional MANETs. In
particular, DTNs or Mobile Opportunistic Networks are considered as those com-
munication networks in that people carry their wireless devices such as cellphones
and information can be potentially exchanged if two people are in close geographical
proximity of each other (e.g. Bluetooth range).

In DTNSs, routing a message to its destination strongly depends on how people
contact each other over time. Therefore, understanding the fudamental properties
of contact graphs play an essential role on the performance of any proposed routing
algorithm for DTNs.

Human Mobility Properties

By using human mobility traces, researchers have found a close connection between
people’s social profiles and their mobility patterns. For example, Eagle et al. suc-
cessfully inferred friendships from observational collected data from cell phones [67].
Their results demonstrate a distinctive connection between people’s social profiles
and their temporal and spatial mobility patterns. Moreover, Mtibaa et al. showed
that there is a strong correlation among properties of nodes, links, and paths in social
and contact graphs [65].

Researchers proposed several synthetic mobility models based on underlying prop-
erties of contact graphs. Miklas et al. proposed a mobility model for friends and
strangers networks by using Watts and Strogatz’s small-world network and Prefer-
ential Attachment models, respectively [62]. Musolesi et al. proposed a community-
based mobility model (CMM) in which nodes tend to contact other nodes from their
own community with higher probability than nodes from different communities [66].
They validated CMM by testing to see if it produces the same distributions for inter-
contact® and contact duration times as the ones that were observed in real contact
traces. By analyzing human contact and wireless LAN traces, Hsu et al. also intro-

duced the time-variant community model for human mobility [37]. They observed a

3Inter-contact time is the time gap separating two consecutive contacts between the same pair of
nodes.
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skewed probability distribution for locations where people visit every day as well as a
time periodic pattern in human mobility. Most recently, researchers have used short
range wireless sensors to collect contact data among soccer players [75]. They pro-
posed a mobility model for soccer games based on the observed statistical properties
from their contact traces.

By using human mobility traces, researchers have found that people ’s popularity
is directly related to the frequency with which they meet other people. Herrmann
employed the Preferential Attachment model to satisfy this property in their human
mobility model [35]. Hui et al. [38] employed the betweenness centrality metric (i.e.
the number of times a node appears in shortest paths between all possible pairs of
nodes in the network) similar to Freeman’s betweenness centrality [26] to find central
mobile nodes. They ran a large number of simulations of unlimited flooding with
different uniformly distributed traffic profiles on human mobility traces. By counting
the number of times a node acts as a relay for other nodes on all the shortest delay

paths, they could measure the centrality of each node in contact graphs.

Routing in Delay Tolerant Networks (DTNs)

There has been much work done on routing in DTNs. However, we just focus on
the most significant ones here. Vahdat et al. proposed the epidemic routing [79]
which is similar to the blind flooding routing. Lindgern et al. also introduced a
probabilistic routing called PROPHET [60] for DTNs which takes advantage of com-
munity structure in contact graphs to make routing decisions. By employing a priori
affiliation information, Hui et al. proposed a routing algorithm called LABEL which
takes advantage of communities for routing messages [39]. LABEL partitions nodes
into communities only based on affiliation information which is collected from offline
questionnaire forms.

Hui et al. also observed a variation in nodes’ centralities in human contact traces
[40]. They proposed the Bubble Rap routing algorithm which utilizes nodes com-
munities and centralities for making routing decisions. The Bubble Rap uses nodes’
centralities to reach the community of destination node quickly [41]. When a message
reaches the community of destination node, Bubble Rap limits the message forwarding
range to nodes with the same community as destination.

Similar to Bubble Rap, SimBet routing also exploits community structure and

hetregenous nodes degree centralities of contact graphs for routing messages to their
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destinations [19]. Hossmann et al. improved the performance of SimBet and Bubble
Rap algorithms by proposing a strategy for mapping contact graphs to social graphs.
Using their strategy, they showed that nodes can make their routing decisions more
efficiently [36] than SimBet and Bubble Rap.

Miklas et al. studied the MIT’s Reality Mining data [67], and demonstrated the
importance of using social information in designing routing protocol, firewall for slow-
ing down spreading of worms, as well as a P2P file sharing for opportunistic networks
[62]. Boldrini et al. also proposed a context-aware routing protocol for opportunistic
networks where every node captures context information of its neighbours and nodes
which it has met in the past [10]. Based upon the collected social information, every
node calculates the delivery probabilities of encountered nodes to choose the best

candidate for routing messages.

2.1.3 Prediction in Social Networks

Given a snapshot of a social network, it is important to see if we can predict future
new links or hidden links between people. In particular, suppose there is not any
link between two nodes such as u and v at time t, it is interesting to formulate
the probability that edge (u,v) appears at time ¢ + 1. This problem is commonly
known as the “Link Prediction” problem. There are a large number of work in which
researchers have addressed the link prediction problem by taking data mining and
machine learning approaches.

One of the early works in this area was done by Nowell et al. who studied the
link prediction problem in a citation network [57]. They devised several predictors by
extracting different graph topological features. They showed that methods based on
the ensemble of all paths between two nodes in a social graph as well as the number
of common neighbors method significantly perform better than others. Their work
motivated us to extract several topological features from contact graphs for predicting
missing contacts [49].

Goldberg et al. assessed the confidence of experimentally observed interactions
among proteins by using cohesive neighborhoods and small average distance between
proteins [27]. Their work motivated us to propose three prediction methods based
on the small-world network properties of contact graphs in order to predict unob-
served contacts [47] Authors of [50] introduced the Triad Transition Matrix (TTM)

to compute the transition probabilities of 64 possible Triads for dynamic email-based
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networks. They showed that TTM of different social networks have similar pattern.
Finally, they employed the computed transition probabilities from TTMs for predict-
ing future links in an email-based network.

Song et al. studied the limits of predictability in human mobility by studying the
mobility patterns of cellphone users [76]. They discovered a high degree of regularity
in human mobility resulting in a potential 93% predictability in user mobility. Vu
et al. exploited the high level of regularity in human mobility in order to predict
locations where a person will go and people she will contact in a given time of a day
[81]. Wang et al. used mobile phone data and found a strong correlation between
individuals’ movements and their connectedness in their social network [82]. They
devised both unsupervised and supervised predictors for inferring the new links in
social networks by using information from people’s social networks and their mobility

patterns.

2.1.4 Information Spreading in Social Networks

One of the most interesting problem in the area of social computing is studying the
process by which information propagates through social networks. Diffusion of an
idea or opinion is a socio-economic problem and it has many things in common with
our problem in Chapter 7 which is fast information spreading in social networks. Viral
marketing is the area in which economists focus on finding efficient ways to advertise
a new product to a large number of people quickly. Spreading an idea through a social
network was studied thoroughly by Everett Rogers in his famous book “Diffusion of
Innovations” [72]. Rogers defined the diffusion as the process by which a new idea is
communicated through certain channels, e.g. word-of-mouth, among social network
members over time. He also identified four basic elements that are crucial for diffusion
process: an innovation, communication channels, time, and a social network.
According to the theory of diffusion of innovations, first of all, an innovation is
more likely to be adopted by people who are seeking new ideas (i.e. innovators).
If innovators like an idea or product, they tend to adopt it, and they are likely to
share the new idea with their friends through communication channels. Second, an-
other group of people called early adopters are strongly connected to innovators in
the social network and follow innovators’ opinions. The new opinion then spreads to
other less influential groups of people who are early majority, late majority, and lag-

gards, respectively. Rogers and other researchers have discovered a strong relationship
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between diffusion process and social network structure [72].

There are a large number of works in social networking area in which researchers
focused on understanding how information spreads in social networks through social
influence. Kemp et al. aimed to find a subset of £ influential nodes such that if one
targets them as innovators, they would spread the message to the maximum number
of nodes in the network [51]. For modelling information diffusion, they employed two
different probabilistic processes. They compared their proposed greedy algorithm
results for choosing the influential nodes with other strategies such as choosing the
nodes with the highest degree or closeness centralities as the influential nodes. Their
results highlight the importance of nodes’ positions in a social network for being
socially influential.

Authors of [13] studied the effect of social links on spreading popular photos in
the Flickr website. They found that the social links between Flickr members play an
essential role in information propagation in Flickr. They also discovered that the peer
pressure plays an important role in making a photo popular. In other words, they
showed that people are more likely to become fan of a photo as the number of their
friends who already marked that photo as favorite increases. They emphasized that
using a push-based strategy for spreading popular photos may work faster than the
Flickr’s current pull strategy. The authors of [58] studied the spreading of Internet
chain letters and discovered that chain letters proceed in a narrow but very deep tree-
like pattern. Most of our observations for diffusion of information in web or blogs
are about when different nodes mention a piece of information or adopt it. However,
the underlying diffusion network through which information spreads is unobservable.
In [29], authors proposed an algorithm to infer the diffusion network given adoption
times for nodes.

Finally, Goldenberg et al. analyzed the effect of word-of-mouth on marketing new
products [28]. They studied the importance of three parameters for modelling dif-
fusion of a new product including advertisement, strong ties, and weak ties. While
strong ties model the strong social relationship between a person and her close friends
from the same personal group, weak ties model the influence of people on their ac-
quaintances and colleagues who belong to different personal groups. They did simula-
tion by using Cellular Automata, and studied the speed of information dissemination
and the effect of each of the above three parameters on the speed of influence. They
found that weak ties are as important as strong ties to spread information in social

networks.



14

Chapter 3

A Socially-Based Greedy Routing
Algorithm for Delay Tolerant
Networks

The appearance of smart phones has created a new opening for pervasive computing.
People who carry these devices form a DTN in that senders can opportunistically
forward messages to other mobile nodes in order to reach the destinations of the
messages. These opportunistic wireless networks have two dimensions. One relates
to the properties of wireless networks while the second dimension has a social network
component based on human mobility pattern and people’s social profiles. Unlike the
legacy MANETS for which the existence of an end-to-end path between source and
destination nodes is assumed, opportunistic networks have a more dynamic nature.
Thus, routing in mobile opportunistic networks becomes a challenging task.
Milgram’s experiment [63] shows that people can use their local information to
successfully find short paths to destinations in which a message holder forwards its
message to one of its neighbors which is in the closest social distance to the destination
of the message. Kleinberg used a d-dimensional lattice as the underlying structure
for his small-world network to model routing in social networks [52]. He employed a
greedy routing algorithm similar to Milgram’s to route messages to their destinations.
Kleinberg showed that there does exist an efficient routing algorithm if there is a
correlation between the underlying lattice structure and the length of long range
connections. Our Social-Greedy routing algorithm proposed in this chapter is inspired

by Miligram’s experiment and Kleinberg’s model.
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Recent work have shown the importance of communities for routing information
in DTNs [39, 41]. Hui et al. proposed three distributed algorithms for community
detection in DTNs [42]. The high cost of information exchange and calculations,
and the complexity of adjusting several threshold parameters required by distributed
community detection algorithms have led us to consider static programming of mobile
devices with pre-existing social profiles instead of running a dynamic method for
detecting communities in contact graphs !. In this chapter, we assume that the social
profiles of all participants are known in advance. The results of this chapter was
published as a paper in Mobile Opportunistic Networking workshop in 2010 [48].

Our contributions in this chapter may be summarized as follows:

e Based on our results, we suggest a new low cost and simple method for boot-

strapping mobile wireless devices with already available social information.

e Using social profiles collected from Infocom 2006’s participants, we define a
social distance and introduce three greedy routing algorithms for DTNs which
are more cost effective than Epidemic routing [79] and have higher delivery ratio

than Waiting routing [41].

e To our knowledge, this is the first empirical evaluation of Kleinberg’s greedy
strategy for a mobile network, and the first empirical evaluation for a routing
strategy which uses social distance rather than geographic distance to determine

each move.

3.1 Socially-Based Greedy Routing

In this section, we first propose a social distance by which we try to model human
mobility in a conference environment. Next, we describe the three variations of our
Social-Greedy algorithms. Finally, we compare the performance of our Social-Greedy

algorithms with other existing routing algorithms in the field.

3.1.1 Real Data Description

Here we make use of the human mobility traces collected from a conferences environ-

ment. The dataset contains mobility traces of 79 researchers attending the Infocom

LA contact graph is a dynamic graph in which nodes are people and the edges between nodes are
the encounters from human mobility traces.
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2006 conference [74]. The experiment lasted for three days in which contacts between
participants were recorded by using iMote sensors. These Bluetooth sensors sampled
a contact between two people when they were in close proximity of each other (e.g.
< 10 meters). In Infocom 2006 dataset, social profiles of people who participated
in the experiment were collected. These social profiles included information about
participants’ (1) nationality, (2) spoken languages, (3) current affiliations, (4) city

and country of residence, (5) graduate school, and (6) research interests.

3.1.2 Social Similarity/Distance Definitions

Probably the most natural way to compute the similarity between social profiles of two
people is to use the Jacard index [43]. As mentioned earlier, our social profiles contain
information about six different social dimensions. We denote each social dimension
of every node as a set of features. For example, suppose node u speaks English and
Spanish while node v speaks English and French. Let us denote English, Spanish,
and French languages with numbers 1, 2, and 3 respectively. We show the spoken
languages of nodes u and v with two sets I'2 = {1,2} and I'2 = {1, 3} independently.
By using Jacard index, we define the similarity between two nodes with respect to
the social dimension ¢ as follows [48]:

ISAALY

et (3.1)
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where T is the feature set of node u for social dimension ¢ and |T"| is its cardinal-
ity. The 0%,.4,q is @ real number in [0,1]. Assuming that we have d different social
dimensions for each node, we define the total social similarity between two nodes by

computing the total average over all d dimensions as follows:
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where sim;,.(u,v) is the total social similarity between two nodes v and v by using
the Jacard index and d is the number of social dimensions (for Infocom 2006 data:
d = 6). Here, we assign the same weight to different social dimensions. Finally, we

define the social distance between two nodes u and v as follows:
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Table 3.1: Correlation Coefficient

Variable Pairs | Correlation
Tncywedus 0.369
Tedu,vsdu,v 0.253
Tneu,wsdu,v 0.182

where we say that u is socially closer to v than w if dist(u,v) < dist(u,w). The
reader should note that the symbol oo represents a very large number for the distance

between two completely dissimilar nodes.

3.1.3 Human Network Mobility Model

Our main hypothesis is that in a conference environment people who are interested in
the same research area or speak the same language have a higher probability to meet
each other for a longer time than others. Therefore, we expect that for a given node
u, the probability of meeting other nodes is influenced by u’s social distance from
other nodes. We find a close relationship between number of contacts and contact
duration in the human contact trace collected in Infocom 2006 which is in agreement
with previous work [40]. We also calculate the correlation coefficients between the
number of contacts, the average contact duration time, and the social distance as
shown in Table 3.1.

3.1.4 Social-Greedy Routing Algorithms

In the previous section we found a distinctive relationship between social distances
among people and their mobility patterns. This motivates us to employ a greedy
mechanism similar to Milgram’s to route messages to their destinations. We assume
that every node has information about the social profile of the destination, and it
can also exchange its social profiles with any contacted node. We implement three

versions for Social-Greedy routing as listed below:

e Social-Greedy I: If node u has a message for the destination v and encounters
node w which is socially closer to v than u, v hands off that message to w.
Node v does not remove the message from its buffer unless it encounters node

v or the TTL of the message expires.
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e Social-Greedy II: When node u, which is carrying message M for node v, en-
counters node w at time ¢y, u hands off M to w if it is socially closer to v than
u. However, for any ¢ > ¢y, u can only pass the message M to an encountered
node if it is socially closer to v than w (the closest node to v which u has met

so far).

e Social-Greedy III: When node u hands off the message M to w as in the first

version, it deletes M from its own buffer.

While Social-Greedy I hands off the message M to any encountered node which
is socially closer to destination of M, Social-Greedy II acts more conservatively in
the sense that at each step, it limits the range of nodes which can be recipient of
the message M based on the closest node to the destination that u has met so far.
Furthermore, Social-Greedy III tries to efficiently utilize nodes’ buffers by removing
the message M from the buffer of the message holder after forwarding M to the next
node which is socially closer to the destination. Therefore, we expect that Social-
Greedy I to have the best success delivery ratio (SDR) 2 while Social-Greedy III to

have the lowest total delivery cost.

3.2 Evaluation Methodology

In this section, we evaluate the performance of our Social-Greedy algorithms and

compare it with other existing routing algorithms.

3.2.1 Social-Sim Package

We have developed the Social-Sim package in C++ [2] in order to analyze important
properties of human mobility patterns in different social settings such as conferences,
campus environments, and outdoor events. This package has the implementation for
reading human mobility traces collected by Bluetooth sensors such as the MIT or
Cambridge datasets [22, 54] and storing them in mysql database for post-processing
steps. All contact traces contain contact information recorded by wireless sensors.
A contact event between two wireless sensors shows that their owners were in close

physical proximity of each other. A contact event can be represented by a quadruple

2SDR is the proportion of messages that have been successfully delivered out of the total unique
messages.
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(idy,ids, ts, t.) where id;, ts, and t. represent the node id, start time and end time of
the contact event, respectively.

The Social-Sim package has also the implementation for a discrete event simu-
lator for comparing the performance of our Social-Greedy routing algorithms with
other routing algorithms proposed for Delay Tolerant Networks (DTNs). During the
execution of a routing algorithm, the Social-Sim records all important information
including the number of delivered messages, their delivery delay, and the number of
transmissions for each message. Using the contact graph definition in which nodes
represent wireless sensors and edges represent contact events between sensors, the
Social-Sim package allows researchers to analyze important statistical properties of
contact graphs and to understand how people contact each others in different social

settings. The Social-Sim package contains the following important features:

e Parser class: this class includes all necessary methods for reading the recorded
data by wireless sensors which are in the text formats and parsing them into a

mysql database for post-processing steps.

e Message class: this class basically implements a message entity that represents a
piece of information such as a video, a text message, or a photo. Every message
has a unique id as well as a sender and a receiver id. A message can carry extra
information. When two mobile nodes come to the close proximity of each other,

they can exchange their messages on demand.

e Traffic class: it implements the traffic flow concept by which every node can have
some information which should be sent to another node in the network. Thus,
in the beginning of the analysis we generate the traffic profiles for all nodes.
Once a message is delivered to its destination, we update the traffic profile list
to keep track of the delivered messages, their delivery costs and delays, and the

number of hops taken by each message to reach its destination.

e Routing class: this class implements the three variations of the Social-Greedy
routing algorithms as well as other routing algorithms proposed by other re-
searchers for DTNs including Waiting [41], Epidemic [79], Label [39], Bubble

rap [41], and so on.

e Contact Graph class: it has the required methods to generate a contact graph by

using the real data collected by wireless sensors. It also contains several methods
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for computing the centrality of nodes, the similarity between consecutive contact
graphs over time, average clustering coefficient of a contact graph, and the

neighborhood similarity between two nodes in a contact graph.

e Distribution class: this class has several methods to compute the probability
distributions of different properties of contact graphs such as distribution of
contact duration, inter-contact duration, and number of contacts between mo-
bile nodes. It can also process social profiles of people in order to compute
social distances between them. It implements the Jacard index [43] and the So-
cial Focus [53] for computing the social distances between nodes. Furthermore,
it calculates the rank of each node by counting the number of visited nodes.
Finally, it has another method for finding the places where a person has visited

during a time period.

e Statistics class: this class computes the mean and standard deviation of a data

vector, as well as the Pearson correlation coefficient between two data vectors.

e RGModel class: this class has two methods for computing the Jacard similarity
and the size of Social Focus between two nodes with respect to a social dimension

such as research interest.

e main(): this method demos how to use different classes of the Social-Sim pack-

age.

3.2.2 Results and Evaluations

The simulation parameters are shown in Table 3.2. For our simulation, we use the
contact data collected from the first day of the Infocom 2006 conference from 9:00
AM to 6:00 PM where 79 people participated. We assume that there are 1000 unique
videos randomly distributed among all 79 nodes. The destination of each video is
randomly selected among all nodes. We repeat our simulations 20 times and the
presented results show the average values.

For evaluation and comparison purposes, we test a number of different routing
algorithms including Epidemic [79], Waiting [41], LABEL [39], Bubble rap [41], and
three versions of our Social-Greedy algorithms. In Waiting algorithm, a node that
is carrying a message has to wait until it has a direct contact with the destination.

In Epidemic, a message is given to any node that comes within the proximity of the
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Table 3.2: Simulation Parameters

Parameter Value

No of nodes 79

No of unique videos 1000

No of runs 20
Starting time Apr. 24, 9:00 AM
TTL 9 hours
Communication type Bluetooth 2.0
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Figure 3.1: Successful Delivery Ratio for Different Routing Schemes (TTL=9h)

message holder provided that the receiver does not already have the message. Hence,
Epidemic has the lowest bound for delivery delay and Waiting has the lowest bound
for delivery cost. While LABEL passes a message to those nodes which have the
same affiliation as the destination, Bubble rap uses nodes’ affiliations and centralities
for routing. We approximate nodes’ centralities by measuring the number of unique
nodes every node has met per hour [41]. We update the measured centralities every
ten minutes to adapt to the dynamic of the environment.

We choose successful exchange of video files between nodes as a measure of their
contact duration. The average video lengths are chosen to be 8.4 MBytes as it was
observed from crawling Youtube website [15]. We also assume that all wireless de-

vices have Bluetooth 2.0 which supports 3Mbit/sec data rate. Therefore, the average
8.4 x8

transmission time is calculated as Ti,gns = ~ 23s. This implies that minimiz-
ing the number of video transmissions per contact is important for a video sharing

application.
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Figure 3.2: Total Delivery Cost for Different Routing Schemes (TTL=9h)

Figure 3.1 compares SDRs of different routing algorithms. It shows that Epidemic
delivers around 81% of videos while Bubble rap and Social-Greedy I deliver 70% and
60%, respectively during the first 9 hours. According to Figure 3.1, Social-Greedy I
in the worst case betters the SDR of LABEL and Waiting algorithms by 15% and
40%, respectively.

Furthermore, we compare the total delivery cost ® of different routing algorithms.
Figure 3.2 shows that Social-Greedy I forwards video files 17 times less than Epidemic
and around 4.5 times less than Bubble rap. The low cost of Social-Greedy I algorithm
shows that it can be considered as a power-efficient protocol for low-powered mobile
devices.

To show the power of social profiling, we compare Social-Greedy routing with a
Random routing. For fair comparison, first we use the same simulation parameters
for both strategies. Second, in Random routing, we assign social distance in random
and employ a hand off probability, which is the probability of forwarding on each
encounter, to guarantee the same average costs for both strategies. Interestingly,
Figures 3.3 and 3.4 show that both Social-Greedy I and II outperform LABEL and
Random in terms of SDR while Social-Greedy II and III have lower costs than LABEL.

Our results are quite impressive considering the simplicity of using already avail-
able online social profiles from conference websites or any online citation network

for making forwarding decisions. For example, we can easily download the list of all

3Total delivery cost is the total number of messages (including duplications) transmitted across
the network. We normalize the total delivery cost by dividing it by the total number of unique
messages.



Successful Delivery Ratio (%)

60

Social-Greedy Il
LABEL :--=---
Random e
Sociald-Greedy IIII e

Social-Greedy | ———— 7|

2 4 6 8
TTL (hour)

10

23

Figure 3.3: Successful Delivery Ratio for the three versions of Social-Greedy Algo-

rithms (TTL=9h)

Total Delivery Cost

T T T T
Social-Greedy | ——+—
Random --—x--+
i LABEL +--x--- i
Social-Greedy Il -
Social-Greedy Il + = =
L FR - _
1 1 1 1
0 2 4 6 8
TTL (hour)

10

Figure 3.4: Total Delivery Cost for the three versions of Social-Greedy Algorithms

(TTL=9h)



24

submitted papers from the Infocom 2006 website including the titles of papers and
authors’ names, schools, and city /country of residence. The titles of papers reflect the
authors’ topics of interests while the nationality and spoken language can be simply
inferred from authors’ names and their place of residence. Therefore, we are able
to collect a rich social profile for each conference participant and use the collected
information to initialize and bootstrap the mobile devices of the participants of the

conference in advance.

3.3 Discussion

In this chapter, we employed the social profiles collected from questionnaire forms
completed by Infocom 2006 conference attendees to enhance routing in mobile op-
portunistic networks. We used the Jacard measure of social profiles to define a social
distance. Using defined social distance, we proposed a greedy routing algorithm in-
spired by Kleinberg’s model. Moreover, we showed the effectiveness of using various
social dimensions particularly for media sharing applications. Finally, we proposed a

simple method for programming mobile nodes by using available social profiles.



25

Chapter 4

Human Contact Prediction using

Contact Graph Inference

Everybody in a society is identified by a set of social characteristics such as occupa-
tion, affiliation, place of living, and so on. We call a person’s set of social characteris-
tics her social profile. The homophily phenomenon in which similar people are more
likely to interact with each others has been studied in social networks [61]. Similarly,
we believe that people are more likely to interact with those who are socially similar
to them. In the previous chapter, we studied the effect of social characteristics on the
people’s mobility pattern in a conference setting.

In this chapter, we focus on predicting human contacts in a conference environ-
ment. We say two people are in contact if they are in close proximity of each others.
For the first part of the chapter, motivated by homophily theory we investigate the
importance of social similarity on people’s mobility patterns [61]. We try to infer peo-
ple’s contacts by computing the similarities between their social profiles. In this part
we assume that we only have information about people’s social profiles while people’s
contacts are completely unknown. In the second part of the chapter, we study the
same problem but in a different setting where we try to infer the missing contacts
among people when only part of the contact graph, which is the graph constructed
by nodes” mobility, is known. Inferring missing parts of a contact graph is important
because it allows researchers to reconstruct unobserved part of contact graphs when
there is a partial observation for people’s contacts. The results of this chapter was
published as a paper in Social Computing and Networking conference in 2010 [47].

The main contributions of this chapter are:
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e We show the importance of social profiles as well as the underlying structure of

contact graphs in contact prediction problem.

e We present several methods to reconstruct a contact graph when we only have
information about people’s social profiles or when only a partial part of a contact

graph is known.

4.1 Problem Definition

In this chapter, our main problem is graph inference when a prior knowledge about
the graph is available. In the first part of the chapter, for a graph G = (V, E)
we assume that we have offline information (e.g. social information) about vertices
v € V while the edges in F C V xV are totally unknown. Thus, the problem becomes
inferring edges in E by using the available side information about vertices in V. In
the second part of the chapter, we assume that for a graph G = (V, E) our vertices
set is V = Vi, U Vo where V,,; and V.., denote the internal and external vertices
respectively. We also assume that all edges in Expown C Ving X (Vipe U Vert) are known
whereas all edges in Eynknown C Vest X Very are missing (E' = Expnown U Eunknown)- For
such a partial graph, our problem becomes to infer the edges among external vertices

(edges in Eynknown)-

4.2 Graph Inference using Social Information

To model social interactions between people in a conference, we use a weighted contact
graph G = (V, E') where V is the set of people who attend in the social meeting and
FE is the set of edges between them. There is an edge e = (u, v) in G between u and v
if they contacted each other at least once. In the contact graph G, we assign a weight
to the edge (u,v) which shows either the total number of times that u and v saw each
other or the total time period that they spent together during the social event. This
weight represents the strength of social relation between the corresponding nodes.
We also assume that contact graph G is undirected because the social interaction
involves both sides. For the first part of our analysis, we assume that the set of edges

in F is unknown while there is social information for nodes in V.
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4.2.1 Real Data Description

In this chapter, we use the human mobility traces collected from two different confer-
ences [74]. The first dataset is collected during the Infocom 2005 conference where 41
participants of the conference attended the experiment. The second dataset contains
mobility traces of 79 researchers attending the Infocom 2006 conference. The reader
can find the details of the Infocom 2006 dataset in Chapter 3. Both experiments
lasted for three days where contact events between participants were recorded by
using iMote sensors. These Bluetooth sensors sampled a contact event between two
people when they were in close proximity of each other. For the Infocom 2005 data,
there is not any social information about participants. However, in the Infocom 2006,
social profiles of people who participated in the experiment were also collected.
Based on the homophily theory, people who are socially close are more likely to

be friends. The hypothesis that we want to test can be stated as below:

Hypothesis: (Social proximity) Individuals who have similar social profiles
are more likely to contact each other than those who do not have similar

social profiles.

To test this hypothesis, we should first define the social similarity between nodes.

4.2.2 Jacard Social Similarity

As it was mentioned in the previous chapter, the Infocom 2006 dataset contains
information about six different social dimensions of participants. One way to compute
the total social similarity between two nodes is by using Equation 3.2 which is based
on the Jacard index [43].

4.2.3 Social Foci Similarity

Let us define the social focus as a set of people who share the same research interest,
speak the same language, or were born in the same country. Foci are a way of
summarizing many possible reasons that two people contact each other: because they
are from the same country, have the same affiliation, or share the same interests.
Now, suppose in a conference there are two people u and v who are interested in
the Routing research area. Moreover, assume that these two people do not have any

other similarities with respect to other social dimensions. More specifically, they have
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Affiliation

Research Intrests

Figure 4.1: Nodes Belonging to Multiple Foci

different affiliations, were born in different countries, speak in different languages and
so on. Roughly speaking, there is a high probability for these two people to meet
each other in the conference because both of them may attend the same sessions. We
assume that their contact probability has an inverse relationship with the number of
people who are interested in the Routing area.

We define the Foci distance between two given nodes as the cardinality of the
smallest social focus that both of them belong to. In the previous example, the social
distance between u and v with respect to research interest is equal to the number of
conference participants who are also interested in Routing. We write the Foci distance

between two given nodes u and v as follows [53]:

djoc(u, v) = min |{Flu,v € F}, (4.1)

where F' is the social focus that both u and v belong to. Note that there is a
super group which contains all nodes. Considering Equation 4.1, we define the Foci

similarity between two nodes as follows:

o
dfoc(u,v)

soc

simi.(u,v) = (4.2)

To highlight the main difference between the social Foci and the Jacard similarity,
we show a set of 8 nodes in Figure 4.1. Suppose all of these 8 nodes have the same
affiliation, nationality, school, language, and city. Furthermore, suppose all nodes
share the same research interests except 1 and 2 which have a similar set of interests
that is different from the rest of nodes (nodes 3 to 8). By using the Jacard index, we
can show that sim;..(1,2) = 1.0 and sim;,.(1,3) = 0.83. Thus, based on the Jacard
index node 1 is almost at the same distance from both nodes 2 and 3. However, the
Foci distance gives us simy,.(1,2) = 0.5 and simy,.(1,3) = 0.125. As we can see the
Foci distance shows a closer distance between (1,2) than (1,3) because both nodes 1

and 2 share the same interests. Therefore, the Foci distance can separate those nodes
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Table 4.1: Correlations
Pnejac | Pedjac | Pne,foc | Ped,foc
0.10 | 0.30 0.17 0.32

which are socially close from other nodes more significantly.

4.2.4 Max Social Similarity

Watts et al. used a set of social characteristics to identify nodes in a social network
[83]. They have defined the social distance between two nodes as the minimum
distance over all dimensions. Combining their social distance with Equation 3.1, we
introduce a new social similarity as follows:

STMypaz (U, V) = max O acara(ti; V) (4.3)

Here, we assume all dimensions have the same weights, and if two nodes are similar
in any dimension, they are assumed to be socially close to each other. As the first
step, we calculate the Pearson correlation coefficient between social similarity of all
pairs of nodes and their total number of contacts, and total contact durations for
the Infocom 2006. Let nc, cd, jac, and foc variables denote the number of contacts,
contact duration, Jacard similarity, and Foci similarity, respectively. We compute the
correlation coefficients between each possible pair of these variables as shown in Table
4.1. The obtained correlation coefficients show a positive dependency between the
contact pattern for a pair of nodes and their social similarity which in turn supports

our hypothesis.

4.2.5 Graph Inference using Social Similarity

As we saw in the previous section, there is a dependency between the pattern of
interactions among nodes and their social similarities. We can interpret the total
number of contacts or the total contact duration between two nodes as their level of
interaction. To construct the contact graph G, we add an edge between two nodes
if they met each other at least once. We assign to each edge a weight which shows
the total contact duration in the conference. People can randomly contact each other
during the conference; therefore, if we include all contacts in the contact graph, we

see almost a complete graph as shown in Figure 4.2.
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(a) Infocom 2005 (b) Infocom 2006

Figure 4.2: Contact graphs with different threshold values

In this section, we assume that for the graph G = (V,E) the edge set E is
unknown; however, we have the information about social profiles of nodes in V. By
having social profiles, we calculate the social similarities between all possible pairs in
V' by applying the three described social similarities. We store the similarity results
in separate lists called L;,. Next, we sort each similarity list in a decreasing order.
These sorted lists are our predictor results which is going to be used to infer the edges
in .

For inferring missing links, we extract from the original L, those pairs which

are similar at least as much as a prespecified threshold thrg;,,. We store these pairs

temp
sim

in a separate list called L. Let us assume that there are I, pairs in the L

sim
Meanwhile, we store all observed edges in G according to our real data in another list
called Ly,s. We similarly sort L, list in a decreasing order based on the total contact
duration for each pair. We extract the first lg;,, pairs from L., and store them in

a separate list called LS. Finally, we count the number of matched pairs between

temp
Lsim

thrgm,. Our intuition is that larger values of thrg,, should predict the strong social

and L™ lists. This number shows the percentage of correct predictions for

interactions more significantly than a random predictor.

To evaluate the performance of our predictor, we use different threshold values
for similarities. For each thr;,, we compute the percentage of correct predictions
versus the fraction of all node pairs such as (u,v) for which we have sim(u,v) >=

thrgm. The percentage of correct predictions represents the precision of our predictors

_IP
TP+FP

positives, respectively. In this chapter, we only focus on the precision results of our

(prec = ). Here, TP and F'P denote the number of true positives and false
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Figure 4.3: Performance of social profiles (Infocom06)

predictors. Figure 4.3 shows the results of our three social similarities. As we can
see in Figure 4.3, the performances of three social similarities are statistically more
significant than a random predictor. Note that the random predictor guesses the
missing links completely at random. Figure 4.3 also shows that for large values of
thrgm, the percentage of match between our predictors and the observed edge set is
higher than the random predictor. These results clearly support our social proximity
hypothesis. Looking more closely at Figure 4.3, we can see that the Foci distance
performs better than the Jacard and MAX especially for large values of thrg,,. In
Figure 4.3, as we decrease the similarity threshold (i.e. using a larger percentage of
the population), the effect of social profiles diminishes and our results become similar
to the random predictor. This is because there are only a few number of pairs which
are very close to each other. For instance, the total number of pairs which are at
least 10% similar is less than 20% of all possible pairs.

For our three proposed social similarities, we assumed that all social dimensions
have similar weights. However, this assumption may not hold in the real world. In
a conference setting, for a given pair of nodes having the same affiliation or sharing
similar interests may have higher weight on the social similarity than sharing the
same country of residence. Having human contact data for a set of people with a
detailed version of their social profiles will allow us to study the effect of different
social dimensions on human contact patterns more carefully. We have plan to pursue

this task as the future work.
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4.3 Graph Inference using Contact Graph Proper-
ties

In the previous section, we showed that nodes do not meet with one another uniformly
at random whereas there is a tendency for nodes to contact those ones which are
socially similar to them. In this section we want to answer our second question. For
a contact graph G = (V, E), we randomly assign labels to vertices either as internal
or external nodes. We also assume that we only have information about edges in
Ernown C Ving X (Vine U Voyy). This means that all edges among external nodes are
unknown. Our task is to infer the edges among external nodes by using the known
part of the graph GG. Moreover, we assume that there is not any information about
social profiles of nodes.

We formulate this problem as a graph inference problem where only part of the
contact graph is known. Our main intuition is to use the underlying properties of the
contact graph to infer the missing edges among external nodes. We assume that for
each edge in Eypoun We know the total time period that the end nodes spent together
as well as the total number of times that they have contacted each other during the

conference.

4.3.1 Number of Common Neighbors (NCN)

We assume that our contact graph G supports the Triadic Closure principle which is
common in social networks [84]. For instance, if node u meets node v and w often,
then v and w are more likely to contact each other too. Based on this principle, we
count the number of common neighbors (NCN) between external nodes to compute
their similarity [57]. Our intuition is that if two nodes have a large NCN, they will be
more likely to interact with one another. Note that since we do not know the edges
among external nodes, they can only have neighbors in V;,,;. We generate a list for all
possible pairs of external nodes with the number of common neighbors for each pair.
Finally, we sort the NCN list called Lycy in a decreasing order. This sorted list is
the output of the NCN predictor for inferring missing edges.

4.3.2 Shortest Path (SP)

It is known that social networks have low diameters [84]. By using the inverse of

total time that two nodes spent together, we assign a weight to each known edge in
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Ernown. Thus, a small value for an edge weight means that the corresponding end
nodes met each other frequently during the conference. For finding the similarity
among external nodes, we compute the total weight of the edges in the shortest paths
among them. This gives us a list of external nodes pairs with the total weight of the
shortest path between them. Let us denote this list with Lgp. We sort this list in an

increasing order. The Lgp list is also used for inferring the missing edges.

4.3.3 Random Walk (RW)

Motivated by the Page Rank algorithm used for finding the important web pages
[11], we propose another method which explores a larger subset of paths between
two nodes. Let us assume that we want to find the similarity between two external
nodes u and v. We consider a random walk which starts from u and moves to a
neighbor of the current node with probability of a at each step. The random walk
returns to the starting node u with probability of 1 — «. This guarantees that we do
not explore those parts of the graph which are far from u and v. At each step, we
choose a random neighbor with a probability which is proportional to the weight of
the corresponding edge. For this method, we use the total contact duration which two
nodes spent together as the weight of the edge between them. Thus, at each step, the
random walk is more likely to move to a node which is similar to the current node.
To find the similarity between v and v, we compute the stationary probability of v
for the described random walk. Finally, we generate a sorted list of external nodes
by using the computed stationary probabilities (in a decreasing order). Let us denote
this sorted list with Lgy .

We simulate a partial contact graph by randomly choosing a subset of nodes as
external ones and remove the edges among them. In our simulation, we randomly
pick 50% of nodes as external nodes and remove all edges among them. We use both
Infocom 2005 and 2006 data for our simulations. To evaluate the performance of our
predictors, we follow the same steps as in Section 4.2. By using different percentage
of the whole population, we compute the percentage of matches between the lists
generated by the three described methods with the sorted version of observed edges
among external nodes. Note that we sort the list of observed edges among external
nodes based on their total contact duration time.

Figures 4.4 and 4.5 compare the performances of NCN, SP, and RW with the
random predictor. Our results show that both SP and RW predict the missing edges
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statistically better than the random predictor. As we see, the SP predictor outper-
forms others and the RW predictor has the second rank. These results highlight the
importance of using the contact graph structure for inferring the missing links. This
also shows that there is an underlying mechanism governing the formation of links in
a contact graph that clearly cannot be explained by a purely random process. Fig-
ure 4.4 also shows that NCN does not work efficiently for Infocom 2005 data. This
is because the Infocom 2005 dataset contains contact data for a limited number of
participants who might have already known each others. Thus, using the number of
common neighbors cannot provide useful information for inferring missing edges for

this specific setting.

4.4 Contact Graph Model

In the previous sections, we saw that contact graphs have a structure which is clearly
different from a random contact graph. Looking more closely at Figures 4.3, 4.4,
and 4.5, we recognize a local maximum in the beginning of the graphs. In this region
where chosen nodes are very similar, we see that the maximum difference between our
predictors and the random predictor happens. In [84], Watts and Strogatz proposed a
graph structure to model small-world networks. Their graph models have properties
of both random graphs and structured graphs (e.g. a lattice). We use the same idea
to model the structure of a contact graph. Let us assume that our network has N
nodes. We generate a social graph for these N nodes by following the same model as
Watts where we place N nodes on a one-dimensional lattice. We connect every node
to its k£ nearest neighbors with respect to the lattice structure. Let us call these links
short range links. Then, we rewire each short range link with a probability p to add
random graph properties to our social graph. We call these links long range links.
Both short and long range links connect a node to other socially similar nodes. The
resulting social graph is used as the underlying structure by which we generate our
contacts.

To generate contacts, we randomly pick a node u from all N possible nodes in
our generated social graph. Next, we choose the node v which is going to meet u
with a probability ¢ uniformly at random from all N nodes. This models the fact
that nodes may contact each other at random. With probability of 1 — ¢, we choose
the peer node for u from its neighbor set in the social graph structure. This models

the fact that similar nodes are more likely to see each other. Following these steps,
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we generate a contact graph by having k, p, and ¢ parameters. Intuitively speaking,
larger values for ¢ makes the resulting contact graph to be similar to a random graph
whereas small values for g appreciate the homophily process in the generated contact
graph.

For simulating a contact graph, we assume that our network has N = 100 nodes.
For the first run, we simulate a contact graph with ¢ = 1.0 in which nodes contact
each other uniformly at random. We pick 50% of nodes as the external nodes. Figure
4.6 shows the results of NCN, SP, RW predictors. As we see, none of predictors
performs better than the random predictor because there is not any structure in the
simulated contact graph. For our second test, we choose k =5, p = 0.2, and ¢ = 0.2
to simulate another contact graph. The results of our three predictors are shown in
Figure 4.7. Interestingly, in this case we can see similar patterns for SP and RW
predictors as the ones which we observed in the real data. Thus, if nodes are more
likely to see the ones which are similar to them (e.g. their neighbors on the underlying
social graph), we are able to explain the observed local maximums which appears in

the beginning of our predictors graphs.

4.5 Discussion

In this chapter, we formulated the problem of social contact prediction as a graph
inference problem. First, we showed that we can predict the edges of a contact graph
when we only have social profiles of people, but we do not have any information about
the contact graph itself. Next, we studied the effectiveness of using the underlying
properties of a contact graph for the contact prediction problem where only a part of
the contact graph is known. In both settings, our prediction results are statistically
more accurate than a random predictor. All of the proposed contact predictors are
based on well known properties of social graphs. Finally, motivated by the small-world
networks model, we showed that the performance of our predictors can be justified
by considering the role that the homophily process plays on the structures of contact
graphs.

In this chapter, we only used the contact data collected from two conferences
in order to study the contact prediction problem; however, we believe that all of
our contact predictors are useful for other datasets collected from large geographical
spaces such as cities and campus environments. We can justify this by considering the

success of our predictors in conference settings which are hard contexts for predicting
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people contacts. The reader should note that in a conference people are more likely
to move randomly in order to meet new people whereas in a daily life it is shown
that people move more predictably due to their regular travels between home and
work place [76]. Furthermore, it is also important to highlight the fact that all of
our predictors are based on the homophily principle and the small-world network
properties of contact graphs. Thus, we can successfully use the proposed methods in

this chapter for other social settings in addition to conference environments.
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Chapter 5

Predicting Missing Contacts in
Mobile Social Networks

In several well documented studies [22, 14, 78, 54], researchers distributed a limited
number of short range wireless sensors among a set of people to record when they
are in close proximity of each other. More specifically, whenever a person u who
carries a sensor device comes into the close proximity of another person v who carries
a wireless sensor or a Bluetooth enabled device, person u’s sensor records a contact
event with person v. In this chapter, we focus on those experiments in which wireless
sensors are carried by a set of people to collect their contact events. We represent the
set of events by a directed graph called contact graph, where the nodes are people and
the edges are contact events. We call the nodes which carry sensor devices internal
nodes and those which carry Bluetooth enabled devices such as cellphones or PDAs
external nodes.

In experimental datasets that we analyzed (see Table 5.1) we found that inter-
nal nodes recorded a large number of contacts with external nodes. While internal
nodes can record the presence of all other nodes including internal and external ones,
the external nodes are not able to detect any contact event. As a result, a large
portion of the sampled contact graphs, specifically the contacts among all external
nodes, is missing. Real data which were collected in various settings show that people
with Bluetooth enabled devices (e.g. external nodes) by far outnumbered those with
wireless sensor ones.

We are interested in reconstructing complete graphs from those partial contact

graphs that were collected in a real experiment. We formulate the problem of inferring
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missing part of a contact graph as a contact prediction problem, and we propose
several methods for predicting the missing contacts. Our proposed methods predict
missing contacts among external nodes by exploiting the underlying properties of
contact graphs. Predicting missing contacts will complete our observations about
different statistical features of partial contact graphs. In Section 5.3, we particularly
show that predicting missing contacts allows us to restore communities information
which otherwise are missing.

In this chapter, we study a variety of contact traces collected from different social
settings such as [22, 14, 78, 54] for our analysis. Based on the observed time-spatial
properties of contact graphs, we propose three different methods to make contact
predictions by computing similarities between neighbor sets of external nodes. We
also investigate the effectiveness of using nodes’ contact rates for predicting missing
contacts. Furthermore, it was previously shown that the contact probability between
mobile wireless devices is influenced by their owners’ social characteristics [22, 65]. We
call the set of social characteristics for each user her social profile. In this chapter, we
employ two socially-based methods for predicting missing contacts, and study their
performance using a contact trace collected from a conference setting [14].

Our results show that we can reliably reconstruct missing parts of contact graphs
by using the proposed methods. This enables researchers to expand the existing
collected contact traces in order to include the contacts among external nodes as
well. Our solution to the contact prediction problem also sheds light on the way in
which people move. While the problem of link prediction is not new in the context
of social networks [57, 27], to the best of our knowledge this work is the first one
that tries to address this problem in the context of Mobile Social Networks, that is,
a network consisting of contacts among a set of mobile users. The results of this
chapter was published as two papers in the World of Wireless Mobile and Multimedia
Networks conference [49] and the Pervasive and Mobile Computing journal [46]. The

main contributions of this chapter can be summarized as follows:

1. We present the problem of contact prediction in the context of mobile social
networks and show how we can study this problem by using real data from

different social settings.

2. We propose several methods each of which makes use of one of the time-spatial,

popularity, or social information to reconstruct missing part of a contact graph.
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3. Finally, we integrate social information with time-spatial information to propose

a more effective method for contact prediction.

5.1 Problem Definition

A contact event between two users u and v can be shown by a quadruple (u, v, ts, t.)
implying that user u’s device detected user v’s device in close proximity in the [t, t]
time interval. We assume that every human contact between v and v is recorded as
a contact event by one of the sensors carried by u or v. It is important to note that
not every observed contact between two devices necessarily means a social interaction
between people who carry the devices. For the rest of this chapter, we only focus on
analyzing those contacts that are collected by wireless sensors in an experiment.

We show all contacts recorded by internal nodes during an experiment using an
undirected contact graph G' = (V, Exnown). Reader should note that there is an
undirected edge between nodes u and v if at least one of them recorded the presence
of the other one in its proximity. Here, we denote the set of all people participating
in the experiment with V = V,; U V., where V;,; and V_,; are the sets of internal
and external nodes, respectively. We assume that |V| = N and |Viu| = Niu where
Nine < N. We also denote the set of known edges by Ei,own Where we represent every
observed contact such as (u, v, ts, t.) with an undirected edge from node u to node v
in G. From the data provided by experiments such as those listed in Table 5.1, we
can only construct a partial contact graph. In other words, while the set of edges in
Ernown C Ving X (Vine U Veyy) is known, all edges between external nodes are missing.
Our problem is to infer missing edges among external nodes by using the available
information from the known part of the graph (e.g. Ejynown), that is, to predict the
edges in V,,; x V.., which would have been detected if the nodes in V,,; had carried

wireless sensors.

5.2 Reconstructing Contact Graphs

In this section we describe the essential properties of contact graphs that are useful
for contact prediction. We also propose three different sets of prediction methods
based on the underlying properties of contact graphs. Finally, we explain our main
algorithm that makes use of our proposed methods to infer missing contacts among

external nodes.
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Figure 5.1: Constructing the partial contact graph Gy

5.2.1 Constructing Partial Contact Graphs

Since the collected contact traces change over time (e.g., edges between nodes appear
and disappear), we divide the experiment time into equal intervals of 7 seconds called
time intervals. We choose 7 = ¢x T where c is a constant integer, and 7' is the inquiry
interval of wireless sensors that is the time gap between two consecutive sensings. The
coefficient ¢ should be chosen carefully according to the dataset setting. Usually ¢
is chosen to be either 1 or 2. Let A, = [tg + kT, to + (k + 1)7] denote the k" time
interval where 0 < k < k4, and tg is the starting time of the experiment (see part
(a) of Figure 5.1). For each time interval Ag, we construct a contact graph Gy by
collecting all contacts that were observed by internal nodes in A,. We show the k"
contact graph with Gy, = (V, EF"vn) where V = Vj,,; U Vi is the set of all nodes and
Eknown s the set of all known edges of Gy (e.g. observed contacts by the internal
nodes). In Figure 5.1, G}, contains all three contacts e3, €4, and e5 that are observed
by internal nodes in A;. Our goal is to predict missing edges EF mev™’s by exploiting
the information about the known edges of G}’s where Eﬁ"ow" C Vit X (Vine U Vo)

k
and Ermknown < Vs Vi,

5.2.2 Contact Graph Properties

There are three elements that play essential roles in the contact process: (1) time-
spatial locality, (2) social similarity, and (3) popularity. Next, we discuss the impor-
tance of these elements in the structure of contact graphs.

Time-Spatial locality: A contact between two nodes v and v at time ¢ means

that u and v were in close proximity of each other at time ¢. If node u records a
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Figure 5.2: The average clustering coefficient (Infocom06: 9:00 AM to 6:00 PM)

contact with node v at time ¢t and node u also records a contact with node w at time
t+ 6 for a small 9, we can assume that nodes v and w are in a close distance of each
other around time ¢. If two nodes are geographically close, we expect that they are
more likely to meet each other in the near future.

Social similarity: Let simg..(u,v) denote the social similarity between two
nodes u and v. We assume that if node u is more socially similar to v than w
(e.g. Simgoe(u, w) < siMgec(u,v)), then u is more likely to contact v than w.

Popularity: Popularity in social networks is captured by nodes’ degrees. Let us
define a node’s contact rate in time interval A as the number of contacts a node made
during A,. A node’s contact rate in a mobile social network is similar to a node’s
degree in a social network, in that it reflects the social role of the device’s owner. For
example, if node u’s owner is a conference organizer, it probably has a high contact
rate. Thus, if node u has a higher contact rate than v, we assume that node v has a

higher probability to contact a given node w than v does.

5.2.3 Methods Based on Neighborhood Similarity

To predict contacts, one approach is to exploit the underlying properties of contact
graphs. Here we want to show that contact graphs have a neighborhood-cohesiveness
property in which neighbors of a given node have a high probability of being connected
to each other. First, we construct the contact graph G}’s for all time interval A;’s as
described earlier. The clustering coefficient of node u in Gy, is the fraction of pairs
of u’s neighbors that are connected to each other by edges [84]. We compute the
average clustering coefficient of the contact graph Gj denoted with C'CY, by taking
the average of clustering coefficients of all nodes in Gy. In Figure 5.2, we show the
average clustering coefficients for the contact graphs during the second day of Infocom

2006 where 7 = 2 x T' = 4 minutes. Interestingly, the total average of all computed
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Figure 5.3: The effect of common neighbors on geographical proximity

CC}, values is shown to be around 25%.

To justify the neighborhood-cohesiveness property of contact graphs, let us assume
that we are running an experiment with N;,; sensors when all of them have similar
sensing ranges of . Moreover, suppose our nodes are uniformly distributed in the
experimental region (e.g. a conference hotel). In this graph, there is an undirected
edge between two nodes u and v in Ay if their distance is less than r in that time
interval (e.g. d(u,v) < r). Now, let us consider the simple scenario shown in part
(a) of Figure 5.3 where two nodes u and v detected a common neighbor w at the
same time. The existence of links (u,w) and (v, w) implies a geographical proximity
between v and v which in turn increases the chance that v and v also sense each
other. It is not hard to see that the number of common neighbors (NCN) between
two given nodes u and v is proportional to the intersection area between their radial
circles as shown in part (b) of Figure 5.3 in which O, and C, represent the location
of node u in the experimental region and u’s radial circle, respectively. A large NCN
for two given nodes implies a large intersection area between their radial circles which
in turn indicates a geographical closeness between them.

Now, we discuss three methods that measure the geographical closeness between
two nodes based on the intersection between their neighbor sets. In all the following
equations, sim®(u,v) denotes the similarity between two nodes u and v in Ay, and
NF(u) represents the neighbour set of node u which is the set of contacted nodes by
u In time interval Ay.

simP . (u,v) = }Nk(u) N Nk(v)‘ (5.1)
B | N¥(u) N N¥(v)]
[NE(u) U N¥ ()]

simfac(u, v)

(5.2)
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b (U, v) = [N¥(u) N N*(v)]
min\™ mzn(‘Nk(uﬂ ) ‘Nk(v>|>

While Equation 5.1 simply calculates the NCN between a pair of nodes to estimate

stm

(5.3)

their closeness, Equations 5.2 and 5.3 are the normalized versions of the NCN method.
Equation 5.2 (Jacard method) makes use of the Jacard index to measure the similarity
between the neighbor sets of the given nodes [43]. To clarify the main difference
between Equations 5.2 and 5.3 (Min method), let us consider two scenarios. In the
first scenario, let us assume that two nodes u and v contacted two similar nodes in
time interval Ag. Also suppose node u only contacted these two nodes while node
v contacted ten nodes including these two common nodes in A;. We may desire a
higher significance for the described scenario than if each of v and v met six nodes
in Ay where two of these six nodes are in common. Although the Jacard index gives

% for both scenarios, the Min method assigns a higher score to the first scenario [27].

5.2.4 Methods Based on Social Similarity

Considering the importance of the homophily principle in the link formation process
in social networks [61], we want to test the power of social similarity for predicting
contacts among nodes in a mobile social network. In [48] we studied the influence of
the similarity of people’s social profiles on their contact probabilities in a conference
environment. Eagle et al. [22] and Mitbaa [65] also found a close relation between
human mobility and their friendship networks. In this chapter, we have access to
brief social profiles of people who attended Infocom 2006 conference. In these social
profiles, people reported their social characteristics. Social characters are classified
according to different social dimensions such as affiliation, interest, country of birth
and so on. Readers can find the details of the Infocom 2006 dataset in Chapter 3.

Jacard Social Similarity
By employing the Jacard index, we compute the total social similarity between two
nodes u and v as described in Equation 3.2.

Foci Social Similarity

Another method to compute the social similarity between two nodes is by employing

the Foci similarity described in Equation 4.2 of Chapter 4.
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5.2.5 Method Based on Popularity

Motivated by the Preferential Attachment model for social networks [8] in which a
node u connects to another node v with a probability that is proportional to v’s
degree, we assume that the contact probability between two nodes in a mobile social
network depends on their individual contact rates. Let A\* denote the contact rate of
node v in k™ time interval that is, the number of its contacts in A;. We assume that
the combined contact rate between two nodes v and v is proportional to the product
of their individual contact rates. Thus, we define the popularity measure between
two nodes u and v in time interval A, as below:

sim® (u,v) = AF\F (5.4)

pop

To compute node u’s contact rate we count the number of u’s contacts in time interval
Aj. In Section 5.3, we employ all six Equations 5.1, 5.2, 5.3, 3.2, 4.2, and 5.4 as our

proposed prediction methods to reconstruct the missing parts of contact graphs.

5.2.6 Reconstruction Algorithm

The following steps describe our algorithm for reconstructing the missing parts of

G}.’s by selecting one of the previously presented prediction methods:

1. First, we generate partial contact graph Gy’s for all k£ values as we described in
Subsection 5.2.1.

2. Next, we compute the similarity scores between all pairs of external nodes by
using one of our prediction methods. These similarity scores basically estimate
the contact probabilities among external nodes. Therefore, for each time interval
Ay we obtain quadruples such as (u, v, k, sim(u,v)) where u and v are external
nodes, sim(u,v) is the computed similarity score for nodes « and v, and k is
the time interval number. We store all quadruples whose similarity scores are
greater than zero in a similarity list denoted by Lg;, for the post-processing
step. We repeat the same process for all intervals (0 < k < k,,q,) and store all

the quadruples in the same list.

3. When we finish with all intervals, we sort the Lg;,, list in a descending order
based on the computed similarity scores. The sorted version of the similarity

list is our predictor results.
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Table 5.1: Real Data Description

Dataset Inf 05 | Inf 06 MIT Camb | Roller
Mobile nodes 41 79 97 36 62
Length 3 days | 4 days | 246 days | 11 days | 3 hours
Scanning period | 120 sec | 120 sec | 300 sec | 600 sec | 15 sec
External no 206 4321 20698 11367 1050

Total contacts 227657 | 28216 285512 41587 | 132511
Ext. contacts 57056 5757 183135 30714 72365
Ext. contacts % | 25% 20% 64% 74% 55%

4. To infer the missing contacts, we select the first Rank number of predictions
from the sorted list of Ly;,,. For each prediction quadruple, we create an edge

between the corresponding external nodes.

5.3 Performance Evaluation

In this section we evaluate the performance of all proposed methods in the previous
section by using the available datasets. Our ultimate goal is to see which method is

more effective for predicting missing contacts.

5.3.1 Real Data Description

Here, we are planning to use contact traces collected from four different social settings.
Table 5.1 describes these datasets. Infocom 2005 and Infocom 2006 datasets were
collected from Infocom conferences in 2005 and 2006 respectively. Participants in
Infocom 2005’s experiment belong to different social communities; however, in the
Infocom 2006 participants were especially selected such that 34 people out of 79 were
from four research groups [39]. In Infocom 2006 dataset, participants also reported a
brief version of their social profiles as was described in Chapter 3 [14]. In Cambridge
dataset (Camb), the wireless sensors were distributed mainly between two groups of
undergraduate students from University of Cambridge, and some graduate students
from a research lab [54]. Note that both Infocom 06 and Cambridge datasets also
include data for stationary wireless sensors; however, in this chapter we only use the
sampled contacts by mobile sensors. While Rollernet dataset (Roller) contains the
contacts from a set of people who participated in a rollerblading tour in Paris [78],
Reality dataset (MIT) includes contact data of students and staff at MIT for a period
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sim(u,v)

Figure 5.4: Simulating a partial contact graph

of 9 months [22].

As we see in Table 5.1, the number of external nodes in all datasets are much
larger than the number of internal nodes. Moreover, the ratios of sampled contacts
with external nodes to total contacts are significant. This observation is our main
motivation to propose a prediction algorithm for reconstructing missing parts of par-
tially sampled contact traces. The reader should note that the numbers of external
nodes shown in Table 5.1 for different datasets are upper bounds for the unique num-
ber of people who carried their Blutooth-enabled devices. For instance, one person
may carry multiple Bluetooth devices such as cellphone, mouse, headphone and so
on at the same time. Therefore, it would be important to compute the real number
of people who carried wireless devices in order to extract meaningful contacts from
each dataset.

One algorithm for estimating the unique number of devices is to bucketize all
existing devices in the dataset based on the total contact duration times that they
were seen by all sensors. Thus, we store all nodes which were seen for almost the same
total amount of time in the same bucket. As the first try, we can approximate the
unique number of people in the experiment by returning the number of non-empty
buckets. We can also achieve better approximation by going through each bucket’s

nodes and check how many times they were seen together in the dataset.

5.3.2 Testing Reconstruction Algorithm using Real Data

Since external nodes do not carry sensors, there is no way to validate the inferred
edges between them. Instead, we choose a random subset of internal nodes and

label them as surrogates of external nodes. These surrogates act as external nodes.



49

We remove all recorded contacts between surrogates from our Gy’s. This process is
shown in Figure 5.4 where the surrogates are shown as squares in the original graph
G}, before edge removal. To generate the partial graph G}, we remove all contacts
that were recorded by surrogates, but we keep the contacts recorded by the remainder
of internal nodes (i.e. circle nodes in Figure 5.4). These partial G}’s are the inputs
for our reconstruction algorithm.

To validate an inferred contact, we examine the original contact trace that includes
all contacts among all internal nodes to see if we can find a match. For example, for an
inferred contact such as (u, v, k, sim(u,v)), we search through our complete dataset
to see if there were any contacts between u and v in the [to + k7,1 + (k + 1)7] time
interval. We are able to do this because the surrogates are actually internal nodes

and we have all their contact data.

5.3.3 Why Predicting Missing Contacts?

When raising an issue on the missing links, it is important to motivate the research
community by showing an example that at least one statistical feature extracted
from experiments requires significant modification when missing links are additionally
considered. To address this issue, we focus on the contact data collected from the first
day of Infocom 2006 conference. Since we do not have any information about contacts
between real external nodes, we only consider the contacts between sensors. We
choose 75% of the sensors from the Infocom data at random and label them as external
surrogates. We remove all recorded contacts between those external surrogates in
order to generate a sampled contact graph. The randomly selected surrogates play
the role of cellphones for us. Next, we construct a weighted contact graph by taking
all nodes which were seen in the first day of the conference. We add an edge between
two nodes if and only if at least one of them is labelled as sensor and recorded at least
one contact with the other node during the event. We assign a weight to each edge in
order to represent the total time that the corresponding end nodes were in proximity of
each other. As a result, we remove all edges between the selected external surrogates
in the sampled contact graph. If we assume that there is an optimal predictor which
perfectly predicts missing edges between external surrogates, we are able to evaluate
the value of adding the missing edges back to the sampled contact graph in order to
reconstruct the original contact graph.

We compare the probability distributions of the number of contacts, contact du-
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Figure 5.5: Contact duration distribution

ration, and inter-contact time between all pairs of nodes in the original contact graph
that contains all contacts with the sampled contact graph that does not contain all
contacts. Figure 5.5 shows the probability distribution of the contact duration be-
tween all pairs of nodes in the original and the sampled contact graphs. As we see,
both distributions follow the same pattern. We also observed the same pattern in
the probability distributions of number of contacts and inter-contact time. In other
words, if we focus on the probability distributions of the three features above, we do
not observe a significant difference between the original contact graph and its sam-
pled version. Let G = (V, FE) and G’ = (V, E’) denote the original and the sampled
contact graphs, respectively. Let S also denote the set of sensors in the sampled
contact graph. We assume [S| = § where [V| = n. Thus, the probability that an
edge from the original contact graph does not appear in the sampled contact graph
is the probability that both end nodes are selected as external surrogates, that is
3,3

1K= 1%. Now, we compute the probability that a given triangle from the original

contact graph appears in the sampled contact graph as follows:

Prd) = CP4+3x (32 x () ~015 (5.5)
4 4 4

Equation 5.5 shows the probability that a triangle from the original contact graph
appears in the sampled version is around 15% when the size of selected sensors is
25%, which is relatively high. Losing triangles information from the original graph
means that we lose communities’ information if we do not predict missing edges.
The contact duration is considered as a good metric to measure the strength of
a relationship between two people. We take different threshold values for contact

duration between two nodes and filter out all edges whose weights are less than the
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Table 5.2: Number of k-cliques (original /sampled contact graphs)
k 3 4 D

thresh = 3600 sec | 3304/35 | 90/0 | 6/0

thresh = 7200 sec | 20/0 0/0 1 0/0

Table 5.3: The percentage of missing part of contact traces
Dataset Inf 05 | Inf 06 | MIT | Camb | Roller

Edge Loss % | 52% | 56% | 61% | 56% 55%

threshold. We use 3600 and 7200 seconds as our thresholds. After filtering out the
edges whose weights are below the threshold, we count the number of k-cliques which
are complete graphs on k nodes in the original and sampled contact graphs. The k-
cliques represent communities in contact graphs. Our results are shown in Table 5.2.
We can see that the number of k-cliques in the sampled contact graph is much less
than the original graph. Therefore, we can conclude that predicting missing contacts

returns missing triangles and communities back to the partial sampled graph.

5.3.4 Contact Prediction using Time-Spatial and Popularity

Information

To evaluate the performance of our prediction methods, for all our datasets we ran-
domly choose 75% of internal nodes and label them as surrogates. We then construct
the partial contact graph G).’s as described earlier. The resulting partial graphs in-
clude only a small subset of nodes. Table 5.3 shows the average percentage of contacts
that we discard by labeling 75% of the internal nodes as surrogates. Our goal is to
infer the missing contacts between the surrogates of the partial contact graph G}’s.
Note that for the Infocom 2005 and 2006 datasets, we use only the collected con-
tacts on the first day of the main conference because the number of participants were
maximum on this day; however, for the Cambridge and Rollernet datasets we use all
contacts for our analysis. We also use 35 days of the MIT data for our analysis. We
repeatedly run our prediction algorithm with 20 different random sets of surrogates,
and the presented results are the average values along with their 95% confidence
intervals.

Let us first focus on the performance of methods that are based on neighborhood
similarity and popularity. To infer the missing contacts, we pick the first Rank

number of predictions from our sorted Lg;,, list as the most confident predictions.
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Performance Evaluation (no of external nodes = 30)
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Figure 5.6: Percentage of true positives for contact predictions (Infocom 2005)

Basically Rank is the position of a quadruple prediction in the sorted version of Ly;,,.
Next, we compute the precision or the percentage of matches (i.e. true positives)
between our prediction results and the real data by inspecting our database. We
increase the Rank value to see how different methods operate as we increase the
number of predictions. For comparison purposes, for our baseline we use a simple
random predictor that randomly selects a pair of surrogates and a time slot for a
prediction. In the following figures the X axes show the logarithm of the Rank instead
of the Rank itself in order to not show big numbers. Hence, the log(Rank) = 3 means
that we take the first 8 quadruples from the sorted L, and test them to find out
what percentage of those contacts actually happened in the real data. Figures 5.6,
5.7, 5.8, 5.9, and 5.10 show the percentages of true positives for the Infocom 2005,
Infocom 2006, Cambridge, Rollernet, and MIT datasets, respectively.

From the given figures, we make several important observations. First, the NCN,
Jacard, Min, and Popularity predictors significantly outperform the random one,
proving that there is indeed useful information even in partial contact graphs which
can be used for prediction purposes. Second, it is evident that in most of our eval-
uations, the methods based on the neighborhood similarity perform better than the
popularity method which highlights the importance of using the time-spatial locality
for predicting missing parts of contact traces. The reader should note that the pop-
ularity method does not contain any location information, unlike the neighborhood
similarity methods. Third, as we increase the Rank value, the percentage of true

positives drops, while the percentage of false positives increases. This is because we
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Performance Evaluation (no of external nodes = 60)
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Figure 5.7: Percentage of true positives for contact predictions (Infocom 2006)
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Figure 5.8: Percentage of true positives for contact predictions (Cambridge)

sort our similarity list in a descending order.

Interestingly, in the Rollernet dataset we observe that the effect of popularity
drops more significantly than other datasets as we increase the Rank. To justify this
we should recall the social structure of people who participated in this experiment.
One group consisting of 25 staff members were asked to stay at previously assigned
positions in front and back of the tour. There was another group of friends with 11
nodes as well as a group of skilled skaters with 26 nodes. We believe that most of
these people except skilled skaters were not very mobile and were located most of
the time in the same relative position inside the tour. As a result, the performance

of the popularity method without location information drops faster than that of a
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Performance Evaluation (no of external nodes = 46)
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Figure 5.9: Percentage of true positives for contact predictions (Roller)

Performance Evaluation (no of external nodes = 73)

The Percentage of True Positives

Figure 5.10: Percentage of true positives for contact predictions (MIT)

conference setting in which people have a chance to meet each other at least every
two hours during coffee breaks.

Furthermore, results from the MIT dataset show that for large geographical spaces
(e.g. campus environments) the percentage of true positives for contact predictions

is low. Let us define the density of a contact graph Gy as below:

_ 2B
VI(VI=1)

where Fj, is the observed edge set of contact graph G) in time interval A; and

Dy (5.6)

V' is the set of all sensors in the experiment. To explain the low performance of our
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Figure 5.11: Evolution of Contact Graph Densities for MIT and Infocom 2006 datasets

predictors for the MIT dataset, we compute the density of contact graphs for a period
of three days for the MIT and Infocom 2006 datasets. In both settings, we use the
complete data of all sensors for our analysis. We also choose a time interval equal to
T = 10 minutes to construct the contact graphs.

Figure 5.11 shows the evolution of contact graph densities for three consecutive
days for both MIT and Infocom 2006 datasets. As we can see, the density of MIT’s
contact graphs are much lower than the Infocom 2006’s. In particular, the average
density of MIT’s contact graphs is 18 times less than Infocom 2006’s. We can explain
this by considering the fact that in a conference setting people are very likely to see
each other frequently during the conference whereas in the MIT dataset people are
less likely to contact each other very often because of the nature of daily life and
the large size of the environment. As a result, in large geographical spaces such as
the MIT dataset it is likely to have a subset of external nodes where there are no
internal nodes or just few number of internal nodes in their proximity. Therefore, the
geographic based methods fail to predict the missing contacts among such external
nodes and different prediction methods may have to be devised.

It is necessary to mention that most real contact traces are quite noisy, and in
particular they can miss many contacts. Authors of [69] listed several issues related
to iMotes software which were used in the the Infocom, Cambridge, and Rollernet

experiments. The reset issue because of memory overflow, the synchronization issue
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Figure 5.12: Percentage of true positives for contact predictions using social data
(Infocom 2006)

because of random seeds, and the limitation for the number of responses returned in
a Bluetooth scanning caused by the Bluetooth protocol stack are the most important
ones. All of these issues can cause iMotes to miss some of real contacts. Thus, the
number of computed false positives for our predictors may be overestimated because
some of those false positives could have actually happened in the reality, but iMotes

failed to capture them.

5.3.5 Contact Prediction using Social Information

As we have mentioned earlier, the Infocom 2006 data also includes participants’ social
profiles. In this part of our analysis we assume that we do not know anything about
the contact trace except the social profiles of participants. In other words, we assume
that all internal nodes act as surrogates of the external nodes. For testing our social
methods, we compute social similarities between all possible pairs of surrogates (e.g.
(u,v, sim(u,v)) by using Equations 3.2 and 4.2 independently. We store the computed
Jacard and Foci similarities in 7% and L/ lists, respectively. We sort both of these
similarity lists in descending order. These two lists are our social predictor results for
the Jacard and Foci similarities. To validate a prediction based on social similarity
such as (u, v, stim(u,v)), we randomly select a time interval Ay as the time step when
a contact happened between nodes u and v. For evaluation, we choose the first Rank
number of predictions from our sorted similarity lists and inspect them by using the

Infocom 2006’s contact trace data.



o7

Contact Probability (no of external nodes = 60)

[_INCN=]]
| [EENCN=2
EEINCN=3
| [CZINCN=4
ENCN=5

probability
o
(63

0.1 02 03 0.4
social similarity (Foci)

0.5

Figure 5.13: Contact probability as a function of social and proximity information
(Infocom 2006)

Figure 5.12 shows the percentages of true positives regarding our prediction results
when we only use social profiles. The figure shows that Foci similarity better reflects
the similarity among people who attend a conference than Jacard does. From Figure
5.12, we make the interesting observation that using social data without any time
and proximity information is still helpful for predicting missing contacts. The reader
should note that the collected social profiles were only partial in that some people did
not report their complete profiles, or any at all. By testing the distribution of social
profiles, we found that there are only around 100 pairs of nodes which are socially
very similar (e.g. simfj, >= 0.2) while the majority of nodes are not. Therefore,
we expect that for log, Rank values greater than 7, social profiles lose their effect for
prediction task. For the rest of our analysis we only use the Focus method to measure
the social similarity between nodes.

We have already seen that the NCN method outperforms others as it contains the
proximity information. Now, the question is if we can propose a better predictor by
using both social profiles and NCN information. One could make the case that once
two users are in relative proximity (e.g. in the same room), the probability of meeting
each other is high if they are also friends. To characterize the effects of social focus
and NCN on contact probability, we select 75% of internal nodes as surrogates and
repeat our evaluations as before by computing NCN scores between surrogates. We
filter those quadruples that exactly have ¢ nodes in common (e.g. simf,_ (.,.) = ¢

ncn

and store all of them in LS,  list. Next, we use data binning to categorize all L¢, s
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quadruples into five equally sized intervals based on Foci similarity. We choose our
intervals as thrg, < simjcooi(u, v) < thrsee + 0.1 where thrg,. € {0.0,0.1,0.2,0.3,0.4}.
We then compute the percentage of surrogates that actually met each other. This
gives us the contact probabilities for different social similarity and NCN values. We
need to repeat the same process for all possible NCN values (e.g. 1 < ¢ <5).

Figure 5.13 shows the contact probability among surrogates as a function of NCN
and Foci similarity. We observe that for NCN values of 1, 2 and 3, as Foci similarity
between two given nodes increases, the contact probability also becomes greater.
Figure 5.13 also shows that we cannot expect any improvement by adding social
information when NCN is large. This is because for these cases the NCN acts as a
dominant factor in contact probability. Our results are encouraging as they provide
incentive to incorporate social information with the NCN method to achieve a better
performance.

One possible way for combining social information with NCN would be to compute
prediction quadruples by using the NCN method. We then sort all quadruples in a
descending order based on their NCN scores. Next, we use the social Foci similarity as
the second dimension to rank all quadruples with the same NCN scores in a descending
order. This second ranking would give a higher weight to those pairs that are socially
closer. This two-fold sorting would provide a better performance than when we use
only one of the NCN or Foci similarity. Incorporating nodes’ contact rates with NCN
information with a similar approach would also enhance the performance of the NCN

predictor.

5.3.6 Statistical Analysis of Contact Predictors

In the previous subsections, we analyzed our predictors with respect to true/false
positives (i.e., what percentage of predicted contacts actually happened). However,
an analysis of true/false negatives (i.e., what percentage of contacts that actually
happened are we able to predict) is missing. In this subsection, we compute several
statistical measures in order to give a full view about the performance of our pre-
dictors. To take into account both TP/FP and TN/FN, we compute five statistical

measures including the true positive rate or recall (i.e. TPR = TPZ%), the false

o . . _ FP o . . . . _ TP _
positive rate (i.e. F'PR = 3p77y), the precision (i.e. precision = 7p555), the ac
TP+TN

curacy (i.e. accuracy = ), and the root mean square error (RMSE) for our

P+N
predictors.
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For each statistical measure, we determine missing contacts among external sur-
rogates as our observations. We also compute prediction results for each method
in a similar manner as we did in the previous subsection. Having observations and
prediction results, we can compute TP, FP, TN, and FN numbers for different Rank
values. Then, we can compute the first four statistical measures. We also employ
the RMSE to measure the difference between values predicted by our predictors and
values actually observed from the real data. The RMSE analysis besides the other
four statistical measures better illuminates the relative performance of different pre-
dictors. Our ultimate goal is to better understand the predictor’s performances by
computing the above statistical measures while changing the Rank value.

For our statistical analysis, we focus on the contacts of the first day of Infocom
2006 conference from 11:00 AM to 2:00 PM. This three hours period covers different
types of events in the conference. We only use three hours of Infocom data because
we want to limit the number of missing contacts as well as the Rank value. We choose
75% of nodes and label them as external surrogates. We repeat our experiment 20
times and report the average results with their 95% confidence intervals. In Infocom
2006 dataset, we found that in average there are around 7k edges among external
surrogates when we randomly select 75% of nodes as external surrogates. Thus, we
have 3 < log(Rank) < [log 7k| = 13.

After removing edges between external surrogate pairs, we construct all partial
Gy’s where kpm < k < kpaz. We also choose 7 = 240 seconds as the time interval.
Let V;° denote the observation vector for the i run (1 < i < 20) in which we
store observed edges from the real data. Thus, for each external node pair (u,v) and
Emin < k < kpaz, We set V;"bs(u,v, k) = 1 if we observe an undirected edge between
those external nodes at k' time interval; otherwise, V,°*(u, v, k) = 0. We also present
our prediction results with vector V' “ for i run when Rank = r. In particular,
Vf{ed(u, v, k) = 1 if we find the quadruple (u,v, k, sim(u,v)) in the first r number of
predictions in the sorted similarity list; otherwise, V,; “(u,v, k) = 0.

Having partial G’s, we generate the corresponding similarity list L, and sort
it in a descending order for all prediction methods in each run. Next, we store
the first r number of predictions from Ly, list in V7 “d vector for post-processing
steps. By having observation and prediction vectors for each Rank value, we compute
the average of TPR, FPR, accuracy, and precision along with their 95% confidence
intervals. Let |V,,;| denote the number of external surrogates in our experiment. Let

also denote the set of all time intervals for our analysis with A = {k|kin < k < koo }-
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Figure 5.14: True positive rates of NCN, Jacard, Min, Popularity, and Foci-NCN
predictors (Infocom 06)

For a given Rank = r and the i** run, we compute the RMSE of vy “d with respect

to the observation vector V;? as shown in Equation 5.7:

(Ve 0, k) = Ve (u, v, k)

RMSE(V[, V™) = >

(‘Ve:ct |)
(u,v,k)evemxvemxA 2

(5.7)

Using Equation 5.7, for each Rank value we compute the average of RMSE for all
20 runs and their 95% confidence intervals. Motivated by our results from the Sub-
section 5.5, we also integrate the Foci similarity with the NCN predictor. We take a
two-fold sorting strategy by which we first sort prediction quadruples by using their
NCN measures in a descending order. Next, we employ the social Foci similarity to
sort all quadruples with the same NCN scores based on their social similarity in a de-
scending order. We call this new predictor the Foci-NCN method. We show the TPR,
FPR, precision, accuracy, and RMSE results for the NCN, Jacard, Min, Popularity,
and Foci-NCN predictors in Figures 5.14, 5.15, 5.16, 5.17, and 5.18, respectively.

Figure 5.14 shows the TPR results for NCN, Jacard, Min, Foci-NCN, and Popu-
larity methods. For small Rank values, the TPRs are low for all methods. We can also
see that for small Rank values NCN and Foci-NCN perform better than the Jacard
and Min methods; however, the difference between performances of methods based on
the neighborhood similarity becomes negligible for large Rank values. Furthermore,

the Popularity method always performs worse than other methods which is in match
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Figure 5.15: False positive rates of NCN, Jacard, Min, Popularity, and Foci-NCN
predictors (Infocom 06)
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Performance Evaluation (no of external nodes = 60)

o o o 9o
o N o © =

Accuracy
o
@

0.4

7 9 10 1 12 13
Iogz??ank

Figure 5.17: Accuracies of NCN, Jacard, Min, Popularity, and Foci-NCN predictors
(Infocom 06)
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focom 06)
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with our results from the Subsection 5.4. Figure 5.15 presents our FPR results for
all five methods. Here, we can observe the same behavior as TPR results. Although
the methods based on the neighborhood similarity perform very similarly for different
Rank values, the Popularity method shows the worst FPR results.

Our precision results are presented in Figure 5.16. As we can see, combining the
social information with NCN similarity in Foci-NCN method provides us slightly bet-
ter precision results compared to other methods. This is in agreement with our results
from the previous subsection. However, when we increase the Rank value to predict
more missing contacts, the prediction methods based on the neighborhood similar-
ity lose their predictive power and demonstrate similar performance. Furthermore,
we observe that the Popularity method demonstrate the poorest precision results.
This is again because unlike the methods based on the neighborhood similarity, the
Popularity predictor does not contain any geographical information.

From Figure 5.17, we can see that the accuracy is always high. This is because
contact graphs are usually sparse as was shown in Figure 5.11. As a result, even if
the predictors do not infer any contacts between any pairs of external nodes, we still
obtain a high accuracy. Therefore, the accuracy is not an interesting measure for
the contact prediction task. Finally, Figure 5.18 shows the RMSE results for our five
different predictors. When we increase the Rank number, we achieve smaller RMSE
values. We also can observe that the Popularity method again demonstrates the worst
RMSE results.

5.3.7 NCN Scalability

In previous sections, we showed that the NCN outperforms other predictors in dif-
ferent social settings. Our performance results were demonstrated for a particular
ratio of external to total nodes (i.e. 75%). However, it is important to show how
the predictors precision change over different values of external to total nodes ratio.
Since the NCN predictions are statically more significant than other predictors, here
we just show the scalability results of the NCN predictor for the Infocom 2006 and
Rollernet datasets. Figures 5.19 and 5.20 demonstrate the scalability of the NCN
predictor for the Infocom 2006 and Rollernet settings respectively. As we can see, the
ratio of external nodes to total nodes have been changed from 20% to 80%.

There are several observations that one can make from the scalability results.

First, in both settings the predictor precision drops quickly when the ratio is 20%.
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Figure 5.19: Scalability results for NCN predictor (Info06)
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Figure 5.21: Number of predictions for NCN predictor (Infocom 2006/Roller)

This can be justified by considering the fact that in this case actually there are
not many missing edges to predict. This becomes clear if we compute the number of
predictions produced by the NCN method for different ratio values as shown in Figure
5.21. We see that when the number of external nodes is just 20% of the total number
of nodes, the number of external pairs with an NCN greater than zero is significantly
smaller than 4096 for both datasets. However, as we increase the ratio of external
to total nodes, there are more missing edges that the NCN can predict. Finally, our
scalability results show that the NCN predictor performs well when we increase the
percentage of external nodes. In other words, when the number of external nodes
increases, there are many missing edges in contact graphs that can be inferred by the

NCN predictor successfully.

5.4 Why NCN Performs Well?

In Subsection 5.3.4, we saw that as we increase the number of predictions, the per-
formances of our predictors drop. This is because when we increase the number of
predictions, the similarity scores such as NCN drop. Figure 5.22 shows the relation
between the probability of a contact between two external nodes’ surrogates and their
NCN value for different numbers of external nodes. As we see from the Figure 5.22,
the NCN score and the contact probability are positively correlated. In other words,
higher NCN scores imply higher contact probabilities. This explains why increasing

the number of predictions reduces the performances of our predictors. According to
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Figure 5.22: Probability of contact as a function of NCN for Infocom06 dataset

Figure 5.22, as soon as two external nodes’ surrogates have even one node in com-
mon, their meeting chance increases by a factor of four which is quite significant.
Figure 5.22 also shows that as the NCN increases, the performance of prediction also
improves.

Our performance results clearly show that the number of common neighbors more
accurately predicts missing contacts among external nodes than other predictors. In
this section, we try to explain the performance of the number of common neighbors.
As mentioned earlier, we expect spatial locality to increase the meeting probability
between nodes. Thus, we need to estimate the distances between nodes by using a
metric. Suppose two nodes v and v with similar radius range r are located at distance
d from each other. If these two nodes have at least one common neighbor, i.e. a node
is within their communication range, we can infer that the intersection area between
their circles is greater than zero as shown in Figure 5.3. This requires an upper bound
equal to 2 x r for the distance between nodes u and v (i.e. d(u,v) < 2 x r). If we
assume a uniform distribution for nodes’ locations on the plane, we can explain the
success of the NCN.

Let us assume that we have m nodes with radius range r which are uniformly
distributed in a region with an area A (e.g. a conference room). In this graph,
there is an edge between two nodes w and v if their distance is less than r (i.e.
d(u,v) < r). The resulting graph is a random geometric graph (RGG) [71]. Re-
searchers have used RGGs to model the wireless ad-hoc networks [32]. A direct

consequence of the dependency of links on the geometric distance between nodes is
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that there is an increased probability of two nodes to be connected with each other
if they have a common neighbor. We also observed this increasing pattern in our
contact probability graph (Figure 5.22). Let E; denote the event of occurrence of

edge e; in the described RGG. The probability of occurrence of an edge e; between
2

a pair of nodes is Pr(E;) = % For two distinct edges e; = (u,v) and e; = (u, w),
2

we have Pr(E;E;) = Pr(E;)Pr(E;) = (%)2 For three distinct edges e; = (u,v),

e; = (u,w), and e, = (v, w), authors of [85] derived the probability that these three

edges form a triangle as follows:

33
7'('_—

(
Pr(E,E,E,) = | A4|2

Using Equation 5.8, we derive the probability for occurrence of edge e; between

Yrrd

(5.8)

nodes u and v given they have one common neighbor (node w) as follows:

3v/3
PT(EZE]Ek) . [ 4

Pr(E;Ey) s

Equation 5.9 gives Pr(E;|E;Ey) ~ 0.58 which is obviously more significant than
2
the small value of Pr(E;) = % (JA] > 7r?) which again justifies our observation

in Figure 5.22 where the probability of contact suddenly jumps as soon as nodes
have one common neighbor. Unfortunately computing the link probability when the
number of common neighbors is greater than one becomes much harder. This is
mainly because of the dependency issues that the third and fourth edges add to the

conditional probability formulation.

5.5 Discussion

In this chapter, we have studied the problem of contact prediction in the context of
mobile social networks. We have described different methods for predicting missing
contacts. We have examined our methods by using real contact traces collected
from different social settings. Our results show that the time-spatial based scores
provide the most reliable results for predicting missing contacts among external nodes.

We have also studied the power of social profiles to predict human mobility. We
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have shown that combining social information with time-spatial information provides
better performance results than using each of them independently. We believe that
our contributions have significant practical values because they allow researchers to
study properties of large scale contact graphs by sampling only a portion of the
original graphs. Our results are also important for mobility modeling since they
explain how people contact each others in different social settings such as conference
and campus environments.

It is crucial to highlight the applicability of using our proposed contact predictors
for other large datasets collected from other social settings which were not examined
in this chapter. The generality of our methods can be justified by considering our
effort in this chapter for testing the proposed predictors by using a variety of contact
data collected from two conferences, two large campus environments, and one outdoor
event. We also need to emphasize that our predictors owe their success to the time-
spatial locality property which play a significant role in the structure of contact
graphs. This property is independent from the social setting for which we have

contact data.
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Chapter 6

Predicting Human Contacts using

Supervised Learning

In this chapter, we study the same problem as the previous chapter; however, we
explore the possibility and benefits of using supervised learning algorithms for pre-
dicting missing contacts in existing contact traces. For predicting hidden contacts,
we employ a supervised learning approach in which we use training data to devise
a classifier function for predicting the classes of unseen data. First, we extract sev-
eral features by using information from the underlying structure of contact graphs,
social profiles of people, and static sensors. We use two supervised learning classifiers
namely Logistic Regression and K-Nearest Neighbor for predicting hidden contacts.
We validate our classifiers by taking two different approaches as described in Section
6.2.4. Finally, we examine the effect of a node Degree Centrality that is the total
number of contacts a node had during a social event on its contact predictability
level. The results of this chapter was published in Simplifying Complex Networks
workshop in 2012 [45]. The contributions of this chapter are as follows:

1. We show the applicability of using supervised learning algorithms by taking two

different approaches for validating our classifiers.

2. We demonstrate that the number of common neighbors and the total overlap

time are the most significant features in contact prediction.

3. Finally, we show that contacts of nodes with high centrality are more predictable

than nodes with low centrality.
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6.1 Related Work

As we have mentioned in the Chapter 2, Nowell et al. studied the link prediction
problem in a citation network where they extracted several features for predicting
future collaborations among researchers [57]. Hasan et al. extended the Nowell’s
work by employing several supervised learning classifiers including Support Vector
Machine (SVM) with two different kernels, Decision Tree, Multilayer Perception, K-
Nearest Neighbor (KNN), Naive Bayes, RBF Network, and Bagging for predicting
future co-authorship in citation networks [34]. The authors extracted non-topological
features in addition to topological features where the extracted features were proposed
to measure the proximity of nodes in citation networks. Their prediction results
show that supervised learning is an efficient way to formulate the link prediction
problem in social networks. Their results also show that SVM classifier with Radial
Basis Function (RBF) kernel provides the best performance; however, other classifiers
such as Decision Tree, KNN, and Multilayer Perception also demonstrate similar
performance.

Leskovec et al. also used the machine learning framework to predict the sign of
links in social networks where positive links may indicate friendship relations and
negative links may indicate opposite relations [55]. They extracted several features
and fed them into a Logistic Regression classifier in order to predict signs of links in
social networks. Finally, authors of [25] proposed a set of graph-based features for
link prediction in social networks. They used a variety of popular machine learning
methods such as C4.5 Decision Trees, KNN, SVM and so on.

6.2 Problem Definition

Our problem description is quite similar to the problem that we tackled in Chapter 5.
We again denote the set of sensors with Vj,; where sensors are considered as internal
nodes. We also designate the set of external nodes that are nodes which do not
carry any sensors with V,,;. We divide the experiment time into equal intervals of 7
seconds called time intervals as the previous chapter. We choose 7 = ¢ x T where
¢ is a constant integer, and T is the inquiry interval of wireless sensors, namely the
time gap between two consecutive sensings. The coefficient ¢ is usually chosen to be
one or two.

Let Ay = [to + k7, to + (k + 1)7] denote the k™ time interval where 0 < k < kynaz
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and ty is the starting time of the experiment. We show people’s interactions during
the k' time interval with an undirected contact graph G), that contains contacts
between people in Ag. In Gy = (Vi, Ey), edges in Vi, X (Vi U Viyy) are known while
edges in V. X Vi are missing. Our objective is to predict these missing edges by

employing a binary classifier.

6.3 Contact Prediction using Classification Algo-

rithms

In this section, we review two supervised classification algorithms by which we for-
mulate the relationship between a dependent variable (i.e. output variable) and one
or more independent variables (i.e. features). In our case, we use these classifiers to
estimate the probability of a contact between a pair of external nodes as a function

of their feature vector.

6.3.1 Logistic Regression Overview

There are many problems where we want to find the class to which an item belongs.
In our problem, each pair of external nodes such as (u,v) can belong either to an
edge or to a non-edge class. Thus, we want to find the probability that a given pair
of external nodes belongs to edge class that is the probability that a contact actually
happened between them. This can be formulated as a binary classification problem
where the output variable y € {0,1}. In particular, logistic regression can be used
to formulate our problem where the hypothesis function satisfies the hg(z) € [0, 1]

condition. In particular, we choose the hypothesis function as below [9]:

1
14 e 07X’

where ¢(.) is the logistic function, X is the feature vector, and © is the parameter of

he(z) = g(0"X) = (6.1)

the model that we want to learn. If we show the edge class with one and the non-edge
class with zero, we can compute the contact probability between u and v using the

logistic regression as follows:

ply =1/X;0) = he(r) =1—p(y = 0|X;0) (6.2)

We compute the likelihood of the parameter O as follows:
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m

L(©) = p(#1X;0) = [[ p?1X; ), (6.3)

i=1
where m is the size of training set. We find the parameter © such that it maximizes
the likelihood L(©).

6.3.2 K-Nearest Neighbor Overview

Another method that we use for classification is k-nearest neighbor method (i.e.
KNN). We employ this method to estimate the probability distribution of edge
existence between external node pairs given their feature vectors. KNN is a non-
parametric estimator where it does not make any assumptions about the probability
distribution function. However, logistic regression makes specific assumption about
the form of the logistic function. In KNN, we have all of our training points in a
d-dimensional space where d is the number of features. When we want to find out
the label of a given external pair such as (u, v), we first find the K nearest neighbors
of (u,v) in the feature space using the Euclidean distance. Then, we classify (u,v)

by returning the class that majority of its K nearest neighbors belong to [9].

6.3.3 Features Extraction

While configuring a supervised learning classifier, we must explore all important fea-
tures that may have influence on the output variable that we wish to predict. Here, we
need to explore all possible independent variables that have impact on the probability

of contacts between two external nodes in the time interval Ay.

Contact Graph-based Features

First, we focus on features that are based on local properties of contact graphs. In
particular, for a given time interval A, we construct the partial contact graph Gj.
Next, we extract several features from the structure of Gj in order to predict the
probability of contacts. For G, = (Vj, Ej), let N*(u) denote the neighborhood set of

node v that contains all nodes which had at least one contact with node w in Ag:

N*(u) = {v|(u,v) € E}} (6.4)

Using the neighborhood set of node u, we devise several degree based features.
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Figure 6.1: Contact duration as a feature.

First, we see that degree of a node u € V; (i.e. |N¥(u)|) represents the number of
contacts that node u had during A,. We assume that if node u has a high number of
contacts, it is more likely to contact a randomly chosen node than a node v with low
number of contacts. As a result, for a given pair of external nodes such as (u,v) we
use |N*(u)| and |N*(v)| as the first two degree-based features. Moreover, for a given
pair of nodes such as (u,v) we assume that the contact probability between them not
only depends on their individual degrees, but it also depends on the product of their
degrees in A;. Therefore, we choose |[N*(u)| x |N*(v)| as the third feature.

If two nodes u and v are in close proximity of each others, they are likely to
contact each other in the near future. In previous chapters, we showed that the
number of common neighbors between a pair of nodes can be employed to estimate
the geographical distance between them [49]. We similarly use the number of common

neighbors between two nodes as the fourth feature that is nen(u, v) = |[N*(u)NN¥(v)].

Contact Duration

Contact duration is another important feature that is useful for the prediction task
in addition to number of contacts. As it is shown in Figure 6.1, not only the fact that
two nodes such as u and v have seen the same node w influences the probability of a
contact between v and v, but the overlap time that node w has been in contact with
u and v also matters (i.e. A,,(u,v;w) = t15 — to1). As a result, we define the total
overlap time feature as shown in Equation 6.5 where for each pair of external nodes
we compute the total overlap time that these two nodes have spent with the same
third nodes in Ay.

Thwv)= 3 Abwvw) (6.5)

we(NE(u)NNFE(v))
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Social Information

The third class of features that we use in our feature vector is the social similarity
between nodes. Our main intuition is that mobile nodes are more likely to contact
other nodes that are socially similar to them. As it was mentioned in Chapter 3, in
the Infocom 2006’s data, participants reported a brief version of their social profiles
including their affiliations, research interests, country of birth and so on. We use
Equation 4.2 presented in Chapter 4 to compute the Foci similarity between nodes

as another feature.

Static Sensors

The Infocom 2006 dataset includes information from static nodes which were deployed
in different conference rooms to detect mobile nodes in that room. These static nodes
have longer radio ranges than mobile sensors. We use the data from static nodes as
another feature for our learning algorithm. We add a new feature which just counts
the number of common static nodes which were seen by a pair of external nodes in
Aj. This feature basically tells us if the corresponding mobile nodes are in the same

room or not.

6.3.4 Training/Validating Binary Classifiers

Since in human contact traces we do not have any information about the contacts
between external nodes, there is not any way for us to validate the predicted contacts
between them. To get around this issue, we take the same approach as Chapter 5 by
choosing a random subset of internal nodes and labelling them as external surrogates
(i.e. Viurext)- These external surrogates play the same role as external nodes. We
remove all contacts observed by external surrogates that are all edges such as (u,v) €
Visurezt X Vsurext [49].  We generate the partial contact graphs by removing edges
among external surrogates. We use these partial contact graphs to train and test our

classifiers. Next, we describe two approaches for training and testing our classifiers.

Approach I

In the first approach, we test the possibility of using a contact dataset such as A as
the training data in order to predict the missing contacts for another contact dataset

B. Using the Infocom 2005, Infocom 2006, and Rollernet datasets we examine how



Table 6.1: Approach I performance results (Logistic Regression/KNN)

Training Data Info 05 Roller Roller
Test Data Info 06 Info 05 Info 06
TPR 0.29/0.31 | 0.39/0.38 | 0.35/0.41
FPR 0.05/0.11 | 0.08/0.11 | 0.07/0.09
Correctly classified | 79%/75% | 75%/72% | 80%/77%
RMSE 0.44/0.42 | 0.48/0.45 | 0.44/0.40
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accurately we do the prediction if for instance we use the Infocom 2005 as the training
data while using the Infocom 2006 as the test data.

Approach 11

In the second approach, we use the well known k-fold cross validation technique in
which we use part of the dataset as the test data while the rest of data is used as the
training data. This way we train our predictor using the training data and then we

use the test data to evaluate the learned algorithm.

6.4 Prediction Results

In this section, we present our prediction results using logistic regression and KNN
classifiers. We use the Weka software for testing the chosen classifiers [4]. For training
and validating our classifiers, we use the two approaches described in the previous
section. For our contact datasets, we use the Infocom 2005 and Infocom 2006 datasets
that were collected from Infocom conferences in 2005 and 2006, respectively [39]. We
also use the Rollernet dataset (i.e. Roller) containing the contacts from a set of
people who participated in a rollerblading tour in Paris [78]. Readers can find the
detail descriptions of these datasets in Chapter 5.

In both Infocom 2005 and 2006, we use the data collected on the first day of the
conference. We choose the time interval (7) to be 240, 240, and 30 seconds for the
Infocom 2005, 2006, and Rollernet datasets, respectively. For logistic regression, we
use 0.5 as our threshold where we classify each pair of external surrogates with a
predicted probability greater than the threshold as an edge. For KNN, we choose
K = 3. In all of our experiments, we label 60% of nodes as external surrogates. We
repeat each experiment ten times with different subsets of external surrogates and

show the averages.



Table 6.2: Approach II performance results (Logistic Regression/KNN)

Session Type Keynote Lunch Coffee
TPR 0.18/0.24 | 0.37/0.40 | 0.41/0.43
FPR 0.03/0.08 | 0.04/0.07 | 0.02/0.02
Correctly classified | 81%/78% | 84%/81% | 92%/92%
RMSE 0.42/0.40 | 0.39/0.36 | 0.26/0.24
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6.4.1 Approach I Results

In approach I, we use the Infocom 2005, 2006, and Rollernet datasets. We choose
k =81, k = 15, and k = 32 for the Infocom 2005, 2006, and Rollernet respectively.
Table 6.1 shows the performance results for logistic regression and KNN classifiers.
As we can see, both classifiers outperform a random predictor. Thus, we can conclude
that our three datasets have similar structures such that we can train our classifiers
by using one of them while using the other one as the test data. Moreover, we observe
that using the Rollernet as the training data provides better prediction results than

using the Infocom 2005.

6.4.2 Approach II Results

In a conference setting, different events happen during each day such as keynote
talks, panels, coffee/lunch breaks, and regular sessions. Here, we just focus on three
different types of sessions including keynote, lunch, and the last coffee break. In our
second approach, we use the k-fold cross validation method to evaluate our predictors.
We use the Infocom 2006 dataset. We partition the V,,..i-induced subgraph of C'G},
into five different subsets. We repeat our experiment five times where each time we
use one subset of the induced subgraph as the test data and the rest as the training
data. Finally, we compute the overall performance by computing the average of all
trials. Our 5-fold cross validation results for logistic regression and KNN classifiers
are shown in Table 6.2.

As we can see, the true positive rate (i.e. TPR) is low. This is because there is not
enough information in the extracted features. Moreover, we found several instances
of external pairs where there were not any internal nodes around them. In this case,
there is not much information for our classifiers to use for prediction. Even if TPR is

not high, we see that the false positive rate (i.e. FPR) is low.
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Table 6.3: The average rank for different features (Infocom 2006)

Session Type | Keynote | Lunch | Coffee
degree 4 D D
degree 7 7

degree product 3 3 6
ncn 1 1 2

total overlap 2 2 1

social 5 6 4
ncsn 6 4 3

6.4.3 Features Significance

In this part we compare the significance of different features described in Subsection
6.2.3. This is important because we can find out what features play important role
in contact prediction. We use the Infocom 2006 as our dataset and choose 60% of
nodes as external surrogates. We extract the feature vectors for all possible pairs of
external surrogates in our test data. We use this test data to rank different features.
It is important to note that for each type of session we repeat our experiment ten
times where in each trial we randomly pick 60% of internal nodes and label them
as external surrogates. For ranking the features, we use three different algorithms
including information gain, gain ratio, and Chi-Square. We show the average ranks
of different features for the three types of sessions in Table 6.3. As we can see,
the number of common neighbors and the total overlap time are the most significant
features in all sessions. This is because both of these features contain the geographical
proximity data. The product of degrees and the number of common static nodes also
appear as the next important features.

We can also evaluate the importance of our features for different types of sessions
by using their class density distributions. We show the class density distributions
of the four most important features for lunch break in Figure 6.2. One interesting
pattern that we have found in the class density distribution is that edge and non-edge
classes become distinguishable when the number of common neighbors and the total
overlap time increase. We observe almost the same pattern for degree product and
social similarity but these later features are not as significant as the former ones.

We observed that the number of common neighbors is the most significant feature
in contact prediction task. Now, we would like to compare the performance results of

our previous supervised classifiers with a linear classifier that only uses the number
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Figure 6.2: Class density distributions for lunch session (Infocom 2006)

Table 6.4: Performance results of NCN linear classifier (Infocom 2006)

Session Type Keynote | Lunch | Coffee
TPR 0.22 0.39 0.29
FPR 0.05 0.04 0.01
Correctly classified 80% 84% | 92%

of common neighbors for the prediction task. We designate a threshold for ncn and
classify all pairs that have an ncn value greater than the threshold in the edge class
and the rest of pairs in the non-edge class. We choose the threshold to be two. The
results are shown in Table 6.4. Comparing Table 6.4 with 6.2, we observe that using
all features do not give us a significant improvement over the linear classifier that
uses only the ncn feature. This again shows the significant role of the ncn feature in

predicting the missing contacts.

6.4.4 Centrality Effect on Predictability

One interesting question that can be asked is what nodes are more predictable. We
would like to select external nodes such that their contacts become more predictable.
In particular, we want to study the effect of degree centrality of nodes on their pre-
dictability. Let us define the degree centrality of node u in time interval A to be
the total number of contacts that node u has had during A. We use the dataset
of Infocom 2006 and focus on the first day of the main conference. Assuming that

we have the full information of all nodes, we compute the centralities of all internal
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Figure 6.3: Class density distribution of external nodes with highest centrality (Info-
com 2006: keynote)

Table 6.5: The effect of centrality on predictability

External Type | Most Cent. | Least Cent.
TPR 37% 0%
FPR 15% 0%

Accuracy 70% 92%

nodes using the entire data of the 9-hour period. We sort all nodes according to their
centralities in a descending order.

For our experiment, we first choose the top 30% of nodes from the sorted list
as the external nodes with the highest centralities. Secondly, we choose the bottom
30% of nodes from the sorted list as the least central external nodes. For prediction
purpose, we just focus on the keynote session. Figures 6.3 and 6.4 show the class
density distributions when external surrogates are chosen to be the most and the
least central nodes, respectively. We can see that choosing external surrogates from
the most central nodes makes the class density distribution of edges to be more
distinctive form non-edges than when we choose the least central nodes as external
surrogates.

Thus, we expect that nodes with high centrality to be more predictable than nodes
with low centrality. The reader should note that if one chooses the most central nodes
as external nodes, then she would have a higher number of pairs that fall in the edge
class which in return helps the classifier for better prediction results. We use KNN

with K = 3 with 10-fold cross validation to see how accurately we predict if we
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Figure 6.4: Class density distribution of external nodes with lowest centrality (Info-
com 2006: keynote)

choose external nodes differently. The performance results of two approaches are
shown in Table 6.5. We observe that choosing nodes with less centrality as sensors
helps classifiers achieve better prediction results. These results are important because
they illuminate how practitioners should choose the sensor nodes for sampling human

contacts in order to achieve better predictions.

6.5 Discussion

In this chapter, we employed logistic regression and KNN classifiers from the machine
learning area for predicting missing contacts. We did this by extracting a set of
different features. Interestingly, we demonstrated that it is possible to use a contact
dataset A as the training data in order to predict the missing contacts of a different
dataset B. We also showed that the number of common neighbors and the total
overlap time play the most significant roles in predicting human contacts. Finally, we
showed that nodes with high centrality provide better prediction results than nodes

with low centrality.
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Chapter 7

Fast Information Spreading in

Social Networks

Consider a scenario in which we have a piece of information such as an image or a
video on our cellphone. Our goal is to send this piece of information to everyone in the
network in the shortest amount of time. However, in each time step we are restricted
to choose one of our friends from our contact list and send the message to her.
Everybody else also has to follow the same algorithm in order to spread the message.
Now, our research question is to determine in each step who is the best person to
contact and send the message to in order to spread the message to everyone quickly. In
this problem, known as information spreading, we assume that when a person receives
a message from one of her neighbors in the social network, she immediately accepts
the message and stores it on her device for further spreading. This assumption makes
our problem different from diffusion of an innovation in a social network. However,
the nature of our problem still remains similar to the diffusion of innovation process
because the position of a node in the network as well as the underlying structure of
the social network play essential roles in how fast information spreads.

Fast information spreading has several applications such as advertising a piece
of message to everyone through social contacts in a social network. Here, we first
analyze the running times of already proposed information spreading algorithms in
social networks to find the fastest one. In particular, we study three information
spreading algorithms including the random push-pull [64], an algorithm proposed by
Censor et al. [12], and another algorithm proposed by Doerr et al. [21]. For the rest

of this chapter, we refer to the algorithms proposed by Censor et al. and Doerr et al.
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as the Censor and Doerr, respectively. For our analysis, we assume a synchronized
communication model where initially each node has a unique message.

We first compare the running times of the three information spreading algorithms
empirically on a social graph collected from the Facebook website [80]. Interestingly,
our empirical analysis shows that the Censor algorithm outperforms both the random
push-pull and the Doerr algorithms. We justify our performance results by showing
that the Facebook graph has a core-periphery structure which cannot be explained
by random or Preferential Attachment models. Although the core of the Facebook
graph has an expanding structure, its periphery consists of a large number of small
communities (i.e. I-whiskers) that are weakly connected to the core. Furthermore,
we mathematically prove that these 1-whiskers act as communication bottlenecks for
information spreading.

The betweenness centrality is a well-known measure in social networks by which
we can compare the importance of nodes and edges from a structural point of view
[26]. In the last part of this chapter, we employ the betweenness centrality measure
to identify bottleneck edges and visit them with a higher probability. Our results
show that we can spread information in social networks quickly if we identify the
bottleneck edges by using the centrality measure. The results of this chapter was
partly published in the third IEEE International Conference on Social Computing
[44].

7.1 Background and Related Work

Let us represent the underlying structure of a social network with graph G = (V| E).
A cut is a partition of V' into two disjoint subsets. For a given cut (S,V '\ 5), we

define the conductance ¢ of the set S as follows:
ZieS,jeV\S Pij
5] ’

where P is the stochastic matrix associated with G [12]. The conductance of graph
G is then defined to be:

o(S, V) = (7.1)

(G) = minscv,si<29(5, V) (7.2)

In the random push-pull algorithm, in each round every node chooses one of
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its neighbors randomly to exchange its messages with. Mosk-Ayoma and Shah [64]
showed that for a § € [0, 1], the random push-pull algorithm terminates in O(%),
with probability of at least 1 — §~', where |[V| = n and ®(G) is the conductance of
G as defined in Equation 7.2. Conductance of a graph (i.e. ®(G) € [0,1]) deter-
mines how well-connected the graph is. While well-connected graphs (e.g. cliques)
have large conductance values, the graphs that have many communication bottle-
necks (e.g. paths) have low conductances. Here, the main obstacle to speeding up
the information spreading is the size of graph conductance. Thus, the random push-
pull performs fast for those communication graphs which have large conductance.
However, if a given graph has a low conductance (e.g. ®(G) = O(+)), the number of
rounds needed to spread messages to all nodes is a polynomial function of n.

Censor et al. identified a class of graphs that have low conductance but large weak
conductance [12]. While conductance measures the connectivity of the whole graph
G, weak conductance of a graph G (i.e. ®.(G)) measures the best connectivity among
subsets that include each node. The size of subsets depends on a ¢ value. We refer
the reader to [12] for the formal definition of the weak conductance. One example
for a graph with low conductance but large weak conductance is a path of ¢ cliques
where each of them has — nodes. While the path of ¢ cliques has low conductance (i.e.
®(G) = O(3)), each cliqcue is a very well-connected component (i.e. ¢.(G) = O(1)).

To speed up the running time of spreading algorithms for graphs with many
communication bottlenecks, one needs to identify them. Censor et al. used a hybrid
approach to identify the bottlenecks. In their algorithm, every node has a circular
list called the bottleneck list which initially contains all of its neighbors. In even
rounds each node chooses a random neighbor to contact, but in odd rounds each
node chooses the next node to be contacted from the top of its bottleneck list. In the
Censor algorithm, each node v permanently keeps one of its neighbors such as u in its
bottleneck list if v contacts u at round r and receives u’s message (i.e. m(u)) for the
first time directly from w. If v receives m(u) in any other ways, v removes u from its
bottleneck list. If v receives m(u) for the first time from node w itself when v contacts
u directly, this implies that node v’s community is probably weakly connected to node
u’s community; otherwise, it could have received m(u) earlier from one of its other
neighbors. Censor et al. proved that their algorithm improves the running time from
polynomial to poly-logarithmic time for graphs with low conductance but large weak
conductance [12].

For mathematical analysis of the Censor algorithm, we associate colors with the
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directed version of our social network in that every node has a directed edge to its
neighbors. Initially, all edges have Grey colors specifying that all nodes have listed all
their neighbors in their bottleneck lists. Whenever a node such as v for the first time
contacts a node u and receives m(u) directly from w, the edge (v,u) turns to Black
color meaning that v will not remove u from its bottleneck list anymore. Finally, if
v in round 7 has to remove u from its bottleneck list, the edge (v,u) turns to White
color. The reader should note that this color illustration is just for analysis purposes
[12].

Chierichetti et al. proved that for a graph with conductance of ®, O(@‘l logn)
number of rounds is needed to broadcast a message from a source node to all other
nodes in the graph using the random push-pull where O() notation hides a polylog(®~!)
factor [17]. Chierichetti et al. also analyzed the running time of rumor spreading
where a message has to be delivered to all other nodes in a network with preferen-
tial attachment model [16]. They proved that the random push-pull strategy takes
O(log®n) rounds to terminate. Recently, Doerr et al. improved Chierichetti’s results
for preferential attachment graphs [21]. They showed that the random push-pull
spreads a message starting from a node to all other nodes in the graph within ©(logn)
rounds with a high probability if the graph has power-law node degree [21].

Furthermore, Doerr et al. proposed a new algorithm that works slightly different
from the random push-pull in that in every round each node contacts one of its neigh-

bors uniformly at random except the one that it contacted in the previous round [21].

logn
loglogn

They proved that their new algorithm requires O( ) rounds to spread a message
to all nodes in networks with power-law node degree. However, our empirical and
mathematical analysis show that the Censor algorithm beats the other two spreading
algorithms.

Freeman formally formulated three kinds of centralities in social networks as three
different ways for comparing nodes’ importance in a network from a structural point
of view [26]. The first measure is the Degree Centrality which just takes into account
the degree of a node and is useful if we have concerns with communication activity of
nodes. The second one is the Closeness Centrality which measures how close a node
is to other nodes in the network. Finally, the last one which is most relevant to our
work is the Betweenness Centrality. The betweenness centrality of a node in graph
G is proportional to the number of shortest paths between all pairs of nodes that
go though that specific node. Node betweenness centrality can be expanded to edges

where an edge with a high betweenness centrality occurs on a large number of shortest
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paths between pairs of nodes in a network. It is also important to mention that edges
with high betweenness centralities play critical roles in the graph as they occupy a
position at the interface between tightly-knit clusters. In fact, several researchers have
used the edge-betweenness centrality in order to find communities in social networks
by removing edges with the highest betweenness [68].

Granovetter discovered that most of times job seekers find their new jobs through
their acquaintances instead of their close friends [31]. To explain this he identified two
different types of links (or ties) in social networks: strong links and weak links. While
strong ties connect us to our close friends from our community, weak ties connect us
to our acquaintances who belong to other communities. As a result, it is more likely
to find a job through our weak ties instead of strong ties because our acquaintances
have access to information that we otherwise do not have access to. In other words,
weak ties act as bridges by connecting us to parts of the network which would be
otherwise far away from us.

In [70], authors found that there is a negative correlation between links’ between-
ness centrality and their strengths in mobile communication networks. They simu-
lated how fast a message diffuses in a social network by using an epidemic model.
Their results highlight the importance of weak ties for speeding up information spread-
ing. Finally, in [7] authors analyzed how information spreads in the Facebook website.
They found that although stronger ties are more socially influential, weak ties are re-
sponsible for the spreading of novel information. Thus, their results highlight the
importance of weak ties for information spreading in online social networks such as
Facebook. This is our main motivation for exploiting the edge-betweenness centrality

in social networks in order to speed up information spreading.

7.2 Problem Definition

Information Spreading: For a given communication graph G = (V| E), suppose
every node u € V has a unique message m(u) that is identified by its node id.
In an information spreading algorithm, every node u chooses one of its neighbors
(e.g. v € N(u)) in each round r according to its algorithm and exchanges its current
messages with the selected neighbor. The algorithm terminates when all nodes receive
all other nodes’ messages (i.e. by the time when every node has n unique messages
in its queue where |V| = n). We list the computation and communication constraints

that every node has to obey as follows:
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e The only information that is known to each node is the set of its neighbors and
the number of nodes in the graph (i.e. |V| =n). In other words, the remaining

structure of the graph is unknown to all nodes.

e The communication is synchronous where in each round r every node u contacts

one of its neighbors to exchange its messages with (i.e. push-pull model).

e In each round, every node contacts one of its neighbors to exchange its messages
with that neighbor. However, in each round a node can be contacted by several

of its neighbors and exchanges its message with all of those nodes.

We assume that in each round, the required computation for node u to exchange
its message with other nodes (i.e. including the one that u contacts and the neighbors
that contact u by themselves) as well as other required internal computations for u
take constant number of steps. Therefore, the time cost of the spreading algorithm

is the number of required rounds until all nodes receive all messages of the network.

7.3 Empirical Analysis

In this section, we analyze the running times of the random push-pull, Censor, and
Doerr algorithms by using real data. We also employ an efficient framework to study
the community structure in social networks. Our observations from this section helps

us in the mathematical analysis of running times of information spreading algorithms.

7.3.1 Real Data Description

In this chapter, we use the social network (i.e. G = (V, E)) of New Orlean regional
network in the Facebook collected by Viswanath et al. [80]. Our total dataset has
63731 nodes and 817090 edges. Since the original graph is not connected, for the rest
of our analysis we focus on the largest component of the original dataset that has
|V | = 63392 nodes and |E| = 816886 edges.

7.3.2 Empirical Analysis of Information Spreading Algorithms

For the first part of our analysis, we run the random push-pull, Censor, and Doerr
algorithms by using the Facebook data in order to compare their running times. We

assume that each node initially has one message identified by its node id. We run
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Figure 7.1: Running times of the random push-pull, Doerr, and Censor algorithms in

the Facebook graph

each spreading algorithms forty times and compute their averages. The results for
the algorithms’ progress versus round number are shown in Figure 7.1. As we can
see, the running time of the Censor algorithm is better than both random push-pull
and Doerr strategies.

We can make several interesting observations from Figure 7.1.
that 95% of nodes terminate in 25, 43, and 57 number of rounds in Censor, Doerr,
and random push-pull algorithms respectively. This shows that in Censor algorithm
95% of nodes receive all messages at least twice faster than the random push-pull.
Moreover, we can see that after a few rounds, the number of nodes that terminate start

growing exponentially as a function of round number. This is because the underlying

First, we find

communication graph has an expanding structure. Our graph analysis result shows
that our social network has a core-periphery structure where the core of the network

has an expanding structure, which we describe in the next subsection.

7.3.3 Finding Bridges as Communication Bottlenecks

As the speed of information spreading in any graph is influenced by its underlying
structure, identifying the community (or cluster) structure of the given graph al-
lows us to better understand the running times of information spreading algorithms.
Communities are considered as subsets of nodes that are internally well connected;
however, they are loosely connected to the rest of network. This informal definition

for communities is related to the conductance definition where a set S is considered
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Figure 7.3: The number of 1-whiskers and 2-whiskers as a function of their sizes

as a good community if we can cut it easily from the rest of graph G (i.e. S has a low
conductance). Finding communities play an important role in information spreading
as nodes from the same community receive each others messages faster than messages
of nodes from different communities.

For identifying communities inside the Facebook graph, we employ the Tarjan
algorithm to find all bridges of the graph [77]. In a graph G if there is a path from a
vertex u to a vertex v but every path from u to v contains edge e, then we say e is a
bridge of G. Identifying bridges is important as we show that they play an essential
role on the running times of information spreading algorithms. Let us define a k-

whisker to be the maximal subgraph that can be detached from the rest of network
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by removing k number of edges [56]. In particular, a I-whisker is a subgraph that is
connected to the rest of network just by a single edge. A component is k-edge connected
if we need to cut at least k edges to make the component disconnected. By removing
all identified bridges, we can find the largest 2-edge connected component (i.e. the
core of G). Having the core of the graph and all bridges, we can identify the 1-whiskers
by only removing those bridges that have one node in the core. Identifying 1-whiskers
is crucial because they are small components that are weakly connected to the core.
Figure 7.2 shows a subset of identified 1-whiskers in the Facebook friendship graph.
As we can see, 1-whiskers have a variety of structures although they are connected
to the rest of the network by a single edge.

We show the number of 1-whiskers as a function of their sizes in Figure 7.3. We
find that around 7% of 1-whiskers have more than 2 nodes. In particular, we identify
7736 number of 1-whiskers where 590 of them have at least two nodes. Among these
590 1-whiskers we find a variety of structures. While some of them are paths, there
are some l-whiskers that have a rich internal structure as it is shown in Figure 7.2.
Next, we remove all 1-whiskers from the Facebook graph to measure the importance
of 1-whiskers on the performance of the spreading algorithms. The running times of
the random push-pull, Doerr, and Censor algorithms without 1-whiskers are shown
in Figure 7.4. Comparing Figures 7.1 and 7.4, we can see that removing 1-whiskers
decreases the running times of the random push-pull and Doerr algorithms by at

least a factor of two. Our results show that there are a significant number of bridges
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in social network that act as the main communication bottlenecks for information

spreading.

7.3.4 An Efficient Framework for Finding All k-cuts

A cut of graph G = (V, E) is a partition of its veritces (i.e. V) into two disjoint
subsets. The cut-set of a cut is the set of edges whose endpoints are in different
subsets of the partition. A k-cut is a cut whose cut-set has size k. After we remove
all 1-whiskers, we have a graph that is 2-edge connected. The next step is to find all
maximal 2-edge connected components that can be detached from the rest of network
by removing two edges (i.e. 2-whiskers). This process can be continued until we find
a core that is very well-connected. Hence, we need an algorithm to find all k-cuts
of a graph. Given a weighted directed graph G, a max-flow algorithm finds a way
of transporting the maximum amount of the given commodity from a vertex s to a
vertex t [30]. By running a max-flow algorithm between two given nodes s and ¢,
we can compute the size of s-t cut (i.e. the minimum number of edges that we need
to cut to disconnect s from t). Thus, we can figure out the connectivity of a graph
in details by running the max-flow between all possible (g) pairs of vertices. This
is computationally intensive as our social network is very large. However, Gusfield
showed that we just need to run n instances of max-flow algorithm to find all pairs
max-flow of G [33]. He proposed a simple and efficient method that constructs a

flow tree by running max-flow algorithm for n times. The resulting flow tree has all

n
2

It is possible to study the detailed connectivity properties of the social network

possible ( ) max-flow results.

by analyzing the computed flow tree. We implemented the Gusfield algorithm to
compute the flow tree of the Facebook graph. The efficiency of Gusfield algorithm
directly depends on the algorithm that we use for computing the max-flow between
two given nodes. We used the Edmonds-Karp algorithm that is a specialization of
Ford-Fulkerson [30]. We run Gusfield’s algorithm on the largest 2-edge connected
component computed from the previous part to find the connectivity of the social
network.

As it has been mentioned, the largest component of the original social network
has |V| = 63392 nodes and |E| = 817090 edges. After we remove the first periphery
layer (i.e. the 1-whiskers), we find the largest 2-edge connected component which has
|Va—edge| = 54825 and |Ey_cqqe| = 808260. In other words, the first peripheral layer of
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Figure 7.6: The first 10 largest 2-whiskers and their corresponding nodes of the core

the graph has 8567 nodes and 8830 edges.

To find the largest 3-edge connected component we have to find and cut all 2-
whiskers from the remaining graph as shown in Figure 7.5. We compute the largest
3-edge connected component by removing all edges that have weight of two on the
computed flow tree. If we remove all of these edges from the flow tree, the leftover
is a tree where all nodes are connected by at least three edges that is the largest
3-edge connected component. This way we can compute the 3-edge connected core
and all of 2-whiskers. We find that the next peripheral layer has 4991 nodes and
9669 edges and the largest 3-edge connected component has |[Vi_cqge| = 49834 and
| E3—cdge| = 798591.



92

(b)

©

Figure 7.7: Components connectivity in a social network

The 2-whiskers are less sparse than 1-whiskers as they are 2-edge connected com-
ponents. In other words, as we cut the periphery of the graph layer by layer, the
core of the graph becomes denser and denser. We draw the 10 largest 2-whiskers in
Figure 7.6. Although the internal connectivity of 2-whiskers components are far from
cliques, some of them have richer structure than trees.

Figure 7.3 shows the number of 2-whiskers as a function of their sizes. A large
number of 2-whiskers are single nodes that are connected to the rest of the graph by
only two edges. The size and the internal structure of 2-whiskers directly influence
the speed of information spreading in social networks. Since 2-whisker components
are connected to the rest of the graph just by two edges, the information leaves and
enters them slowly. Moreover, as the size of 2-whiskers grows, the running time of
information spreading algorithm increases. Figure 7.3 shows that around 7% of 2-
whiskers have more than 2 nodes. We have found 4647 number of 2-whiskers where
284 of them have at least two nodes.

The k-whiskers can be connected to each others through a chain as shown in
Figure 7.7 (a) and (c). However, the connectivity among k-whiskers can be more
complex than a simple chain as it is shown in Figure 7.7 (b). To figure out the
connectivity among k-whiskers we need to run Gusfield’s algorithm recursively. In
Figure 7.7 (b) we can see that after we remove the 2-whisker by running Gusfield
algorithm, it influences the connectivity of the 3-whisker as it turns the 3-whisker
component into a 2-whisker. Therefore, every time that we run Gusfield algorithm,
it changes the structure of the graph. Thus, it is necessary to run it again if we want

to find the 3-whisker components.
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7.3.5 Discussion

We studied the statistical properties of communities in an undirected graph collected
from the Facebook website. We identified communities by using graph conductance
definition. We found that the best communities have relatively small sizes that are
in the order of 10 nodes (i.e. 1-whiskers). Most importantly, we found that Facebook
graph has a core-periphery structure. While the core of the Facebook graph is well-
connected, there are a large number of 1-whisker components that are connected
just with a single edge to the core. Our empirical results also show that these 1-
whiskers play a fundamental role in slowing down the speed of information spreading
algorithms. Our results are in agreement with Leskovec et al. observations in several

large social networks [56].

7.4 Mathematical Analysis

In this section, we study the effect of 1-whiskers on running times of the three spread-
ing algorithms. We postulate a core-periphery model for community structure of
social networks based on our empirical results from the previous section. Our main
focus is to develop a mathematical model which explains our empirical results for

running times of the information spreading algorithms.

7.4.1 The Effect of 1-whiskers on Information Spreading

We observed a variety of structures for 1-whiskers. In particular, we found that some
of 1-whiskers have path structure. From our Facebook data we also saw that the size
of 1-whiskers are bounded by O(logn) which is in agreement with Leskovec et al.
observation [56]. Lemma 1 shows the expected number of rounds that are required to
spread messages through those 1-whiskers that have path-like structure. The length
of a path is defined as the number of nodes in the path.

Lemma 1. To spread information in a path-like 1-whisker of length L: (1) the random
push-pull algorithm needs 2(L — 1) expected number of rounds, (1) the Censor and

Doerr algorithms in the worst case require 2L number of rounds.

Proof. For the standard random push-pull the expected number of required steps for
a message of one of the endpoints of a path to reach the other endpoint of the path

is 2(L — 1) (i.e. tossing a coin for each edge with p = 0.5). Hence, the expected
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number of rounds is ©(L). For the Censor algorithm, suppose u and v are neighbors
in a path of length L. There is not any way for u to hear about v from its other
neighbor. Therefore, there are two possible scenarios: either (1) u receives m(v)
when it contacts v directly for the first time, or (2) u receives m(v) when v contacts
u for the first time. In the first case, the edge (u,v) turns black (i.e. u keeps v in its
bottleneck list); however, in the second scenario (u,v) turns white (i.e. u removes v
from its bottleneck list) but instead (v, u) turns black because v receives m(u) for the
first time from u itself when v directly contacts u. We can extend the same argument
to all nodes in the path. Therefore, in the worst case after the first two steps, there is
a continuous black path from one of the path end node to the other end node. This
guarantees that at most we need 2L steps to spread all messages of a path to every
node in the path. The Doerr algorithm gives us the same performance as the Censor
because in the first step each node contacts one of its neighbors on the path randomly.
However, after the first step nodes start contacting their neighbors deterministically
by alternating between their two neighbors because each node on a path maximally
has two neighbors. Therefore, in the worst case the Doerr algorithm also needs 2L
rounds to finish. O

From Lemma 1, the number of required steps for the Censor and Doerr algorithms
to spread messages in path-like 1-whiskers in the worst case is proportional to the
length of the 1-whiskers (i.e. logmn). However, the expected number of steps for
the random push-pull is proportional to the length of the path. This means that
the number of required steps for the random push-pull to spread messages inside a
path-like 1-whisker can be larger than the expected value. This becomes especially
important when we consider the fact that the number of 1-whiskers is proportional
to the size of the network (i.e. a constant fraction of n) [56].

Based on our empirical analysis, we can identify two different types of 1-whiskers
as it is shown in Figure 7.8. Although a Type I 1-whisker is connected with an
edge (u,v) to the core where deg(u) = 2 and deg(v) = ©(n), a Type II 1-whisker is
connected with an edge (u, v) to the core where deg(u) = ©(logn) and deg(v) = O(n).
The structures of Type I 1-whiskers are similar to paths; however, Type II 1-whiskers
are far from paths, and they are internally well connected. If we assume that 1-
whiskers of Type II are similar to cliques, then the expected number of steps for
spreading messages inside them for all three strategies is ©(log!) where [ denotes the

size of a Type II 1-whisker. This means that we need O(loglogn) steps to spread
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Figure 7.8: Two types of 1-whiskers identified from empirical data

messages of a Type II 1-whiskers internally which is quite low. Lemma 1 states that
the running times of both Censor and Doerr algorithms for spreading messages inside
path-like 1-whiskers are quite similar. However, our empirical results show that the
Censor strategy performs better than Doerr algorithm in the presence of 1-whiskers.
To justify our empirical results for running times of the Censor and Doerr algo-
rithms, we need to consider 1-whiskers of Type II. As it has been mentioned earlier,
the number of steps for spreading messages inside a Type II 1-whiskers is similar
for all algorithms (i.e. O(loglogn)). However, the main difference is the number of
required steps for a node u inside of a 1-whisker to pass its component’s messages to a
node v inside the core or vice versa. Let us assume that deg(v) = O(n) where deg(.)
denotes the degree of a node. This assumption is reasonable because nodes inside
the core are well connected to the other nodes in the core. Let Ci_ypisk, CTLunisks
and CT2 ,.. denote the set of all 1-whiskers, 1-whiskers of Type I, and 1-whiskers
of Type II, respectively. Let also denote the total number of required rounds for
Type I and Type II 1-whiskers to pass their messages to the core by T and 72

Cross Cross’

respectively. In what follows, we first consider the T} - for 1-whiskers of Type I and

then we analyze the T2 ___ for Type II 1-whiskers.

Cross

Lemma 2. For Type I 1-whiskers: (I) the Doerr algorithm in the worst case needs

Cross

T! oss = O(1) number of rounds with a high probability, and (III) the random push-

Cross

T! oss = O(1) number of rounds, (II) the Censor algorithm in the worst case needs

pull needs E[TL, .| = O(log(|CLL,:su])) expected number of rounds to send messages

of Type I 1-whiskers to the core of the graph.

Proof. For Type I, by using the same argument as Lemma 1 one can show that Doerr

algorithm needs a constant number of steps to pass the messages of all 1-whisker
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to the core of the network. In the case of the Censor algorithm, we are to show
that it is very likely for node u to receive the message of its corresponding node v
from the core for the first time when u contacts v. If this happens, edge (u,v) turns
black and node u stores node v in its bottleneck list. As a result, it takes a constant
number of rounds (i.e. ©(1)) for node u to exchange its messages with node v. If a
Type I 1-whisker has size one, it is clear that edge (u,v) turns black. Let CTY ..
denote the set of all 1-whiskers of Type I with size greater than one. Let py(u,v)
also denote the probability that the directed edge (u,v) turns black. For every node
v inside the core and its corresponding node u from 1-whisker, we can show that
po(v,u) = —=5. Thus, we have py(u,v) = 5. Let plt . denote the probability
that all edges (u,v), from Type I 1-whiskers with size greater than one to the core,

turn black. We have pf* .. = (1 + %)_‘Clelwhisk‘. Our empirical results show that

T1 T _ ‘Cf—liuhisk‘ . .
|Cy L onisk] = 910 < n = 63k. Hence, we have p; ', ,.. ~ e n , which is very

close to one for large n’s. As a result, the Censor algorithm also requires ©(1) number
of rounds to send over messages of all 1-whiskers to the core of the graph with a high
probability.

For the random push-pull, let us denote by X,, the number of required rounds
for one of the nodes u or v to pass its message to the other one. X, is a geometric
random variable with probability of 1 —£(1—1). Since all of 1-whiskers have to send
their messages to the core successfully, we have E[T} ..] = E[max X,,] for all pairs
of nodes such as v and v that are the endpoints of all bridges that connect 1-whiskers
to the core of G. Given n independent geometric random variables X;’s, each with
success probability of p, it is known that E, = E[max;<<, X;] =~ % + m}[n,
where H,, is the n™ harmonic number H,, = >";_, ¢ [24]. Therefore, for the random

push-pull algorithm we have T} .. = ©(log(|CT* ,isk]))- O

Cross

So far, we have not found any difference between number of required steps for
Censor and Doerr algorithms considering the Type I of 1-whiskers. In Figure 7.8 (b),
while node u inside a 1-whisker has a degree of ©(logn), node v inside the core has
a linear degree. This assumption is reasonable considering the fact that the size of

1-whiskers is O(logn).

Lemma 3. For Type II 1-whiskers: (I) the random push-pull and Doerr algorithms
need E[T2,..] = ©(log(|CL2,,:.:]) logn) expected number of rounds and (II) the Cen-

Cross

sor algorithm in the worst case needs T2, ., = O(loglogn) number of rounds with a

high probability to send messages of Type II 1-whiskers to the core of the graph.
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well connected core

1-whisker

Figure 7.9: Well-connected core and weakly connected periphery

Proof. For Type II 1-whiskers, node u in a 1-whisker has degree of ©(logn) while
node v inside the core has degree of ©(n). Similar to Lemma 2, we are to show
that it is very likely for node u to receive the message of its corresponding node
v from the core for the first time when u contacts v. If this happens, edge (u,v)
turns black and node u stores node v in its bottleneck list. As a result, it takes

2|Bot(u)| = ©(loglogn) number of rounds for node u to pass its messages to node v.

This guarantees that for the Censor algorithm we have T2, ., = O(loglogn). We can
show that py(v,u) = nf{%. Thus, we have py(u,v) = ;oo Let pi2,,,; denote

the probability that all edges (u,v) from Type II 1-whiskers to the core turn black.

T2 ..
We have pI2 . = (1+ 10%) €1 Zuniskl, Our empirical results show that [CT2,, | =

\CTEM isk|logn
80 < n = 63k. Hence, for sufficiently large n we have pl2 ,. . ~ e

which is very close to one. As a result, the Censor algorithm requires O (loglogn)
number of rounds to send messages of Type II 1-whiskers to the core of the graph
with a high probability.

However, the Doerr algorithm cannot do much better than the random push-pull
where the probability that in a given round either v or v contact the other one is
1—(1- )1 —1). Considering the fact that all 1-whiskers should successfully

logn

send over their messages, we have E[T2 ] = E[max X,,] for all pairs of nodes such

as u and v that are the endpoints of all bridges in the graph. Therefore, we have

T2 .. = O(log(|CI2,,:.:|) logn) for both random push-pull and Doerr algorithms. [

Cross
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7.4.2 Hypothesis: A Core-Periphery Structure

To compute the overall running times of spreading algorithms, we need to postulate
a model for our social network. Based on our empirical results as well as results
of [56], we assume a core-periphery structure for our social network in which a large
number of 1-whiskers are weakly connected to a very well-connected core. We already
have found that 1-whiskers have a variety of structures. In the worst scenario, these

components are paths with O(logn) nodes.

Theorem 1. The total running time of the Censor algorithm is ©(logn); however, the

total running time of the random push-pull and Doerr algorithms is ©(log(|CT2 pisk| logn)).

Proof. For the graph shown in Figure 7.9 the bottlenecks are 1-whisker components
that are connected with a single edge to the core. Let Ti,. and T, denote the
required number of rounds for spreading messages inside the core and 1-whiskers
respectively. Let also show the total number of required rounds for all 1-whiskers to
pass their messages to the core with T,..s. If we assume that the core of the graph is
well-connected, we have T,.. = ©(logn) for all three spreading algorithms. If we use
the Censor algorithm, we have T,.,; = ©(logn) as 1-whiskers with path-like structure
take the longest time to spread their messages internally. We have also shown that in
the worst case Ti.0ss = ©(loglogn) by using the Censor strategy. To find the running
time of the Censor algorithm, we need to compute the number of required rounds for
spreading C',’s messages to a node in C, where C,, and C, are two distinct 1-whiskers
as shown in Figure 7.9. Let T denote the total running time for the Censor algorithm.

We find the running time as follows:

T = 2T eri + 2T r0ss + Teore = O(logn) (7.3)

We repeat the same analysis for the Doerr algorithm for which we have already
shown that Tp..; = O(logn) similar to the Censor algorithm. However, in the worst
case Tiross = O(log(|CT2 . . ])logn). Therefore, we compute the total running time

of the Doerr algorithm as below:

T = 2Tperi + 2Tcross + Tcore
O(log(|C12 ikl log n)) (7.4)
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In the case of the random push-pull, we have already found that T}.,; = O(logn)
while T,y0ss = ©(log(|CE2, 1isr] logn)). Thus, the total running time of random push-

pull is also the same as the Doerr algorithm. O

Comparing equation 7.3 with 7.4 we see that the Censor algorithm performs a
log(|CT2 sk ]) factor better than the random push-pull and Doerr algorithms. Finally,
Equations 7.3 and 7.4 are in agreement with our empirical results from the previous

section.

7.4.3 Discussion

Our mathematical analysis showed that the Censor algorithm performs faster than
the Doerr algorithm. This is mainly because the Censor algorithm works well in
the presence of communication bottlenecks while the Doerr strategy does not. In
particular, the Censor algorithm efficiently identifies the communication bottlenecks
and chooses them with a higher probability than the other two algorithms. This
strategy helps the Censor algorithm to perform better than the other two algorithms

in the presence of 1-whiskers.

7.5 Graph Sparsification

It was shown that inter-cluster edges (i.e. edges that fall between clusters) play an
important role in the speed of information spreading algorithms in social networks
[70]. Thus, we label inter-cluster edges as important edges for information spreading
purpose. Graph sparsification is a well-known technique for sparsifying dense graphs
by throwing out unimportant edges. Graph sparsification was shown to be an effective
technique for speeding up the running times of graph algorithms [73]. In this section,
we sparsify our social graphs by throwing out intra-cluster edges (i.e. edges that fall
inside clusters) as unimportant edges. We store the important edges in bottleneck
lists and visit them in odd rounds sequentially similar to the Censor algorithm while
we follow the same strategy as the random push-pull in even rounds for information

spreading.
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Figure 7.10: The edge-betweenness centrality distribution in Facebook
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7.5.1 Sparsification using Betweenness Centrality

To identify inter-cluster edges, we use the edge-betweenness centrality measure. In
this section, we compute the exact betweenness centrality for all edges in order to
sparsify our social graph for fast information spreading. First, let us define the
betweenness centrality for a given edge e € E from graph G = (V, E) as follows
26]:

Bet(e) = Y d(u,v;e), (7.5)

(u,0)EV XV
where Bet(e) represents the betweenness centrality of edge e and 0(u,v;e) denotes
the number of shortest paths from node u to v in the graph G which contain edge e.

It was shown that edges with high betweenness centralities act as bridges and fall
between clusters [68]. This is our main motivation to compute the centrality of edges
in order to identify bottleneck edges. It is important to mention that the identified
bridges which connect 1-whisker components to the core of the Facebook graph have
a large centrality in the order of O(nlogn) where we assume that 1-whiskers sizes is
O(logn). This confirms that betweenness centrality can correctly classify bridges as
the bottlenecks. Figure 7.10 shows the probability distribution of edge-betweenness
centrality in the Facebook graph. From the centrality distribution, we observe that
most edges have low centralities. In particular, we find that over 80% of edges have
a centrality less than 16k while the highest centrality is 1770k which belongs to an
edge which interestingly falls in the core of the Facebook graph.

Now, we use the betweenness centrality of edges in order to select bottleneck
edges (i.e. edges with high betweenness centralities) and store them in the bottleneck
lists. To sparsify the graph, each node u sorts all of its neighbors according to their
corresponding edge-betweenness centralities. Next, u stores one of its neighbors with
the highest betweenness centrality in its bottleneck list. Our information spreading
results are shown in Figure 7.11. We see that the centrality sparsification outperforms

the random push-pull and Censor algorithms.

7.5.2 Discussion

Using the edge-betweenness centrality is helpful for information spreading as it allows
us to identify important edges for information spreading. Furthermore, our results

show that the sparsification of Censor algorithm works worse than the centrality spar-
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sification because the Censor algorithm just uses local properties of graphs to identify
bottlenecks whereas the betweenness centrality is a global optimization measure in

the graph.
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Chapter 8

Conclusions and Future Work

8.1 Conclusions

In the first part of this thesis, we employed the Jacard index to compute the similarity
between social profiles of people. We next proposed a cost-effective routing algorithm
inspired by Milgram’s experiment and Kleinberg’s small-world network model. By
using the human contact traces collected from the Infocom 2006’s conference, we com-
pared the performance of our proposed Social-Greedy algorithm with other existing
routing algorithms in the field. Our results show the applicability of bootstrapping
wireless devices with people’s social profiles for routing purposes in a conference set-
ting. To the best of our knowledge, our work is the first empirical evaluation of
Milgram’s greedy strategy for routing messages to their destinations in a mobile so-
cial setting, and the first empirical evaluation for a routing strategy which employs
only a social distance rather than a geographic distance to determine each forwarding
decision.

Next, we exploited the small-world network properties of contact graphs and
proposed three different predictors for inferring hidden contacts in partial contact
graphs. Our prediction results show the efficiency of using social profiles and the
small-diameter property of contact graphs for the prediction task. Motivated by the
large number of external devices in previously collected contact traces, we also pro-
posed several unsupervised predictors based on the neighborhood similarity in contact
graphs and social similarity between people in order to reconstruct existing partial
contact traces. We showed the importance of predicting missing contacts in complet-

ing cliques distribution in contact graphs. We also showed that combining the Foci
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social similarity with the neighborhood similarity provides the best prediction results
in terms of precision. Finally, we mathematically showed why the number of common
neighbors outperforms other contact predictors.

Furthermore, we employed the machine learning approach for the contact predic-
tion problem. We extracted several features from contact graphs structure and social
profiles of people. We employed two supervised learning algorithms for the prediction
task. Our results show that the number of common neighbors and the total overlap
time are the most significant features for contact prediction. We also showed that
nodes with high centrality are more predictable than nodes with low centrality. To
the best of our knowledge, our work is the first attempt for formulating the contact
prediction problem in the area of social networking.

In this thesis, we focused on predicting hidden and unobserved contacts for a few
number of social settings such as two conferences, two campus environments, and one
outdoor event. However, we strongly believe that both NCN and Foci-NCN predictors
can also be used for predicting missing contacts for larger scale datasets because both
methods rely on the time-spatial locality and the social similarity principles which
play essential roles in the structure of human contact graphs.

Finally, we studied the importance of social networks structure on the speed of
information spreading algorithms. For the first time, we showed that the Censor
algorithm is the fastest distributed algorithm for information spreading in social net-
works. We justified this by identifying a large number of bridges in the Facebook
graph which the Censor algorithm successfully detects them to some degree. We then
showed that inter-cluster edges in social networks play an essential role in information
spreading. In particular, we empirically showed that by identifying inter-cluster edges
one can sparsify unimportant edges and speed up the rate of information spreading

in social networks.

8.2 Future Work

One interesting question which can be studied as future work by using human mobility
traces is to compare the effects of geographical positions of nodes with their social
profiles on their mobility patterns. This implies that our proposed Social-Greedy
routing may need to switch between geographic and non-geographic social information
for routing based on the context of environment.

An appealing mobile social application would be the ability to detect an event
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(e.g. a coffee break) by exploiting the distributions of contact durations and number
of contacts. In particular, studying the correlation between an event and statistical
properties of contact graphs and the possibility of taking advantage of this to extract
the context of an ongoing event is another interesting direction to pursue as future
work. Having access to the program schedules of Infocom 2005 and 2006 conferences
and participants’ contact traces, one should be able to test the correlation between
properties of contact graphs and ongoing events in order to propose algorithms for
predicting contexts of ongoing events.

Another interesting direction would be to propose a weighted version of our current
social similarities by assigning different weights to distinct social dimensions according
to the context. One can study the performance of such a weighted social similarity
for predicting human contacts. Furthermore, proposing more efficient methods for
predicting missing contacts in large geographical spaces as in MIT dataset is another
promising area to be investigated. In Chapter 5, for our mathematical analysis, we
assumed that nodes are uniformly distributed on the plane; however, more realistically
one should expect nodes’ locations to be influenced by social characteristics of people.
Thus, we can introduce a Geometric Social Network model (GSN) instead of RGG.
Characterizing nodes’ distribution in GSN model is another open problem that can
be studied in the future.
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