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ABSTRACT

We design an Ordinary Delay Differential Equation model for car to car interac-
tion with switching between four distinct force terms including “free acceleration”,
“follow acceleration”, “follow braking”, and “aggressive driving”. We calibrate this
model by recreating a real experiment on spontaneous formation of traffic jams. Once
simulations of our model match those of the experiment we develop a model of both
intersections using traffic lights, and intersections using roundabouts. Using our cal-
ibrated car interaction model we compare traffic light versus roundabout efficiencies
in both flux and fuel consumption. We also use simulation results to extract in-
formation relevant to macroscopic traffic models. A relationship between flux and
density known as The Fundamental Diagram is derived, and we discuss a technique

for comparing microscopic to macroscopic models.
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Chapter 1
Introduction

The study and analysis of vehicular traffic is motivated by the pursuit of improved
safety and efficiency on our roadways. Such analysis of traffic breaks down into
three main sections: Traffic modelling, optimization and traffic control. For a given
problem, say, jam formation at a merging of two roads, each of these three sections
plays a part in solving the problem. First, a mathematical model is needed which
accurately represent how traffic flows, and how drivers interact with the particular
section of road being studied. The optimization step, given some set of constraints,
uses the mathematical model to compute an optimal solution, or best case scenario.
Finally, using the mathematical model, the traffic control step studies what physical
changes can be made to the road to ensure the optimal solution is more likely to
occur. It is clear that success of this process hinges on the mathematical model’s
ability to accurately predict key features of real traffic flow. These features can be
as simple as ensuring your model properly predicts jam formation and stop-and-go
waves, or, as complex as when a car will change lanes, proceed through a yellow light,
or merge into a roundabout. Throughout this thesis we develop a microscopic traffic
model to be used in a detailed analysis of intersections, with an emphasis on how cars
interact with roundabouts and traffic lights. This analysis gives us insight into which
intersection types will be better at different densities, as well as specific traffic light
timings and roundabout sizes to maximize flux and fuel efficiency.

When modelling traffic on a large scale, such as long stretches of highway, the
use of microscopic models can be expensive computationally. This can be overcome
in two ways, either a drastically simplified microscopic model is used, such as a
cellular automata model, or by macroscopic modelling. Macroscopic models have

proven to be an efficient way to tackle these large scale problems, however, frequently



their accuracy goes unchecked. These models are often benchmarked on their ability
to predict traffic phenomena such as jam formation at bottlenecks, or stop-and-go
waves, but the comparison to real traffic data is often overlooked. To overcome this
we describe a technique for comparing microscopic models to macroscopic models as
another way of checking the validity of macroscopic traffic predictions.

The majority of traffic modelling and simulation has been done through the use
of microscopic or macroscopic traffic models. Microscopic models usually belong to
one of two categories, either follow-the-leader type models or cellular automata mod-
els. Follow-the-leader models use the theory of ordinary differential equations to
describe the position, velocity, and acceleration of vehicles. The first of these models
was proposed by Pipes [5] with the simple assumption that cars accelerate linearly

based on the difference in velocities between the following and leading cars, as in (1.1).

Gt (E+ A) = Munsr () — un(t), A € R (1.1)

The obvious flaw of this model is the lack of speed limit, or desired speed for traffic
to flow at. This drawback was addressed, and his ideas extended by many including
Burnham [7] and Tyler [6] to list a couple. The study of follow-the-leader models
has continued to progress with many notable contributions by Kerner [11] through
the study of microscopic traffic flow with phase transitions. These phase transition
microscopic models are highly complex and include a large number of parameters,
some of which vary depending on the density.

Most other microscopic models are cellular automata models. These are discrete
time models which use a simple set of rules to dictate change in car position and
velocity. The roadway is split into cells, each of which is empty or contains a single
car. A vehicle’s velocity dictates how many cells it advances in each time step, and
the acceleration varies depending on the chosen model. Among the first to study such
models were Nagel and Schreckenberg in [10]. Their model consisted of the following

four consecutive steps done at each time step:

1. Acceleration: if velocity v of a vehicle is lower than v,,,, and if the distance to

the next car ahead is larger than v + 1, the speed advances by one (v — v+ 1).

2. Slowing down (due to other cars): if a vehicle at sight ¢ sees the next

vehicle at sight i + j (with j < wv), it reduces its speed to j — 1, (v — j — 1).

3. Randomization: With probability p, the velocity of each vehicle, (if greater



than zero), is reduced by 1 (v — v — 1).
4. Car motion: each vehicle advances v sites.

Although this model is extremely simple, it does capture some important traffic
phenomena such as traffic jam formation and stop-and-go waves. These models are
very inexpensive to simulate and can handle millions of cars at once, not something
easily done in a follow the leader type model. The cellular automata’s ability to
simulate such large scales, with reasonable results, has made it an invaluable tool in
the analysis and prediction of large scale traffic systems all over the world.

For large scale modelling, the alternative to the cellular automata is the use of
macroscopic traffic models. There is a wide range of models to choose from, including
the fairly simplistic first order model studied by Lighthill and Whitham [3] and in-
dependently by Richards [4], the second order models studied by Aw and Rascle [1],
and the non-local models studied by Illner and Herty [8,9]. Many macroscopic mod-
els, including some mentioned here, assume a relationship between density and flux
known as the fundamental diagram. Often, these fundamental diagrams are taken as
functions relating each traffic density to a unique traffic flux. The validity of such
a function is constantly under debate by researchers, with the massive amount of
scattering observed in real traffic data, such as in Figure 1.1, being used as evidence
against the existence of such fundamental diagrams. Using our microscopic traffic
model we compute a fundamental diagram through simulation results. The resulting
diagram matches observed trends in traffic, but also possesses the scattering seen in
traffic data. We also show that a single fundamental diagram cannot work for all
types of traffic, for example, a fundamental diagram for slow moving traffic in a city
will not be the same as one for freeway traffic.

Dating back to the 1950’s, the majority of traffic models, including most of these
mentioned here, were focused on modelling and understanding highway traffic. This
goal puts an emphasis on computational efficiency and models which focus on ba-
sic decision making by drivers. This leaves few options, if any, for small scale, high
accuracy models needed in the analysis of specific traffic scenarios such as intersec-
tions with traffic lights, or roundabouts. To this end, we develop a follow-the-leader
type model with discontinuous switches between four distinct force terms, including,
“free acceleration”, “follow acceleration”, “following braking” and “aggressive driv-
ing”. These force terms are not built to exaggerate certain traffic phenomenon, but

instead are designed to capture how drivers actually interact with one another on the
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Figure 1.1: Data of traffic flux versus traffic density taken from [12].

road.

We begin Chapter 2 with a basic follow-the-leader model containing two forces,
“follow acceleration” and “follow braking”. The conditions for switching between
these two forces is described, and we discuss the characteristics of the chosen force
terms. From here, we introduce two additional force terms which we refer to as
“free acceleration” and “aggressive driving”, along with their respective switching
conditions. With the inclusion of these terms we complete the microscopic model
describing how cars interact with each other on the road, which we refer to as the
Car Interaction Model. We then describe the numerical analysis of the model, insuring
the numerical scheme accurately captures the discontinuities caused by the switching
between force terms. The model is then calibrated to match video data in [12], used
in the study of the spontaneous formation of traffic jams.

Chapter 3 is devoted to the modelling and analysis of different intersection types.
We first describe how cars interact with traffic lights, including specifics to the three
phases: Green, yellow and red. Also, we derive the additional force term, “Leader
Brake”, used by leading vehicles needing to stop at the intersection during a yellow
or red light. Next, we take a similar approach to the modelling of roundabouts. We
discuss in detail how cars use roundabouts, with an emphasis the merging process
requiring the additional force term ,“Reduce Speed”. To conclude this chapter we
make comparisons between roundabouts and traffic lights in both fuel efficiency, and
flux.

In Chapter 4 we switch gears and begin discussing macroscopic traffic models.



We discuss the relevance of the fundamental diagram to macroscopic modelling, and
compute our own through simulation results. We also investigate the relationship
between density and fuel consumptions in pursuit of a fuel consumption fundamental
diagram.

In Chapter 5 we discuss key results as well as some directions for future research.



Chapter 2

Model Development and

Calibration

2.1 The Car Interaction Model

We begin with a simple differential delay follow-the-leader model. This model at-
tempts to capture the dynamics seen by cars driving on an open stretch of road.
There is a leading car indexed by ¢ = 1 and following cars, ¢ > 1, which brake or
accelerate depending on how their velocity relates to the car in front of them. Let
x;(t) and w;(t) denote the position and velocity respectively of car i at time t. Using
a constant reaction time 7 > 0, the conditions for switching between accelerating and

decelerating are

Condition 1: u;_1(t —7) —u(t —7) >0
Condition 2: u;_1(t — 7) — u;(t — 1) < 0.

Car i will satisfy condition 1 if it’s leading vehicle, car i-1, is traveling at a higher
speed then car i. Since cars simply follow their leading car, car i will accelerate to
match the velocity of car + — 1. Condition 2 has car i-1 driving more slowly then car i.
Here, car i will decelerate to match the velocity of car ¢+ — 1. The constants required
to model this basic two force model are described below. The constants in the above

model are

e 7 : Individual reaction time



e ¢y : Free acceleration constant

e ¢; : Follow acceleration constant
e k; : Follow braking constant

e [ : Car length

e H : Minimum comfort distance
® Upgr - Speed limit.

The parameters are self-explanatory with the exception of H, the minimum safety
distance. This term describes the minimum distance a driver would want to have
between them and their leading car. H is usually taken =~ 2 meters, but in our
case we measure distance as being front bumper to front bumper, therefore we take
H = L+2. With the conditions for switching and the required parameters we suggest

the two force follow-the-leader model.

T; = U; (2.1)
co * (Umazr — ui(t — 7)) ifi=1

ii=3 o (3 - sy (walt =7 —wlt=7) i 1andi> 1
Ky - (mm(wi_l(tj)fxi(t#)ﬂ)) (uiq(t—7) —wi(t—7)) if2andi>1,

where 1 and 2 denote car i driving as in Condition 1 or 2 respectively. When a

car with ¢ > 1 encounters Condition 1, or “follow acceleration”, we use the factor

<% — L ) . This can also be thought of as (pne: — p(t — 7)) where ppaz

zi—1(t—7)—zi(t—7)

denotes maximum density, applying in bumper to bumper traffic, and p(t) is the
local density at time ¢. In the acceleration term it is important that the density
portion be (l — 1 ) instead of (% — L > One reason for

L Ti—1(t—7)—z;i(t—7) xi—1(t—7)—z; (t—7)
this choice being that when traffic is bumper to bumper, x; 1(t — 7) — x;(t — 7) = L,

we should have the density portion of the force term being zero, which is not satisfied

by (% - (t_T;_wi (t_T)). Another choice for the “follow acceleration” force would

2

be (% — L ) . The main issue with this choice is that it overemphasizes
i—1(t—7)—xi(t—7)

the density dependence of the acceleration term. When observing a platoon of cars

accelerating from rest through a green light, drivers don’t wait for large gaps to form
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Figure 2.1: “follow acceleration” and “follow braking” plotted as a function of dis-
tance, x;_1(t — 7) — z;(t — 7).

between themselves before accelerating, instead, they accelerate with the car in front
of them. By squaring the density term it forces these large gaps to open before
cars pick up speed, which is not realistic. In Figure 2.1 we have our chosen “follow
acceleration” and “follow braking” terms plotted as a function of distance between

cars, x;_1(t) — z;(t), with w;_1(t — 7) —w;(t — 7) = 1.

1
max(z;—1(t—7)—x;
capture the limitations on a vehicle’s ability to brake, see Figure 2.1. There are many

other possible choices, for example (l —

P Pmazx
our choice, however, it does not capture braking limitations; in fact, it allows for an

The “follow braking” force includes

=) H)>, a factor meant to

-1
> . This term has a similar slope to

arbitrarily large braking force, seen in Figure 2.2, which is quite unrealistic.

In both following terms we multiply this density dependence term with a difference
in velocity term. This term is reasonable, as the follower’s will adapt to their leaders
speed. This is a solid foundation for a car interaction model, however, some things
need to be added to make it realistic. To start with, we need it to be possible for

leaders to become followers and vise versa.

Definition 1 (Following Horizon).

Leti > 1. Let D' denote some minimum viewing distance and let T' - u;(t — T) denote
a speed dependent viewing distance, which is, where car i will be in T' seconds if the
speed u;(t—7) is sustained. If x; 1(t—7)—x;(t—7) > max(D',T"-u;(t—7)+H) then
car i drives as a leader, otherwise cari is a follower. We call max(D',T"-u;(t—7)+H )

the Following Horizon.



Alternate Braking Force
25 T T T

Figure 2.2: An alternate braking force.

Consider the following scenario. Assume car 1 is waiting at a stop light and car
2 is sitting at rest 20 meters behind. Now assume car 2 has car 1 in its following
horizon, meaning 20 < max(D',T" - us(t — 7) + H), and is therefore “following” car
1. If we use the current model, (2.1), car 2 applies the “following braking” term,
and since u;_; = u; we have car 2 remain at rest. This is not a realistic reaction.
In reality, car 2 would gradually accelerate and then come to a stop behind car 1 at
the stop light. We capture this behaviour in the final term which we call “aggressive

driving”. We start by defining the needed parameters used in the new term.
e ¢, : Aggressive acceleration constant
e ¢, : Aggressive driving constant
e T : 2 second rule

Similar to ¢q, the constant ¢y scales the aggressive driving force term. ¢4 dictates how
“aggressive” a driver is, with a further explanation below, and T represents a driver’s
desire to be 2 seconds behind their leading car. The conditions for car i to apply the

“aggressive driving” force are given by,

Condition 3: ;_1(t — 7) — z;(t — 7) < max(D",T" - w;(t — 7) + H)
Condition 4: H + T - u;(t — 7) < cq(wi1(t — 7) — 23(t — 7)).
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Condition 3 is the following horizon described above. Condition 4 relates car i’s driv-
ing speed to the amount of empty space in front of them. This condition captures
the desire for cars to drive approximately 2 seconds behind the car in front of them,
commonly known as the 2 second rule. Therefore, if car 7 is satisfying Condition 4,
then they feel that there is too much space between them and car ¢ — 1. When both

of these conditions are met car i will enter the “aggressive driving” regime given by,
Aggressive Driving:

1 1
=cCo - | = — . —u;(t — if d 4 hold.
h= e (L ziy(t—7) — 2t T)) (Umaz — ui(t — 7)) if 3 an 0

We call ¢4, from Condition 4, the aggressive driving constant because it dictates in
which situations a driver ignores the speed of the leading car and accelerates towards
a desired speed. H +1T - u;(t — 7) is the distance car ¢ will travel in T seconds if they
maintain u;(t — 7), plus the minimum safety distance H. ¢y(x;—1(t — 7) — x;(t — 7))
is a fraction of the distance between car i — 1 and car ¢ at time (¢ — 7). So, if ¢4 =1
this would require that in T seconds car i travels at most (z;_1(t —7) — z;(t — 7)) — H
meters. Basically, if car i maintained its speed for T seconds, regardless of car 1 — 1’s
speed, they will not collide. To model aggressive drivers we give them a high ¢4, and a
defensive driver would be given a low ¢;. We provide more details in the next section.

With the inclusion of the aggressive driving term we have the full car interaction

model.

~—~

t—7) <max(D',T" -u;(t —7)+ H)
Condition 2: H 4+ T - u;(t — 7) < ca(wi1(t — 7) — 2i(t — 7))
(t—71)>0

t—7)<=0

Condition 1: x;_1(t — 7) — ;

Condition 3: w;_1(t — T

|
£
N
—~~

Condition 4: w; _1(t — T
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Ti = uy (2.2)
(o (tmao — wi(t — 7)) if not 1
' Cy % xkl(tﬂ;ﬂi(t#) - (Umaz — ur (t — 7)) if 1 and 2
e a-(1-— xlil(t_Ti_m(t_T) (uimq (t—7) —ui(t — 1)) if 1, 3 and not 2
Ky - (maa:(z,-_l(t—vl)—zi(t—T),H)) (ui1(t —7) —u(t — 7)) if 1, 4 and not 2

\

We argue that these four terms capture the key features of traffic dynamics. Some
microscopic traffic models, such as [11], include many more terms including optimal
driving speeds depending on density, different reaction times depending on the sit-
uation and forced over-acceleration or over-braking. We feel these extra terms are
not necessary to capture desired traffic phenomena, such as traffic jam formation at
a bottleneck, or stop and go waves.

The next step is to develop a numerical scheme to solve this model as accurately
and efficiently as possible. Once we have our optimal scheme, we are able to calibrate

the model’s parameters to match real dynamics seen in traffic.

2.2 Numerical Analysis

Before implementing any numerical scheme it is important to analyze the characteris-
tics of the original system. Our traffic model is a coupled system of differential delay
equations with discontinuous acceleration terms. There is a vast amount of literature
involving numerics on systems of delay equations, as well as numerics on ordinary dif-
ferential equations with jump discontinuities; however, significantly less theory exists
for systems which have a delay that also have discontinuities. Such discontinuities
in differential equations are usually dealt with by fitting hyperbolic tangents to the
jump, thus smoothing it out and allowing for the usual numerical methods to do
their work. What makes this approach possible is that the jump is known ahead of
time, as in, the left and right limits at the discontinuity are already known. In our
situation, these jumps are not known ahead of time since traffic conditions dictate
driver reactions at each time step. We deal with this by exploiting the delay in our
equations.

To simplify our notation let X (t—7) € R? with X (t —7) = (2;_1(t —7), z;(t — 7)).
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We can rewrite equation (2.2) as

T =
;=W (X(t—71),u;_1(t —7),u;(t — 7)), where U switches as in equation (2.2).
The most basic approach would be to use forward Euler on both equations to get

[ At )

yielding,
xi(t + At) ~ x;(t) + At - u,(t).

Similarly for the change in velocity term,
wi(t + At) ~ u(t) + At - U(X(t —7), w1 (t — 7),wi(t — 7)).

Although this method is a very rough approximation of the actual model it doesn’t
run into any technical issues with the delay or the switching of acceleration terms.
We now derive a more accurate method which deals with these complications just as
easily.

For now we ignore the change in position term, &;, and focus on the acceleration
term ;. We start by partitioning the time dimension into an evenly spaced grid with
each point At apart. We also set At << 7 to give a better approximation of the
derivative (and another reason which will become clear in a moment).

Suppose we are at time ¢ with 0 < ¢ — 7 < ¢t. This means X (s),u;(s), u;—1(s) are all
known for 0 < s < ¢t. How do we calculate u;(t + At)? We start by integrating both

sides of the acceleration equation.

/tHAt th = /tHAt U(X(s —7),ui—1(s = 7),ui(s — 7))ds.

This implies

t+At
wi(t + At) = u(t) + /t U(X(s—7),ui_1(s — 7),u;(s — 7))ds,
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which is equivalent to

t—7+At

ui(t + At) = w;(t) + / U(X(s),ui—1(8),u;(s))ds.

t—7

Since we chose At << 7 we know the value of ﬂ:ﬂrm U(X(s),u;—1(s),u;(s))ds at the
endpoints which permits the use of some basic numerical integration. The trapezoidal

rules tells us

t—T+At
/t U(X(s),ui—1(s),u;(s))ds =

At

5 (U(X(t =74+ A),ui1(t =7+ A),u(t — 7+ At)) + V(X (t —7),u;1(t — 7),u;(t — 7))) .

Therefore we approximate u;(t + At) as

ﬁ

5 (U(X(t =74+ A),ui1(t =7+ A),u(t — 7+ AL)) + U(X(t —7),u;1(t — 7),u;(t — 7))) .

We apply the same approach for the change in position term to get

zi(t + At) = x;(t) + % (wi(t =7+ At) +u(t —7)).

Before we use this method to solve our system we need to make sure it isn’t
violating the assumption that drivers can only react to what they have seen. This
appears in the model through the delay term, ¢ — 7, and it is important that the
model we obtain through this discretization maintains the same characteristics. First
we discuss why it is beneficial to use an implicit type scheme when dealing with
discontinuities.

Throughout this discussion we will frequently reference Figures 2.3 and 2.4 so we
take a moment to ensure these plots make sense. In these figures we have plotted the
driving conditions, V(X (), u;_1(t),u;(t)), as a function of time. It is important to
notice that at each time ¢’ car i won’t react to the conditions W(X (t')), u;—1(t'), u;(t'))
until time ¢ = ¢’ + 7. Therefore each point W (X (¢), u;_1(t), u;(t)) is the force term car
i will use at time ¢t + 7. Focusing on Figure 2.3, we wish to use our numerical scheme
to approximate car i’s response to their observed road conditions. At time t car i is

referencing driving conditions at time ¢ — 7, which suggests braking. Notice at time ¢’
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Figure 2.3: Sample Discontinuity in Acceleration

the driving conditions switch to an aggressive driving regime, which means car i wants
to accelerate. In this case, we can see the exact conditions W (X (), u;_1(t),u;(t))Vt €
[t — 7,t — 7 + At], so we can calculate u;(t + 7) as simply the area under the curve
from time (t — 7) to (t — 7 + At). In Figure 2.4 we see how the Euler method, on
the left, compares to our trapezoidal method, on the right, with approximating the
integral ftt::JrAt U(X(s),ui—1(s),u;(s))ds.

It is immediately clear that the Euler method does a terrible job of catching the
discontinuity in the acceleration. In fact, it says that car i should be braking hard
for Vt € [t,t + At], when in fact car i should brake V¢ € [t,t'], and then accelerate
Vet e [t',t+ At]. This is not only a very poor approximation of the integral, but
this error will change how car i+1 reacts, then how car i4+2 reacts and so on. This
could dramatically change the overall dynamics in a traffic simulation. On the other
hand, we see the trapezoidal rule does a much better job of estimating the integral.
This is because we are using information at both endpoints of the integrated region,
but it raises the question whether or not we are violating the assumptions of the
delay. The simple answer is no. Let’s take a moment and forget about time being
discretized and think about time flowing continuously. A driver at time t will be
referencing time (¢ — 7) and will be continuously updating their information as time
progresses. This means at time (¢ 4 €) they are referencing (t — 7 + ¢) Ve € RT.

Therefore their behaviour at (¢ + At) is precisely determined by the conditions at
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Figure 2.4: Two numerical methods are plotted, Euler on left and our trapezoidal
rule on right

(t — 7+ At). Our discretized model is estimating this continuous reference of (¢)
to (t — 7) through (¢ + At) to (t — 7 + At) and thus the use of the endpoint is not

violating the assumption of a time delay.

2.3 Calibration of the Car Interaction Model

Now that we have the full car interaction model, we will choose the parameters
to optimally represent real traffic flow. After numerous simulations we obtained
reasonable estimates for the constants, ¢, cq,ca, ¢y, k1 and 7. The other constants,
DT ,f and H were estimated from our own driving experience. To finalize the
model we set up a simulation which matched a 2008 experiment done in Nagoya
Japan, see [12]. The experiment was a 230 meter circular track with 22 cars where
drivers were asked to drive along the track at 30 km/h for an extended period of
time. What makes this experiment useful and relevant, is the spontaneous formation
of traffic jams. We feel that if we recreate this experiment using our car interaction
model and similar phenomenon appear, then we may have a realistic model for car
to car interactions in moderate to high density traffic. Not only was the recreation
of the Nagoya experiment used to justify the validity of the model, but it also was a

great way to test the exact impact each constant had on the overall flow of traffic.
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Here is a brief synopsis of the results.

2.3.1 Individual Reaction Time 7

The parameter 7 has a massive impact on the overall flow of traffic. If 7 is too big
not only are crashes inevitable and frequent, but jams seem to appear too often, and
their severity is unrealistic. If 7 is too small traffic flows too efficiently. Jams will
not appear without a serious perturbation, and once appeared, they will not persist.
When 7 is in a realistic range, all cars are able to react in time to smoothly come to
a stop in almost all instances, however, even small perturbations in traffic can lead
to traffic jams in certain density regimes. If 7 is at the high end of this range, traffic
is overly sensitive to perturbations and we don’t get one large jam as seen in the
experiment; instead, we see several small jams appear all over the circle, and the flow
of traffic is very jerky. Conversely, if 7 is at the bottom end of this range, as in people
are able to react slightly too fast, jams become infrequent or non-existent at critical

densities where jams are seen to form experimentally.

2.3.2 The Acceleration Constants ¢; and ¢

These constant dictates the rate of acceleration of a following car. When recreating
the experiment studied in [12], we found that these constants can have a large impact
on the persistence of traffic jams. If a car’s acceleration is too gradual it creates a
similar situation as seen by drivers taking too long to react to acceleration. This
leads to the creation and persistence of jams. If cars are able to accelerate with the
car in front of them then it is possible for traffic jams to reduce in size or disappear
entirely. What we want to avoid is over acceleration leading to braking then back to
accelerating and so on. This does happen in reality but only in certain situations,

which are taken into account in the aggressive driving term.

2.3.3 Aggressive Driving Constant c,4

As mentioned above, a high ¢, is used to model aggressive driving and a low ¢4 is for
more defensive driving. Generally, drivers are comfortable driving about 2 seconds
behind their leading car, with a minimum comfort distance of approximately 2 meters,
hence, T=2 seconds, and H = L+ 2 ~ 7 meters. With these in mind let us consider

a defensive driver, say, with ¢, = 1, traveling at 15 m/s behind another vehicle where
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Figure 2.5: Unrealistic distributions of density in numerical circle experiment.

the speed limit is 20 m/s. Plugging in our numbers we get
H+T- u(t—7)=T7+(2)-(15) = 37.

Condition 2 from the car interaction model requires H +T"-u;(t—7) < c4(2s_1(t—7) —
x;(t—7)) for a car to enter the aggressive driving regime. Using the above calculation,
Condition 2 is only satisfied if 37/cy < x;_1(t — 7) — x;(t — 7). This implies that our
defensive driver, with ¢4 = 1, will enter the aggressive driving regime if there is more
than 37 meters between them and their leading car. In the same situation, but with
a more aggressive driver, for example ¢4 = 4, we have 37/¢; = 9.25 meters. This
means that our aggressive driver would enter the aggressive driving regime as long as
there was more than 9.25 meters between consecutive cars. This equates to driving
9.5 — L =~ 4.5 meters from the rear bumper of the leading car. A behaviour commonly
referred to as tailgating.

In our numerical tests we found that ¢, has a massive impact on the dynamics in
the circle. In this experiment drivers were asked to drive 30 km/h throughout. This
translates to some drivers not following the flow as much as trying to drive 30 km/h.
This is not so different from a frustrated driver trying to get home quickly after work,
behaviour exactly captured by the aggressive driving term! We found that to recreate
the same dynamics as seen in the experiment we needed a higher ¢, than expected.
This causes drivers to clump up, and results in more violent braking forces which,

along with a reasonable choice of 7, causes traffic jams to form.
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2.3.4 The “Follow Braking” Constant k;

The braking constant is fairly self explanatory; it calibrates how hard cars will brake
in a given situation. An obvious constraint on k; is that it has to be large enough
such that, in almost all circumstances, cars are able to stop without crashing into one
another. If k; is too large the force exerted on the driver would be highly unrealistic.
This immediately gives a range of values for which the braking behaviour is plausible.
When £ is at the upper end of this realistic range we think of it as modeling nervous
drivers, braking is not smooth and often an overreaction to the situation. When
running the numerical experiment with a large k;, or nervous drivers, we consistently
observed several small jams forming throughout the circle instead of cars clumping
up in one spot. It is of course possible for several jams to form, although, this
is not something that should happen in every simulation. We observed a similar

phenomenon when we had 7 too large. An example of this is seen in Figure 2.5.

2.3.5 Free Acceleration Constant ¢

Due to the number of cars in the circle each car’s following horizon is non-empty and

therefore the free acceleration term is not relevant in this experiment.
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Chapter 3

Microscopic Modeling

3.1 Modeling Intersections with Traffic Lights

In this section we study a model of intersections using traffic lights with the car
interaction model (2.2) as a base. The flow of traffic through an intersection is
governed by the colour of the light, and the car to car interactions. This effectively
breaks down into modeling traffic flow for the green, yellow and red stages of the
traffic light. We will be concentrating on modeling a 4-way intersection with each
incoming vehicle having the option of going straight, or making a right turn. In
certain types of intersections, for example roundabouts, turning left is no different
from going any other direction. This is not the case for intersections with traffic lights.
With traffic lights, especially at high density, the majority of left turns happen during
an advanced green light. This can allow both directions of traffic to turn left for a
short time, or only give a green light to one direction of traffic. Sometimes the cars
turning left get their own lane, sometimes they don’t. To sum up, how left turns work
at traffic lights depends heavily on the specific intersection. Including these different
intersection setups would be very interesting and would certainly have an effect on
intersection effectiveness. Looking into these specific intersections would make for an
interesting case study but we will not do this here.

Consider the intersection to start at point -B and end at point B. Once a car is
past point B, they only use the car interaction model since the rules of the light no
longer effect them. See Figure 3.1. Before we are able to introduce how we modeled
each phase of the traffic light, we need to add a force term which is not part of the

car interaction model.
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Figure 3.1: Sample intersection.

Suppose car i needs to come to a stop at point —B with z;(t — 7) < —B as shown
in Figure 3.1. This is clearly not part of the car interaction model because this force

is not a reaction to other vehicles on the road. We suggest the braking term

“Leader Brake”:

s 1
et —7) - (—B)|

i, = ko - cui(t —7), ko < 0. (3.1)
This seems rather different from the terms in (2.2) but, in fact, arises from basic
kinematics. We derive an equation relating velocity, distance and acceleration. The

chain rule yields

% (V2(t)) =2V (t)A(t), where V is velocity and A is acceleration.

Integrating both sides from initial time, ¢y, to final time, ¢, we get

tr

V2(t)) = V2(ty) = 2/ V) A().

to
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We want the braking force to be constant from ¢, until ¢, therefore we take A(t) to

be constant and using fttf V(t) = D, the distance traveled, we get the equation
Vf2 = V& +2AD,

where Vi, V, A and D denote final and initial velocities, acceleration and distance
respectively. Since car i wants to come to a stop at point x = —B we have V; =
wi(to—7), Vy =0and D = |z;(to — 7) — (—B)|. Solving for A we get

0 =ul(ty — 7) + 2A|x;(ty — 7) — (—B)|

therefore,
B u?(ty — 7)
20zi(to —7) — (=B)|

This choice of A will calculate the constant force required, given some initial speed

A=

u;(to — 7), to come to a stop at the desired intersection. This makes our force term

1

2 . .
-ui(t — 1), with ko a negative constant,
2|z;(t — 1) — (=B)|

Ul:ko

as seen in (3.1). Notice that we do not include a maximum braking force as seen in
the “follow braking” term. This is because drivers should not need to slam on the
brakes when coming up to a stop light unless they weren’t paying attention. This

could be modeled separately but is not included in our simulations.

3.1.1 Green Light

Modeling driver behaviour in the green phase of a light is simple, all forces are dictated
by (2.2).

3.1.2 Yellow Light

The yellow light phase breaks down into two parts: The moment the light turns from
green to yellow, and the remaining portion of the yellow light. To properly model how
traffic interacts with traffic lights we need to understand what is observed in reality.
It turns out the initial reaction to the light change is the most important part.

Let us consider the moment when the light switches from green to yellow. Suppose

that we have a steady flow of traffic through an intersection currently in the green
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light phase. When the light switches to yellow there are several different things that
happen depending on where the car is relative to the light.

1. The car is past the light so nothing changes because the light is no longer

dictating that driver’s behaviour.

2. The driver sees the light turn yellow, but decides he/she can safely pass through

the intersection and does so.

3. The driver decides it is unsafe to follow the preceding car through the intersec-

tion and begins to brake.

4. The driver simply follows traffic flow which could include coming to a stop in a

queue formed at the light, or the light is too far away to affect their driving.

To start, we define “too far away to affect the driver” to mean the intersection is
not within the driver’s following horizon. Assuming a driver is affected by the light,
he/she will react to the transition from green to yellow by either following flow,
or starting a braking trend. Once this initial choice is made, this behaviour will be
retained throughout the rest of the yellow light phase. We model this mathematically
as follows.

Suppose the light switches to yellow at time ¢t = t* and stays yellow for T" seconds.
Drivers are able to react to the light switching 7 seconds after it happens. Therefore,
drivers don’t notice that the switch has occurred until time t*+ 7, at which time they
perceive their position to be x;(t* +7 —7) = x;(t*). Let S = {i|x;(t*) < —B}, the set
of all cars which have not entered the intersection yet. Each car with i € S computes
(T'—7) - u;(t — 1), where (T — 7) - u;(t — 7) is how far the driver perceives they will
travel in the remaining (7" — 7) seconds of the yellow light. We now implement the
four possible reactions to the yellow light, seen above, using our model and the values
of ;(t —7) and (T'— 7) - u;(t — 7). Let t = ¢t* + 7, and assume the same intersection

setup as seen in Figure 3.1.

A. If the car j is already through the intersection then j ¢ S and the driver is
following the flow of traffic. This is modeled as follows,
If j ¢S, then

:vj:uj

t; = U(x,u), where ¥(z,u) is decided by (2.2).
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B. If car j sees the light switch and is close enough to the intersection to pass
through, we have j € S and z;(t —7)+ (' —7) - u;(t — 7) > B. This is modeled
as,

If jeSand zj(t —7)+ (T —7) - u;(t —7) > B, then

.Z'j:’u]‘

G; = ¥(z,u), where U(z,u) is decided by (2.2).

C. If car j sees the light change and is too far away to follow car j-1 through the
intersection we have j € S and z;(t —7) + (' —7) - u;(t — 7) < B, so car j must
come to a stop at the intersection. This is modeled by,

If jeSand zj(t —7)+ (T —7) - u;(t —7) < B, then

i= U 1
20z;(t = 7) = (=B)|

ﬂj:ko' u;(t—T), ko <0,

which is the braking term (3.1).

D. If car j sees the light switch but it is rather too far away to worry about, or an
earlier car began the braking trend we have j € S and ((—B) —z;(t — 7)) <
max(D",T" - u;(t —7)+ H),or z;_1(t —7)+ (T'—7) - uj_1(t —7) < B. This is
modeled as,

If jeSand ((—B) —zj(t — 7)) <max(D", T -u;(t —7)+ H), or xj_1(t —7) +
(T'—71)-uj_1(t — 7), then

l’j:Uj

u; = ¥(z,u), where U(z,u) is decided by (2.2).

The yellow phase of a traffic light is by far the most complicated part of this type
of intersection. To be used properly it requires drivers to have a clear perception of
their speed, where they are relative to the intersection, how large the intersection is
and also, what the other drivers are doing. Even with all of this complexity the main
priority of drivers is to not crash into another vehicle, and this is why we need to
use the car interaction model for all of the forces above except for the single vehicle

which starts the braking trend.
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3.1.3 Red Light

The red phase of the light has the basic property that no vehicles can pass through
the intersection. In some places, right turns during the red phase are permitted, but
we ignore them for now. This simplifies to the property that all cars must come to a
stop at this light whether it be at the light, or behind another car. The difficulty is
getting our model to do this in a realistic way.

Suppose there is a heavy stream of traffic going through an intersection governed
by traffic lights. We have a good understanding of what happens to the flow once the
light switches from green to yellow. A single car, say car j, will start a braking trend
and the rest of the traffic will follow. In this case, when the light switches to red,
cars will retain their behaviour from the yellow phase. Car j will come to a stop at
the intersection and the subsequent cars continue to follow. To sum this up, if such a
car j exists after the yellow light, then the red light phase is easy to model; however,
there are instances where such a car j does not exist as the light switches to red. An
example of this is when a car is approaching an intersection in the red phase, with
no other vehicles between it and the intersection. This is uncommon in high density
traffic, but must be included.

We model these ideas mathematically as follows. Let car i be traveling along a
road towards a traffic light with i — 1 ¢ S as in Figure 3.1. Suppose the light switches
from green to yellow at ¢ = t* and from red to green at t = t* +¢'. Let te[t*, t* + t]
withi—1 ¢ Sand i € S.

If ((=B)—z;(t—71)) <mazx(D' T -u;(t—71)+ H)

Ty = Uy
s ! 24— 1), ko <0
U; = Ro * “Uu (Ut —T), Ro )
2|i(t —7) — (=B)
otherwise,

U; = ¥(x,u), where ¥(z,u) is decided by (2.2).
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3.2 Modeling Intersections with Roundabouts

In this section we study roundabouts. Unlike intersections governed by traffic lights,
the efficiency of a roundabout is heavily dependent on the drivers using it. For
example, when a car is coming up to a traffic light the decision of whether to proceed
or brake is mostly dependent on the colour of the light. The only time a driver needs
to make a decision is when the light switches to yellow, and he or she decides to
stop or go. With roundabouts, each approaching driver needs to make a decision to
stop at the yield line, or reduce their speed and merge. This is no simple decision: It
depends not only on their speed and position relative to the yield line, but also on the
positions and speeds of the cars within the roundabout. This extra dependence on
the driver allows for a lot more variation in the effectiveness of the intersection. For
example, in high density traffic an aggressive driver may merge allowing the incoming
road to flow, whereas a defensive driver may have to wait a significant amount of
time, potentially leading to the formation of a queue. Since we want to make direct
comparisons between traffic lights and roundabouts, it is in our best interests to use
our car interaction model (2.2) as much as possible. By doing this, it better simulates
the same set of drivers used for all experiments.

Up to this point we have only used the car interaction model to capture dynamics
of traffic along straight stretches of road. This meant the distance between vehicle i
and vehicle j at time t was given by, D (z;(t), z;(t)) = |z;(t)—z;(t)|, the 1-dimensional
Euclidean distance. Since single lane roads are 1-dimensional curves, we are able to
translate the curved roads into straight roads and then use the original car interaction
model. One may argue that this is naive to assume that curved roads are driven the
same as straight roads. This is a valid point, however , it is easy to implement a lower
speed limit on the translated road to mimic the speed reduction required for sharp

turns. We now look in detail at how the car interaction model works in a roundabout.

3.2.1 Implementation of the Car Interaction Model into a
Roundabout

To keep things simple we will consider a 4-entrance and 4-exit roundabout as seen
in Figure 3.2. In this section we frequently refer to roundabouts having some radius
R. By this we mean cars traveling in the roundabout of radius R are at a distance R

from the centre of the circle. To properly model roundabouts, we not only need our
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car interaction model governing flow along the incoming and outgoing roads, but also
inside the roundabout itself. This means we need to calculate distances between cars
in a different way. As mentioned above, we do this by translating the curved road
into a straight road, using the original model (2.2) to compute driver behaviour, then
translating the results back to the curved road. This is illustrated in the following

example.

Figure 3.2: Sample 4-entrance 4-exit roundabout.

Consider two cars traveling in a roundabout of radius R with car i traveling
behind car i-1 at perceived positions z;(t — 7) = (w;(t — 7),y:(t — 7)) € R? and
Tioa(t = 7) = (w1 (t — 7),yi1(t — 7)) € R%. We wish to compute
D(zi(t —7),zi(t — 7)) = D((wi_l(t — 1),y (t = 7)), (wit — 7), wit — 7'))), the
perceived distance between the two cars to allow the use of the car interaction model.
In this situation we take D(z;_1(t — 7),z;(t — 7)) to be the arc length of the circle
between the two cars. Using (w;(t —7),y;(t — 7)) and (w;_1(t —7),y;—1(t — 7)) along
with basic trigonometry we compute their angles in the circle 6;,_; and 6;, respectively.
The angle between them is given by (6;_1 — 6;) mod 2, seen in Figure 3.2. Dividing
this by 27 gives the percentage of the circle taken up by (6,_1 — ;) mod 2x. This

fraction of 27 is translated into a distance through the equation

(91',1 — 02) mod 27

D(xi_l(lf—T)axi(t_T)) = 2R 2T ’

(3.2)
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which is the arc length between angles 6, ; and 6;. Therefore, cars traveling within
the roundabout use the car interaction model (2.2) with |x;_1(t —T) — z;(t — 7)| given
by (3.2). Now that we have modeled how traffic flows both inside, and outside the
roundabout we need to model how cars merge into the roundabout. We cover this in

the next section.

3.2.2 Merging into a Roundabout

When a car is approaching a roundabout there are several things that can happen.

We list a few possible scenarios. Let U, denote the speed limit within the roundabout.

1. The roundabout is empty so the driver reduces their speed to U. and then

merges into the roundabout.

2. The roundabout is full of cars so the driver comes to a stop at the yield line

and waits for an opening before merging.

3. The roundabout is not empty and the driver has to reduce his or her speed to
allow for an opening. Once the opening appears they speed back up to U, and

merge.

It may seem that scenarios 2 and 3 are quite similar, however, it is important to note
that it is possible for cars to completely stop at the yield line as well as merge at a
speed less than U.. There are situations when the roundabout is not empty but the
driver is able to merge at U, the same as in scenario 1. This is because drivers only
survey a certain section of the roundabout to see whether or not it is safe to merge.
We will call this section the merger window. If this merger window has no cars in it
then the driver behaves as in scenario 1. If the merger window is not empty, as in
scenario 3, then the driver must reduce his or her speed to allow the cars to pass out
of their merger window. If the merger window remains not empty, as in scenario 2,
then the driver must come to a full stop at the yield line. This merger window needs
to shift depending on where the driver is relative to the merging point, and the size
of the window should be dictated by how aggressive or defensive the driver is. We
next capture these observations mathematically.

Let car i be traveling towards a roundabout with the centre of the circle being
at (0,0) € R%. The incoming road meets the roundabout at the yield line (w,y) =
(0,—B). Car i’s perceived distance from the yield line is |z;(t — 7) — (=B)| = D
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as seen in Figure 3.3. We define the point P, shown in Figure 3.3, as D meters of
arc length from the merger point in the direction of oncoming traffic. Using polar
coordinates and the entrance angle, which in the case of Figure 3.3 is 37”, we compute

the point P as

3T D . (3 D
P = (Rcos (? — 27rm> , Rsin (7 — QWﬁ)) , Or,

3m D . (3mr D
P = <RCOS (7—§),RSIH <7—§)>

Since point P will exist for all merging vehicles, not just ones coming from entrance

angle 37”, we define a general point P for cars merging from entrance angle ¢.

p = (o6~ 2 rn (o 2)).

As mentioned above, when cars are traveling towards a roundabout they look at a
particular section of the road to decide if they can merge or if they need to stop. We
define this section of the road as “the merger window”, an open interval centred at
the point P. This interval can be a set of angles or a set of points; we use angles for
now to simplify things. We want the merger window to change size depending on
driver aggression, and current speed. To achieve this we start by defining a positive
function F(cg,ui(t —7)) > 1V ¢4, ui(t —7) € RTU{0}. This positive function F will
determine the size of car i’s merger window. We want F' to be a decreasing function
of both ¢4 and w;(t — 7) because a more aggressive driver will need a smaller gap in
traffic to merge, and a slower moving car will require a larger gap in traffic. We define

a merging window for car i with entrance angle ¢ as

MW,(t) = {9 €[0,2m) |6 € (¢_ % _ Fi(C4,Ui(tR— T))~H’¢_ % N E(C4,ui(;— T))ﬂ)}'

The set MW, is illustrated in Figure 3.3.

There are many possible choices for the function F' including the example seen in
(3.3). In this case F' does not depend on ¢4, making it a good choice when all drivers
have the same cs. With this choice of F', driver’s approaching the roundabout with
u;(t —7) > U, only survey 1.5 - H meters to either side of point P, whereas driver’s

sitting at the yield line with u;(t — 7) = 0 survey 2.5- H meters to either side of point
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i (1 1w (S7H0) Y s ).

We say a car j at point (w;,y;) is in car i’s merging window if car j’s perceived angle
6; = cos™! (%) Nsin™! <MR_T)> € MW;(t). Cars will only begin looking at their

merger windows once the yield line is within their following horizon.
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Figure 3.3: Merging window.

To fully model a roundabout we need an additional force term which allows for
cars to slow down to U, before merging. Assuming the merger window remains empty
and w;(t; — ) > U, we want the deceleration to U, from w;(t; — 7) to be constant.
This allows the use of the same kinematic equation used to derive equation (3.1),
except Vy = U, instead of V; = 0. Therefore, when a car is approaching an empty
roundabout with u;(¢t; — 7) > U, they apply the force “Reduce Speed” given by

u(t — 1) — U?
¢ ¢ . 4
Tt =7 — By "0 =0 (3.4)

Ulzk’o

This will apply constant deceleration to ensure when z;(t;) = (—B) that we have
Ui(ty) = U.. This force will be used by all merging vehicles whenever their merger

window is empty and u;(t; — 1) > U..
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Currently a merging vehicle will either be using equation (3.1) if their merger
window is non-empty, or equation (3.4) if u;(t; — 7) > U, and their merger window
is empty. It is possible for merging vehicles to have an empty merging window with
u;(t; — 1) < U,, therefore, we need a term for accelerating towards U.. Every vehicle
that has been stopped at the entrance of the roundabout, or is approaching the
roundabout with a reduced speed will use this acceleration term. If car i’s merger
window is empty and wu;(t; — 7) < U, they will accelerate up to U, using the free

acceleration force

With the inclusion of equation (3.5) we argue that we have all the force terms required
to capture the dynamics seen in vehicles merging into roundabouts. Using these terms
we add a few subtle details to the merging process.

If we stick with the current model for merging, it is possible for cars to repeatedly
switch between an empty merger window and a non-empty merger window. This
can occur by cars slowing down due to a non-empty merger window. This slowing
can allow the merger window to become empty again, causing the car to accelerate
towards U.. This acceleration can result in the merger window becoming non-empty
again. This process can continue until the merging vehicle is exactly distance R from
the centre of the circle, at which point they follow the flow within the roundabout.
Also, with the current model, the cars driving within the roundabout will ignore this
slowly merging vehicle up until they reach that distance R. This is highly unrealistic
because at some point the front of the merging car would cross the path of the lowing
traffic, causing a collision. Again, this type of collision can occur; however, this type
of scenario is not something we need to include in our model. To avoid this from
occurring we need a point of no return for merging vehicles. This point will be a
distance from the roundabout traveling radius, R, for which merging vehicles simply

commit to merging and traffic reacts to this merging vehicle.

Definition 2 (Point of No Return).
Let the centre of a roundabout be at (0,0) € R? with radius R. Suppose also that the

yield line for this roundabout is distance B away from (0,0). Let car i be a merging

vehicle approaching the yield line, therefore \/(wi(t — T))2 + (yi(t — 7'))2 > B. If at




31

some time, say t', R < \/(wi(t’ - 7‘))2 + (vt — 7‘))2 < R+ L, then car i switches
to the roundabout free acceleration force (3.5) until merged. Cars in the roundabout
which are approaching this merging point at time t' react to car i once they switch to
force (3.5). The distance R + L is referred to as the “point of no return”.

With the inclusion of the point of no return we are able to fully model the inter-
action of a car and a roundabout.

Let car i be traveling towards a roundabout of radius R at the entrance angle ¢
with the yield line distance B from the centre of the circle. If the yield line is too
far away to affect the behaviour of car i then they simply follow the flow of traffic.
Therefore, If |(—B) — z;(t — 7)| > max (D', T" - u;(t — 7) + H) then

t; = ¥(x,u), where ¥(z,u) is decided by (2.2).

If the yield line is within the following horizon then car i begins to look at their
merging window, as well as following traffic flow. If car i-1 hasn’t merged yet then
car i must follow the flow to prevent crashing. This is captured mathematically as,
if |(=B) —z(t —7)| < mazx(D'",T" - w;(t —7)+ H) and 2;_1(t — 7) < —B then

t; = ¥(x,u), where ¥(z,u) is decided by (2.2).

If car i-1 has merged then car i looks at their merging window, if the window is
empty then they accelerate or decelerate to match the roundabout speed U, which is
modeled as,

if |(=B) —z;(t = 7)] < max(D',T" - u;(t —7)+ H), z;_1(t — 7) > —B,
and w;(t — 7) < U, then

MW;(t)] =0

u(t — 1) — U?

]

2fai(t—7) = (-B)[’

]{30<0.
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If |[(=B) — x;(t — 7)| < maz(D',T" - u;(t = 7) + H), 21 (t = 7) > =B, [MW;(t)| =0
and u;(t — 7) > U, then

Yli =Cp - (Uc—uz(t—T))

If car i-1 has merged and car i’s merger window is not empty then they come to a
stop at the yield line. This is described mathematically as,

if [(=B) —z;(t—7)| < maz(D', T"ui(t—7)+ H), x;_1(t—7) > —B and |[MW;(t)| # 0
then

1

et =)~ (B Tl <0

UZ:]{ZO

Lastly if they cross the point of no return they must commit to merging. This is

modeled as,
if R < \/(wi(t’ - 7'))2 + (it — 7'))2 < R+ L then

ﬂi =Cp - (Uc—ul(t—T))

Once merged, cars follow the modified car interaction model with distance as in
equation (3.2). When they exit onto their desired road, they return to the usual car
interaction model (2.2).

Now that we have finished modeling both traffic light and roundabout intersections

we can begin to make comparisons of efficiencies.

3.3 Comparison of Intersection Types

In this section we use our models of traffic lights and roundabout to investigate
advantages and disadvantages of the respective intersection types. This is not simply
a matter of running two simulations and plotting the results. There are many factors
involved in how well a particular intersection type will work in a given situation. For
instance, a particular traffic density could have an optimal choice of traffic light timing

to maximize fuel efficiency, or possibly a different timing to maximize flow. Similarly,



33

for a roundabout there could be a circle size which is optimal for flow but not for fuel
consumption. There is the added complexity of considering different drivers using the
roundabouts. By changing the merger window size, F', the fuel efficiency and flux of
the roundabout could change dramatically. These are all questions we will attempt
to address in this section. The first thing we need is an accurate microscopic fuel

consumption model.

3.3.1 Fuel Consumption Model

We apply a microscopic fuel consumption model which uses current vehicle speed
and acceleration to compute a rate of fuel consumption. The fuel consumption model
is referred to as “Model N” in [13] and is represented by the double sum in (3.6).

Keeping the same notation as used in [13], MOE, is the rate of fuel consumption

Litres
Hour

meters

meers, and “a” for acceleration in

in the units , with “s” standing for speed in

;:f;f&; A detailed description of the parameters and the model derivation can be
found in [13].

log(MOE,) = Z > (kij-s'-a) (3.6)

Model N does a very good job of approximating fuel consumption as can be seen in
Figure 3.4. This plot shows Model N’s predicted fuel consumption rate versus raw
data. The raw data is represented by circles, and Model N’s estimates are repre-
sented by stars. To attach a number to its accuracy a 10 minute test was conducted
comparing Model N to raw fuel consumption data at every second. Of the 600 data
points approximately 97% of the points had less than a 10% relative error with 76%
having less than a 5% error. Model N will be used to attach a fuel consumption rate
to our simulations of roundabouts and traffic lights which allows us to suggest which

intersections are more efficient for both flux and fuel consumption.

3.3.2 Comparison setup

In this section we describe how we make comparisons between roundabouts and traffic
lights. We will be using the intersection models described above with the assumption
that cars will not make left turns. Both roundabouts and traffic light intersections
have characteristics we can change causing an impact on overall effectiveness. The

two we focus on here are roundabout size and traffic light timing. At certain densities
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Figure 3.4: Examples of Model N compared to raw data, taken from [13].

it may be more effective to have a small roundabout versus a large roundabout, or
short traffic light cycles versus long traffic light cycles. We conduct numerical tests
to investigate how effectively these intersections handle low density or high density
traffic in terms of flux and fuel efficiency.

The start of each simulation will be set up in the following way. All cars are placed
on incoming roads and let go once the simulation starts with an initial speed set by a
fundamental diagram. Measurements of fuel consumption begins on incoming roads
300 meters from the centre of the intersection with measurements ceasing at 300 me-
ters past the intersection, or when the simulation ends. The results would be similar
if we kept track of fuel consumption throughout the whole simulation, however, the
difference between the intersections would become less pronounced, which is undesir-
able. Something which is not perfectly clear is where to start the lead car in each
simulation. If we start the lead car at 300 meters from the centre of the intersection
we get consistency from simulation to simulation. The downside is that it becomes
difficult to set a particular traffic density at the intersection because the traffic would
diffuse and speed up before it begins interaction with the intersection. Setting a
particular density at the intersection can be achieved by starting the lead car close
to the intersection, essentially retaining the initial density until interaction with the
intersection begins. This has drawbacks of changing initial starting positions depend-
ing on the roundabout radius which affects travel distance of some vehicles in the
simulation. Varying the density effectively changes two aspects of how cars interact

with intersections. It changes both the spacing of the vehicles and how quickly they
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are moving when arriving at the intersection. With this in mind we can simulate high
density traffic interactions with intersections by capping the speed limit at a realistic
speed for that density. By capping the speed limit and setting the initial density high
we retain the high density and low speed as if traffic was congested throughout the
whole road initially.

We will run each set of simulations 13 times and with each iteration we increase
the duration of the light cycle and increase the radius of the roundabout. The smallest
roundabout under consideration is 14 meters in radius, and with each iteration we
increase its radius by 4 meters. A single lane roundabout with a 66 meter radius
sounds unrealistically large and may indeed be unrealistic. There exist very large
multilane roundabouts which are believed to produce better flux than single lane
roundabouts. If this is true, then our results could be used as lower bounds on flux
for these more sophisticated roundabouts. For traffic light intersections we start with
a shortest cycle of 30 seconds. This equates to 15 seconds in the red phase, 10 seconds
in the green phase and 5 seconds in yellow phase. With each iteration we increase
the total cycle time by 8 seconds implying the longest cycle works out to be over 2
minutes in duration. For each length of cycle we keep the yellow phase at 5 seconds
to ensure cars are able to stop in time. 5 seconds may sound a little long because
most yellow lights last between 2 and 4 seconds. Usually for these intersections there
is a brief period with all 4 lights red. Since we don’t include this, we extend the
yellow light to cover that time. We also made the assumption that as we increase the
size of the roundabout we also increase the speed limit within the roundabout. For
small roundabouts, R < 20m, we set the speed limit to 20 km/h. For medium sized
roundabouts, 20m < R < 30m, we set the speed limit to 30 km/h and finally for
large roundabouts, R > 30 m, we set the speed limit to 40 km/h. Using this setup we
begin testing how the intersections compare to each other as we vary their respective

characteristics.

3.3.3 Comparison Results

The first set of numerical experiments was done by testing intersection effectiveness
at low density. Low density here means incoming roads were set up to have an initial
density of 0.05 with all traffic flowing at 50 km/h. As with all simulations, the lead
car started 300 meters from the centre of the intersection. The results from this first

set of simulations are shown in Figure 3.6. Results from the roundabout are plotted as
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High Density Traffic Light Simulation
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Figure 3.5: Intersections operating at high density

blue circles and traffic light results are plotted as green squares. The plot on the left

shows the average fuel efficiency of a car at each iteration as we increase roundabout

size and traffic cycle time. The plot on the right shows the flux from each iteration.
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Figure 3.6: Low density KM/L per car and flux (right)

This first set of simulations exactly matches our intuition. When traffic is at low

densities cars shouldn’t have to sit and wait at an intersection. This is something

which roundabouts accomplish and traffic lights don’t. At low densities roundabouts

allow cars to enter and exit without any extra decelerating or accelerating. With

traffic lights, there is some luck involved with how long it may take to pass through.

The car may arrive at a green light allowing immediate passage, or the light may

be red requiring the driver to come to a full stop and then accelerate back up to

speed. The latter is very inefficient, especially if there are no other cars using the

intersection. We see these ideas reflected in the plotted results. We also see for small
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roundabouts a slightly lower flux than for the medium and large roundabouts. This
is to be expected with the roundabout’s capacity being small because it increases the
possibility of a car initially not having enough room to merge. To sum up we see
traffic lights do significantly worse in both fuel efficiency and flux due to unnecessary
waiting times at red lights.

The second set of numerical experiments is done by testing intersection effective-
ness at a medium density. Medium density here implies incoming roads are set up to
have an initial density of 0.2 with traffic maintaining a full speed of 50 km/h. The
results from this second set of simulations are shown in Figure 3.7, with the same

setup as discussed above.

Fuel Efficiency Medium Density Flux Medium Density
5
|
o [
2 e .
SEREE E R NI
[}

g4 l""".... o ®

e, | o ® %

;‘_ =

Z, 00 E e®

2 o

J

]

5]
= u
N

. | . ; | ) ; | . ; i
1 1 i § 3 [ n § o 1 i § 3 [ B W
Iteration Iteration

Figure 3.7: Medium density KM /L per car and flux (right)

For medium density traffic we see the traffic light intersection performs marginally
better than the roundabout. As the roundabout size increases we see that the round-
about flux converge towards the values possessed by the traffic lights, however they
still don’t manage to do quite as well. The flux for the traffic light intersection con-
tains a lot of variation which we believe is not due to the cycle length. Instead, we
believe it is related to the actual timing of the lights relative to the initial conditions
of traffic. The decrease in flux between iterations 8 and 11 is a consequence of this
and should actually be increasing towards the top flux’s shown in iterations 12 and
13. We see here that the top flux is achieved for traffic lights at the longest cycle
length, but does this make sense? For arbitrary densities it is not clear whether or
not to expect higher flux at longer light cycles. Each time a light switches from red to
green it takes time for that lane of traffic to start lowing well. Now, suppose we have
a 4-way traffic light intersection as used in our simulations. Also suppose, that the

North-South lanes are experiencing optimal flux, with the other directions waiting at
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a red light. Will this intersection increase its flux by switching the lights? No it will
not, it simply cannot produce higher flux. Therefore, by switching the lights we lose
flux due to the other lane not flowing optimally yet. It is important to note that this
argument only works when the intersection is already operating at optimal flux. In
the above simulation, we are at a density producing close to optimal flux, therefore

it is not surprising to see a slight increase in flux as we increase cycle time.
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Figure 3.8: High density KM /L per car and flux (right)

The third set of numerical experiments is done by testing intersection effectiveness
at high density. High density here implies incoming roads are set up to have an initial
density of 0.42 with traffic grinding along at a sluggish 11 km/h. The results from
this third set of simulations are shown in Figure 3.8, with the same setup as discussed
above.

Unlike in low density traffic, it is unclear from the outset how changing round-
about radius and lengthening the light cycle will affect fuel efficiency and flux at
high density. The results show that longer light cycles and larger roundabouts handle
the high density traffic better in terms of both flux and fuel efficiency. Relative to

each other, the roundabout has a slight edge in flux, with very similar fuel efficiencies.
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Chapter 4

Macroscopic Modeling

4.1 Comparison to Macroscopic Traffic Models

Microscopic models are considered by some to possess higher accuracy than macro-
scopic models and are most useful for small scale modeling. The main issue with
microscopic models is that they are computationally expensive once there are a large
number of cars on the road. Macroscopic models were designed to deal with these large
scale modeling problems, and they do an excellent job. These mathematical models
use partial differential equations instead of ordinary differential equations and rely
heavily on the theory of conservation laws. The most famous of the first order models
is the Lighthill-Whitman and Richards Model (LWR), studied in [3,4], which uses the
theory of scalar conservation laws. We begin our discussion of macroscopic models

with the derivation of this model.

4.1.1 Derivation of the LWR model

Suppose we have a long stretch of road occupied by flowing traffic. Pick any two
points on the road a and g with a < 5. We denote the local density at the point
x € |oy, B] at time t by p(x,t). Since the integral of density is mass we know the total

number of cars in [«, 5] is given by

B
/ p(x,t)dx = Number of cars in the section of road [, f] at time t. (4.1)
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Equation (4.1) is not the only way to calculate the total number of cars in [«, 5] at

time t. This quantity can also be computed as

Total cars in [a, §] = total cars in [a, §] initially + total cars entering [«, 5] up to time ¢

— total cars leaving [«, 5] up to time ¢. (4.2)

Let V(x,t) denote the speed of traffic at position x at time t. The total number of
cars in o, §] initially is given by [ f p(z,0)dz. The total number of cars which have

entered [«, 5] between time = 0 and time = t is given by

/0 pla, T)V (e, 7)dT (4.3)

and the total number of cars which have left [«, 5] between time = 0 and time =t

/0 p(B.7)V (B, 7)dr, (4.4)

where p(z,t)V (z,1) is referred to as the flux at position x at time t. Combining these

quantities we now have the mathematical representation of (4.2) shown in (4.5).

t B
Total cars in [a, §] = /0 pla, TV (a, ) — p(B, 7))V (B, T)dT +/ p(x,0)dz  (4.5)

Since equations (4.1) and (4.5) both describe the total number of cars in [«, 5] at

time t, we equate them to derive the equation

B

3 ¢
/ p(x,t)dx:/o p(a,r)V(a,T)—p(B,T)V(B,T)dT+/ p(x,0)dz. (4.6)

Assuming that both the density and velocity functions are smooth we can rewrite the

RHS of equation (4.6) as
B t B B
/ p(x, t)dx :/0 / — (p(z, T)V(z,7)), dxd7'+/ p(z,0)dx. (4.7)

Taking the derivative in time and using our smoothness assumption to take the deriva-

tive inside the LHS integral we get
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B B
| tetyde = [ (ot V.1, do (45)
B
or, / o, 1) + (p(a, )V (2, 1)), de = 0. (4.9)

Since this quantity is zero for any choice of @ and 8 with a < 8 the term inside the

integral must be identically zero. This gives us the mass conservation law
Op(z,t) + Ox(p(z,t)V (2,t)) = 0. (4.10)

For us to study this equation we need a single unknown quantity, the density p. If we
want to apply this conservation law to traffic we would need the velocity function to
be known, however, it simply is not. The LWR traffic model makes the assumption
that the velocity of traffic is a function of the density. In other words, for any given
density there will be a single velocity in which traffic will want to flow at. This is
referred to as assuming a fundamental diagram and implies V(z,t) = V(p). This
turns (4.10) into

8tp + ax<pv(p)) =0, (4'11)

known as the LWR model. We discuss the fundamental diagrams in some detail in
the next section. Another popular example of a macroscopic model comes from Aw
and Rascle which builds on the work done by Lighthill and Whitman. They add
a second equation to the LWR model creating a system of conservation laws. The
second equation is known as the momentum equation and with its inclusion the model

becomes,

Oip + ax(pv) =0,
OV +p(p)) +VO(V +p(p)) = 0. (4.12)

Notice how we no longer need to assume a fundamental diagram. This is because the
second equation includes the velocity term, V, as a dependent quantity which can
be solved for. This being said, many second order models include a relaxation term
on the RHS of the momentum equation which includes a fundamental diagram. The

term p(p) seen in (4.12) is given and depends on the chosen model. A common choice
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is p(p) = cp?, with ¢, v € R.

4.2 The Fundamental Diagram

The fundamental diagram is a conjectured relationship between traffic velocity and
traffic density used in macroscopic modeling. The first fundamental diagrams were
suggested by Greenshields in 1934 with the assumption that velocity decreases linearly
in density, with maximum velocity at minimum density and minimum velocity at
maximum density. The corresponding parabolic relationship between flux and density

is easily calculated and both are shown in Figure 4.1.
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Figure 4.1: The first fundamental diagram by Greenshields in 1934.

Since Greenshields” model was introduced more sophisticated fundamental di-
agrams have been studied, each with their own strengths and weaknesses. Some
examples include the multi-valued function used in the study of 3-phase flow seen
in Figure 4.3, the steep hyperbolic tangent functions seen in Figure 4.2 and the
commonly used slight variation on Greenshields’ original model shown in Figure 4.2.
Using a non-local traffic model, [llner and Herty in [9] studied the differences between
multi-valued fundamental diagrams and the hyperbolic tangent function plotted in
Figure 4.2. Overall, the resulting traffic predictions were similar, with the multi-
valued function exaggerating certain aspects of traffic such the as formation of jams
at bottlenecks. Qualitatively, however, the behaviour was very much the same. In a
later section we compare different fundamental diagrams for the LWR model and we

will see that resulting traffic dynamics rely heavily on the chosen diagram.
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Figure 4.2: Two other fundamental diagrams.

All fundamental diagrams should have a linear portion starting from 0 density up
to some critical value p.. This indicates that in low densities cars do not interact with
each other and hence, the flux should simply depend linearly on the density. How
flux relates to density for values greater than this p. is very dependent on the choice
of diagram and even the particular situation. Many fundamental diagrams include a
rather steep drop in flux at a particular density pjqm With pjem > pe. This steep drop
in flux is consistent with observation and reflects the formation of traffic jams which
are assumed to significantly reduce flux. This brings us to the focus of this section.
How does the formation of jams impact flux? At what densities will jams begin to
form? What would a fundamental diagram look like which reflects these results? In

this section we will use our car interaction model to answer these questions.
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Figure 4.3: The fundamental diagram used in 3-Phase flow.
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4.2.1 Formation of Jams and its Impact on Average Velocity

As shown in [12], traffic jams can form without a bottleneck, intersection or accident
perturbing the flow. In particular, we are interested in jams which form from, what
appears to be, smoothly flowing traffic. We think that the minimum density for which
these jams will form is at pjgm,, introduced above. Before we can justify this we need

to show that the formation of these jams causes a decrease in average velocity.

°
o 0 N
C RS %%,
/- - ’ Pt e ’
/ \ 3 -/ ‘- s
I I (e - .
\.t - - o a
T\ /o -, Y
¢ -/ e °
Lo -/ e Y
oe® e ee®
“w e . o - .
6 C) Lo 20 ‘® < Cd
- \®\ . /Y o\ .
tof [ f \®\ 10| (@ \.\‘
> o ‘ - ® ‘
ol ™ o “ AL o) .
\@\ /% s \ /o s
. A\ Py 2ol \@ Ay
e & R A ® R
. o 30 e )
oe® . ®oe® .
3

Figure 4.4: Jam formation reducing average speed.

Mimicking the experiment done in [12], we let 22 cars drive around a 230 meter
track with the intent of driving 30km/h or roughly 9m/s. The simulation starts
with all vehicles traveling at roughly 7m/s, with all cars evenly spaced out with a
small amount of error. Figure 4.4 shows four different time steps of a simulation in
chronological order from left to right, and top to bottom. Each of the four images
depicts the cars in the circle on the left, and the average speed on the right. Initially,
we see that the speed is slowly decreasing linearly in time. This is because some cars
in the circle are braking and the density is too high for any car to accelerate beyond
the initial 7m/s. The first plot is at approximately 20 seconds into the simulation
with the average speed slightly reduced from 7m/s to around 6.4m/s, with no jams
visible in the circle. The next plot is taken 10 seconds later with the first signs of a
significant velocity drop but no signs of a jam. The third plot shows increased density
at the top of the circle with continued drop in velocity and the final plot shows the
high density on the bottom of the circle with average vehicle speed around 4m/s.

The most significant aspect of this simulation is the reduction in average speed
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and consequently the drop in flux. The reduction of average speed from nearly 7m/s
to 4m/s means after the jam formed the flux was only 60% of what it was before the
jam. With the formation of these jams causing a significant decrease in flux we expect
the maximal flux over all possible densities will occur in a region where these jams are

not forming. With these concepts in mind we look deeper into fundamental diagrams.

4.2.2 Applications to The Fundamental Diagram

In this section we use our car interaction model to compute a fundamental diagram
from simulation results. We do this by running simulations similar to the experiment
done in [12] for all possible densities and recording the average speed and flux. We
hope to see a linear relationship between density and flux initially, and then a decrease
as car interactions begin to impede the flow. Once jams start to form we expect a
severe drop in flux as shown in the previous section. Each simulation contains 45
sub-simulations, each of which are run for 200 seconds. The first sub-simulation
places one car on the 230 meter track and lets our microscopic model dictate its
movement throughout the 200 seconds. The second sub-simulation, places two cars
on the track and the third places three and so on. With the goal being to compute the
average speed of traffic for a given density, we only keep track of vehicle speeds over
the last 100 seconds. This removes the bias of the chosen initial speed, and gives a
better approximation of what equilibrium speed traffic wants to flow at. This process
is repeated up to the 45th sub-simulation, which corresponds to maximum density.

Each set of 45 sub-simulations is run ten times with the results shown in Figure 4.5.
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Figure 4.5: Results after 10 simulations for density vs. flux, and density vs. velocity.
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There are two important things to notice about the results shown in Figure 4.5.
The first thing is the expected linearity between flux and density for low densities.
This is not overly profound, however, it matches our expectations of real traffic flow.
The other interesting result is the variation in results between simulations. Notice
for low densities, we have almost no variability. Again, this is because there are no
car interactions in this regime, so small changes to the spacing between cars will not
impact the resulting flux. This is not the case for densities between approximately 0.4
and 0.7. In fact, we see some simulations have almost half the flux of others with the
difference in initial condition being extremely small. Traffic dynamics in this region
of density are often referred to as “unstable”, or essentially unpredictable, so the fact
that our model shows this instability is rather promising. To extract a fundamental

diagram from these results we simply average the fluxes at each density.
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Figure 4.6: Computed fundamental diagrams.

The resulting fundamental diagram shown in Figure 4.6 captures all of the features
we would look for in a realistic fundamental diagram. We see the linear density to flux
relationship for low densities, the steep drop at pje, ~ 0.45 and a smooth decrease
to 0 flux as the density increases. One feature of this fundamental diagram we are
pleased with is the short linearly decreasing section between approximate densities of
0.33 and 0.45. This is describing that between densities of 0.33 and 0.45 cars will have
to reduce their speed due to interactions between one another, however, the reduction
is not dramatic. Drivers frequently encounter these densities where they aren’t going
quite as fast as they would like, but traffic is still lowing smoothly. Recall that
these results are for slower moving traffic, for example, traffic in a roundabout. This
fundamental diagram does not simply translate to all types of roads. Notice in Figure

4.6 we have traffic maintaining the speed limit up to a density of approximately 0.33.
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This means that if there is one car in every three car lengths traffic should be able
to sustain maximum speed. This does not translate to all speed limits. If the speed
limit is 80 km/h =~ 22m/s this translates to drivers being comfortable less than half
a second behind their leading car, which would be completely unsafe and unrealistic.
So what does our model say for higher speed limits? First, we need to mention that
our model is not calibrated for this type of traffic, although, we can extract some
general features from it. In Figure 4.7 we show the velocity fundamental diagram
predicted for highway type traffic. The speed limit is taken as 80 km/h and all other

model parameters are left as in previous simulations.

Highway Velocity Fundamental Diagram
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Figure 4.7: Computed fundamental diagram for highway speeds.

Our goal here is not to analyze every aspect of this result because we have not
validated our model at these speeds. The question that brought us here is whether or
not the fundamental diagrams should be the same for all speed limits. The obvious
answer is no, the check on comfort distance was enough to answer that question. We
see that this is addressed by our model. Notice in Figure 4.7 that the maximum
speed is only sustained up to density 0.17, a significant change from the 0.33 which
our roundabout fundamental diagram predicts. Our model shows this earlier drop
in velocity through the aggressive driving condition. Recall that a driver will ignore
the speed of their leading vehicle if H + T - w;(t — 7) < cq(zia(t — 7) — 25(t — 7)),
where H is the minimum safety distance and T u;(t — 7) is the distance traveled in
T seconds. Suppose we have a car traveling at the speed limit, U,,., = 9m/s, then
at what distance does their leading car need to be for the aggressive driving term to
take over? Using our calibrated parameters of H = 7.12, T =2and ¢y = 1.7, we
get 712 42-9 < 1.7+ (z;_1(t — 7) — x;(t — 7)). Dividing by the 1.7 we see that if
(x;i_1(t —7) —x;(t — 7)) > 14.77 the ith car will accelerate towards the speed limit.
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L
Ti—1(t—7)—xi(t—7)°

Thinking in terms of local density, proea = we can rewrite this ag-

gressive driving condition as,

Accelerate towards the speed limit if

L
H+T ut—7)

Plocal < cy4-

Plugging in our numbers from above we see that the car will accelerate towards the

5.12
14.77

the density at which the average speed begins to decrease from U,,... Essentially,

speed limit if pjeq < = 0.34. Referring to Figure 4.6 we see that this is exactly
if all drivers continue to perceive that they have enough space to accelerate to the
speed limit, then eventually all cars will be going the speed limit. This implies that
we have control over where the decrease in speed begins directly through the choice
of ¢4. If we repeat this calculation for the highway speeds of U = 80km/h we
see that cars will accelerate towards the speed limit if pjoecq < % = (.17, which
again matches the decrease in speed shown in Figure 4.7. A local density of 0.17
corresponds to 30.07 meters between cars. This may seem a little close because a car
traveling at 22m/s will cover that distance in 1.36 seconds. This is not the usual 2
second rule that most drivers go by, however, as mentioned in our calibration section
we needed to make these drivers more aggressive than expected to get the desired
results. In fact, if we repeat this distance calculation for our calibrated speed limit
Upmaz = 9m/s, we see a local density of 0.34 corresponds to a distance of 14.77 meters.
A car traveling at 9m/s covers 14.77 meters in 1.64 seconds which also violates the 2
second rule. We are unable to comment on the accuracy of this specific fundamental
diagram or if all of its features make sense. We do know that the earlier drop from
maximum velocity matches our expectations and the smooth decrease down to zero
velocity looks reasonable.

Before leaving this topic, it seems natural to ask if there exists a relationship
between fuel consumption and density similar to the one between flux and density.
The first thing we need to do is clarify what we mean by fuel consumption. There

are two important quantities to consider when discussing fuel consumption namely,

Litres
Hour

. In this section we mostly deal with

the rate at which a car is consuming fuel, given in the units , and the second

Kilometers

being fuel efficiency, given in the units =72

the rate of fuel consumption.

Intuitively we expect total fuel consumption per unit time to increase with the
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number of cars on the road. Is this necessarily correct? How does density affect the
average fuel consumption per car? Does the goal of minimizing fuel consumption on
a roadway counteract the goal of maximizing flux? To try and answer these question
we rerun the same 10 simulations as we did in our fundamental diagram investigation,

except this time we keep track of fuel consumptions.

Total Fuel Consumption Rate Average Fuel Consumption Rate per Car
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Figure 4.8: Total fuel consumption rate, and fuel consumption rate per car

The first batch of results is shown in Figure 4.8. The plot on the left is the
total fuel consumption rate averaged over the ten simulations and on the right is
the average fuel consumption rate per car averaged over the ten simulation. The
most noticeable feature is the large jump in the fuel consumption per car at pjgm.
This is no surprise. The fuel cost of accelerating is significantly more than the cost of
maintaining a constant speed. With the formation of jams starting we get significantly
more switching between acceleration and deceleration than in lighter traffic. If a bad
jam forms with fewer cars in the circle this allows the cars to accelerate up to full

speed then slow back down soon after. This is highly inefficient! Notice that cars in

6.5L
Hr

Are we saying traffic at high density isn’t bad for fuel

lows density traffic are consuming roughly and that the cars in high densities

5L
Hr-®
consumption? Absolutely not, this is where fuel efficiency becomes important. Yes,

are consuming roughly

when a car is in very heavy traffic it is essentially idling, which means it is consuming
fuel at a very low rate. But, as we know from our fundamental diagrams, this traffic is
also moving very slowly. Therefore, the % will be very low causing a larger amount
of fuel to be consumed overall. With this in mind we can incorporate traffic speed

into the analysis of fuel consumption.

Kilometers

i o, the number of kilometers on average a car will

Figure 4.9 is a plot of
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Average Fuel Efficiency per Car
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Figure 4.9: Fuel efficiency per car in KM /L

travel per litre of fuel consumed. This quantity is easily derived from our fuel con-
sumption rate. Suppose we have a car consuming fuel at some rate. This rate of
fuel consumption can be expressed in two ways, either as HLT or % Although these
numbers will be different, they are telling us the same thing. One is saying how many

litres a car will burn in an hour, given as and the other is saying how many hours a

H )

car can drive per litre of gas, given as %, We choose to work with 4~

5 since it ends up

presenting the resulting information in a more convenient way. Taking this quantity

for fuel consumption rate, we multiply it by the vehicle speed given in =7+ K M oiving us

Hr- KM _ KM
L-Hr — L

farthest distance traveled for the least fuel, or very efficient driving, and low values

the resulting units . The largest values in Figure 4.9 correspond to the
correspond to the least distance traveled per amount of fuel, or inefficient driving.
Similar to the velocity fundamental diagram we see a constant up to p.. This is a
result of cars not interacting, therefore the fuel consumption raises at the same rate
as the sum of vehicle speeds. At pjq, We see a very steep drop because the velocity is
quickly decreasing as the fuel consumption per car stays fairly high, as seen in Figure
4.8. This plot also confirms that slow moving traffic, although consuming less fuel per

unit time, is overall significantly less efficient in the long run. An interesting result

Kilometers

here is how similar the =
Litres -Cars

looks to the velocity fundamental diagram in Fig-
ure 4.6. This similarity can be interpreted as the optimization of flux on a roadway
will automatically give you the best fuel efficiency in the process. The resulting fuel
consumption fundamental diagram (FCEFD) would be the average fuel consumption
rate per car, shown in Figure 4.9. This could give macroscopic modelers a quick way
to estimate fuel consumption based on density and attach a specific cost to a given

traffic scenario. If a macroscopic traffic model is used to show how improvements to
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a roadway can improve flux the FCFD could be used as a cost analysis tool. Before

the FCFD can be applied in these situations it needs to be tested for accuracy.

4.3 Density Evolution

In this section we focus on using the car interaction model and simulation results
to derive quantities more comparable to macroscopic traffic modeling. As mentioned
before, macroscopic traffic models focus on the evolution of density and not the motion
of individual cars. Ideally, we would like to be able to compare our microscopic results
to macroscopic results; however, the current format of our results don’t allow us to
make such comparisons. In this next section we develop numerical techniques to

derive approximate vehicle distributions from density data.

4.3.1 Numerical Approach

The goal here is to develop a numerical technique for comparing microscopic to macro-
scopic models. We do this by taking the initial traffic density distribution, required
for the macroscopic model to begin predicting traffic conditions, and extracting ve-
hicle positions corresponding to the density distribution. With the estimated vehicle
positions we can run our microscopic traffic model for the same length of time as
the macroscopic prediction. At this point a comparison can be made it two ways:
One way would be to again extract the vehicle position from the macroscopic density
distribution to compare positions of cars microscopically, or we can approximate a
density from the microscopic model to compare to the macroscopic prediction. These
concepts are straightforward, but we need to ensure that we have a clear understand-
ing of how to accurately extract vehicle position from the density.

The macroscopic density, p(z,t), can have several interpretations, some of which
make our goal of transitioning to microscopic fairly ill-conditioned. There is however,
one popular interpretation which is convenient for our purposes. Here, the macro-
scopic density at a point is simply taken as the inverse of the average distance to the
next car down the road. Microscopically, we can think of this as the average num-
ber of cars in some unit length, in other words, if car i looks ahead one car length,
how many cars should they expect to see? Does this make sense? Suppose traffic is
bumper to bumper, maximum density, then macroscopically this would imply p = 1.

If we switch to thinking microscopically, car i should expect to see exactly one car
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if they look one car length ahead. For this particular situation the macroscopic to
microscopic interpretation is consistent with what we expect. Given that we under-
stand how to compare these two idea of densities, we need a method of transforming
a density distribution into car placement.

Suppose over a given section of road [a, b] we have a density distribution p(x,to)
as seen in Figure 4.10. Since we want to use a microscopic traffic model on this data
we need positions of individual cars on the road. Using that the integral of density is
mass, we search for the largest point z; € [a, b] such that ffl p(x,to)dx = L. This is
a simple root finding problem for the function f(x,ty) = f; p(x,to)dx — L.

<—Rho(x,to)

Figure 4.10: Sample density distribtion

In Figure 4.10 we have a road length of 200 meters with a = 0 and b = 200, with

the initial density distribution defined as the simple piecewise function,

.008(x — 100) + 0.8, if x <100
008(100 — ) + 0.8, if z > 100,

In this case, finding the x; such that f(z1,%y) = 0 is simple and can be done by hand.

Assuming that L = 5 we solve the following problem for x;

200
/ p(x,tg)dx — L = 0.
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Where p(z,ty) is defined as in (4.13). With some basic integration we get

200
—0.004(x — 100)* 4+ 0.82] — L =0

1

—0.004(100)? + 80 — (—0.004(x; — 100)? +0.82,) — L =0
After some simplifying, we derive the quadratic
0.0042% — 1.6z, 4+ 155 =0

which has roots at x; = 164.644, 235.355. We want the first root, x; = 164.644,
because the other root is not in our domain. This first region is plotted in Figure
4.11.

Figure 4.11: Placing the cars

By finding x; we have a section of the road, [164.44,200] € [0, 200], which contains
our leading vehicle. This brings us to our first dilemma. By the definition of density
which we are using, we expect there a be car somewhere in this interval; however, to
use our microscopic model we need the exact position of this car. To deal with this
we simply choose the position of the first car so that its back bumper is on the point
x1. This is not the only choice; in fact, we could put this car anywhere in [164.44, 200]

and we would still be using our definition of density correctly.
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Once we have found the placement of car i at, x; € [a,b], we place the next car,

indexed by i+1, at the relevant root of the equation f(z;11,%9) = f$z:-1 p(x,to)dx — L.
This process is repeated N times where [7™" p(x,to)dx = L and [ p(z, to)dz < L.
The final placement of all the N cars is plotted in Figure 4.11.

Another dilemma this method can run into is a lack of complete definition of the
density p(x,t). Often when modeling with pde’s the density is only defined on a
subset of the road known as a grid. The grid is usually defined in terms of equally
spaced points along the domain with the distance between points determined by the
time step, the required accuracy and how much computation power is available. In
some situations the domain can be several kilometers long, meaning the grid points
could be several meters apart. If the grid points are this far apart it may be impossible
to get even a single digit of accuracy with the root finding problem. To deal with this
problem an interpolation technique can be used to extract a much finer grid than used
by the macroscopic model. This would allow for higher accuracy on car placement

without impacting the macroscopic simulation.

4.3.2 Microscopic to Macroscopic Comparison

Now that we have developed a method for extracting car positions from a density
profile, we are able to make direct comparisons of macroscopic and microscopic traffic
models. For simplicity, we compare our microscopic model (2.2) to the basic LWR
model (4.11) derived above. There are three main things we wish to accomplish with
these comparisons. First, we want to apply the density to car placement method to
ensure its validity. Second, we want to compare how the two models predict traffic
conditions, and finally we want to investigate which fundamental diagram causes the
macroscopic predictions to best match the microscopic predictions. This raises an
interesting question; why compare the two models if we don’t know which model is
correct? Yes, we do not have overwhelming evidence that (2.2) accurately predicts
highway traffic flow; however, we do know that it is quite reliable when it comes to
reproducing the circle experiment studied in [12]. With this in mind, we will perform
all of the comparisons on a circular track at low speeds, meaning we must induce
periodic boundary conditions on the macroscopic model.

We will run the comparisons on a circular track with circumference D and speed
limit U4, We take the initial density distribution p(z,0) with = € [0,D] and set
p(0,t) = p(D,t) since the domain is a circle. We partition the spatial domain, [0, D],
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into M equally spaced points distance Ax apart. This implies 0 + M - Az = D.
Working towards an accurate numerical approximation of the LWR model we recall

the conservative form of the LWR model,
Op + 0:(pV (p)) = 0.

For simplicity we let ¢(z,t) = p(z,t)V(p(x,t)), where g(x,t) is known as the flux

function. We estimate % using the forward Euler method in time, giving

~
~

ot At

op(z,t)  plz,t+ At) — p(z, t)'

We need to be much more careful with the spatial derivative, because depending on
the choice of scheme, the results can vary wildly. The most popular choice among first
order schemes is the upwind scheme. The advantage of this scheme is its simplicity
to implement and its stability, for linear problems, if the Courant-Friedrichs-Lewy
condition, or CFL condition, is satisfied. Suppose we have a grid point, x, and want
to compute the value at the next time step, u(z,t + At). In the true solution, the
evolution of this point, between ¢t and t + At, will be affected by some domain of
neighboring points. This set of points which influences the motion of the particle
is known as the domain of dependence at x between times ¢ and ¢t + At. The CFL
condition ensures that the domain of dependence for the true solution is a subset of
the numerical domain of dependence. For the upwind scheme, the CFL condition
ensures that information cannot travel farther than a grid point at each step. If This
idea is nicely illustrated through the one-dimensional linear wave equation shown in

(4.14).
ou ou B

o "o

Equation (4.14) describes the wave propagation in direction x at velocity a. The

0. (4.14)

distance a wave will travel in At seconds traveling at velocity a is a - At. To ensure it
does not travel farther than a grid point, we set a - At < Az. Therefore, the upwind

scheme for the one-dimensional linear wave equation satisfies the CFL condition if

ar

an

<1 (4.15)

We take a similar approach to get the CFL condition for the scalar conservation law.
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Using the chain rule we rewrite (4.11) as

0 dq 0
9, 9adp _

5t 37 = 0. (4.16)

Setting a(p) = g_Zv we have our scalar conservation law looking very similar to the
linear one-dimensional wave equation (4.14). The only difference is that the wave

speed, a, is a function of the density. Therefore, the CFL condition is satisfied if
supa(p) - ﬁ—; < 1, which is a necessary condition for stability. Assuming we have

P
chosen our CFL condition appropriately, we now apply the upwind scheme to (4.16).

We first move the spatial derivative over to the RHS and use forward Euler on

the time derivate giving

dp;
7.7’+1 = n — At - n L
P = ()5
where p denotes the density at position i at time n + 1. What makes upwinding

more effective than a basic Euler method is it uses the wave direction to help choose
the proper direction of finite difference. The scheme is as follows
If a(p?) > 0, then

ntl_ o At.g np?_P?q
P =0 ) =x,
otherwise . .
P =0 alpi) =
In the case of the scalar conservation law a(p) = ?TZ’ therefore, this also needs to be

approximated using finite differences. Using a finite difference scheme for a(p) we

write our upwind scheme in its final form
At ( <q” —q ) . (q” —q
n+1 n i+1 % n n i+1 7 n n
P =P | max | ————~ n>0 - (p — pi1) +min n—n>0 “(Pie — i) )
Ax Pix1 — P; ! Pix1 — P; i

Although the upwinding scheme is nice and stable it is sometimes too diffusive. To
avoid the issue of too much diffusion some second order models are used such as the

Lax-Wendroff scheme,

At At?

P?H =p; — E(QZA — i) + A2 (AH%(QZLH —q') — AF%(Q? - anfl)) ;o (4.17)
where A, 1 = qZL:qZ and A, 1 = %.
2 Piy1—P; 2 Pi —P;1

The issue with many second order schemes, including this one, is that they are
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dispersive. Dispersion in these schemes shows up as oscillations at shocks or other
discontinuities in the data. Since discontinuities in our data are likely to occur, we
need to control the dispersion in these higher order methods. This is done through
a type of method called a high-resolution method. These methods are designed to
combine the strengths of the upwind scheme and second order schemes. This achieves
accuracy at shocks or discontinuities, and second order accuracy where the data is
smooth removing any incorrect diffusion or dispersion. The most common type of the
high-resolution methods are known as flux-limiter methods. The numerical scheme
is generally expressed in terms of the flux at cell edges, as shown in (4.18). The ith

cell has density at the left edge i1 and density at right edge p, 11

A
o = o = e (Ul — QU ))) (4.18)

We let qfﬁigh denote the flux at the right cell edge as calculated by the higher reso-
2

. , hi
lution scheme. In our case qu 1
2

as calculated by high resolution Lax-Wendroff scheme (4.17). Similarly, qZ’rlfw de-
2

notes the flux on the ith cell’s right edge as calculated by the low resolution upwind

" would denote the flux on the ith cell’s right edge

scheme. We define the flux at cell edges as

n _  nylow ) n,low _ n,high
Q(pl+l) _ql+% gb(el) (qz—‘,—% ql+% >

) =g = o(b) (a1 — k)
2 2 2

)

9, — Perazp?

T pitl—pi

successive cells in the upwind direction, with i = i —sgn(A4,,1). 0’s job is to measure
2

where ¢ is called the flux limiter. gives the ratio of gradients for
how steep the solution curve is, and ¢’s job is to decide which of the high or low
resolution schemes is best suited for the situation. Immediately, we observe that
when ¢(6;) = 0 the flux at right cell edge is given exactly by the low resolution

7l — 7l Y
scheme, Q<f0?+%> = qzr%ow. If $(0;) = 1, the qzréow s cancel out and the flux on the
n, high
it
There are many choices for the limiter function ¢ and finding the right one for a

right cell edge becomes exactly the high resolution flux Q(p, . ) =

specific problem can be a bit of a trial and error process. A basic flux limiter is called
the van Albada 2 limiter and we quickly analyze it to get a feel for how these limiter

functions work.



o8

The van Albada 2 limiter is defined as

Ovanawz(0;) =

Pl (4.19)
Recall that 6; is the estimation of the smoothness between cell i and its upwind
adjacent cell. #; =~ 1 implies the adjacent cells have a similar change in density over
their respective cells. This is how our scheme interprets smoothness. If 6; << 1 or
6; >> 1 it means the change in density over one the cells is dramatically different
than the other. This is sometimes referred to as a kink in the data, and the scheme
would interpret this is being not smooth. If we take our smooth data, 6, ~ 1,

and plug it into @dvenane we get a number which is still close to 1. This is good
n, high
i+3

0; interprets kinked data, for example 6; >> 1, we get @vanane close to 0 putting

because this puts emphasis on ¢ , the high resolution flux function. If instead,

n, low
it+3
1. The last option is #; < 0 which could occur at a local extrema in the data. In

emphasis on ¢ , the low resolution scheme as seen above. Similarly for 0 < 6; <<
this situation we take ¢yaname = 0 to avoid the high resolution method causing an
increase in total variation. An advantage of flux-limiter methods is they are total
variation diminishing, (TVD), which implies the total variation is non-increasing as
time evolves. This is a desirable property for numerical approximations of scalar
conservation laws because the true solution is also TVD.

Now that we have an understanding of how flux-limiter methods work we use the
upwind scheme as the low resolution scheme and Lax-Wendroff as the high resolution

scheme. We begin putting together our numerical scheme.
n, low n, high
i+ i+

represents the flux from the upwind scheme on the right cell

To start off, we define ¢ and ¢ , the low and high resolution flux at the

n, low
it
edge. An equivalent version of the upwind scheme is given by

right cell edge. q

wrl o At )@ =gy, ifa(pf) >0
Pi =P — Ar )
z Qz‘n+1 —q;, if a(plﬂ) < 0.

Therefore, the flux on right cell edge depends on the wave direction giving

miow )@ ifa(pl) >0

s (4.20)
= | gp ifa(ep) <o
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Similarly for the flux on the left cell edge

nifa(pr) > 0

qr, ifa(p}) <O0.

n, high
i+
exploiting the result that when ¢ = 1 the scheme uses purely the high resolution

n, high
.1
i-3

We derive the quantities ¢ and ¢

by working with equation (4.18) and
scheme. We can rewrite equation (4.18) as

At , 4
n+l _ n__ n,low ) n,low  mn,high) n,low ) n,low _n, high
ot = =gy (i — 060 (i — i) = (a2 = 000m) (47 - 24 )))
(4.22)

Taking ¢ =1,
At - :
ntl _ n _ n,high _ n,high )
ot =t = g (- a)

Equating this with the Lax-Wendroff scheme we get

nohigh  n high  Qit1— Qi1 At n n n n n_ n
QH% - C]i_% = 5 T 9AL (a(PH%)(%H —q) — a(PF%)(qz‘ - Qi—1)> :
Adding and subtracting 4 to the RHS
n,high  n,high _ Qi+1 — Qi @i — i-1 At < n no oy (m n_ n )
Gy =4 " = T oA AP )@ —a) —alp (g — ¢ty -

Collecting the (¢, — ¢}') and (¢} — ¢f"_;) terms together,

, , 1 At 1 At
n,high _ n,high _ = = n n o .n - = n n_.n
Gy -y =5 (1 Saalot et - ) ) + 5 (14 Srall et~ )

giving us the final forms

At n
. — ara(p? 1)
n, high Az i+35 n n
g1 = 5 (@ — a) (4.23)
. 1+ £La(pt )
g = - (), (4.24)

Although this is a fairly involved numerical procedure it has very nice properties
including stability, no limitations on data type, and it is TVD. We do a few simulations

with this model and compare the results to our microscopic traffic model, (2.2).
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4.3.3 Results of Comparison

Before we begin simulating the LWR model with the numerical method described
above, we discuss what we hope to achieve from this. It is well documented in the
literature that the LWR model does not predict the formation of stop and go waves,
and overall does a pretty rough job of predicting certain traffic phenomena. We
also know that the LWR model is TVD, implying that if initially traffic density is
somewhat uniformly distributed, or close to a constant density, then it must retain,
or decrease, its current amount of variance. This is something which we know is not
always the case in traffic. Our microscopic model is built around the idea that these
jams can form, and that they can severely disrupt the flow of traffic. The fact that
these jams can form from nearly constant density implies a model having the TVD
property cannot predict the formation of the types of jams studied in [12]. Therefore,
an accurate traffic model should not possess this property. One might ask why we are
bothering with these comparisons if the LWR is known to be inaccurate? Despite the
models shortcomings, it has some very important strengths making it widely used.
First and foremost, the model and its principles are conceptually easy to grasp. This
allows the model to be used by anyone who a has basic understanding of partial-
differential equations. This is not the case for higher order models. Another strength
of this model is a basic numerical scheme can be implemented, and computed, with
reasonable results in a short amount of time. Essentially, the model is convenient
to use and believed to be good enough to get some reasonable results. With these
ideas in mind we will not be using the LWR model as a benchmark to test our
model; instead, we use our model to test the inaccuracies of the LWR model. This
limits the comparisons to be done at speeds where our model is validated, therefore,
we will make comparisons at speeds around 30 km/h. Since we expect the LWR to
show significantly different dynamics than our microscopic model, we will also make
comparisons based on predicted travel times around the circle. Microscopically, this
will be done by average vehicle speeds around the track, and macroscopically, this
will be done by averaging all speeds dictated by the fundamental diagram at each
grid point.

We will run a total of 6 simulations, one low density test and one high density test for
three different fundamental diagrams. Two of the three are the fundamental diagrams
seen in Figure 4.2, and the third fundamental diagram is the one derived by our car

interaction model, seen in Figure 4.6. The simulations will be run on a one kilometer
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long track with a speed limit of 30 km/h.

We start with a plot of the two initial conditions used in these simulation. The
first set of simulations will use the lower density initial condition seen on the left of
Figure 4.12, and the second set will use the higher density initial condition seen on
the right of Figure 4.12.

Low Density Initial Condition High Density Initial Condition
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Figure 4.12: Initial conditions for Microscopic vs. Macroscopic comparisons.

The results from the low density comparison are shown in Figure 4.13. There
is a lot of information shown here, so before we discuss the results we will clarify
what is being displayed. Each of the six individual plots contains an image of the
individual cars on the left, an estimation of the microscopic density in the middle,
and finally the LWR model on the right. The microscopic model is dictating the
behaviour of the cars shown on the left, and an approximate density at each time step
is plotted in the middle. The two plots along the top have the LWR model using the
Greenshields-like fundamental diagram, the middle two plots are using the hyperbolic
tangent fundamental diagram, and the bottom row is using our derived fundamental
diagram. The left column is showing the traffic conditions after approximately 5
seconds, and the right column shows conditions after approximately 40 seconds. The
estimated time for a car to travel around the circle in the microscopic model is shown
in the microscopic density plot, and the LWR model’s travel time prediction is shown
in the LWR plot.

We begin discussing the results of the first set of simulations by focusing on the
plots down the left column of Figure 4.13. If we look at the shape of the curves we
see that the Greenshields-like model, on the top, is closest to the shape possessed by
our microscopic density. The microscopic model shows the minimal steepening to the
left of the density peak, and minor flattening to the right of the density peak, but not

to the same degree as shown by the other two fundamental diagrams. We see for all
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Figure 4.13: Microscopic vs. Macroscopic comparison for low density traffic.

fundamental diagrams that the LWR model predicts a shift to the right in density,
which is not shown by the microscopic density. We ignore this for now because it is a
minor inconsistency between the individual cars and the microscopic density. Looking
at projected travel times around the 1 kilometer track, the Greenshields-like model is
closest by estimating 123.7 seconds compared to the microscopic estimation of 125.5
seconds. The next closest is our derived fundamental diagram with an estimation
of 120.6 seconds, and a distant third goes to the hyperbolic tangent with a terrible
estimation of 211.1 seconds. The hyperbolic tangent predicts a long travel time
because its flux drops to almost zero past densities of approximately 0.3. This is
very different from what our microscopic model predicts. We now shift focus to the
second plots which are approximately 40 seconds into the simulation. Looking only

at the density distributions, we see that our computed fundamental diagram, ( on the
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bottom ), gives the best approximation of the microscopic density. The Greenshields-
like model is too smooth, and seems to have overestimated the total flux resulting in
the density moving too far to the right. The hyperbolic tangent, (in the middle ),
looks to be the worst of the three due to the severe lack in flux in the higher densities.
In terms of travel times, again the Greenshields-like is closest with an estimated 123.6
seconds compared to the microscopic estimation of approximately 124.0 seconds. The
second best goes the our fundamental diagram with an estimation of 120.8, and
the worst again goes to the hyperbolic tangent with an estimated travel time of
222.8 seconds. Overall, the Greenshields-like fundamental diagram performs best with
accurate travel time estimations, and decent density approximations. The second best
is our fundamental diagram with the hyperbolic tangent being a distant third. As we
move to the higher density simulations we see a shift in which fundamental diagram

performs best, we begin our analysis of these results.
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Figure 4.14: Microscopic vs. Macroscopic comparison for high density traffic.
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The plots in Figure 4.14 have the same set up as in the previous set, with the
Greenshields-like fundamental diagram on top, the hyperbolic tangent in the middle
and our derived fundamental diagram on the bottom. Looking down the left column,
results from early in the simulation, we see that the LWR model, for all three fun-
damental diagrams, fails to capture the initial formation of jams. From the outset
we knew it was not possible for the LWR model to predict such behaviour due to
the TVD property. Despite the missing detail, the density distributions of both the
hyperbolic tangent and our fundamental diagram do a decent job of matching the
microscopic density early in the simulation. At this point, the microscopic model
predicts a travel time of approximately 319 seconds, with the next closest being our
fundamental diagram predicting 332 seconds. The next closest is the Greenshields-like
fundamental diagram with a prediction of 181 seconds, and the hyperbolic tangent
predicts 767 seconds. We observe that the Greenshields-like fundamental diagram
overestimates the flux, and that the hyperbolic tangent continues to significantly un-
derestimate the flux at medium to high density. Looking at the second set of plots, we
begin to see the extreme difference between the microscopic and macroscopic traffic
predictions. If we ignore the oscillations in the microscopic density, we see there is
still a presence of the original two peaks of density. Again, we have the hyperbolic
tangent and our fundamental diagram doing a better job of matching these underlying
peaks shown in the microscopic density. The large differences between microscopic
and macroscopic predictions is not only visible in distribution of density, but also the
predicted travel times. The microscopic model predicts a travel time of roughly 471
seconds, with the closest again being our fundamental diagram predicting 356 sec-
onds. The Greenshields-like fundamental diagram predicts a 194 second travel time

and the hyperbolic tangent predicted 989 seconds.
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Chapter 5
Concluding Remarks and Outlook

We have designed a microscopic traffic model (2.2) to be used in the simulation and
testing of small scale problems in traffic. The model was validated by recreating
the experiment done in [12] and showing that it predicted nearly identical dynamics
as seen in the experiment. The next step was the design and analysis of different
intersection types. Our models of these intersections include some simplifying as-
sumptions, for example, the exclusion of left turns. Many other details can be added
to these models, including: Multiple lanes, cyclists and pedestrians, and adding more
driver psychology into the merging process. For example, merging vehicles don’t al-
ways wait until a car has exited the roundabout before feeling it is safe to merge,
instead, they respond to cues from the exiting driver. Some cues a merging driver
would look for are: Whether or not the potentially exiting vehicle has its blinker on,
or, if this vehicle is showing signs of slowing down. Another assumption our model
makes is that all drivers are exactly the same. This assumption has the advantage
of driver consistency between tests, however, including different types of drivers is
an important step in the complete analysis of an intersection’s effectiveness. The
car interaction model can easily account for this simply by individualizing the model
parameters to each car and making them random variables. Not only can such details
be added to the model itself, they can also be added to our analysis of these models.
For example, the impact of hybrid cars in our fuel consumption analysis could be
considered.

Using (2.2), we made comparisons between these two intersection types with many
of the results confirming our intuition. For example, in the low density simulations we
saw that fuel efficiency and flux results significantly favoured roundabouts over traffic

lights. This agrees with expectations that cars having to stop and wait at red lights,
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in low density, is a waste of fuel and inefficient in terms of flux. Of course, on our
roadways this issue has been somewhat addressed through the use of sensors at traffic
lights. Another example of these results matching our intuition, is the superiority of
traffic lights when traffic is flowing with high flux, or at a medium density. When
traffic is flowing at this high rate, traffic lights do an excellent job of retaining that
high flow rate through the intersection, especially with long light cycles. In contrast,
roundabouts force cars to slow down and merge, reducing the overall flux.

We also set out to make comparisons between our microscopic model and macro-
scopic models. Using (2.2), and the circular track used in the model calibration, we
computed a fundamental diagram. Not only was the resulting fundamental diagram
consistent with observations, but the process also reflected positively on some features
of our model. One outcome was the presence of significant scattering in the unsta-
ble region of traffic and another was that our model predicts different fundamental
diagrams depending on the speed limit. A simple calculation confirms that our fun-
damental diagram, computed for slow moving traffic, will not simply transfer over
to highway traffic. This could potentially complicate things when trying to model a
multi-lane highway with large differences in speeds from lane to lane.

The pursuit of a fuel consumption fundamental diagram has left some interesting
and potentially useful questions to be answered. We first note that, as with the usual
fundamental diagram, this fundamental diagram would have to be speed limit depen-
dent. For simplicity we define F'Dy,.; to denote the fuel consumption fundamental
diagram. Testing F'Dy,¢’s accuracy would not be very difficult, one could run a mi-
croscopic simulation with a fuel consumption model attached, and then translate the
car positions into a density at each time step. At each step F'Dy,; translates the den-
sity, p, into an estimated fuel consumption rate at that point F'D s, (p(x)). The total
fuel consumption rate over the road would be evaluated as [ FDyue(p(2)) - p(x)dz.

The direct comparisons between our microscopic model and the LWR model
proved to be quite useful. First, using our technique for comparing the two mod-
els, we were able to conclude that the LWR model performed best while using our
computed fundamental diagram. More importantly, we showed this model’s inability
to capture any of the jams, or stop-and-go wave formation shown by our microscopic
model. This leads to very inaccurate predictions of travel times around the track,
and a poor estimation of the distribution of density. It also leads us to the conclusion
that any total variation diminishing traffic model will not be able to produce all types

of dynamics shown by our microscopic model.
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Throughout this paper we have discussed several applications of a high accuracy
microscopic traffic model. Through the use of our model, we have made progress in
understanding which intersection types will best suit a given traffic scenario. Compu-
tation of a fundamental diagram allowed us to quantify the impact jam formation has
on flux and fuel consumption, emphasizing the importance to avoid traffic congestion.
Allowing our roads to become congested not only increases fuel consumption, but re-
duces flux causing the congestion to worsen. These results showcase the importance

of collaboration between traffic modelers and traffic engineers.
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