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ABSTRACT

This thesis proposes a novel recommendation approach to take advantage of the

information available in user-created lists. Our approach assumes associations among

any two items appearing in a list together. We consider two different ways to cal-

culate the strength of item-item associations: frequency of co-occurrence, and sum

of Bayesian ratings (SBR) of all lists containing the item pair. The latter takes into

consideration not only the number of lists the items have co-appeared in, but also

the quality of the lists. We collected a data set of user ratings for books along with

Listmania lists on Amazon.com using Amazon Web Services (AWS). Our method

shows superior performance to existing user-based and item-based collaborative fil-

tering approaches according to the resulted Mean Absolute Error (MAE), coverage,

precision and recall.
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Chapter 1

Introduction

1.1 Problem Definition and Motivation

The massive increase in volume of online information makes it hard to find new

relevant items, such as books, music, movies, journal articles, etc. This increase is

due to the huge shift from physical media to digital media. Recommender systems

try to help users by finding items that may fit their needs and interests, from books,

news, music and movies to restaurants, holiday destinations and even friends.

There is a strong commercial interest in recommendations systems according to the

reports published by online retailer and entertainment web sites. Amazon claims that

35% of its product sales result from recommendations while Netflix ”retains” users

by providing interesting movie recommendations. 2/3 of the total movies rented from

Netflix were recommended to the user [1]. From the user’s perspective, recommenda-

tion systems save a lot of time and effort, reduce confusion and are most commonly

a source of new discoveries which they were otherwise unlikely to achieve.

1.2 Background

Over the years, various approaches to build recommendation systems have been de-

veloped and new algorithms and applications are emerging everyday. Content-Based

(CB) filtering [2] as an early approach to produce recommendations is based on cor-

relations between the content of items and user preferences. This method relies on

the machine analysis of contents and therefore entails the items to be of a machine-

parsable format (e.g. text) or some attributes should be assigned to the items man-
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ually. Due to limitation of resources in the early days of content-based systems,

non-text items such as art work and music could not be analyzed effectively and that

limited the practical usage of CB systems.

The collaborative Filtering (CF) method [2, 3, 4, 5] which drives on historical

information helps people make choices based on opinions of other like-minded people.

It draws on a heuristic idea: people who agreed in the past are likely to agree in

the future. It is one of the most successful approaches to develop recommendation

systems. Primarily, CF was mostly accepted because it overcame some of the major

limitations of Content-Based filtering systems [2]. Firstly, since CF uses the user

preferences (likes and dislikes) for items, it can be easily applied to any type of items

and secondly, CF algorithms are capable of finding serendipitous recommendations.

As one can notice, the crucial element of a recommendation system is the notion

of user preferences for items which is commonly referred to as user-item interaction.

In other words, we have to know what the user likes (and probably what she does not

like) in order to make recommendations. User-item interactions may be represented

as a two dimensional matrix where a value in row i and column j of the matrix

shows the preference of user i for item j. Collaborative filtering recommendation

algorithms find similar users based on their previous interactions with items. The

like-minded (i.e. similar) neighbors of a user directly contribute to the process of

finding recommendation for that user.

The classic CF approach, which is also known as user-based method, has some

serious scalability and quality challenges associated with it [6]. These challenges have

led to the design of a similar item-based scheme which utilizes item-item similarities

rather than user-user similarities. The item-based collaborative filtering recommen-

dation algorithms are claimed to address these two challenges simultaneously leading

to the design of more accurate and more scalable recommender systems [7].

While the item-based recommendation algorithm alleviates some of the scalability

issues with user-based approach, they both suffer from common problems, such as

sparsity (i.e. lack of enough information in user-item interaction matrix) and non-

transitive item associations where the system is not smart enough to derive item-item

or user-user associations through transitivity.

To alleviate these problems, some alternative model-based recommender algo-

rithms are explored which mainly aim at augmenting item ratings resulting in a

denser user-item interaction matrix or seeking alternative ways to drive item-item

or user-user relationships. Dimensionality reduction techniques and more specifically
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Singular-value decomposition [8], have been applied in the context of recommender

systems to capture the similarity between users and items from a condensed and less

sparse interaction matrix. Latent Semantic Analysis [9, 10] finds the patterns of in-

teraction between users and items. The discovered model is then used to predict the

degree a user will like an item.

Several graph-based [11] approaches have been explored which adopt the asso-

ciation information retrieval [12] and link analysis [13] techniques along with the

exploration of transitive associations between users and items to address different

issues with recommender systems. Other data mining techniques like classification

[14], clustering [15] and association rule mining [12, 16, 17] have also been applied to

recommender systems some of which incorporate the content information as well as

preference information to improve the quality of recommendations.

While applying different algorithms and techniques to the basic user-item inter-

action matrix results in more elaborate and successful recommender systems, the

type of available information in applications that use recommendations has greatly

affected the way new systems are designed. For example the existence of trust data in

social networks has inspired the design and development of trust-based recommenda-

tion systems [18]. Therefore, as new sources of information are made available, new

recommendation approaches can be designed to utilize this information.

1.3 The Proposed Solution

Nowadays, many online e-commerce and entertaining recommender systems, enable

the users to create and manage lists of their favorite items. Many online music services

like Last.fm1, iLike2 and Pandora3 allow the users to create custom radio stations and

playlists from any of the audio tracks in their music library. Amazon4, the biggest

online retailer in the US, recently has offered the Listmania list creation service where

users can put together a list of related books, DVDs, music, etc. MovieLens5, Netflix6,

YouTube7 and many more are other examples of websites offering such services.

1http://www.last.fm/
2http://www.ilike.com/
3http://www.pandora.com/
4http://www.amazon.com
5http://www.movielens.org/
6http://www.netflix.com/
7http://www.youtube.com/
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The effort a user puts into creating a list is of great importance to the task of rec-

ommendation. That is because, unlike user profiles, which are currently used in many

recommendation services, user-created favorites lists usually have a unique theme,

topic and taste. Therefore, we can consider each favorite list to represent a collection

of highly related items. Moreover, these relationships are typically approved by two

groups of human experts: the user who creates the list and the viewers who vote for

the list. A reviewer, signifies a list as helpful by voting yes to the list and voting no

in case the list is not appealing as a related set of items. Incorporating the opinion of

voters has significant benefits towards distinguishing strong item associations versus

weak, limited or unreasonable item-item relationships.

This thesis offers a novel, efficient and flexible way of extracting item-item rela-

tionships out of these lists to enhance the quality of recommendations generated for

users in such systems. We call this new approach, the Collective Intelligence ReCom-

mendation (CIRC), since it draws upon the collective intelligence of the users creating

cohesive collections as well as the opinion of the lists’ viewers. The experimental re-

sults show that the research presented by this thesis has successfully revealed a new

potential to extract item-item associations from valuable and commonly overlooked

information in user-created lists. CIRC outperforms user-based and item-based CF

methods according to the resulted F-Measure, Mean Absolute Error and coverage.

The results of this research have been published in ACM RecSys 2009 [19].

1.4 Agenda

The material presented above in this chapter briefly states the problem of making

recommendations, it’s importance and how well it has been studied recently. It gives

a sketch of the new approach to tackle the problem and claims that CIRC works

better than common approaches when extra information is available. The rest of this

thesis is organized as follows.

Chapter 2 describes in details the problem which is to be tackled along with its

context, its impact and the overall motivation for the use of this list-based

model to produce recommendations

Chapter 3 introduces CIRC, the new Collective Intelligence ReCommendation sys-

tem. It gives the preference model that CIRC operates on to imply a weighted

item-item graph. Two ways of calculating edge weights to reflect the degree
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of associations between two items are introduced in this chapter. Finally the

recommendation algorithm used by CIRC is given.

Chapter 4 describes the data set used in this research along with data collection

procedure. It also presents the experimental settings to evaluate the perfor-

mance of CIRC.

Chapter 5 reports the results of several experiments to show the effectiveness of

CIRC over item-based and user-based collaborative filtering approaches

Chapter 6 contains a restatement of the claims and results of the dissertation. It

also enumerates avenues of future work for further development of the concept

and its applications.
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Chapter 2

Problem Desciption

This chapter presents an overview of the recommendation systems. It describes the

state-of-the-art in recommendation systems as well as various limitations of the cur-

rent recommendation methods. The purpose of this chapter is to introduce the prob-

lem of producing recommendations and to motivate the reader about this study. A

taxonomy will be given at the end of this chapter witch places this research and its

particular special features within the context of the overall area.

2.1 Why Are We Interested In Recommender Sys-

tems?

The term Collaborative Filtering (CF) was first introduced in the mid-1990s [2, 4, 5]

to describe the first implementations of CF recommender systems. Since then, there

has been much work done both in industry and academia to develop new approaches

for recommender systems. However, there is still an increasing interest in the field

because there are lots of opportunities to improve the current practice and also be-

cause of the abundance of the real world applications that help users deal with the

issue of information overload by providing personalized recommendations. Informa-

tion overload results from the huge shift from physical media to digital media which

greatly increases the volume of online content. Besides research value and practical

usage of recommendation systems, there is also an absolute commercial interest in

these systems according to the reports published by online retailer and entertainment

web sites.
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Figure 2.1: User-Item Interaction Matrix

2.2 Formalization of the Recommendation Prob-

lem

Recommender systems turned into automated methods of information filtering in

mid-1990s when researchers focused on developing rating-based recommendation ap-

proaches. In its simplest formulation, the task of recommendation is reduced to a

prediction problem where the goal is to predict ratings for the items yet unseen by

the user. This prediction of ratings is usually based on the previous ratings that

the user has given to the items. Once the ratings for unseen items are predicted,

the problem is simply to recommend items to the user which have higher estimated

ratings.

Formally we formulate the recommendation problem as follows: Let C be the set

of all users (Customers) and P be the set of all items (Products) such as books,

DVDs, music, etc. Let u be a utility function that measures the usefulness of item p

to user c [20], i.e., u : C × P → R where R is a nonnegative integer or real number

within a certain range. The utility of an item may be expressed either explicitly or

implicitly. Ratings, purchase history and relevance feedback are examples of explicit

utility defined by user. Implicit utility on the other hand is obtained by monitor-

ing user activities and behaviors. For example in an online music recommendation

website, user’s actions like listening, playing, stopping and skipping music may be uti-

lized to gain implicit utility values. In general, utility can be an arbitrary function,

however, in recommendation systems it’s usually represented by a rating. Figure 2.1

illustrates an example of a user-item interaction matrix.

Based on formal definitions mentioned above the main problem of recommender
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systems is that the utility u is usually not defined on the whole space C × P . Note

that in today’s systems the items space can be very large in some applications. As

a result, a user c may express her opinion about a subset of the total items in item

space, not all of the items. Therefore, u needs to be extended (extrapolated) to the

whole user-item space. Once this extrapolation of utility function is done, the actual

task of recommendation to a user is to select the highest rated items among all the

items with predicted ratings.

There are many different ways to predict the ratings for the not-yet-rated items.

In fact, recommender systems are classified according to their approach to estimate

ratings. There are three classes (i.e. categories) of recommendation systems: Content-

based Filtering, Collaborative Filtering and Hybrid Methods. Each of these methods

will be addressed in one of the subsequent sections to complete the big picture of

recommendation systems.

2.3 Recommendation Algorithms

2.3.1 Content-Based Methods

In a content-based recommendation system the predicted rating for item p according

to user c is computed based on the similarity between the content of item p and

that of other items previously rated by c. For example in a music recommendation

application, the new music to be recommended to the user, will be checked against

other musics that the user has liked in the past to find commonalities like rhythm,

tonality, timbre, tags, etc. Then musics with higher degrees of similarity to user’s

preferences will be recommended.

To compute the similarity between items, we first need to describe the items.

Each element of the item space has a profile, i.e., a set of properties. These attributes

(i.e. features, properties), are usually extracted from item’s content. Therefore, for a

content-based method to work, the item content should be of a machine-parsable for-

mat like text. As a result, many current content-based systems focus on recommend-

ing items containing textual information, such as documents and news. However, it

is possible for an application to have non-textual items which are surrounded by a

halo of text. For example, music as a non-textual item may be described using its

available textual information like expert-applied metadata, reviews, playlists, lyrics

and associated tags. Some of this information is general enough to be utilized in
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describing almost any other type of items. For example reviews, and associated tags

can be applied to movies, restaurants and many other non-textual items.

The content of items in the systems mentioned above is usually described with

keywords. To select the best keywords to describe an item, we need a measure to

specify the “importance” (or “informativeness”) of a word related to an item. Assume

that the halo of text surrounding an item can be represented by a text document dj.

One of the best-known metrics to measure the importance of keyword ki in document

dj is the Term Frequency-Inverse Document Frequency measure (TF-IDF) defined as

follows:

TF-Term Frequency Let fij be the frequency of keyword ki in document dj. Term

frequency or normalized frequency of keyword ki in document dj is defined as:

tfij =
fij∑
z fzj

IDF-Inverse Document Frequency Assume that N is the total number of docu-

ments and that ni is the number of documents containing keyword ki. Inverse

document frequency of keyword i is then defined as:

idfi = log
N

ni

TF-IDF To measure the importance of keywords in documents we penalize the key-

words that appear in many documents because these keywords are not as in-

formative and are not useful in distinguishing between a relevant and a non-

relevant document. The importance (weight) of keyword ki in document dj is

computed as:

wij = tfij × idfi

Intuitively, the weight increases proportionally to the number of times a word

appears in a document but is offset by the frequency of the word in all documents

(i.e. collection or corpus). Inverse document frequency factor diminishes the

weight of terms that occure very frequently in the collection (like the term

“the”) and increases the weight of the terms that occur rarely.

Based on the definitions above, we represent the content of an item as follows:

Content(dj) = (w1j, . . . , wmj) (2.1)
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where (k1, . . . , km) are the most important keywords in document dj. (k1, . . . , km)

defines the vector space in which document contents are described

As is was stated earlier, in a content-based recommendation approach, items with

higher degree of similarity to user preferences are recommended to the user. We

defined the content of items in equation 2.1. To find the similarity of an un-rated

item to user profile (i.e. user preferences), one way is to represent the user profile in

the same vector space as the item content. In this way we may use vector similarity

measures like cosine similarity to predict how much a user will like an un-seen item.

More formally, let Profile(c) = (w1c, . . . , wkc) where each wic represents how

important keyword ki is to user c. wic may be calculated from the content vectors of

the items that he has liked in the past using various methods [21, 22]. Using cosine

similarity, we define the utility function as:

u(c, p) = cos( ~wc, ~wp) =
~wc. ~wp

|| ~wc||2 × || ~wp||2
(2.2)

where ~wc and ~wp are TF-IDF weight vectors for user c and item p respectively.

Besides the cosine similarity described in equation 2.3.1 there are also other meth-

ods devised for content-based recommendation. Bayesian classifiers and various ma-

chine learning techniques like clustering, decision trees and artificial neural networks

are examples of such methods. These methods learn a model from the user prefer-

ences and behaviors and use that model to classify new items into relevant-irrelevant

items or predict how much a user will like them.

There are known limitations associated with content-based recommendation sys-

tems discussed in the rest of this section.

Limited Content Analysis

Content-based recommendation has benefited a lot from text retrieval techniques.

While these techniques perform well at extracting features from documents, feature

extraction methods from other type of data like audio and video streams and images

are still in their early stages. Due to the lack of successful feature extraction tech-

niques for non-text data, manual annotation by human experts has been examined in

various applications like Pandora and Soundflavor1 music recommendation systems.

Practically, human content analysis does not scale. Therefore, the usage of content-

1http://soundflavor.com/
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based recommendation is limited by the type of items an application recommends to

its users.

Other limitation of CB recommendation systems is that these systems are not

capable of distinguishing between good and bad items if the two items have the same

features describing their content. For example two Java programming books more

probably use the same set of words and their content vectors (i.e. the TF-IDF weight

vectors) are very similar. Assume that one of these books is a well written book

extensively used and respected by the professional community while the other book

is poorly written. A content-based method can not distinguish between these two

books and can’t prefer the first book over the other one at recommendation time.

Overfitting

Making serendipitous recommendations is usually a desirable feature in recommen-

dation system. Keep in mind that a recommendation is more useful when it reveals

non-trivial items of interest to a user which will otherwise be impossible or labor

intensive for him to find. A content-based system however, tends to find the most

similar items to the ones already seen by the user. This approach may some times

be very undesirable, such as recommending an alternative news page describing the

same news or recommending all movies by Quentin Tarantino to a user that once

liked one of his movies.

Cold-Start Users

A user should rate a sufficient number of items before the content-based system is able

to make recommendations for her. For a new user with few rated items, the system

can not produce accurate recommendations because the user preferences can’t be fully

understood.

2.3.2 Collaborative Filtering

Unlike content-based recommendation methods, Collaborative Filtering (CF) meth-

ods help people make choices based on opinions of other like-minded people. It is one

of the most successful approaches to develop recommendation systems. Primarily CF

systems, also known as social information filtering systems, were mostly accepted be-

cause they overcame some of the major limitations of content-based filtering systems

which were mentioned before.
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The term collaborative filtering was first introduced by Goldberg et al. [3], to

describe Tapestry - one of the first implementations of CF recommender systems.

Tapestry relies on each individual knowing others so that he can request for docu-

ments based on opinions of like-minded people in his community. However, in real

word situations, social information filtering can’t depend on people knowing each

other. Video Recommender [23], Ringo [2] and GroupLens [4, 5] are the first sys-

tems developed shortly after to automate prediction by using collaborative filtering

algorithms.

There are three general approaches to collaborative recommendation: item-based,

user-based and model-based. Each of these collaborative filtering methods will be

discussed in more details in the following sections.

User-based Approach

In a user-based recommendation system, “peers” of a target user c, i.e., other users

with similar tastes, are found, and the items that are most liked by the “peers” are

recommended to the user . For example, in a music recommendation system, users

who have similar listening habits are considered as peers (or neighbors) and in a

movie recommendation system users who have rated the same movies similarly are

peer users.

As it was mentioned in section 2.2 , the collection of previously rated items by

the users may be represented as a user-item interaction matrix. For user c and item

p, user-based collaborative filtering systems make rating prediction rcp based on the

user-item interaction matrix as follows:

1. The algorithm finds the set Neighbours(c) of N users that are most similar to

user c and who have rated item p. N can be any number between 1 and the

total number of users.

2. The ratings of most similar users (neighbors) are aggregated to compute rcp

User-based recommendation algorithms differ in the way they compute neighbors

and in the aggregation function they use. The simplest aggregation function is the

average rating given to item p by the neighbors of user c as defined in the following

equation.

rcp =
1

N

∑
c′∈Neighbours(c)

rc′p (2.3)
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However, the more similar users c and c′ are, the more c′ should participate in

the prediction of rcp. Weighted sum is an aggregate function which implements this

idea by using sim(c, c′) as a weight and is defined in equation 2.4. Multiplier k is a

normalizing factor and is defined in equation 2.5.

rcp = k
∑

c′∈Neighbours(c)

sim(c, c′)× rc′p (2.4)

k =
1∑

c′∈Neighbours(c) sim(c, c′)
. (2.5)

While weighted sum has some nice properties, it does not consider the fact that

different users may use the rating scale differently. For example Mary in average

gives higher ratings to all the items she rates compared to John. To address this

problem, the adjusted weighted sum (see equation 2.6) is defined and commonly used

in user-based recommendation systems. In this approach the deviation of ratings from

the average rating is used as opposed to the absolute rating used in weighted sum

mentioned earlier. k in equation 2.6 is the normalizing factor defined in 2.5.

rcp = r̄c + k
∑

c′∈Neighbours(c)

sim(c, c′)× (rc′p − r̄c′) (2.6)

Various approaches have been used to compute the similarity sim(c, c′) between

users based on the ratings of items rated by both users. Let Pcc′ = {p ∈ P |rcp 6=
φ and rc′p 6= φ} be the set of items rated by both users c and c′. Using the Pearson

correlation coefficient [24, 7] we define user similarity as:

sim(c, c′) =

∑
p∈Pcc′ (rcp − r̄c)(rc′p − r̄c′)√∑

p∈Pcc′ (rcp − r̄c)2
∑

p∈Pcc′ (rc′p − r̄c′)2
(2.7)

Let’s define user vectors ~c and ~c′ in n-dimensional space where n = |Pcc′|. In cosine-

based approach [24, 7], the similarity between two users is defined as the cosine of

the angle between two user vectors:

sim(c, c′) = cos(~c, ~c′) =
~c · ~c′

||~c||2 × ||~c′||2
(2.8)

User-based collaborative filtering has been promising in both research and prac-

tice, however, there are two fundamental challenges associated with it (see [10]).
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Scalability is the first challenge. Today’s systems with high number of users de-

mand the CF algorithms to search millions of potential neighbors in real-time to make

predictions for a target user. In other words the computational complexity of these

systems grows linearly with the number of users. Further, the high dimensionality of

user preferences can cause serious scale problems. Consider a CF system which stores

the browsing pattern of users as implicit user-item interaction. For a frequent visi-

tor the algorithm needs to deal with a long user row which dramatically slows down

the number of neighbors that can be searched per time unit. Since in most of the

applications the recommendations are based on the target user’s current basket, the

system can’t benefit from pre-computed user similarities [6]. The throughput, or the

number of target users the system can serve per time, could be increased by increas-

ing the number of recommender servers; however, this technique does not decrease

the latency of each recommendation task and therefore is not helpful in real-time

applications [6].

The second challenge that is also a challenge for every recommender system is to

improve the quality of the recommendations. The quality of a user-based collaborative

filtering algorithm is in conflict with its scalability. To improve the performance of

user-based CF systems, one way is to cluster the users and limit the nearest-neighbor

search task among the users in target user’s cluster [24]. The nature of user-based CF

systems however, implies that the less time is spent searching for neighbors, the more

scalable the algorithm will be and the worse its quality. These approaches speed up

the algorithm significantly while reducing the quality of recommendations.

Item-based collaborative filtering recommendation algorithms are claimed to ad-

dress these two challenges simultaneously leading to the design of more accurate and

more scalable recommender systems [10].

Item-based approach

The item-based algorithm is similar to user-based algorithm except that it computes

the similarity between items instead. The predicted rating of items for users are then

gained form item similarities. Different similarity measures have been examined in

designing item-based algorithms. Cosine, adjusted cosine and Pearson correlation are

examples of measures which could be applied to user-item interaction matrix [7, 6].

u(c, p) predicts the interest of target user c in item p based on her profile. The more

similar the target item is to the items previously loved by the target user, the more
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likely the user will be interested in that item in the future and hence the higher the

utility (see equation 2.9).

rcp =

∑
p′ sim(p, p′)rcp′∑

p′ sim(p, p′)
(2.9)

An experimental study has shown that item-based algorithms are more efficient

and provide comparable or better recommendation quality [6].

Model-based approach

User-based and item-based collaborative filtering methods are memory-based ap-

proaches since they consider the entire user-item interaction matrix to predict ratings

of unseen items. In contrast, model-based collaborative filtering algorithms learn a

model from the collection of ratings and make predictions based on this model. Model

based methods alleviate some of the problems associated with memory based collab-

orative filtering methods by augmenting item ratings resulting in a denser user-item

interaction matrix or seeking alternative ways to drive item-item or user-user rela-

tionships. More specifically model-based methods have been shown to be effective in

addressing the sparsity and non-transitive item associations problems:

Sparsity : In a given database of user-item interactions, usually the number of

items a user has rated, purchased or reviewed is very small compared to the

total number of items in the domain. Similarly, most of the items are rated,

purchased, or observed by a few users. Thus, producing recommendations for a

user with a short list of ratings may be difficult as well as recommending items

that have not received sufficient ratings. The cold-start problem is an extreme

case of the sparsity problem when a user does not receive any recommendations

or an item is never recommended.

Non-transitive item associations if two similar items have never been rated by

the same user, no association between the items can be derived.

Dimensionality reduction techniques, such as singular-value decomposition (an al-

gebraic feature extraction technique) [8], have been applied in the context of recom-

mender systems to capture the similarity between users and items from a condensed

and less sparse interaction matrix. Latent semantic analysis [9, 10, 25] finds the pat-

terns of interaction between users and items. The discovered model is then used to

predict the degree a user will like an item.
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Several graph-based [11] approaches have been explored which adopt the asso-

ciation information retrieval [12] and link analysis [13] techniques along with the

exploration of transitive associations between users and items to address different

issues with recommender systems. Other data mining techniques like classification

[14], clustering [15] and association rule mining [12, 16, 17] have also been applied

to recommender systems some of which incorporate the content information as well

as preference information to improve the quality of recommendations. The idea of

incorporating content information in collaborative filtering methods is followed in the

third category of recommender systems which is called hybrid methods. In the next

section we review various approaches to hybrid recommendation systems.

2.3.3 Hybrid Methods

Hybrid approaches combine content-based and collaborative methods to avoid certain

limitations associated with each of these methods individually. Several ways to com-

bine content-based and collaborative approaches are studied by research community

[26, 14, 27, 28, 29, 30, 15] and may be classified as follows:

1. Combining the output (rating predictions) from both methods. In

this case, we need to have two separate implementations, one for each recom-

mendation algorithm. Having two predicted rating, we may combine them into

a single rating value using either a linear combination [27] or a voting scheme

[28]. We can also alternate between the two methods at any time considering

which one gives the better prediction satisfying a quality criteria. For example,

we may choose the method which has higher confidence in its recommendation

[31] or we can choose the one which bears the rating that is more consistent

with previous ratings of the target user [32].

2. Cascading collaborative characteristics into a content-based approach

or vice versa. Examples of systems using this hybrid approach include systems

which maintain content-based profile of the users as well as the pure ratings used

in the collaborative approach. By augmenting the user-item interaction matrix

in this way, a user receives recommendations both for items which are scored

high by similar users or items as well as items which score high against user

profile. On the other hand, its possible to add collaborative filtering character-

istics to content-based method. For example, we can group the content-based
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user profiles using dimensionality reduction techniques to create a collaborative

view for each user group [30].

3. Incorporating both content-based and collaborative characteristics into a single

model like the ones referred to in section 2.3.2, model-based approach.

2.4 What Is This Thesis About?

As was discussed above, over the years various recommendation approaches has been

introduced which utilize different techniques from machine learning, information re-

trieval, stochastic and probability methods. While current methods of recommen-

dation have performed well in several applications, there is still room for significant

extensions so that recommendation systems can provide better recommendations and

also be able to provide recommendations in more complex contexts such as recom-

mending vacation destinations and financial advice.

We reviewed three main categories of recommendation approaches: content-based,

collaborative filtering and hybrid methods. All these methods rely on the user and

item profiles and the history of interaction between users and items of a system in or-

der to compute user-user and item-item similarities and to predict rating for unrated

items. However, new sources of information are emerging every day which leaves

us with this question: can we use these information to provide better recommenda-

tions or apply recommendation systems in new applications and extended contexts?

Examples of such information include data about the interaction between users in

social networks which in some cases also contains trust information. Availability of

such data has inspired researchers to seek new methods of computing user-user and

item-item similarities based on social connections and interactions. Also, there have

been new ways of predicting ratings based on trust data.

Another example of emerging new information is the user-created collections of

items. Music and video playlists, wishlists and book collections are all examples of

user-created lists. The effort a user puts into creating a list is of great importance

to the task of recommendation. We can consider each list representing a collection

of highly related items. In this thesis we try to investigate ways of utilizing valuable

information provided by user lists to infer item-item similarities. The new recommen-

dation method presented in this thesis is not classified as any of the three categories

defined earlier in this chapter. We call it Collective Intelligence ReCommendation
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(CIRC) since it draws upon the intelligence of the users creating cohesive collections

and sometimes the opinion of the lists’ viewers. Figure 2.2 shows a taxonomy of

different recommendation approaches including CIRC, our new proposed recommen-

dation approach. CIRC offers some advantages which are inherent in its unique way

of inferring item-item similarities.

1. Unlike most of the recommendation systems which suffer from the cold-start

problem, our system does not require a user to rate a significant number of

items in order to expect high quality recommendations. A user just needs to

express her interest in one item to be eligible to receive recommendations. Fur-

thermore, the new items (the so called “cold-start” items) are guaranteed to be

recommended if they appear in at least one list. Moreover, most recommenda-

tion algorithms are either specifically designed to deal with cold-start situations

or they use separate algorithms for making cold-start recommendations; CIRC,

on the other hand, similarly uses the same algorithm for both regular and cold-

start recommendations.

2. The list-based model is built off-line and is kept up to date at negligible cost.

As a result, our approach offers a fast, affordable, and scalable solution to real-

time web applications seeking recommendations for their ever-growing number

of users.

We will show later in this thesis how CIRC outperforms commonly used user-based

and item-based collaborative filtering recommendation approaches.
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Figure 2.2: Classification of recommendation systems
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Chapter 3

CIRC

In this chapter we describe a novel recommendation approach, developed based on the

information collected from user-created lists, as a new way of discovering item-item re-

lationships. We call this new approach, the Collective Intelligence ReCommendation

(CIRC), since it draws upon the intelligence of the users creating cohesive collections

as well as the opinion of the lists’ viewers. CIRC operates on a preference model

which comprises both user-item and item-item relationships, and infers a weighted

item-item graph from the lists containing those items.

3.1 Our Model

Figure 3.1 illustrates the proposed list-based model for a book recommendation sys-

tem. The model consists of three layers, the User layer, the Item layer and the List

layer. We denote the set of User nodes by U , the set of Item nodes by I, and the set

of List nodes by L .

A weighted edge connecting a User and an Item node is a triple (u, i, rui), where

rui is the original rating in a 5-point scale range that u has given i. The set of all

items a user u has already rated, is called the user’s basket. An edge connecting an

Item node and a List node is a pair (i, l) indicating that l contains i. The number

of yes/no votes for each List node is assumed to be known. Therefore we have a

set V = {(l1, y1, n1), . . . , (lr, yr, nr)}, where a triple (l, y, n) says that y and n are

the numbers of the “yes” and “no” votes, respectively, given to list l. List votes are

anonymous, in other words, we do not know which users have voted for the lists,

therefore there is no edge connecting user nodes to list nodes.
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Figure 3.1: The proposed list-based model comprising user-item and item-item rela-
tionships

U , I, L along with (u, i, rui) and (i, l) form our knowledge base K. Finally, we

generate the set

AI = {(a, b, wab) : a, b ∈ I and wab ∈ R+}

from item-list edges and list-vote triples.

The assumption here is that any two items which appear in a list together are

associated. The weight wab is calculated in a way that reflects the strength of the

association between items a and b. A weight of zero indicates that the two items are

not associated, i.e., there is no list containing both items a and b. Set AI represents

an undirected weighted graph as shown in Figure 3.2.

Analyzing the co-occurrence of items is not currently a common method of anal-

ysis. [33] has suggested using the co-occurrence of artists in playlists shared by the

users in a web-based music community in order to uncover the affinity of artists to

multiple genres. Similarly in this research we rely on the co-occurrence of items in lists

to infer the degree of association between items. We examine two different weights

for the item pairs, namely, frequency and sum of Bayesian ratings. The latter takes

into consideration not only the frequency of co-occurrence of a and b, but the number

of votes that lists have received by anonymous users as well. We aim to show that

it is not just the frequency of co-occurrence that is important but also the quality of

the lists containing a pair of items. The precise formulas for calculating wab will be

given in the next section.
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Figure 3.2: Item-item associations inferred from CIRC preference model

3.2 Weight Calculation

As we mentioned earlier, we examine two different weights for the item pairs, frequency

and sum of Bayesian ratings. The rest of this section is devoted to the exact definitions

as well as properties of these two weights.

Frequency. We define wab as the number of all lists in L containing both a and

b.

The frequency of co-occurrence of items is a good indicator of possible associations

between items, however, it’s not just the frequency of co-occurrence that counts, but

it’s also the quality of co-occurrence. In other words, a pair of items which appears in

a very desirable list is as significant as - and sometimes more important than- a pair

appearing in many lists. Intuitively, if a user finds a useful and well put together list

of items (e.g. a good playlist), he’d rather rate the list to express his interest than

creating a new list containing the same items. This way, items that are really related

will get more and higher votes and probably they will not appear together in many

other lists.

We define Sum of Bayesian Ratings (SBR) as the second proposed weight describ-

ing the degree of association between two items. SBR takes into consideration not

only the frequency of co-occurrence of the two items, but the number of votes that

lists have received by anonymous users as well.

Sum of Bayesian Ratings (SBR). Sum of Bayesian ratings of all lists l in L

containing both a and b:

wab =
∑

(a,l)inK and (b,l)inK

BR(l)
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Data Type Number
C the average rating of all the lists in knowledge base ‖
M the average number of votes (including no votes) given to

the lists in ‖
Rl the rating of list l
Nl the total number of votes given to list l

Table 3.1: Parameters used to calculate the Bayesian rating of a list

where

BR(l) =
C ×M +Rl ×Nl

M +Nl

and C, M , R and N are defined in Table 3.1.

The rating of a list, Rl, is computed as the percentage of yes votes out of total votes

given to l. The more desirable the list containing an item pair is, the more confident

we are that these two items are related to each other. However, the desirability of

lists can not be solely computed based on the percentage of yes votes they receive.

Bayesian rating suggests that the number of votes given to a list is a key factor in

determining the desirability of that list. If there are only few votes, then these votes

should count less than when there are many votes. In other words, the more votes a list

has, the higher the weight of these votes. Our experiments show that sum of Bayesian

ratings used as weights on A, will result in producing better recommendations (see

Chapter 5). The following example demonstrates how using Bayesian ratings changes

the degree of association between items in two pairs with the same frequency.

Example. Consider two item pairs p1 = (a, b) and p2 = (c, d). Items in p1 appear

together in list l1 with 1 “yes” votes (out of 1), and the items in p2 appear together

in list l2 which has received 99 “yes” votes out of all its 100 votes. Since p1 and p2

appear in one list each, wab = wcd = 1 if we use the frequency as weight. On the

other hand, assuming C = 0.46 and M = 9, we will have wab = 0.51 6= wcd = 0.94 if

we use SBR as weight. This example shows how considering the quality of the lists

changes the degree of association between items.

3.3 Producing Recommendations

Given a target user, we produce recommendations based on the model we described in

Section 3.1. The following algorithm computes the predicted rating of selected items
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in I. Our recommendation for the target user is a subset of these items, i,e, top-N

best rated items where N is the number of recommendations we need for a user.

Intuitively, CIRC algorithm starts with the items that the user has liked in the

past (i.e. user’s basket). Then it follows the links between these items and the items

yet unseen by the user, predicts the ratings for the new items and finally chooses N

best rated items as recommendations.

Input: A target user u, the desired number of recommendations N , minW, a knowl-

edge base K, and a set of item associations AI .

Output: A list of N item-prediction pairs (i, pui) for user u.

Method:

1. While |result| < N do:

(a) For each item a in the u’s basket do:

i. Retrieve all neighbor items b of a in AI such that wab ≥ minW .

ii. Let neighbor(a) be the set of these neighbors.

iii. For b in neighbor(a) do:

A. nom(b) = nom(b) + rua ∗ wab

B. denom(b) = denom(b) + wab

C. Add j to the temp.

(b) For each item b in the temp do:

i. pub = nom(b)/denom(b)

ii. Add (b, pub) to the result

(c) Let u’s new basket be equal to temp

2. return result.

CIRC algorithm computes the predicted rating of item i for user u as the following

weighted average:

pui =

∑
(i,j,wij)∈G′

I
ruj · wij∑

(i,j,wij)∈G′
I
wij

.
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Figure 3.3: Item-item association graph GI

This is the same as the weighted sum defined in Equation 2.9 to predict ratings

of unseen data utilized by item-based collaborative filtering algorithms. (sim(p, p′) =

wpp′). However, CIRC recommendation is more efficient that item-based recommen-

dation since CIRC does not compute the predicted rating for all the available items

as is done in a basic item-based algorithm. In fact, CIRC predicts ratings for as many

items as needed to find N items which the target user will like. When N items are

found, CIRC stops predicting.

To illustrate how CIRC recommendation algorithm performs, we utilize the graph

representation as shown in Figures 3.3 - 3.8. As it was mentioned earlier, we may

represent the item association set AI as a weighted undirected graph GI (Figure 3.3).

We extend graph GI by adding a node representing the target user. This user node is

connected to those items in the graph which are in user’s basket (Figure 3.4). Initially

the label of each item node in user’s basket is the rating given to that item by the

user and any other node has a 0 label.

CIRC aims at finding labels for the items in the graph which are not in the user’s

basket. We consider one item of user’s basket at every step and update the labels of

unseen items accordingly (Figures 3.5 and 3.6). Until all the items in user’s basket

are examined, each unseen item b keeps two temporary values nom(b) and denom(b)

which are used to compute the actual label (predicted rating) for that items by the

end of the first iteration of algorithm (Figure 3.7). If there are less labeled item

nodes than the required number of recommendations, we iterate over the algorithm
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Figure 3.4: The extended graph G ′I . User node u is connected to items in u’s basket.
Actual rating for each item in user’s basket is shown in the upper left corner of the
item node. Initial predicted ratings of other nodes are 0.
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Figure 3.5: First iteration of algorithm over the first item in user’s basket (a). Labels
of items connected to a are updated. A pair of numbers shown outside items nodes
represents (nom, denom) temp values used by recommendation algorithm to predict
the ratings after each iteration over user’s basket.
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Figure 3.6: Second iteration of algorithm over the second item in user’s basket (b).
Label of item d is updated again because it is also in interaction with the second item
in user’s basket
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Figure 3.7: When all items in user’s basket are traversed we calculate the predicted
rating of unseen items based on information saved in their labels during the first and
second iteration
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Figure 3.8: If the number of recommendations is not enough, we consider the set of
newly rated items as user’s new basket and resume the algorithm until N recommen-
dations are found

by considering the set of newly labeled items as user basket (Figure 3.8).

In our algorithm we have a parameter minW which denotes the minimum accepted

value of wab for the items a and b to be considered associated. This threshold can be

flexibly configured in CIRC for a specific application.

3.4 How to update CIRC?

Any changes in the knowledge base which is only associated with the set of items or

the set of users, does not affect the item associations (i.e. AI). Examples of such

changes are:

• When a user rates a new item or changes his opinion about a previously rated

item

• When a new user is subscribed to the system

• When a new item is made available to users
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CIRC needs to update item associations whenever a new list is added by a user

or an existing list has been modified either by adding/deleting an item from the list

or in case a new vote has been given to it. In all of these situations the updating

procedure is fairly simple and may be done at negligible cost without requiring the

system to stop its services:

• When a new item is added to a list, we should generate every possible pair

of items from the items contained in the list making sure that at least one of

the items in each pair is chosen from the set of newly added items. Some of

these pairs are already in K for which we update the weights based on the new

information now available. For the pairs that are new, we insert them in K and

calculate the weights accordingly.

• Deleting some items from a list may cause a pair to completely disappear from

K. For any other remaining pair containing at least one of the deleted items,

we need to update the weights associated with those pairs.

• Adding a new list has a similar effect on knowledge base K as adding new items

to a list, except that we should generate every possible pair of items from the

items contained in the new list without any constraint. (see Note below)

• When a new vote is given to one of the lists, all item pairs associated with that

list will have new SBR weights based on the new vote. (See Note below)

Note:We should be aware that adding a new list to the system or giving a new

vote to one of the lists, alters the constants defined by CIRC for calculating Bayesian

ratings of the lists (see Table 3.1). More specifically, the average votes (C) and the

average number of votes (M) calculated over all the list in the system are changed.

These changes basically affect every SBR weight we calculated for item pairs. How-

ever, we may disregard these changes unless new averages are significantly different

compared to the old averages. To define what is a significant difference, more research

needs to be done on empirically analyzing CIRC when users actively interact with

the system and receive recommendations.
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Chapter 4

Evaluation

This section presents the experimental settings on validating the ability of CIRC to

produce high quality recommendations.

4.1 Dataset

To evaluate the performance of CIRC we elaborated our novel dataset1 using data

gathered from Amazon.com2 through Amazon Web Services (AWS)3. AWS is a web

API which facilitates the task of retrieving publicly available information about users

and items stored in Amazon servers.

We use a recursive process to gather the data. We start by first finding some

random Listmania lists. Then we retrieve all the other Listmania lists containing

the items found in the initial random lists. We continue recursively using these new

lists until a considerable amount of Listmania lists is retrieved. Since we focus on

book recommendations, we remove from the lists any non-book item. At this moment

AWS does not provide yet access to list votes. Therefore, we conducted a crawling

process to access list votes through HTML content.

Table 4.1 reports the type of data gathered and some statistics about this data. A

pair (l, i), where l is a list and i is an item, indicates that i is in l. Note that ratings

given in Table 4.1 are user preferences for items recorded in an integer 5-point scale

and are different from list ratings (yes/no votes by anonymous people).

1http://webhome.csc.uvic.ca/∼maryamk/Amazon-Dataset.zip
2http://www.amazon.com
3http://www.aws.amazon.com
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Data Type Number
Item (Book) 405,238
User 530,160
List 58,618
User-Item-Rating 1,188,435
(l, i) 1,056,932

Table 4.1: Some statistics about the data set gathered from Amazon.com.

4.2 Method and evaluation metrics

We consider five sets (categories) of users based on the number of items they have

rated. We randomly selected a 5% of the users in each subset as target users (or

sample users). For each target user we use 80% of the items that he/she has rated

as input set whereas the rest of items as examination set. The reason we chose the

majority of items in user’s basket as input set is the fact that it better corresponds

to the deployment of the system in practice where all the ratings are used to produce

recommendations and yet it reserves reasonable number of items in examination set

to facilitate the evaluation process (see Apendix A.1). Table 4.2 reports statistics

about the sample target users.

Category No. of ratings R Category population (P) Sample size
C1 R < 5 497,664 24,884
C2 5 ≤ R < 10 16,383 820
C3 10 ≤ R < 50 9,834 492
C4 50 ≤ R < 500 1,442 73
C5 R ≥ 500 28 2

Table 4.2: Averaged Statistics about the sample target users

Since CIRC recommends to the user the items s/he might like, we only consider

positive ratings [17] in the input set to produce recommendation. We call a rating on

item p given by user u to be positive if ru,p ≥ 4. For users who had at least one positive

rating in the input set and one in the examination set, we generated recommendations.

A recommended item p to the user u is a successful recommendation if p appears in

the examination set for user u and ru,p ≥ 4. To evaluate the performance of CIRC

we use the common metrics used to evaluate recommendation algorithms [34, 35]:

• Mean Absolute Error: measures the average absolute difference between the
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Recommended=Yes Recommended=No Total
Liked=Yes TP FN Nl

Liked=No FP TN Nnl

Total Nr Nnr N

Table 4.3: Confusion matrix for computing precision and recall

predicted rating of a recommended item and the true user rating for that item.

If the user has rated N items, the MAE for him is calculated as:

MAE =

∑N
i=1 |pi − ri|

N

where pi is calculated based on leave-one-out method.

• Precision: the portion of the recommended items the target user likes according

to the examination set. To compute precision when users have binary prefer-

ences (like/dislike), a 2x2 table such as the one shown in Table 4.3 is used. The

precision is computed as follows:

Precision =
TP

Nr

where TP is the number of recommended item the target user actually liked and

Nr is the total number of items recommended to the target user. We assume

that the target user will consider all the items that are recommended.

• Recall: the portion of items the target user likes that are recommended to

him/her. Recall actually presents the probability that a liked item will be

selected and recommended to the user during the recommendation process.

Referring to Table 4.3, Recall is computed as follows:

Recall =
TP

Nl

• F1: combines precision and recall into a single metric by computing the har-

monic mean of them. An interesting consequence of this definition is that F1

measure, tends to the least amount of precision and recall.

F1 =
2 ∗ Precision ∗Recall
Precision+Recall
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• Coverage: measures the suitability of the recommender system in terms of the

percentage of items for which the system is able to produce recommendations

and predict ratings. To compute coverage we consider the items in which the

target user may be interested, say, the items in target user’s examination set.

We then ask for a prediction for each item based on leave-one-out method and

measure the percentage for which a prediction was provided.

We compute these five measures for every sample user. The final results reported

for each category are then averages over all users of that category.
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Chapter 5

Evaluation, Analysis and

Comparisons

This section discusses experimental results on recommendations produced by CIRC.

For comparison purposes, we have also included the results of both item-based and

user-based collaborative filtering recommendation systems which employ the Pearson

nearest neighbor algorithm. For these two collaborative filtering algorithms we use

80% of the data set as training set and 20% as test set to be consistent with the

parameter n we fixed for CIRC.

In what follows we first detail the result of two experiments. The first experiment

aims at showing that the frequency of co-occurrence of items is a good indicator of

possible associations between items but it is not necessarily enough to just rely on

frequency (Section 5.1).The second experiment evaluates the recommendation quality

produced by CIRC using sum of Bayesian ratings as weight, and reports the improve-

ments achieved compared to the results of the first experiment (Section 5.2). Finally

in Section 5.3 we compare CIRC to previously mentioned user-based and item-based

approaches using the metrics introduced in section 4.2.

5.1 Frequency as weight

This experiment employs pair frequencies as weights and explores various frequencies

as the value for the parameter minW. As it was mentioned before, CIRC has a

parameter minW which can be flexibly configured. Items with higher association

values (i.e. wab) than minW are considered to be neighbors and therefore contribute
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Sensitivity of Frequecy as weight
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Figure 5.1: Recommendation quality of CIRC using frequency as weights

in the process of recommendation, otherwise, the pair is believed to be not related.

Figure 5.1 shows the quality of recommendations produced by CIRC for different

values ofminW when frequency is used as weight. We can observe the effect of varying

the value of minW (i.e. minFrequency) on recommendation quality. By increasing

the threshold from one to two, the quality of recommendations drops significantly

especially in categories C3, C4 and C5 where the users have rated more items. One

explanation could be that by ignoring the pairs of items who have just appeared once

together in one of the lists, we are actually missing valuable information.

This observation supports the idea that it’s not just the frequency of co-occurrence

that counts, but it’s also the quality of co-occurrence. In other words, a pair of items

which appears in a very desirable list with high percentage of yes votes and high

number of voters, is as significant as - and sometimes more important than- a pair

appearing in many lists. Intuitively, if a user finds a useful and well put together

list of items (e.g. a good playlist), he’d rather rate the list than creating a new list

containing the same items to express his interest. This way, items that are really

related will get more and higher votes and probably they will not appear together in

many other lists.

When using frequency as weight, one may want to configure CIRC with higher

thresholds of minW, firstly because low frequency is usually an indicator of low as-

sociations between items in a pair, and secondly, to reduce the response time of the
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Figure 5.2: Recommendation quality of CIRC using sum of Bayesian ratings as
weights

recommendation algorithm by filtering uninteresting pairs out. However, it is possible

for an item pair which consist of highly related items to have a low frequency. Setting

a high threshold also filters these good pairs out. Therefore, there should be a way to

distinguish between good pairs and bad pairs with the same frequency without com-

promising the quality of recommendations or exceeding the optimal response time.

The following section discusses the alternative weight (i.e. sum of Bayesian ratings)

for dealing with the aforementioned problems.

5.2 Sum of Bayesian ratings (SBR) as weight

In this experiment we use a more sophisticated approach to decide between an in-

teresting pair and the ones who imply low association between items. Based on the

discussions on Section 3.2, we employ the sum of Bayesian ratings as the weight to

describe a pair of items.

Figure 5.2 illustrates the quality of recommendations produced by CIRC using

sum of Bayesian ratings as weight. It can be observed from the results that increasing

the minW has negligible effect on the quality of recommendations for the first three

categories. While categories C4 and C5 show little change in quality when minW

increasing from 0.5 up to 0.8, they are more affected by further increase in minW
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compared to the first three categories. We believe that the low number of sample

users in the last two categories contributes to the sensitivity of the results, however,

further research should be conducted to study this behavior in more detail.

This observation helps us to tune our recommender system in a way that gener-

ates the best possible recommendations. In general, unlike using frequency as weight,

where the quality sharply drops by increasing the minW, interesting pairs are pre-

served by using SBR even when the threshold is high. This means that SBR is a

better indicator of existing associations between items and better separates the in-

teresting items from the items the user might not like. Two pairs with the same

frequency may have different association degrees due to the quality of lists they have

appeared in.

By setting higher thresholds for minW parameter, there remain fewer pairs sat-

isfying the new threshold. Therefore, we look into a smaller set of pairs to find

recommendations for a user and this reduces the time needed for producing recom-

mendations while keeping the high quality. This is an interesting and promising

observation that is of great importance to real-time recommender applications.

This experiment justifies the use of the novel SBR weight for better anticipating

the associations between items. We further compare the performance of CIRC using

SBR with that of CIRC using frequency as well as user-base and item-based recom-

mender algorithms in the following subsection. For this matter, we will set minW

equal to 0.5 to get the best possible results CIRC produces while using SBR.

5.3 CIRC vs. item-based and user-based collabo-

rative filtering

We categorize CIRC as a model-based recommendation approach which utilizes the

information provided by users in a new way to derive the item-item relationships.

While it seems similar to an item-based collaborative approach, it’s genuinely different

because CIRC does not consider the user-item interactions in users’ profiles. We

believe that in applications where extra data like user-created lists is available, CIRC

can outperform commonly used user-based and item-based approaches.

Figures 5.3 - 5.5 report the results of comparing the performance of CIRC with that

of user-based and item-based recommendation approaches. We include the results of

CIRC using two different weights we introduced before so that we can compare two
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Figure 5.3: Comparison of classification accuracy of CIRC and user-based and item-
based algorithms

versions of CIRC with respect to each other as well as with user-based and item-based

approaches. We report F-measure as an indicator of system accuracy in finding items

the user will like, while MAE can be interpreted as the confidence an algorithm has

in recommendations it makes and coverage measures the usability of the system to

the users by measuring the percentage of the the items in a user’s basket for which

a prediction was provided. This computation is based on the leave-one-out method.

Precision and Recall measures which are not shown in the figures, are reported in

Appendix A.2.

F-measure. It can be observed from the charts in Figure 5.3 that at least one

of the two CICR algorithms (frequency, SBR or both) provides more accurate rec-

ommendations according to the reported F-measures. The distinction between our

approach and two benchmark CF algorithms that we have implemented becomes even

more apparent for categories C3, C4 and C5 where users have rated more items. We

believe this happens partly because as the users rate more and more number of items

there is a risk of mixed tastes in their generated neighborhood. Therefore, lots of

recommended items are of no or lower interest to the user. CIRC on the other hand,

remains on track by just looking at quality item-item associations and is not confused

by a misleading neighborhood.

CIRC better finds good items and filters out uninteresting items when it uses SBR
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Figure 5.4: Comparison of prediction accuracy of CIRC and user-based and item-
based algorithms

as opposed to frequency. Therefore we draw this conclusion that, collections (or lists)

of items created by users along with the opinion of voters about these collections, is

an important and promising information source to derive the meaningful associations

between items.

MAE. Figure 5.4 reports the quality of predictions made by each of four al-

gorithms under examination. While user-based algorithm always bears the worst

prediction quality of all four, item-based approach shows an interesting behavior and

even outperforms CIRC predictions in category C3. Starting from category C1 with

lowest number of rated items for each user, the quality of predictions increases as the

sparsity of data set decreases. However, this increase does not last and it stops at C3

which we believe is the best case dataset for item-based algorithm. Afterwards we

observe the quality going down. Except for the third category of users, CIRC is the

winner in predicting the ratings for recommended items. However, unlike classifica-

tion accuracy, prediction accuracy is higher when we use frequency as weight. This is

an interesting observation which can be addressed in more details in future research.

Coverage. While F-measure and MAE are important, we are also interested to

find out how useful a system is to the users. In the other words, what percentage of

users will receive recommendations if any. Figure 5.5 illustrates the usability of these

four recommender algorithms in terms of the coverage they provide for different user

categories. Without any exception CIRC outperforms item-based and user-based ap-
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Figure 5.5: Comparison of coverage of CIRC and user-based and item-based algo-
rithms

proaches. We also observe that frequency provides more coverage than SBR. This is

not surprising since we have set the minFrequency = 1 which means all the possible

item-item relationships will be examined, increasing the chance to produce recommen-

dations for more users. For the SBR however, we chose minSBR = 0.5 because this

is the value which yields highly accurate recommendations without requiring the sys-

tem to look into enormous amount of data. We know that by setting lower thresholds

for minSBR we will get the same coverage as what we get using frequency as weight.

Discussion. From the experimental evaluations of CIRC along with two benchmark

algorithms, user-based and items-based collaborative filtering schemes, we make some

important observations. First, as it was expected the item-based technique always

outperforms the user-based approach by having higher F measure, higher coverage

and lower error for predicting ratings. The second observation is that CIRC is almost

always the winner except for the yielded prediction accuracy of category C3 in which

item-based recommender performs better. It is important to note that all measures

used to evaluate this work suffer from the underlying biases as is suggested by Her-

locker et al [34]. However, to alleviate this bias in our evaluations, we only used the

portion of the recommendations which also appear in the target user’s examination

set, otherwise, a recommender with high true recall and true precision may yield

low values on these measures because it recommends lots of un-rated relevant items
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to the user. The comparisons, however, are absolute and show the prominence of

our approach over benchmark algorithms. By removing this constraint in real world

application of CIRC we expect to have even more coverage.

We implemented all our experiments using JAVA on a Windows XP based PC with

Intel Dual core processor having a speed of 2GHz and 2GB of RAM. Although we have

not done any experiment on scalability issues like response time and throughput, we

are confident that CIRC is highly scalable due to the way it produces recommendation.

As discussed earlier all the item-item relationships are pre-computed and kept up to

date at a negligible cost (see section 3.4).
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Chapter 6

Conclusions

6.1 Summary and Conclusion

In this thesis we proposed a new model for recommendation systems based on valuable

information present in user-created lists which is usually overlooked. We described

how it is possible to extract item-item associations from these lists and use these

associations to make recommendations in a more efficient and qualitative way. Our

assumption is that the co-occurrence of two items in a list together is a strong indica-

tor of the similarity between those items. This assumption is intuitively supported by

the fact that user-created lists (e.g play lists, book collections, movie collections, etc.)

usually have a unique theme, taste, and topic. To evaluate this assumption we intro-

duced two ways to calculate the degree of association between two item: frequency of

co-occurrence and sum of Bayesian ratings. The latter takes into consideration not

only the frequency of co-occurrence but also the quality of the lists containing the item

pair. We experimentally evaluated CIRC- our Collective Intelligence ReCommenda-

tion approach based on the proposed model- and showed that CIRC outperforms the

commonly used user-based and items-based CF methods. Moreover, the results sug-

gest that when “sum of Bayesian ratings” is used as item-item similarity measure,

CIRC produces more accurate recommendations, covers a broader range of users and

items and has higher confidence in what it recommends. CIRC is flexible and can be

kept up to date at negligible costs. CIRC also deals with one of the most challenging

problems with recommenders: the cold start problem; It performs remarkable well

for cold-start users in our data set. All these results are very promising and suggest

that this research has successfully discovered a new potential to extract item-item
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associations. Our novel data set used in this research is publicly available.

6.2 Future Work

In this thesis our primary goal was to show that user-created lists of items contain

valuable information for extracting item-item relationship. As a secondary goal we

wanted to show that the co-occurrence of two items in lists is not the only important

issue, but it is also the quality of the list two items appear in together. We calculated

the “Bayesian rating” of the lists as a quality measure. However, we could simply

define the quality of a list as the percentage of yes votes out of all the votes it has

received. It will be interesting to study the behavior of CIRC using this quality

measure and to compare the results with that of CIRC when frequency and sum

of Bayesian ratings are used as measures. If the former shows superior performance,

then updating CIRC is even less expensive. The reason is that in this case the quality

of lists never depend on a global constant like C (average rating of all the lists) and M

(average number of votes received by lists). Therefore, we never have to re-calculate

any item-item similarity. Also, our research does not include any performance analysis

in terms of the response time and system throughput.

We have shown in this research that when extra information about user-created

lists is available, systems can benefit from CIRC. However, CIRC can also be utilized

in conjunction with other recommendation methods to form a hybrid approach.
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Appendix A

Additional Information

A.1 Parameters

Sensitivity of the parameter n 
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Figure A.1: Sensitivity of the parameter n

As it was mentioned in section 4, in our experiments with CIRC we use the

majority of items in user’s basket as input set. We carried on a preliminary experiment

where we used three different values (30, 50, 80) as the value of n. In our experiment

n indicates the percentage of items in the user’s basket to be used as input set while

the rest of the items serve as the examination set. To determine the sensitivity of

parameter n, we ran CIRC for each of these values using frequency as weight and
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fixing MinW=1 and we computed the F-measure. Our results are shown in Figure

A.1. We observe that the quality of recommendations increases as we increase n.

Based on this, we select n=80% as an optimum value for our subsequent experiments

with CIRC.

A.2 More Results

The following table reports the precision and recall resulted from experiments.

Category User Based Item Based
CIRC 

minFreq=1
CIRC 

minSBR=0.5
P R P R P R P R

C1 1.00 1.00 1.00 1.00 1.00 0.96 1.00 1.00
C2 0.88 0.72 0.91 0.73 0.91 0.65 0.92 0.75
C3 0.76 0.30 0.78 0.36 0.82 0.39 0.88 0.48
C4 0.76 0.12 0.75 0.17 0.85 0.36 0.82 0.35
C5 0.87 0.04 0.86 0.11 0.71 0.45 0.73 0.45

Table A.1: Precision and Recall for four different recommendation algorithms exam-
ined
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